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Abstract

This work focuses on the task of privacy-preserving ac-
tion recognition (PPAR), which aims to protect individual
privacy in action videos without compromising recognition
performance. Despite recent advancements, existing PPAR
models still struggle with video domain shifts. To address
this challenge, this work aims to develop transferable PPAR
models by leveraging labeled videos from the source do-
main and unlabeled videos from the target domain. This
work contributes a novel method named GenPriv, which
improves the transferability of privacy-preserving models
by generative decoupled learning. Inspired by the fact
that privacy-sensitive information in action videos primar-
ily comes from static human appearances, our GenPriv de-
couples video features into static and dynamic aspects and
then removes privacy-sensitive content from static action
features. We propose a generative architecture, ST-VAE,
complemented by Spatial Consistency and Temporal Align-
ment losses, to enhance decoupled learning. Experimen-
tal results on three benchmarks with diverse domain shifts
demonstrate the effectiveness of our proposed GenPriv. The
code is available at https://github.com/iSEE-
Laboratory/GenPriv .

1. Introduction

The rapid advancements in video-based action recognition
have enabled its extensive use in areas like video surveil-
lance [8, 34], smart home [15, 24], and elderly monitor-
ing [1, 29, 45]. While these applications are primarily de-
signed to enhance security and assist users, increasing con-
cerns about privacy breaches have emerged due to the large
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Figure 1. Comparison between the existing PPAR methods and our
GenPriv. (a) Existing methods often struggle with domain shifts
inherent in real-world applications, such as variations in viewpoint
and lighting. (b) Our proposed GenPriv improves the transferabil-
ity of PPAR models by generative decoupled learning. As shown
by the TP-UCF ↔ TP-HMDB transfer results above, our GenPriv
surpasses previous states of the art and demonstrates significant
improvements in action recognition transferability across domains
while maintaining comparable privacy-preserving performance.

volumes of video data collected by these systems [14, 20].
Since visual data often needs to be transmitted to external
servers for processing, there is a significant risk of exposing
sensitive personal information, e.g., identity, face, gender,
and social relationships [40].

Recently, numerous methods for Privacy-Preserving Ac-
tion Recognition (PPAR) have been proposed [28, 33, 35,
42, 43], aiming to conceal privacy-sensitive information in
videos while maintaining action recognition utility. Among
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these approaches, adversarial learning based methods have
received considerable attention [9, 19, 21, 32, 43]. These
methods follow an adversarial training framework proposed
by Wu et al. [43], which involves three key components,
namely a video anonymizer, an action classifier, and a pri-
vacy attributes predictor. The video anonymizer is proposed
to remove privacy-sensitive attributes from videos, the ac-
tion classifier is adopted for action recognition [23, 39, 47],
and the auxiliary privacy attributes predictor is adopted to
identify privacy-sensitive information from videos. Based
on iterative adversarial learning, these components work
collaboratively to find the best balance between privacy pro-
tection and action recognition performance.

In this work, we investigate the transferability of PPAR
models, focusing on their ability to maintain privacy pro-
tection and action recognition performance across different
video domains. Our work reveals that existing methods
still struggle with domain shifts. For example, a privacy-
preserving model learned from normal videos can hardly
achieve a privacy utility trade-off for videos captured in
dark environments. As shown in Fig. 1, existing methods
suffer from a significant performance drop when transfer-
ring from source domain to target domain. Ensuring trans-
ferability across video domains is crucial for PPAR mod-
els in practice, since models often suffer from environment
changes when deployed in real-world applications, e.g.,
weather change, viewpoint variation, and lighting shifts.

To address the above challenge, we propose a novel
method named GenPriv, which improves the transferabil-
ity of PPAR models by generative decoupled learning. Our
method takes inspiration from the fact that privacy-sensitive
information in action videos primarily comes from the
static human appearances, e.g., face, skin color, and cloth-
ing. Therefore, our GenPriv first decouples video features
into static and dynamic aspects, and then removes privacy-
sensitive content from static action features. Specifically,
we propose to conduct feature decoupling by a generative
architecture named ST-VAE, which is guided by Spatial
Consistency and Temporal Alignment losses (Sec. 3.3).

To quantitatively measure the transferability of PPAR
models, we construct TP-UCF↔TP-HMDB, V-HMDB-
ARID, and V-NECDrone-Kinetics benchmarks. The state-
of-the-art performance of our GenPriv on all three bench-
marks demonstrates the effectiveness of our design.

Our contributions can be summarized as follows:
• To the best of our knowledge, we are the first work

that challenges the cross-domain transferability of PPAR
models. To support evaluation for this setting, we es-
tablish three benchmarks, namely TP-UCF↔TP-HMDB,
V-HMDB-ARID, and V-Kinetics-NECDrone, and imple-
ment multiple baselines for comparison.

• We propose a novel generative decoupled learning frame-
work, named GenPriv, that improves transferability of

privacy-preserving action recognition models by remov-
ing static privacy-sensitive information while maintaining
and aligning action-relevant features across domains.

• We conduct extensive comparison experiments and abla-
tion studies across diverse cross-domain scenarios, and
the results demonstrate the effectiveness of our method
across varying conditions such as lighting, viewpoints,
and environmental shifts.

2. Related Work

Privacy-Preserving Action Recognition (PPAR). Recent
PPAR methods fall into two main categories. Unlearning-
based methods, like blurring and down-sampling [6, 7, 28,
35, 38], often compromise task utility. Some methods pro-
pose to first detect and then obfuscate the privacy regions
[33, 46], which rely heavily on pre-trained detectors, limit-
ing their adaptability in ever-changing environments.

Wu et al. [43] proposed an adversarial learning based
method, followed by [9, 19, 21, 22, 32, 43] that leverage
minimax optimization to balance action recognition with
privacy preservation objectives. BDQ [19] introduces a
low-complexity privacy-preserving encoder, while SPAct
[9] employs a self-supervised method to address the lack of
privacy annotations. More recent works, such as STPrivacy
[21], explore integrating frame-level sparsification to re-
duce privacy redundancy. Peng et al. [32] focus on improv-
ing the generalization for novel privacy attributes and novel
attack models, Ilic et al. [16] emphasize the interpretabil-
ity of privacy preservation. However, the above methods
encounter performance drops when transferring from the
source to the target domain. In this work, we propose to
enhance the domain transferability of PPAR models.
Domain Adaptive Action Recognition. In the field of ac-
tion recognition, domain adaptive action recognition seeks
to transfer action recognition capabilities from a source do-
main with ample labeled data to an unlabeled target do-
main [2, 12, 25, 27]. Most existing approaches primar-
ily emphasize domain invariance. For instance, TA3N [2]
and T-CoN [31] target key domain-invariant clips within a
video by employing various attention mechanisms. Specif-
ically, TA3N [2] utilizes the entropy of domain discrimi-
nators, while T-CoN [31] focuses on cross-domain feature
similarity. Additionally, self-supervised techniques have in-
fluenced methods like SAVA [5] and CoMix [36], which
aim to filter out domain-specific information. SAVA [5] uti-
lizes the clip order prediction task, whereas CoMix [36] ap-
plies temporal contrastive losses with background mixing,
while Wei et al. [41] proposes achieving domain adapta-
tion through a disentanglement approach. However, none
of the above domain adaptation methods incorporates pri-
vacy protection, whereas our method achieves both privacy
preservation and domain adaptation simultaneously.
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Figure 2. Overview of the proposed GenPriv. The labeled source domain videos and unlabeled target domain videos are first encoded and
quantized into two sets of decoupled discrete latent tokens by our ST-VAE, with a static and dynamic quantizer. The Mutual Information
Loss is designed to enhance feature decoupling by minimizing the dependency between static and dynamic features. The Temporal
Alignment Loss is applied to guide the extraction of domain-aligned dynamic temporal features for action recognition, while the Spatial
Consistency Loss ensures that the extracted static features are spatially consistent. During the minimax training process, action-related
information is retained under the supervision of the action classifier, while the privacy-removed static features are extracted under the
guidance of the privacy attributes predictor. Notably, the target domain data is only accessed in an unsupervised manner during training.

3. GenPriv

3.1. Problem Formulation
We formally define our domain-adaptive privacy-preserving
action recognition setting as follows. Suppose the source
domain S and target domain T have different distribu-
tions but share the same label space. Domain S contains
video data with action labels YS and privacy labels PS , de-
noted as {(VS

i , Y
S
i , PS

i )}NS
i=1. Domain T consists of unla-

beled video data, denoted as {VT
i }

NT
i=1. Our objective is to

achieve a balance between the action recognition utility and
the privacy budget on the unlabeled target domain T . To
this end, we employ an adversarial training scheme where
an anonymization function fA paired with an action classi-
fier fT is trained on the provided video data with the help
of an auxiliary privacy attributes prediction model fB . We
seek an optimal anonymization function f∗

A to transform the
original data to anonymized version f∗

A(X
T ) , and an opti-

mal action recognition model f∗
T such that:

C1: The cost of target action recognition model f∗
T on

target domain, donated as LT , should be minimally affected
under the anonymization function f∗

A:

LT (f
∗
T (f

∗
A(X

T ))) ≈ LT (f
∗
T (X

T )). (1)

C2: To significantly reduce the privacy budget, cost of
privacy attributes predictor fB , donated as LB , should in-
crease on the anonymized data compared to raw data:

LB(fB(f
∗
A(X

T ))) ≫ LB(fB(X
T )). (2)

To achieve these two goals, we mathematically formulate
the problem as solving the following optimization problem:

f∗
A,f

∗
T =argmin

fA,fT

[
LT (fT (fA(X

T)))+γLB(fB(fA(X
T)))

]
(3)

where γ is a balancing factor that controls the trade-off be-
tween the action recognition utility and the privacy budget.

3.2. Model Overview
The overview of our proposed GenPriv is shown in Fig. 2.
Our GenPriv first decouples an input video into static and
dynamic aspects using its ST-VAE module, adopting a fea-
ture decoupling strategy inspired by [41]. The ST-VAE is an
encoder-decoder architecture featuring two separate static
and dynamic quantizers to process the static and dynamic
aspects of the video, respectively. During the static quanti-
zation process, the static quantizer is optimized to discard
privacy-sensitive information under the supervision of the
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privacy attributes predictor while retaining other static in-
formation beneficial for action recognition, e.g., action con-
texts. On the other hand, our dynamic quantizer is respon-
sible for quantizing the action-related dynamic information.
Both quantizers are supervised by video action labels, and
the decoupled learning process is guided by Spatial Con-
sistency Loss and Temporal Alignment Loss alongside Mu-
tual Information Loss for feature decoupling. After inte-
grating the quantized static and dynamic features, a decoder
is adopted to generate the privacy-protected video.

3.3. Generative Decoupled Learning
To conduct feature decoupling, our ST-VAE first maps the
encoded static and dynamic features into a discrete latent
space separately, and the decoder reconstructs input videos
from the latent features. The generative learning pipeline
endows our ST-VAE with the data compression ability to fil-
ter out privacy-sensitive information while retaining essen-
tial action features within the privacy-removed latent space.
Decoupled Video Encoding. Specifically, fE , the encoder
of ST-VAE, first maps the input video x ∈ RT×H×W×3

into two independent components in the latent space. Dy-
namic features are extracted through an extractor with 3D
convolutional layer to model temporal dependencies, while
static features are acquired via a frame-level extractor with
2D convolutional layer, retaining only spatial information.
The resulting outputs are then quantized into discrete la-
tent tokens, with f ∈ Zh×w×cf representing the video-level
static features and z = {zi}ti=1 ∈ Zt×h×w×ct represent-
ing the frame-level dynamic features. cf and ct denote the
embedding dimensions of two separate trainable codebooks
for quantization, namely CF and CT , which are responsible
for encoding the static and dynamic features, respectively.
The feature encoding process is formulated as follows:

f , z = q(fE(x)), (4)

where q(·) denotes the quantization operation applied to the
output of encoder fE . This process maps continuous latent
vectors to the nearest entries in the respective codebooks CF
and CT , ensuring static and dynamic features decouple.
Privacy-Preserving Static Feature Learning. Taking in-
spiration from the fact that privacy-sensitive information in
action videos primarily comes from the static human ap-
pearances, we propose to remove privacy from the static
features of videos. To this end, we propose a Spatial Consis-
tency Loss to guide the static feature decoupling of videos,
as shown in Fig. 3. It adopts a triplet loss structure, where
features of original frames (f ), shuffled frames (f+), and
other videos (f−) serve as the anchor, positive, and negative
samples, respectively. The loss is formulated as follows:

Ls-cons = max
(
D(f, f+)−D(f, f−) +m, 0

)
, (5)

where D(·, ·) denotes a distance metric, m is a margin.

Original frames

Shuffled frames

Other video frames

Encoder

Positive

Anchor

Negative

Margin

Negative

Anchor

Positive

Figure 3. Spatial Consistency Loss. The figure shows the loss
applied to enforce static feature consistency. Features from origi-
nal frames serve as the anchor, shuffled frames as the positive, and
frames from other videos as the negative. The loss minimizes the
distance between the anchor and positive samples while maximiz-
ing it from the negative, enhancing static feature extraction.

Ls-cons compels the encoder fE to generate static video fea-
tures that are invariant to the temporal order. Notably, both
labeled source domain and unlabeled target domain videos
are utilized for this objective in a self-supervised way, en-
abling spatial consistency modeling across video domains.

Privacy-sensitive information is removed under the su-
pervision of source domain privacy labels. This process
is adversarially trained with a pre-trained privacy attributes
predictor acting as the attacker, and its feedback directly
guides the update of the static codebook CF . We main-
tain an Exponential Moving Average (EMA) of the use fre-
quency of each entry in CF to selectively deactivate and
replace codes infrequently activated for action recognition
but crucial for privacy attributes prediction during adversar-
ial optimization. This targeted update strategy is designed
to learn the privacy-protected static features while retaining
privacy-agnostic static information for action recognition.
Further implementation details can be found in Supp.Sec.B.
Domain-Adaptive Dynamic Feature Learning. After ap-
plying the Spatial Consistency Loss to separate the static
features, our ST-VAE further conducts a mutual information
minimization process to reduce the dependency between
the static and dynamic features, effectively decoupling the
video features into these two distinct aspects. To achieve
this goal, we adopt a Mutual Information (MI) Loss based
on the NT-Xent loss [3]. Minimizing this loss encourages
the model to encode static and dynamic information into or-
thogonal feature subspaces. Specifically, we apply this loss
to the quantized static features f , and the sequence of quan-
tized dynamic features z. This loss is formulated as follows:

Lmi = −1

t

t∑
i=1

log

[
exp(sim(f , zi)/τ)∑t
j=1 exp(sim(f , zj)/τ)

]
, (6)

where sim(, ) denotes a similarity function, τ is a tempera-
ture hyperparameter, details are provided in Supp.Sec.B.
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To improve the transferability of video features, we pro-
pose a Temporal Alignment Loss to mitigate the domain
discrepancy of action-related dynamic features from the
source and the target domains. Specifically, we introduce
a domain classifier G, coupled with a Gradient Reversal
Layer (GRL) [12], the GRL reverses the gradient’s direc-
tion during backpropagation, which can help to train the
encoder of ST-VAE to generate domain-invariant dynamic
features z that can confuse G. This objective is achieved by
optimizing with our Lt-align, which is formulated as follows:

Lt-align =
1

N

N∑
i=1

CE
(
G(zi), Y

d
i

)
, (7)

where CE denotes the cross-entropy loss, zi denotes the dy-
namic features for the ith video from a batch of randomly
mixed source and target domain training data, and Y d

i de-
notes the corresponding domain label. By aligning the
action-related dynamic representation, we ensure that es-
sential information for action recognition is preserved while
enhancing the cross-domain transferability of our models.
Anonymized Video Generation. After feature encoding
and quantization, the static and dynamic features are fused
and fed into the decoder to reconstruct the anonymized
video. The video-level static features are incorporated with
the frame-level dynamic features for each frame, producing
fused features, zfused = {zfused,i}ti=1 ∈ Zt×h×w×cfused . The
concatenated vector is defined as:

zfused,i = Concat(zi, f), (8)

where Concat(·) represents the concatenation operation.
This fused latent vector is used as input for the final recon-
struction stage. The final reconstruction x̂ is produced by
ST-VAE’s decoder, fG , based on the fused latent vectors:

x̂ = fG(zfused). (9)

This generative modeling framework enables the produc-
tion of videos with action-relevant content while preserving
privacy by excluding sensitive attributes in the latent space.

3.4. Optimization Procedure and Objectives
The pipeline of our privacy-preserving action recogni-
tion models training and evaluation consists of three main
phases: initialization, adversarial learning, and evaluation.
Initialization. We begin by initializing the encoder-decoder
framework as an identity function. During this phase, we
focus on reconstructing the input video x and enable the
model to learn a baseline representation of both static and
dynamic information. The initialization objective for our
anonymizer fA includes a reconstruction loss Lrec and an
initial action classification loss Lact to remain the essential
clues for action recognition, Linit is defined as:

Linit = Lrec + Lact, (10)

The auxiliary models are also pretrained to guide the min-
imax optimization below. A transferable action recognizer
fT is trained to help retain cross-domain action informa-
tion, and a sufficiently powerful privacy attributes predictor
fB is trained to help discard privacy-sensitive information.
Adversarial Learning. In this phase, we first initialize fA,
fT and fB with the pretrained weights. A two step iterative
minimax optimization process then takes place, the adver-
sarial learning objective of our fA in step-1 is defined as:

Ladv = λst(Lmi +Ls-cons +Lt-align)+λaLact −λpLpri, (11)

where λst is the relative weight of our spatial temporal de-
coupling losses, λa and λp are weighting coefficients con-
trolling the balance between action classification loss Lact
and privacy prediction loss Lpri, respectively. The negative
sign before Lpri implies we want to maximize it, and this is
implemented via negative gradients [11, 26].

Notably, only fA is trained in step-1, while the weights
of fT and fB are frozen. In step-2, fT and fB are trained
using Lact and Lpri, respectively, to adapt to the updated fA.
We alternatively update fA, fT and fB in a triadic adver-
sarial framework following previous works [9, 21, 43] to
finally achieve the optimization goal described in Eq. 3.
Evaluation. We first employ the optimized f∗

A to obtain
the anonymized training and testing split f∗

A(X
T
train) and

f∗
A(X

T
test) of the target domain T . To evaluate action recog-

nition transferability, we directly test the optimized f∗
T on

f∗
A(X

T
test). To evaluate privacy preservation, we re-initialize

and train a f ′
B on f∗

A(X
T
train), and test it on f∗

A(X
T
test). Note

that the privacy labels of T are only accessed for evaluation.
Further implementation details and algorithm of Sec 3.4

are provided in Supp.Sec.B. We further provide figures il-
lustrating this optimization procedure in Supp.Sec.E.

4. Experiments
4.1. Datasets
TP-UCF ↔ TP-HMDB. We propose a Transfer bench-
mark for Privacy-preserving action recognition based on the
UCF↔HMDB transfer benchmark in [2] for video domain
adaptation. This dataset comprises 3,209 source and tar-
get domain videos spanning 12 overlapping action classes.
We use the official splits provided by [2]. In this work, we
study avoiding the leak of multiple privacy attributes, so
we compose the privacy labels of VP-UCF and VP-HMDB
provided by Li et al. [21] with five human attributes, i.e.,
face, skin color, gender, nudity, and familiar relationship.
Kinetics ↔ NEC-Drone. A challenging domain adapta-
tion benchmark provided by Choi et al. [4], the videos in
NEC-Drone [4] are captured by drones, resulting in signifi-
cant viewpoint variation compared to the videos in Kinetics
[17]. This benchmark comprises 994 training videos and
452 testing videos from 7 overlapping action classes.
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Figure 4. Qualitative results of GenPriv. The raw video frames (top row) and their anonymized counterparts (the bottom row). This
visualization shows that GenPriv can effectively obscure privacy-sensitive attributes while maintaining action-relevant details, e.g., action
contexts. Grad-CAM of the privacy predictor before and after anonymization reveals that our method can hinder accurate privacy prediction.

HMDB ↔ ARID. A video domain adaptation benchmark
established by Xu et al. [44]. The ARID consists of dark ac-
tion videos, introducing significant lighting shifts compared
to the source domain. This benchmark has 1870 training
videos and 1153 testing videos spanning 11 overlapping ac-
tion categories. We use the official splits provided by [44].
VISPR. An image privacy dataset [30] annotated with di-
verse human privacy attributes. We use the 7 human privacy
attributes selected by Wu et al. [43], which also frequently
appear in human action videos. These annotations can be
used to provide privacy supervision during minimax train-
ing for our cross-dataset training and evaluation protocols.
Further datasets details are provided in Supp.Sec.A.

4.2. Implementation Details
Architectural details. Our ST-VAE utilizes two separate
codebooks for feature quantization, one with 2,048 entries
for static and another with 16,384 entries for dynamic. We
use R2plus1D-18 [39] as fT , ResNet-50 [13] as fB .
Hyperparameters. In Sec 3.4, the initialization process in-
volves training fA for 150 epochs, fT pretrained on Kinet-
ics400 [17] for 100 epochs and fB pretrained on ImageNet
[18] for 50 epochs. The two-stage adversarial learning is
conducted for 200 epochs iteratively, followed by an evalu-
ation phase, where a re-initialized f ′

B is trained on the trans-
formed data for 50 epochs. We adopt CrossEntropyLoss for
Lact, BCEWithLogitsLoss for multi-label privacy attributes
classification loss Lpri. Each video clip is processed into
16 × 128 × 128 × 3, with a frame sampling rate of 4. For
Ls-cons the margin m is set to 1, and we choose Euclidean
distance as the distance metric. For Lmi, the temperature τ
is set to 0.5, and we use cosine similarity for sim(, ). All
experiments are conducted on NVIDIA RTX 3090 GPUs.
Evaluation metrics. We report Top-1 accuracy for action
recognition, class-wise mean average precision (cMAP) and
classwise F1 score for privacy preservation. These metrics

are reported in percentages (Top-1 and cMAP) and decimals
(F1), where ↑ and ↓ represent that higher and lower values
are better. A method exhibiting a higher Top-1 accuracy
alongside lower cMAP and F1 score are deemed superior.
More implementation details can be found in Supp.Sec.B.

4.3. Baseline Methods for Comparison.
VITA baseline. We replicated VITA [43] by converting
their official TensorFlow code to PyTorch, maintaining the
original network architecture and training details.
SPAct baseline. Our implementation of SPAct [9] is based
on the official source code and pretrained models provided
by the same author in [10] to ensure a faithful reproduction.

For fair comparison, all methods compared in this pa-
per share an identical experimental setup and use the same
training augmentations and auxiliary models for evaluation.

4.4. Training and Evaluation Protocols
Same Dataset Training and Evaluation. For datasets in
our TP-UCF ↔ TP-HMDB contain both action and privacy
annotations, their privacy labels support supervising the pri-
vacy removal during adversarial learning and conducting
evaluation. During adversarial training, the anonymization
function fA is optimized using data from both domains: the
labeled source domain data (XS

train, Y S
train, PS

train) is used
to compute the supervised Lact and Lpri losses, additional
with the unlabeled target domain data XT

train to compute
self-supervised losses Lmi, Ls-cons and Lt-align. Once f∗

A and
a f∗

T are trained, we directly test the transfer performance of
f∗
T on f∗

A(X
T
test) with Y T

test. A re-initialized f ′
B is trained

on f∗
A(X

T
train) with Y T

train, then we evaluate the privacy-
preserving performance of f∗

A on f∗
A(X

T
test) with Y T

test. For
clarity, the Y T labels are only accessed for evaluation.
Cross-Dataset Training and Evaluation. Since privacy
labels are unavailable for some video datasets, we adopt
a cross-dataset training and evaluation protocol following
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Method
TP-HMDB → TP-UCF TP-UCF → TP-HMDB

Top-1 (↑) ∆ cMAP (↓) F1 (↓) Top-1 (↑) ∆ cMAP (↓) F1 (↓)
Source Only 85.81 72.51 0.592 78.69 68.47 0.552
VITA[43] 65.50 70.60 0.587 72.73 64.25 0.469
SPAct[9] 72.22 66.47 0.570 74.26 64.89 0.525
VITA+DANN[12, 43] 67.37 70.65 0.517 71.81 63.32 0.475
SPAct+DANN[9, 12] 63.39 67.87 0.563 65.25 64.44 0.517
Ours 87.91 +15.69 67.42 0.519 80.55 +6.29 64.84 0.527

Table 1. Results on TP-HMDB↔TP-UCF transfer benchmark. Our method achieves state-of-the-art performance in maintaining
Top-1 action recognition accuracy on the target domain among all compared methods. Source Only serves as a baseline, showing action
recognition performance when a model trained on raw source domain data is directly applied to the target domain without privacy preser-
vation. +DANN suffix represent results from a multi-stage approach using DANN [12] for domain adaptation on privacy-preserved data.

Wu et al. [43]. In the training procedure, a batch of video
data from the mixture of XS

train with Y S
train and unlabeled

XT
train is used to optimize fA and fT . For the privacy re-

moval branch, we sample an equal-sized batch of images
from Xvispr

train , with privacy labels Y vispr
train , to optimize fA and

fB . For evaluation, in contrast to the previous protocol, a
re-initialized f ′

B is trained and evaluated on the anonymized
training and testing splits of VISPR (f∗

A(X
vispr), Y vispr).

4.5. Results on Transfer Benchmark
Results on TP-UCF ↔ TP-HMDB. As shown in Table 1,
our method achieves state-of-the-art action recognition per-
formance on the target domain, surpassing other methods by
a significant margin. In the TP-HMDB→TP-UCF setting,
our method achieves a Top-1 accuracy of 87.91%, which is
an improvement of 15.69% over the second-best method.
In the TP-UCF→TP-HMDB setting, our method achieves a
Top-1 accuracy of 80.55%, outperforming the second best
by 6.29%. These results show the superior transferability
of our privacy-preserving action recognition model across
domains. Moreover, our approach achieves a comparable
privacy-preserving performance to other baseline methods.

Methods with the +DANN suffix in Table 1 indicate a
multi-stage strategy, achieved by applying the DANN do-
main adaptation approach [12] on privacy-preserved data
directly. However, this approach shows limited improve-
ment in transferability. In contrast, our method achieves
both effective privacy removal and transferable action
recognition without requiring additional adaptation stages.
Results on V-Kinetics-NECDrone. The domain gap arises
primarily from the drone-captured perspectives in NEC-
Drone, contrasting with the standard camera angles in Ki-
netics. We evaluate our method on this challenging bench-
mark under the cross-dataset protocol in Sec 4.4.

As shown in the first two columns of Fig. 5, our method’s
consistent position near the top-left corner demonstrates an
optimal action recognition and privacy-preserving trade-off,
highlighting its capability to generalize across domains.
Results on V-HMDB-ARID Benchmark. This benchmark
presents a challenging domain gap, as ARID consists of

low-light scenes while HMDB features standard lighting
conditions. The trade-off results in the last two columns
of Fig. 5 highlight that our method generalizes effectively
across domains with diverse visual characteristics.
Additional experiments can be found in Supp.Sec.C.

4.6. Qualitative Analysis
To qualitatively analyze the effectiveness of our GenPriv,
we provide a visualization of the anonymization effect in
Fig. 4 and its Grad-CAM [37] analysis. The second row of
Fig. 4 shows that GenPriv can effectively obscure privacy-
sensitive human attributes e.g., face, gender, and skin color,
while maintaining action-relevant details, e.g., action con-
texts. The Grad-CAM indicates that GenPriv introduces un-
certainty into the privacy predictor’s decision-making pro-
cess, hindering its ability to make accurate privacy predic-
tions. See Supp.Sec.D for additional visualizations.

Notably, unlike previous [9, 10, 32] that are suscep-
tible to inadvertently reintroducing privacy details during
up-sampling for the skip connections in their anonymizers,
GenPriv leverages a generative decoupled modeling process
upon the privacy-removed latent space, which can prevent
unintentional reintegration of privacy-sensitive information
and can lead to a more effective visual privacy preservation.

4.7. Ablation Study
Effectiveness of Static Dynamic Decoupling. We validate
the effectiveness of our decoupling strategy with ablation on
our TP-UCF and TP-HMDB benchmark, comparing recon-
struction input video with different types of combinations of
latent features under four experiment configurations: Raw
Data, Dynamic Only, Static Only, and Hybrid (Ours).

Recon Strategy TP-UCF TP-HMDB
Top-1 (↑) cMAP (↓) Top-1 (↑) cMAP (↓)

Raw Data 98.24 72.51 94.16 68.47
Dynamic Only 93.52 66.63 79.17 60.17
Static Only 70.05 68.64 46.67 63.75
Hybrid(ours) 94.05 69.26 88.05 63.82

Table 2. Effectiveness of Static Dynamic Decoupling
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Figure 5. Action-Privacy trade-off on V-Kinetics-NECDrone and V-RAID-HMDB transfer benchmarks. These plots illustrate our
method’s transfer performance on the target domain in the cross-dataset setting. Data points closer to the upper-left corner in the above
trade-off plots indicate better action-privacy trade-off performance. Our method achieves significantly higher action recognition accuracy
on the target domain in the transfer results for each dataset, while achieving comparable privacy-preserving performance to other methods.

As shown in Table 2, action recognition performance on the
Dynamic Only setting experiences the smallest reduction,
indicating that dynamic features primarily drive action-
related information. Notably, privacy prediction perfor-
mance significantly declines on the Dynamic Only setting,
while the Static Only setting maintains privacy prediction
performance close to that of raw data, suggesting that static
features encode more privacy-sensitive information. The
Hybrid setting achieves an optimal balance between action
and privacy, affirming that our method effectively separates
action-relevant and privacy-sensitive information, enhanc-
ing the trade-off in privacy-preserving action recognition.
Impact of Temporal Alignment Loss for transferability.
We evaluate the importance of alignment strategies for ac-
tion performance transfer. Table 3 highlights that our de-
coupled alignment method achieves the best results, prov-
ing the necessity of decoupling and alignment to enhance
action recognition transfer ability across different domains.

Alignment Strategy TP-UCF→TP-HMDB TP-HMDB→TP-UCF
Top-1 (↑) Top-1 (↑)

Raw Data 85.81 78.69
Integrated-Multi-Stage 54.64 42.5
Decoupled-No-Alignment 80.56 73.06
Decoupled-Post-Alignment 48.46 46.06
Decoupled-Prior-Alignment(ours) 87.91 80.55

Table 3. Effectiveness of Lt-align for transferability.

Ablation on Mutual Information Loss. We conduct an
ablation on the Mutual Information (MI) loss, Lmi, which
is designed to disentangle static and dynamic features. As
shown in Table 4, the results demonstrate that incorporating
Lmi leads to significant performance improvements on both
action and privacy, which confirms its effectiveness.

Method TP-HMDB → TP-UCF TP-UCF → TP-HMDB

Top1(↑) cMAP(↓) Top1(↑) cMAP(↓)

GenPriv w/o Lmi 82.66 69.13 71.94 65.58
GenPriv w Lmi (ours) 87.91 67.42 80.55 64.84

Table 4. Effectiveness of the Mutual Information Loss (Lmi).

Different type of latent space for Privacy Preservation.
We investigate how different types of latent space affect pri-
vacy preservation. As shown in Table 5, using our Ls-cons to
first decouple the latent space and remove privacy from the
static achieves the best privacy-preserving performance.

Decoupling Strategy TP-UCF TP-HMDB
cMAP (↓) cMAP (↓)

Raw Data 72.51 68.47
Skip-Connection-Infused 67.73 65.26
Joint-latent-space 71.18 64.35
Decoupled-latent-space w/o Ls-cons 70.14 63.09
Decoupled-latent-space w Ls-cons (ours) 67.42 64.84

Table 5. Different types of latent space for Privacy Preservation.

The performance gain over the simpler Joint-latent-space
and Skip-Connection-Infused [9] strategy underscores the
effectiveness of our proposed Spatial Consistency Loss
Ls-cons, which ensures a more effective removal of privacy-
sensitive information from the decoupled static features.

5. Conclusion

In this work, we have addressed the challenge of improv-
ing the cross-domain transferability of privacy-preserving
action recognition models. We proposed a novel genera-
tive decoupled learning framework, GenPriv, designed to
disentangle video features into static and dynamic com-
ponents, allowing for the effective removal of privacy-
sensitive information from static features while preserv-
ing action-relevant details. We evaluated GenPriv on three
benchmarks: TP-UCF↔TP-HMDB, V-HMDB-ARID, and
V-Kinetics-NECDrone, and implemented multiple baselines
for comparison. Experimental results show that our Gen-
Priv outperforms existing methods in both the transfer ac-
tion recognition performance and privacy protection perfor-
mance under challenging conditions such as varied lighting,
viewpoints, and environmental shifts.
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