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Figure 1. Quantitative comparison of our model and LiDM [45] on semantic-to-lidar conditional generation. Both models are trained on
SemanticKITTI. Our approach achieves an improvement of 81% in FRID score on the SemanticKITTI validation set and demonstrates
robust generalization, yielding a 36% FRID improvement on the SynLiDAR dataset.

Abstract

Lidar point cloud synthesis based on generative mod-
els offers a promising solution to augment deep learning
pipelines, particularly when real-world data is scarce or
lacks diversity. By enabling flexible object manipulation,
this synthesis approach can significantly enrich training
datasets and enhance discriminative models. However, ex-
isting methods focus on unconditional lidar point cloud
generation, overlooking their potential for real-world ap-
plications. In this paper, we propose SG-LDM, a Semantic-
Guided Lidar Diffusion Model that employs latent align-
ment to enable robust semantic-to-lidar synthesis. By di-
rectly operating in the native lidar space and leveraging
explicit semantic conditioning, SG-LDM achieves state-of-
the-art performance in generating high-fidelity lidar point
clouds guided by semantic labels. Moreover, we propose
the first diffusion-based lidar translation framework based
on SG-LDM, which enables cross-domain translation as a
domain adaptation strategy to enhance downstream percep-
tion performance. Systematic experiments demonstrate that
SG-LDM significantly outperforms existing lidar diffusion

models and the proposed lidar translation framework fur-
ther improves data augmentation performance in the down-
stream lidar segmentation task.

1. Introduction

Lidar has clear advantages over RGB cameras in driving
scene perception, including geometric accuracy and robust-
ness to poor visibility and weather conditions. However,
learning-based lidar perception systems require large-scale
annotated datasets [23, 24, 62-64, 74], and manually as-
signing semantic labels or bounding boxes to each point
(or cluster of points) is time-consuming and far more oner-
ous than annotating 2D images. Additionally, existing real-
world lidar datasets are naturally imbalanced, i.e., com-
mon classes like roads, buildings, and vehicles dominate the
point clouds, while important but rarer classes (e.g. pedes-
trians, cyclists, traffic signs) are underrepresented [3, 6].
This imbalance can bias learning algorithms, which tend to
be overly tuned to frequent classes and struggle with minor-
ity classes. Due to these, models trained exclusively on real-
world datasets suffer from biases and generalization gaps.
To mitigate data scarcity and imbalance, leveraging syn-
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thetic data as a complementary resource has received con-
siderable attention in recent years [66, 67]. Advances in
simulation platforms and generative modeling now enable
the automated generation of large volumes of synthetic
data, eliminating the need for labor-intensive data collec-
tion. Two primary approaches have emerged:

« Physics-based simulation in virtual environments:
Leveraging high-fidelity simulators (e.g. CARLA [10],
AirSim [51]) built on game engines, this approach uti-
lizes a virtual lidar sensor in a digital world to generate
point clouds via ray-casting. The virtual environment can
be populated with diverse 3D assets (roads, buildings, ve-
hicles, pedestrians, vegetation, etc.), and since all objects
are known, every point is automatically labeled. This ap-
proach eliminates the manual labeling effort while allow-
ing complete control over the scene content.

« Data-driven generative models: Beyond scripted simu-
lation, deep generative models offer a novel way to syn-
thesize lidar point clouds by learning the underlying data
distribution. Recent works have explored using genera-
tive adversarial networks (GANS) [5, 37] and diffusion
models [20, 36, 45, 65, 77] to produce realistic 3D point
patterns that mimic real lidar scans. These models can
effectively generate synthetic lidar point clouds without
requiring any pre-built 3D assets.

Despite their potential, both approaches face notable lim-
itations.  Virtual environments often exhibit a substan-
tial domain gap compared to real-world data, necessitat-
ing additional training pipelines such as adversarial training
[29, 31, 56, 58, 59, 70] or self-training [49, 71] for domain
adaptation. Existing lidar generative models [5, 20, 77] fo-
cus on either unconditional data generation, which gener-
ates point clouds without incorporating semantic labels, or
conditional point cloud upsampling and completion, where
the process is guided by partial input data. However, both
approaches lack the explicit semantic information neces-
sary for effective data augmentation. Recently, LiDM [45]
explored semantic-to-lidar synthesis, however, its perfor-
mance remains underdeveloped. Specifically, the synthe-
sized point clouds often display coarse geometric details,
structural inconsistencies, and significant noise, which un-
dermine their fidelity compared to real-world data. These
limitations are clearly illustrated in Figure 1.

We consider semantic-to-lidar a critical task, which has
the potential to revolutionize 3D scene perception by en-
abling controllable, on-demand annotation of diverse sce-
narios. By conditioning lidar generative models on seman-
tic segmentation maps, we directly specify the spatial ar-
rangement of vehicles, pedestrians, and other scene ele-
ments, allowing for the synthesis of rich and complex li-
dar point clouds that align with predefined scene structures.
Such controllable synthesis is particularly advantageous for
addressing scenarios that are either rare or impractical for

data collection in real-world driving, such as accidents, col-
lisions, and ephemeral road incidents [26]. This level of
customizability and diversity would significantly enhance
training datasets, improving model robustness and safety in
autonomous systems. However, current methods for syn-
thetic lidar data generation lack the ability to effectively uti-
lize the rich semantic information available in both real and
virtual environments.

To bridge this gap, we propose SG-LDM, a Semantic-
Guided Lidar Diffusion Model. To effectively integrate
classifier-free guidance, we propose a novel semantic align-
ment technique in the latent space that facilitates diffusion
training in both unconditional and conditional modes. Prior
diffusion-based approaches [20, 45] rely on latent diffu-
sion architectures with a carefully crafted variational auto-
encoder (VAE) and the diffusion model performs in the la-
tent space. This incurs substantial compression loss and
limited transferability, as these VVAEs are typically trained
with lidar data from a single source. In contrast, our ap-
proach discards the latent diffusion architecture, leading to
significant performance improvements and better general-
ization. Figure 1 compares the lidar point clouds gener-
ated by a latent diffusion architecture (LiDM [45]) and our
SG-LDM. LiDM exhibits noisy points around the ego ve-
hicle due to suboptimal compression and fails to generalize
across domains (trained on SemanticKITTI [3] and tested
on SynLiDAR [67]).

Moreover, we propose the first diffusion-based lidar
translation framework built upon SG-LDM that leverages
the inherent properties of the diffusion process to bridge the
domain gap between real and synthetic lidar data. Unlike
GAN-based translation frameworks [67], our approach pro-
vides a more stable solution by effectively aligning both se-
mantic and geometric features across domains. In summary,
the contributions of this paper are as follows:

» We present SG-LDM, a novel semantic-guided lidar dif-
fusion model that establishes a new state-of-the-art in
semantic-to-lidar generation.

» We propose a semantic alignment module in the la-
tent space which improves performance of the diffusion
model and enables effective classifier-free guidance.

* We introduce the first diffusion-based lidar translation
framework built upon SG-LDM to bridge the domain gap
between real and synthetic lidar data, offering a more sta-
ble alternative to GAN-based approaches.

» Through systematic evaluation of data generation and
augmentation performance on the SemanticKITTI and
SynLiDAR datasets, we demonstrate that SG-LDM sig-
nificantly outperforms existing lidar generative models.

2. Related work

Generative Modeling of 3D Point Clouds Generative
modeling of 3D point clouds has been an active research
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area for several years [2, 30, 57, 61, 69, 72, 75]. More re-
cent studies have proposed methods to condition point cloud
generation on auxiliary modalities such as text [38] or im-
ages [32]. Moreover, synthetic data produced by these gen-
erative models have been demonstrated to effectively aug-
ment downstream object recognition tasks [66].

For the generation of outdoor lidar point clouds, most
methods require an initial transformation of the point clouds
into a range map [5, 20, 36, 45, 65, 77] or a bird’s eye view
representation [68]. Although these representations typi-
cally contain geometry without semantics, LiDM [45] is the
only method that addresses the semantic-to-lidar task using
a latent diffusion framework.

Diffusion Model Diffusion models have become the
dominant paradigm in computer vision generative tasks
for both 2D and 3D datasets, underpinning many success-
ful applications in image [9, 16, 18, 39, 40, 44, 46, 48],
video [4, 12, 17, 19, 52, 60], and 3D content generation
[21, 28, 30, 34, 42, 57]. Since the introduction of the orig-
inal denoising diffusion probabilistic model (DDPM) [16],
many methods have been proposed to enhance the diffusion
process. Among the most influential improvements are la-
tent diffusion, denoised diffusion implicit models (DDIM),
and classifier-free guidance (CFG). Latent diffusion [46]
leverages a pre-trained variational autoencoder (VAE) to
perform the diffusion process in a lower-dimensional latent
space, thereby reducing computational complexity. DDIM
[53] introduces a deterministic sampling procedure as op-
posed to the stochastic sampling in standard DDPMs and
typically allows using significantly fewer inference steps
(e.g., going from 1000 down to 50 or fewer) without com-
pletely sacrificing image quality. CFG [15] strengthens the
conditioning signal, enabling a controllable trade-off be-
tween fidelity and diversity in the generated outputs.

Lidar Translation Despite the extensive study of gener-
ative modeling-based image-to-image translation [1, 7, 11,
13, 22, 41, 73, 76], analogous techniques for lidar data re-
main largely underexplored. One strategy in lidar trans-
lation involves reconstructing a mesh from sequences of
raw point clouds and subsequently employing ray casting to
generate data in the target distribution [25]. However, mesh
reconstruction introduces further domain discrepancies, pri-
marily due to differences between the mesh representation
and the intrinsic properties of raw lidar data. Xiao et al.
[67] proposed a GAN-based data translation method that
uses two conditional GANSs to translate the appearance and
sparsity of lidar point clouds, respectively. Yuan et al. [71]
proposed a domain adaptive segmentation method by sta-
tistically transferring the density of the source point clouds
to mimic the density distribution of the target point cloud.
Several approaches explicitly model the lidar drop effect in
real-world settings to enable synthetic-to-real domain adap-
tation [35, 37]. However, since these methods focus on a

specific task, they cannot effectively address the general do-
main gap between the synthetic and real point clouds.

3. Method

In this section, we begin by outlining the problem formu-
lation in Section 3.1. Next, we introduce the core compo-
nents of our diffusion model in Section 3.2. We then intro-
duce our semantic alignment module and detail the refined
training process in Section 3.3. Finally, we present a simple
lidar translation framework based on our SG-LDM in Sec-
tion 3.4. Figure 2 presents the overview of the training and
inference process of SG-LDM.

3.1. Problem Formulation

Semantic-to-Lidar Generation: Given a labeled point
cloud dataset D = {X,Y}, where X = {x; CR3},
is the set of pointsand Y = {y; [ZL,..., K}}HY, is the
set of associated semantic labels, with each y; taking one
of K possible class values, the task is to learn a generative
model parameterized by 6 such that the conditional density
pe (X | Y ') accurately captures the distribution of the points
given the semantic labels.

Lidar Data Representation: Following existing work
on lidar scene generative modeling [5, 20, 36, 45, 77], we
adopt the projected range image [33] as our lidar represen-
tation. The detailed range image and point cloud conver-
sion is formulated in Section 9. This approach relaxes the
problem from 3D conditional generation to 2D conditional
generation, enabling us to build our method on a mature 2D
diffusion model. Rather than directly learning the condi-
tional density of lidar point clouds q(X | Y'), we learn the
conditional density of their 2D projections q(X | Y ). For
clarity, the random variables X and Y in the remainder of
this paper refer to the projected range images and labels.

Lidar Translation: Given labeled lidar point cloud
datasets from synthetic and real environments, denoted as
Ds = {Xs, Ys} and Dy = {Xy, Y}, respectively, our goal
is to translate synthetic point clouds Xs into X, so that they
more closely resemble the real data X,. Consequently, a
model trained with the translated data {X,,Ys} for a down-
stream task like lidar segmentation is expected to achieve
better performance in predicting Y, compared to a model
trained solely on the raw synthetic data {Xs,Ys}.

3.2. Revisiting Diffusion Model

We employ denoised diffusion probalistic model (DDPM)
[16] as the main training target and classifier-free guidance
(CFG) [15] during inference. In DDPM, a model is trained
to reverse the noising steps of Markov chain, which is de-
fined as the diffusion process by adding noise to clean data,
also called forward diffusion process:

o C/1 ]
(Xt | Xe=1) = N X¢; 1= BeXe—1, Bl 1)
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Figure 2. Overview of SG-LDM. The model is trained in both conditional and unconditional modes, enabling classifier-free guidance
during inference. In the unconditional mode, we incorporate a semantic alignment strategy in the latent space during training, which
enhances the performance of unconditional generation and improves overall results.

Here, t [{1,...,T} denotes the noising steps in the
Markov chain, and the noise level at each step is governed
by the parameters 31, ..., Bt generated accordinﬂlthe
variance schedule. Givenoy = 1 —Brand oy = j_; 0,
the original clean image Xo can be used to generate the
noisy image at any time step t via the following relation:

O
q(Xt | Xo) = N Xy; 2

A diffusion model parameterized by 6 is trained to learn the
reversed diffusion process:

Q¢ Xo, (1 —ap)l

@)

Given CICNI(0, 1), the training objective of the diffusion
model is derived by optimizing the variational lower bound,
which leads to the following simplified loss function:

]
Pe(Xt—1 | Xt) = N Xg—1; Mo (Xt, 1), Zg (Xt, t)

Loopm(8) = Ex,co (TH Lelxe + LT (4)

Classifier-free guidance (CFG) [15] is an essential tech-
nique in diffusion models that enhances conditional gener-
ation by amplifying the influence of conditioning informa-
tion during the reverse diffusion process. Instead of relying
solely on a conditional model pg(X | YY), CFG also trains
an unconditional model pg (X). During sampling, the noise
predictions from both models are linearly combined:

Telxt,y) = (1 + W) lelxt, y) —wlelxe)  (5)

where we have guidance scale = w + 1. By increasing w,
the reverse diffusion process is more strongly tied to condi-
tion y, resulting in outputs with higher fidelity at the cost of
reduced diversity.

To train a diffusion model with both conditional and un-
conditional modes, a common practice is to set a probabil-
ity for the unconditional mode, e.g. Pyncon = 0.2, which
means that the training process will have a 20% chance of
having the semantic condition y replaced by a null condi-
tion L1

3.3. Semantic Alignment

During experiments with CFG on a standard diffusion
model, we observed a marked decline in performance af-
ter incorporating CFG. A closer analysis revealed that the
model’s ability to generate content unconditionally was
severely impaired when trained alongside its conditional
counterpart. We hypothesize that the model was inadver-
tently optimized to leverage conditioning cues, so that when
these cues are absent, it lacks sufficient information to pro-
duce coherent outputs. To address this, we introduce a se-
mantic alignment module for the unconditional mode, en-
suring that it can extract and utilize semantic information
from raw inputs even without the explicit condition.

We incorporate a three-layer convolutional neural net-
work hy, that operates on the latent features produced by
the diffusion encoder fg. This network projects these fea-
tures into a space that matches the dimensions of a down-
scaled semantic map. We then enforce semantic consistency
by applying a cosine similarity loss between the projected
features and the semantic map. This alignment loss guides
the model to preserve robust semantic representations, even
when explicit conditioning information is absent:

Lsa(8,9) = —Ex,calcos(yi, ho(fo(xt))]  (6)

Additionally, to ensure that the semantic alignment is only
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applied when it is meaningful, we modulate its influence
dynamically. Since it is uninformative for the encoder to
extract features from predominantly noisy inputs at large
timesteps, we introduce a dynamic weight A = 1 — % This
schedule gradually decreases the alignment strength as the
noise level increases. The final training objective for our
SG-LDM in the unconditional mode becomes:

L = Lpppm + ALsa (7

Combining DDPM and semantic alignment, the training al-
gorithm of our SG-LDM becomes:

Algorithm 1 DDPM Training with Semantic Alignment

1: repeat
Sample (Xo,y) [Go,Y)
Sample t CUhiform({1,...,T})
Sample CI-NI(O, I)
Computglniisy sarqple:
Xt = OtXo+ 1—o0a¢d

Sample u [Uhiform(0, 1)
if u < 0.§then

L= [E(th t, y) %

Take gradient step on gLl

10: else
11: Lpppm = %‘ E(Xt,t, ﬁ

12: Lsa = —cos(Yi, he(fo (Xt)))
13: A ==1-—‘%

14: L = Lpppm + ALsa
15: Take gradient step on Lg gl
16: end if

17: until converged

For the sampling process, we follow the standard
classifier-free guidance using the linear combination
(Eq. (5)) as illustrated in Fig. 2. This approach combines
conditional and unconditional noise predictions, effectively
improving the fidelity of the generated lidar samples condi-
tioning on semantic maps.

3.4. Lidar Translation Framework

The diffusion model naturally bridges different data do-
mains by progressively destroying the original informa-
tion until it converges to a Gaussian distribution. Build-
ing on this concept, we propose a novel lidar translation
framework based on SG-LDM. This framework is visually
demonstrated in Figure 3. Specifically, we apply the for-
ward diffusion process (Eq. (1)) to degrade information in
the synthetic dataset and then use the reverse diffusion pro-
cess (Eq. (3)) to reconstruct lidar point clouds that conform
to the target distribution from the intermediate states. This
transformation can only be achieved with a semantic-to-
lidar generative model. Unconditional models fail to re-
tain the original semantic information, leading to the loss

of semantic labels. By incorporating semantic labels as con-
straints, our approach ensures that the reverse diffusion pro-
cess does not generate extraneous objects, thereby preserv-
ing the per-point labels essential for effective data augmen-
tation.

4. Experiments
4.1. Experimental Setup

Our experiments consist of two stages: data generation and
data augmentation. We utilize two datasets, SemanticKITTI
[3] and SynLiDAR [67], in both sets of experiments. In the
first stage, we evaluate the data generation performance of
the proposed diffusion model and compare it with the state-
of-the-art, where all the diffusion models are exclusively
trained on the official training partition of SemanticKITTI,
and tested on the validation partition of SemanticKITTI.
We also evaluate the transferability of the models on the
test partition of SynLiDAR. For fast sampling, we employ
DDIM for both our SG-LDM and LiDM, reducing the orig-
inal 1000 DDPM steps to 50 steps. The diffusion model is
a standard 2D diffusion with the conventional convolution
neural networks replaced by circular convolution [50].

In the second stage, we use MinkovUnet [8] as the base-
line segmentation model to evaluate the performance of
models trained with different data augmentation methods.
These methods include traditional techniques such as jit-
tering and random drop, synthetic data generated from vir-
tual environments or generative models, and domain trans-
lation applied to the synthetic data produced in virtual envi-
ronments. All experiments, encompassing both generative
and segmentation models, are conducted using four Nvidia
A100 GPUs.

4.2. Experiments on Data Generation

In this section, we evaluate the generated data against the
ground truth. Following [45], we employ FRID, FSVD,
and FPVD as perceptual metrics and JSD and MMD as sta-
tistical metrics. FRID, FSVD, and FPVD are analogous
to the FID score [14] used in image generation. They are
computed using different point cloud representation learn-
ing backbones, namely, RangeNet++ [33], MinkowskiNet
[8], and SPVCNN [55]. JSD measures the diversity of
the marginal distribution of two sets of point clouds, while
MMD calculates the average distance between matched
point clouds, indicating fidelity.

Table 1 presents the quantitative results, demonstrat-
ing that our method establishes a new state-of-the-art for
semantic-to-lidar generation on most metrics.  Specifi-
cally, when evaluated in the same domain (i.e., testing on
SemanticKITTI), our approach outperforms the previous
state-of-the-art method, LiDM [45], by 48.0% [—8D.8%
in the perceptual metrics and achieves a 59% improvement

24969



Pe (xt—l |xtﬁ Y t)

Decoder

Xt

Figure 3. Lidar Translation Framework. Forward diffusion is applied to the source data Xo to progressively degrade its information, while
backward diffusion reconstructs the target data Xo from an intermediate noisy state x¢. The timestep t represents the noise level, indicating
the number of diffusion steps executed in the process. The range maps shown here are for demonstration only and do not represent actual

experimental results.

Method |

SemanticKITTI [3] (Same Domain)

| SynLiDAR [67] (Different Domain)

| FRID: FSVDI FPVDL JSDi MMD (x107%) ) |FRID1 FSVD i FPVDi JSD: MMD (x107%)
LiDARGen [77] 425 317 301 0.130 5.18 - - -
Latent Diffusion [46] | 24.0 213 20.3 0.088 3.73 - - - - -
LiDM [45] 229 20.2 17.7 0.072 3.16 184.1 147.9 1443  0.277 1.48
SG-LDM (ours) | 44 10.5 7.9 0.084 1.31 | 1187 78.0 80.3 0.145 3.63

Table 1. Quantitative evaluation of semantic-to-lidar generation. All models are trained using the SemanticKITTI training partition.

The

results shown here are adapted from [45]. We employ the exact same evaluation toolkit to ensure consistency and comparability.

- 5
@ <L ~ = 3 k7] R = E L S @ = ~ )

. © 2 =] 0 ] s 2 B = 3 2 = g & T £ 2 < | & £

Methods 8 = E = B8 &8 5 E &8 &8 8 8 32 &8 ¢ 2 & 28 E|E %§
Source Only ‘ 957 25.0 57.0 621 464 634 773 00 93.0 479 805 22 89.7 586 895 665 780 646 50.1 ‘ 60.3 +0.0
Jittering [43] 957 278 56.2 66.0 458 653 828 00 930 482 799 25 89.7 629 889 640 770 648 510|612 +0.9

A Dropout [54] 96.0 285 571 65.1 464 641 836 01 935 476 80.1 23 893 619 90.1 66.9 788 658 49.1|614 +1.1
PointAug [27] 959 292 70.0 76.3 50.0 670 844 24 938 481 812 46 898 584 875 654 727 624 505|626 +2.3
+SynLiDAR [67] 959 33.0 628 789 502 714 835 07 923 528 799 0.1 898 595 86.3 654 728 636 489|625 +2.2

B +LiDM [45] 955 193 504 77.8 46.0 657 742 00 937 46.4 80.7 0.8 90.0 59.3 87.3 653 740 623 458 |59.7 -0.6
+SG-LDM (ours) 965 248 521 800 563 671 86.2 0.0 944 479 816 03 909 62.7 873 669 734 633 488|621 +18
PCT [67]" 963 387 734 829 561 711 853 1.6 941 543 816 1.3 895 596 87.8 669 736 654 505|647 +4.4

C DGT [71] 96.4 30.8 63.6 812 575 71.0 865 00 944 474 814 22 90.9 60.8 873 679 734 627 480|633 +3.0
SG-LDM + LT (ours) | 97.3 24.0 59.4 915 736 717 845 0.0 940 454 810 0.6 910 613 87.2 650 729 628 46.3|63.7 +34

Table 2. Data Augmentation Results. The baseline lidar segmentation model, MinkovUnet [8], is trained on the SemanticKITT]I training
partition and augmented using various methods. Group A applies augmentation directly to real data. Group B uses synthetic lidar point
clouds generated either from a virtual environment (SynLiDAR) or via semantic-to-lidar generative models guided by SynLiDAR semantic
labels. Group C combines SynLiDAR point clouds with a lidar translation (LT) method for domain adaptation. T: The PCT result is adapted
from [67], DGT and our methods were evaluated under identical experimental conditions.

in MMD. Although our method sacrifices 17% performance
in the JSD score due to its reliance on classifier-free guid-
ance to balance fidelity and diversity, it still outperforms
alternative approaches overall. The evaluation in a differ-
ent domain (SynLiDAR) reveals that our method continues
to outperform LiDM by 35.6% [41.3% in the perceptual
metrics. LiDM appears to perform slighlty better in terms
of MMD. However, given that SynLiDAR exhibits a signif-
icantly different point range, LiDM produces a significant
amount of noisy points (as shown in Figure 1) which is not
captured by the statistical metrics.

Figure 4 further zooms in on object details and demon-
strates the correspondence between semantic labels and the
generated lidar point clouds. LiDM exhibits significant ob-
ject collapse in the generated SemanticKITTI point clouds,

whereas our method preserves the structural integrity of ob-
jects. As for SynLiDAR, LiDM suffers from considerable
degradation in object and ground point cloud quality. This is
attributed to the VAE used for latent diffusion being unable
to generalize to lidar data sourced from a different domain.

4.3. Experiments on Data Augmentation

In this section, we leverage the official SemanticKITTI
training and validation datasets to evaluate the performance
of a baseline segmentation model under various data aug-
mentation strategies, which we categorize into three groups.
Group A comprises augmentation techniques applied di-
rectly to the original real data. Group B augments the
dataset using synthetic lidar point clouds generated either
by a virtual environment (SynLiDAR) or by semantic-to-
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Figure 4. Qualitative comparison of generated lidar point clouds between the LiDM and our SG-LDM.

lidar generative models, with the latter leveraging semantic
labels from the SynLiDAR dataset as guidance. Group C
employs SynLiDAR point clouds in combination with a li-
dar translation method to facilitate domain adaptation.

Table 2 presents the results from all groups. In Group
B, the data generated by SG-LDM demonstrates a clear
data augmentation effect. When using SG-LDM-generated
data, the performance is only 0.4% lower than with Syn-
LiDAR, demonstrating that relying solely on semantic in-
formation can yield comparable results. In contrast, due to
the poor quality of the data generated by LiDM, incorpo-
rating it as additional training data actually degrades model
performance.

In Group C, we evaluate the data augmentation perfor-
mance using synthetic data from SynLiDAR with various
lidar transation methods. As a density translation method,
our approach shows strong potential by outperforming the
state-of-the-art density guided translator (DGT) [71]. How-
ever, since our method focuses solely on point cloud den-
sity, there remains some gap between our approach and PCT
[67], which considers both the density and appearance of
point clouds.

5. Ablation Study

5.1. Semantic Alignment

In this section, we compare three variations of the proposed
conditional diffusion model: one without CFG, one with
regular CFG, and one with CFG combined with semantic
alignment (SA). Both experiments with CFG are conducted
with Pyncon = 0.2 and a CFG scale of 2. Table 3 presents
the quantitative results for these three models. We observe a
clear drop in performance when CFG is applied to a condi-
tional model without the semantic alignment module. How-
ever, when semantic alignment is incorporated, classifier-
free guidance maintains its intended behavior, which suc-

cessfully trading off fidelity, as indicated by the perceptual
metrics and MMD, with only a minimal cost in diversity as
measured by JSD.

Method ‘ FRID! FSVD.! FPVD! JSD! MMD (x107%)
No CFG 9.4 10.8 9.3 0.078 1.43
CFGw/oSA | 104 32.1 24.7 0.222 1.75
CFG w/ SA 44 10.5 7.9 0.084 131

Table 3. Evaluation of the different components of SG-LDM on
SemanticKITTI. The CFG scale is set as 2, Puncon IS set as 20%.

5.2. Classifier-Free Guidance

In this section, we present an analysis of two key parame-
ters related to classifier-free guidance: Pyncon and the CFG
scale. Table 4 presents the quantitative analysis of the per-
formance of our SG-LDM under different Py,con Values.
The results are quite stable across various settings, except
for a notable drop in the FRID score when Pyncon iS set to
0.5. We attribute this decline to the unconditional genera-
tion component beginning to dominate the training process,
which leads to a degradation in conditional generation per-
formance. When Pyncon is too high, the model’s focus shifts
away from the conditioning information, thereby compro-
mising the quality of the generated data.

Puncon ‘ FRID! FSVD! FPVD! JSD! MMD (x107%) |

0.1 4.5 11.9 9.27 0.085 1.26
0.2 4.4 105 7.9 0.084 131
0.5 14.5 9.5 7.8 0.099 1.75

Table 4. Effect of Puncon 0N semantic-to-lidar generation using
SemanticKITTI. The CFG scale is set as 2.

Figure 5 illustrates the trade-off between fidelity and di-
versity for CFG scales ranging from 1.1 to 4.0. We use
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FRID as the fidelity metric because our point clouds un-
dergo a range conversion process, ensuring that only points
which can be projected to a range image and re-projected
back are evaluated. As shown in the figure, we successfully
balance fidelity and diversity, with FRID achieving optimal
performance at a CFG scale of 2.

9.0
8.0

7.0

FRID

6.0

5.0

o
-0

4.0
0.075 0.080 0.085 0.090 0.095 0.100 0.105 0.110

JSD

Figure 5. Trade-off between FRID (fidelity) and JSD (diversity).
Data points correspond to CFG scales of 1.1, 1.5, 2.0, and 4.0,
respectively.

5.3. Noising Percentage in Lidar Translation

We conduct an ablation study on the noising percentage ap-
plied to the source data in the lidar translation framework.
Here, 0% represents using the raw data from SynLiDAR
without any translation, while 100% indicates that the data
is fully generated by SG-LDM. As shown in Figure 6, the
best performance is achieved at 50%. This observation sug-
gests that a moderate amount of noise introduced during
the generation process helps the model produce augmented
data that is both realistic and diverse. At 50%, the process
strikes an effective balance by preserving the basic geomet-
ric structure from the synthetic dataset while also incorpo-
rating the translation benefits learned by SG-LDM from real

data.
—~ 63
S
D 625
o
£ 62
61.5
61
0% 25% 50%

100%
Noising Percentage
Figure 6. Quantitative Comparison of the data augmentation per-
formance under different noising percentage in the lidar translation
framework. If we have 1000 DDPM steps, 50% denoising means
applying forward diffusion for 500 steps on the source data and
then performing 500 backward diffusion steps using SG-LDM.

5.4. Efficiency

One of the main challenges of traditional diffusion models
is their inference-time efficiency. In our work, we bench-

mark SG-LDM against a latent diffusion model, LiDM [45],
using a single Nvidia A100 GPU. As shown in Table 5,
while LiDM is 170% faster at inference, its performance on
the FRID metric is 420.5% inferior compared to SG-LDM.
These results suggest that the additional inference cost of
SG-LDM is a worthwhile trade-off for its significant per-
formance improvements.

Method \ Latent Diffusion Throughput t Infer. Speed 1
LiDM [45] 1 1.711 85.53
SG-LDM (ours) 1 0.634 31.68

Table 5. Comparison on efficiency of LiDM and our SG-LDM
using the semanticKITTI validation set. We test both models on
one NVIDIA A100 with different batch sizes to ensure full utiliza-
tion of 80GB GPU memory. Both applied DDIM at the inference
stage. Throughput is defined as the number of generated samples
per second, while inference speed refers to the number of diffusion
steps executed per second.

6. Limitations and Future Work

The primary limitation of our lidar translation framework
is that we can only transfer density, not appearance. This
constraint arises because the translation process is guided
by a semantic label that is generated from a virtual environ-
ment. As aresult, our method does not outperform the state-
of-the-art method PCT [67], which translate both the den-
sity and appearance using conditional GAN. Future work
should explore ways to relax this requirement, either by us-
ing an alternative guidance mechanism or by first translat-
ing the semantic map to better match the appearance of lidar
point clouds. Additionally, our approach relies on the stan-
dard DDPM architecture, which is less efficient than LiDM
[45]. Future research should focus on developing methods
for training VAEs that are robust to the domain variability
in lidar point clouds, thereby laying the foundation for an
effective latent diffusion model for lidar data.

7. Conclusion

In this paper we proposed SG-LDM, a novel lidar diffusion
model specifically designed for the semantic-to-lidar task.
We evaluated our approach under two settings: by com-
paring the quality of the generated data and by using the
generated data to augment a semantic segmentation model.
In both cases, our method clearly outperforms the previous
state of the art. Furthermore, we introduce a simple yet
effective semantic-guided lidar translation framework that
achieves comparable performance and a more stable alter-
native to GAN-based approaches, surpassing synthetic data
directly generated from virtual environments.
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