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Abstract

Accurate camera calibration is a fundamental task for 3D
perception, especially when dealing with real-world, in-the-
wild environments where complex optical distortions are
common. Existing methods often rely on pre-rectified im-
ages or calibration patterns, which limits their applicabil-
ity and flexibility. In this work, we introduce a novel frame-
work that addresses these challenges by jointly modeling
camera intrinsic and extrinsic parameters using a generic
ray camera model. Unlike previous approaches, AlignDiff
shifts focus from semantic to geometric features, enabling
more accurate modeling of local distortions. We propose
AlignDiff, a diffusion model conditioned on geometric pri-
ors, enabling the simultaneous estimation of camera distor-
tions and scene geometry. To enhance distortion prediction,
we incorporate edge-aware attention, focusing the model
on geometric features around image edges, rather than se-
mantic content. Furthermore, to enhance generalizability
to real-world captures, we incorporate a large database of
ray-traced lenses containing over three thousand samples.
This database characterizes the distortion inherent in a di-
verse variety of lens forms. Our experiments demonstrate
that the proposed method significantly reduces the angu-
lar error of estimated ray bundles by ~ 8.2° and overall
calibration accuracy, outperforming existing approaches on
challenging, real-world datasets.

1. Introduction

Accurate camera calibration, involving the estimation of in-
trinsic parameters such as focal length and lens distortions
and extrinsic parameters such as camera pose, is essential
for robust 3D perception in real-world environments. How-
ever, prevailing methods typically address these compo-
nents independently, focusing on either intrinsic calibration
or pose estimation while relying on simplified camera mod-
els that are insufficient to capture complex real-world opti-
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Figure 1. AlignDiff is proposed to address common image geo-
metric aberrations with a unified ray camera representation while
jointly recovering the camera extrinsics. With groundings on phys-
ical camera lens designs, as well as the disassociation of geometric
cues from semantic features, it demonstrates an ability to general-
ize to real video sequences.

cal aberrations. This separation is fundamentally limiting,
as intrinsic and extrinsic parameters are closely interdepen-
dent; inaccuracies in modeling lens distortions propagate
directly to pose estimation errors. Consequently, joint op-
timization of intrinsic and extrinsic parameters is critical to
ensure reliable calibration under unconstrained conditions.

Recent diffusion-based and transformer-powered mod-
els, such as PoseDiffusion [55], RayDiffusion [63], and
DiffusionSfM [1] have improved calibration accuracy and
zero-shot generalizability by conditioning on image fea-
tures extracted from vision encoders. However, these meth-
ods typically focus on high-level, semantic image features
rather than on structural cues critical for modeling optical
aberrations that directly impact geometry. This is partic-
ularly limiting because accurate intrinsic calibration is es-
sential for precise extrinsic calibration: aberrations in the
intrinsic parameters can significantly affect the accuracy
of extrinsic parameters, making the two tightly interdepen-
dent.

We propose AlignDiff, shown Figure 1, a diffusion-
based calibration framework, to learn the fine-grained ray
profile from video sequences in world space, with a con-
ditioning strategy that better captures fine-grained optical
distortions. To shift focus from semantic to structural fea-
tures, we condition the diffusion model with line embed-

26901



Figure 2. AlignDiff Architecture. We promote learning camera ray profiles in three main steps: geometric cue conditioning from line

features, edge-aware attention, and physical camera groundings.

dings from a line detection network. This approach empha-
sizes the geometric structures, helping the model prioritize
optical aberrations over object content. In addition, we fur-
ther introduce edge-focused attention to further enhance the
model’s sensitivity to regions around edges, where aberra-
tions often manifest most prominently.

An additional limitation of prior models is their reliance
on simulated optical aberrations derived from predefined
models, which often lack the subtlety of real-world aberra-
tions, such as localized or asymmetric profiles. To address
this, our framework incorporates real optical profiles from
actual lens designs, grounding the model in authentic opti-
cal characteristics and boosting its generalizability.

In summary, our framework builds upon existing
diffusion-based calibration techniques by incorporating tar-
geted conditioning strategies and real-world optical data,
providing a robust solution that accurately captures com-
plex optical aberrations. By effectively addressing intrinsic
aberrations, our model lays a solid foundation for accurate
extrinsic calibration, making it highly applicable for in-the-
wild scenarios requiring precise camera parameters.

* To our knowledge, AlignDiff is the first unified diffusion-
based approach addressing complex optical aberrations in
joint intrinsic and extrinsic calibration.

* By conditioning the diffusion model on line embeddings
and incorporating edge-focused attention, our method pri-
oritizes structural over semantic features, achieving gen-
eralization to diverse, real-world environments without
requiring extensive retraining.

» Our approach incorporates authentic optical profiles from
actual lens designs, grounding the model in real-world
aberrations and improving generalization to natural im-
ages.

2. Related Works

Aberration representation for in-the-wild images. Tra-
ditional camera calibration methods model intrinsic charac-
teristics, such as focal length and camera center, alongside
distortion parameters that describe image geometric aber-
rations. Early deep learning-based methods [3, 9, 15, 45,
57,59, 60] enabled calibration from images. Recent diffu-
sion based approaches like PoseDiffusion [55], extend from
prior approaches with improved zero-shot performance on
wild captures. While effective for rectified images, these
methods are limited in their ability to account for local opti-
cal aberrations resulting from factors like wear, temperature
fluctuations, and lens designs.

Generic ray camera models were introduced to better
capture local geometric distortions [43, 52] by modeling
ray bundles across image patches, offering a more detailed
representation of pixel deviations compared to the pinhole
model. While accurate, they require denser calibration pat-
terns, especially when optimized using methods like PnP
[64]. Several recent work [15, 63, 66] adopted the ray rep-
resentation in deep learning and proved its feasibility. Yet,
these prior works remain largely restricted to the pinhole
model and did not exploit the expressiveness of ray repre-
sentation for aberration modeling. The recent blind camera
undistortion line of work [29, 32] infers geometric displace-
ments from a single image, often as a preprocessing step to
provide rectified images.

Our work advances these approaches by introducing a
unified ray-based framework that models both pinhole pro-
jections and local distortions. We directly estimate the
ray profile and camera aberrations from a raw monocular
sequence, enhancing generalizability in diverse real-world
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conditions.

Joint Intrinsic and Extrinsic Calibration Classical cam-
era calibration methods often assume a predefined camera
model for each type of aberration, relying on calibration
patterns and multi-view geometric constraints to estimate
camera parameters from a sequence of images [13, 24—
26, 33, 54, 55]. Early approaches solved joint intrinsic and
extrinsic calibration through point matching across views
[2, 3, 11, 22, 38, 49, 65], with refinements summarized in
[31]. Structure-from-motion (SfM) techniques later opti-
mized reprojection loss to refine parameters further.

For in-the-wild images, Hold-Geoffroy et al. [17] lever-
aged DenseNet [18] to estimate parameters such as hori-
zon angle and vertical field of view. Other methods
[20, 24] decouple parameter estimation from direct regres-
sion, and with integrated semantic or geometric guidance
[6, 8, 21, 46]. Further advancements have shown that mod-
els pretrained with geometric understanding can act as bet-
ter feature encoders [5, 15, 23, 40, 42, 45, 51, 53, 61]. Re-
cent methods, including PoseDiffusion [55], DuSt3R [57],
RayDiffusion [63] use diffusion and transformer to recover
camera parameters or ray profiles directly from images,
though they still assume fixed distortion models, limiting
generalization to diverse real-world aberrations [31, 32].
The camera parameters are recovered by conditioning on lo-
cal image features to capture local and cross-view geomet-
ric associations. However, these methods can yield residual
errors around object contours due to reliance on semantic
rather than purely geometric cues [10, 12, 27].

Our approach extends the ray representation without a
fixed distortion model, disentangling semantic and geomet-
ric cues to reduce contour errors and enhance calibration
accuracy. By integrating undistortion and calibration in a
unified framework, we increase flexibility and applicability
for real-world captures.

3. AlignDiff
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Figure 3. The latents are reweighted through edge-attention that
aggregates a learned mask to the Query feature to promote infor-
mation along edges where the geometric cues are more prominent.
Following, the multi-view attention further captures features from
different views.

We aim to recover generic cameras represented as ray

bundles in world space from a set of N input images
{T4,75,73,...,In}. Our approach, as presented in Figure
2, captures fine-grained geometric distortions while main-
taining compatibility with classical parameterized camera
models. This formulation is conceptually similar to works
like [63, 66], but extends the ray camera model to ac-
count for local distortions (Sec. 3.1). In contrast, previous
methods assume a pinhole camera model, neglecting distor-
tions, even though they predict rays for local image patches.
We adopt a Diffusion Transformer as the base architecture
while enhancing this architecture by introducing geometric
cues that guide ray directions based on local geometry, dis-
entangling image perceptual features from distortions (Sec.
3.2). From the predicted rays, we propose DistortionNet
to recover the underlying lens geometric aberration that de-
scribes the ray profile’s deviation from a perspective pin-
hole camera with the same focal length and field of view
(Sec. 3.3). We further discuss the selected optimization ob-
jectives in Sec. 3.4.

3.1. Generic Ray Camera Representation

The objective of camera calibration is to recover optimal
parameters that describe the projection of 3D world points
X € R? to 2D sensor locations € R2. Our method mod-
els this with a ray-based camera model, where each unit of
ray r; € RO is stored on a grid centered on image patches.
Rays originate from the camera center v, € R3, with di-
rections 74 € R? derived by lifting 2D grid points to the
camera frame using:

rq = K 'D¢(2), (D)

where D¢ is the aberration function parameterized by ¢, and
K is the intrinsic matrix, accounting for geometric aberra-
tions. The ray bundle, transformed to world coordinates by
rotation R and translation ¢,

ry = RTr +t, (2)

represents aberrated cameras in world coordinates, allow-
ing holistic downstream recovery of rays, camera extrinsics,
and optical aberrations.

Off-the-shelf image quality is completely characterized
by the modulation transfer function (MTF) and distortion.
The MTF performance includes all monochromatic and
chromatic aberrations. Typically, the driving residual aber-
ration in high-quality off-the-shelf lenses is optical distor-
tion (W3q1 in the wavefront to third order[47]), therefore,
in this paper, our ray trace models focus on extracting the
optical distortion characteristics from our dataset of lenses.

3.2. Geometry-controlled ray diffuser

We train a multi-view diffusion model M, that takes mul-
tiple images of a 3D scene as input and generates the cor-
responding output camera ray bundles given their geomet-
ric aberration cues. Specifically, given N conditional views
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containing the images and their corresponding geometric
aberration latents Z9 from a line-segment detection net-
work, the model learns to capture the joint distribution of N
target ray bundles RY" = {R1,R2,R3, ..., Ry 9 from
noised ray bundles R¢:

p(RYYT, 29, RF). 3)

Diffusion model architecture. Diffusion models approxi-
mate the data manifold by learning to invert a diffusion pro-
cess from data to a presumed distribution through a denois-
ing process. Our adopted Denoising Diffusion Probabilistic
Model (DDPM) specifically defines the noise distribution to
be Gaussian and transitions to the next noising step:

q(zi|xi—1) = N(ze; /1 — Bee—1, Bel), €]

where {31, B2, ..., Br} are variances within the T step nois-
ing schedule, and I is the identity matrix. Similar to prior
works [35, 55, 63], we adopt a DiT [16] as the backbone
of the diffusion model, receiving image latent embeddings
conditioned on aberration cues. Given a set of sequential
images and target ray bundles, the model encodes each im-
age into a latent representation Z; through an image fea-
ture encoder TIPS [34], as well as a conditioning branch
comprised of multiple ResNet [14] blocks. The image la-
tent feature is concatenated to a noised ray bundle of the
same dimension. Then, the diffusion model is trained to
estimate the joint distribution of the latent-conditioned ray
bundle given the conditioning geometric cues. We initialize
the model from a DiT model trained for 3D shape genera-
tion, with an input resolution of 448 x 448 x 3. We directly
inflate the latent space of the original DiT to connect with
the concatenated features of noised rays and image latents,
while inheriting the rest of the trained model parameters to
leverage the perceptual knowledge.

Utilizing geometric cues. The conditioning branch is de-
signed to extract guidance information that describes geo-
metric aberration cues and align it with the denoising fea-
tures. The conditioning branch is a trained line segment
detection network [28]. We observe that the controls main-
tain a high level of consistency with the denoising features
and eliminate the need to be inserted at multiple stages, as
also indicated in [41]. We thus integrate the controls at
a single middle block into the denoising model by adding
them to the denoising features after the cross-normalization.
It can serve as a plug-and-play guidance module that pro-
vides geometric aberration information about the condition-
ing views, such that the diffuser model is aware of the levels
and types of aberration from geometric cues.

Edge Attention. We introduce Edge Attention responsible
for parsing features along the edges, as shown in Figure 3,
which highlights the edge-aware attention mechanism de-
signed to prioritize geometric cues along image edges. In

particular, edge attention takes the input embedding of an
image sequence Z¢ € RNXHXWXC allowing it to per-
form self-attention operations across the edges. We apply
a patchification operator with patch size p X p to generate
patch tokens t € RE*3 with L = (N x H x W/p?) denot-
ing the length of patchified tokens. To enable the model to
disentangle the geometric information from the semantics,
we integrate the edge information e; n for guidance into
the self-attention mechanism:

Attention(Q, K, V) = Softmam(@—'_\/%ir)K

where H is the dimension size of each head. The edge em-
bedding is designed as a soft weighting to highlight the fea-
tures along the geometrically prominent areas. The image
edges are first extracted from the original image sequences
using a Canny Edge detector. We then patchify them and ap-
ply a 3D convolution, mapping the embedding as e; € R-.
Ultimately, we obtain the aggregated features Z,;, and we
employ a feedforward network as in the original DiT before
proceeding to the subsequent blocks.

V) )

3.3. Aberration profiling with DistortionNet

We adopt warping flow as a unified representation to model
geometric aberrations of the image compared to ideal pin-
hole cameras, similar to prior blind camera undistortion
frameworks [29, 32]. To query the aberration profile, we
connect the denoised rays to a network devised to estimate
deviations of predicted ray bundles to that of a pinhole cam-
era. The DistortNet My, with a backbone of MAE-Tiny
[56], learns the mapping from the predicted set of ray bun-
dles R'! to a set of warping flow maps F9*. The learned
flow maps can be applied to the image sequences for image
undistortion.

3.4. Optimization objectives

We describe the optimization objectives for estimating ray
bundles and extracting the distortion map from /N images
{T4,Z5,...,Zn}. Estimating distorted ray bundles from
in-the-wild images is under-constrained and affected by un-
certainties from limited overlap and artifacts (e.g., motion
blur, lighting changes). To address this, we train the net-
work with a denoising process that reverses noised samples
to match the reference:

oiﬂdenoise((b) = Et,ro,eHro - M¢(Tt7 t)||27 (6)

where 7, is the original ray bundle, My is the denoising
model, and 7, is the sample with Gaussian noise at time ¢:

Ty =/ ouT, + V1 — Qye, (7N

where € ~ N(0,I). The denoising reverts to a regressive
loss, allowing additional geometric constraints.
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Figure 4. Recovered aberration profile and undistorted images. From denoised rays in world space, the DistortNet estimates the aberration
pattern represented in warping flow. The undistorted images maintain coherent structural distribution compared to aberration-free images.

Recovering local camera ray profiles from an image se-
quence is susceptible to rotational ambiguities, leading to
errors in ray bundle and pose estimates. We introduce a ray
directional loss to measure angular errors in ray bundles:

To - Mg (T4, 1)
Fangtor () rollMo(re D)
DistortNet is trained to regress backward flow, representing
deviations from perspective ray bundles, by comparing each
predicted flow map f, to the reference set F'9:

zdistort(e) = Et,fo,'l‘tHfo - M9<M¢'<rt7 t>)||2 (9)

This way, we recover the camera distortion maps at each im-
age pixel, which can be used to directly unwarp the images
and their associated rays.

= cos~(

), ®)

3.5. Physical aberration groundings

We use the largest available lens database to ray trace and
extract distortion characteristics from about 3000 optical
systems. We wrote custom scripts that extracted each lens
prescription from the LensView database and used com-
mercial raytracing software to extract the optical distortion
maps. These systems include camera lenses, lithography
lenses, and freeform optics, as shown in Fig 5. These sys-
tems produce a diverse set of optical distortion functions
that map the object to the image. Detailed description on
the lens dataset can be found in Appendix A.

Since images within each dataset are usually captured
with similar equipment sharing identical camera settings,
to learn different camera modalities, we augment the se-
quences upon loading with sampled camera distortion pro-
files representing shear, barrel, fisheye, and pincushion. We

Figure 5. Ray-traced lens designs are utilized, enabling the ac-
curate simulation of geometric aberrations. The aberrations are
encoded as local geometric distortion [19], with a percentage de-
viation of pixels from their ideal positions on a regular grid.

further include a set of diverse optics dataset comprised of
3187 patented lens profiles from LensView [4]. These pro-
files span a wide range of professional and industrial lenses.
Figure 5 shows examples from the grounding lenses, along
with the distribution of the distortion with respect to the
field of view (FOV), Numerical Aperture, and F-number.
This augmentation introduces groundings in intrinsic and
distortion profiles, addressing the scarcity of camera pro-
files within the datasets. We assess the out-of-distribution
distortions not present in the lens set through experiments
on the Aria Digital Twins dataset in Table 1.



4. Experiments

In this section, we first provide the implementation de-
tails of the proposed framework and then validate on two
real world datasets with different camera modalities. Our
method outperforms baseline approaches in both aberrated
and non-aberrated images, achieving state-of-the-art results
in quantitative and qualitative evaluations.

4.1. Implementation Details

We use a pre-trained TIPS [34] network as the image fea-
ture extractor, which gives high-quality, fine-grained image
embeddings. We adopted a DiT [16] as the base structure of
the denoising diffuser, and augmented the attention blocks
with the proposed edge conditioning attention. We train our
diffusion model with 7" = 100 timesteps, with the training
taking roughly 3 days on 8 H100 GPUs.

Following prior works [33, 55, 63], we use the first cam-
era as the coordinate anchor to define the scene. The scene
is rescaled such that the first camera has a unit from transla-
tion and is rotated to grant the first camera identity rotation.
In this way, all the following predicted cameras would use
the first camera as a reference to express their relative ori-
entations.

4.2. Dataset and Evaluation Metrics

Datasets. We chose CO3D [44] as the primary training
dataset for the generation of ray maps. The dataset consists
of roughly 37k 360° videos of common household objects
from 51 MS-COCO categories. The dataset is annotated
with COLMAP [49, 50] camera poses and intrinsics, with
the frames undistorted with the estimated coefficients. Each
video spans over on average 200 frames. The dataset pro-
vides a diverse profile of common objects sequences, mak-
ing it suitable for training the network. In order to enhance
the variety of training scenarios, we add MegaDepth [30]
and TartanAir [58] as our additional training data.
Secondly, we evaluate the inference performance in Aria
Digital Twins [39] that comprises 200 sequences and 400
min of videos that capture the daily activities of the com-
mon household using egocentric cameras. Its camera tra-
jectories were provided by Optitrack [36] system and IMU
sensor data on the Aria glass, further optimized by matching
the two sources of estimated trajectories. The camera cali-
bration parameters are provided by fitting a Kannala Brandt
and Fisheye radial-tangential thin film model with the es-
timated trajectories. We use the same division as in [39],
with a subset of 50 tests. With the two chosen datasets,
we showcase the model’s capabilities of estimating the ray
maps from both common household videos and its ability to
generalize to recent AR egocentric captures.
Evaluation protocol. We evaluated spare view predictions
for recovered poses and the accuracy of the camera ray pro-
file compared to the reference distorted camera, without

Figure 6. Generalization to out-of-distribution camera from Aria
Digital Twins. Our approach produces better results compared to
[63]. See supplementary for quantitative inference results.

employing the DistortionNet. In accordance with [63], we
randomly sampled N images for an evaluation of N. Each
reported accuracy is averaged over 5 runs to reduce stochas-
ticity.

Rotation accuracy. We first compute the relative rota-
tions between each pair of cameras for both predicted and
ground-truth poses. The errors are computed for the pair-
wise relative rotations and reported for the percentage of
deviations less than 15°.

Camera center accuracy. Using the fitted ground truth and
predicted poses, we align the cameras and compute the dis-
tance from the predicted camera center to the ground truth
correspondence. The fraction of distances within 10% of
the scene scale is reported.

Angular error. With the recovered ray bundles, we compute
the distance of the predicted rays to the ground truth corre-
spondences. The mean angular error in degrees is reported.

4.3. Evaluation

Baseline comparisons. In Table |, we present the mean ray
angular error measurements for the distorted CO3D dataset,
demonstrating the effectiveness of our approach compared
to existing methods. Our results indicate that our method
excels at extracting precise, arbitrary ray profiles even in the
absence of a prior camera model. This capability is particu-
larly significant given the challenges of distorted sequences.
Notably, using the same ray representation as RayDiffu-
sion, our approach consistently surpasses its performance,
where the diffusion model depends solely on image-based
features. The experiments reveal that our method achieves a
more robust disentanglement from local image content, ef-
fectively isolating structural cues from object-specific fea-



Table 1. Quantitative evaluation of camera angular error on
CO3D and Aria Digital Twins datasets. Averaged angular error
(degrees) across varying numbers of input images.

Table 3. Camera Rotation and Camera Center Accuracy on
Rectified CO3D dataset. AlignDiff identifies subtle local distor-
tions, achieving improvements over previous methods.

CO3D - Seen Categories

Rotation @ 15

Method B 3 4 5 6 7 8 number of Images 2 3 4 5 6 7 8
COLMAP [48] 307 284 265 268 270 281 306
RayRegression [63] 184 206 217 219 203 230 237 RelPose [62] 560 565 57.0 572 572 5713 572
RayDiffusion [63] 96 97 102 87 94 119 132 & PoseDiffusion [55] 757 764 768 774 780 787 788
AlignDiff (Ours) 34 31 2.8 3.2 3.0 3.6 4.1 = RelPose++ [33] 81.8 828 841 847 849 853 855
. & RayRegression [63] 88.8 887 837 89.0 894 893 892
CO3D - Unseen Categories RayDiffusion [63]  91.8 92:4 926 929 931 933 933
RayRegression [63] ~ 24.1 225 21.6 248 239 251 262 AlignDiff (Ours) ~ 92:6 923 92:7 93:0 93:6 93:4 93:5
RayDiffusion [63] 114 108 141 123 158 166 194 COLMAP [43] 345 318 310 317 327 350 385
AlignDiff (Ours) 4.6 5.2 5.8 5.7 6.4 6.8 8.2 " RelPose [62] 48.6 475 481 483 484 484 483
Aria Digital Twins L’:) PoseDiffusion [55]  63.2 642 642 657 662 670 67.7
§  RelPose++[33] 69.8 711 719 728 738 744 749
RayRegression [63]  34.6 382 365 408 412 409 437 £  RayRegression [63] 79.0 79.6 80.6 814 813 819 819
RayDiffusion [63] 284 29.1 347 372 404 423 456 P RayDiffusion [63] 835 856 863 869 872 875 8.1
AlignDiff (Ours) 154 138 142 206 213 246 249 AlignDiff (Ours) ~ 86:3 86:6 87:4 87:7 88:5 88:7 89:2
Camera Center @ 0:1
Table 2. Camera Rotation and Camera Center Accuracy on C&m‘}éﬁ] 188 22; (2)2:2 ;iﬁ ;SZ ;;‘f) ;22
Distorted CO3D dataset. Experiments using geometrically aber- & PoseDiffusion [55] 100 77.5 69.7 659 637 628 619
rated videos, comparing recent methods against AlignDiff. g RelPoser+[33] — 100 850 780 742719 703 688
& RayRegression [63] 100 91.7 8.7 821 798 719 762
RayDiffusion [63] 100 94:2 905 87:8 862 85.0 84:1
Rotation @ 15 AlignDiff (Ours) 100 937 91:8 875 87:1 852 839
number of Images 3 3 n 5 3 5 8 ., COLMAP[i] 100 360 255 200 179 176 19.1
O PoseDiffusion [55] 100 63.6 505 457 430 412 399
" RelPose [62] 620 240 340 240 250 330 320 5 RelPose++[33] 100 706 588 534 504 478 466
£ RelPose++[33] 725 734 736 747 750 760 757 8 X
L:) PoseDiffusion [55] 745 74.9 744 747 75.1 75.4 76.0 5 RayRegreS§10n [63] 100 83.7 75.6 70.8 67.4 65.3 63.9
S RaDiffes: N 5 : - : : : : RayDiffusion [63] 100 877 81:1 770 741 724 714
& RayDiffusion[63] 740 800 853 824 848 8.5 866 AlignDiff (Ours) 100 88:2 810 79:3 77:5 72:6 710
AlignDiff (Ours) ~ 90:6 91:1 91:3 91:8 92:4 92:7 93:1
. RelPose [62] 610 270 370 260 300 260 250
O RelPose++ [33] 614 608 630 641 657 657 654 .
§ PoscDiffsuion [55] 745 749 744 747 51 754 760 Table 4. Camera Rotation and Camera Center Accuracy on
Z RayDiffusion [63]  69.9 724 753 762 764 771 785 Aria Digital Twins dataset.
P AlignDiff (Ours) 83:6 84:8 84:9 852 857 86:1 86:1
Camera Center @ 0:1 Rotation @ 15
o RelPosct++ [33] 100 852 790 743 705 686 660 Number of Images 2 3 2 3 6 7 3
Lé Posel)'lffuglon [5'3] 100 72.3 56.7 53.6 524 57.1 52.1 ” RelPose [()2] 59.6 327 38.0 31.2 28.6 27.4 26.0
£ Ra}'/lef}lsmn [63] 100 734 72.5 71.1 71.0 70.6 70.2 O RelPose++ [33] 628 613 626 628 632 649 648
AlignDiff (Qurs) 100 92:5 90:7 88:6 87:2 858 84:6 § PoseDiffusion [55] 754 748 741 758 752 759 762
5 Rele)SCf-l- [33]} 100 66.4 57.0 51.3 489 44.5 44.1 g RayDiffusion [63] 752 76.3 78.9 79.2 79.6 80.0 80.2
= PoseDiffusion [55] 100 723 567 536 524 571 521 S AlignDiff (Ours) 814 827 828 843 84.1 846 85.5
©  RayDiffusion [63] 100 748 716 702 673 667 625
5 AlignDiff (Ours) 100 86:3 84:2 80:5 752 73:0 70:1 Camera Center @ 0:1
& RelPose++ [33] 100 703 56.1 528 486 464 447
g PoseDiffusion [55] 100 71.8 574 54.6 51.8 522 485
tures. This disentanglement minimizes residual errors tied g RayDiffusion [63] 100 759 69.2 618 604 556 S5l.1
S AlignDiff (Ours) 100 783 70.0 644 627 581 529

to object appearance, allowing structural details to be more
accurately emphasized.

Additionally, we report metrics for camera rotation accu-
racy and camera center accuracy, with aberrated images in
Table 2 and rectified images in Table 3. Our approach con-
sistently outperforms existing methods in estimating both
camera position and orientation under aberrated conditions,
confirming its resilience to challenging visual distortions.
For rectified images, our conditioning method does not sim-
ply maintain performance but rather enhances it by recog-
nizing and compensating for residual aberrations. This ca-
pability allows our approach to improve predictions even on
images with minimal distortion, achieving a high level of
precision and adaptability in handling diverse image quali-
ties.

Qualitative analysis of recovered cameras. We compare
the generated cameras with the ground truth cameras in
world space, as shown in Figure 7. The predicted ray mo-
ments and angular error from ground truth ray directions are
also shown. Remarkably, the generated cameras exhibit lit-
tle rotational difference from the reference cameras. While
there are observed to have noticeable translation errors, we
argue that this is due to scale ambiguities of the captures.
The visualized ray moments present a smooth profile with
very low angular errors. We further compare the Aria Digi-
tal Twins dataset for the inferred rays in vector form, shown
in Figure 6. These further demonstrate that our approach
can achieve robust and accurate ray profiles through camera



Table 5. Ablated framework design evaluated with averaged ray
angular error.

Methods 2 3 4 5 6 7 8
Baseline 88 95 104 92 124 127 139
AlignDiff (w/o angular loss) 58 61 88 73 96 113 147

AlignDiff (w/o line conditioning) | 6.7 84 9.8 99 103 10.1 128
AlignDiff (w/o edge-attentions) 53 7.1 74 92 108 113 105
AlignDiff (w/o optics grounding) | 5.2 69 68 7.7 84 9.1 113
AlignDiff 46 52 58 57 64 68 8.2

Table 6. Evaluations on different image latent encoder choices.

Methods | 2 3 4 5 6 7 8

DINOv2-s/14 [37] 8.2 8.1 8.6 104 9.8 10.1 12.5
DINOv2-g/14 [37] 4:5 6.4 6.3 6.6 6:1 7.8 9.6
TIPS-g/14 [34] 4.6 5:2 5:8 5:7 6.4 6:8 8:2

Figure 7. Recovered cameras from aberrated image sequences.
Predicted and expected cameras are visualized in solid and dashed
lines, respectively. The cameras align with the rotational orienta-
tion of the expected counterparts. The ray moment and residual
errors show low levels of deviation from reference rays.

conditioning. Detailed quantitative evaluation on the Aria
Digital Twins dataset are included in Appendix D.
Undistortion using predicted flow. We conduct image
undistortion with the predicted aberration map, as shown in
Figure 4. Since we adopt a unified representation for aber-
rations, the radial fisheye camera model’s vignetting effect
leads to mapping artifacts. The predicted aberration map
overall correctly captures the image distortions and reliably
remaps the images regardless of the aberration types.
Ablation study. We perform an ablation study on CO3D
data to evaluate the impact of each conditioning module, en-
hanced geometric guidance, and additional losses, as shown
in Table 5. For each comparison, we remove one condition-
ing module from the framework. The results show that all
modules significantly improve performance, and latent con-
ditioning of the line segment has the greatest effect. Figure
4 visualizes the ray residuals with and without aberration
conditioning, further validating its effectiveness. Addition-
ally, we test the angular loss, finding that our localized ray
angular loss yields notable improvements.

While our multiview diffusion approach implicitly incor-

porates temporal consistency by explicit temporal losses,
we chose to handle temporal consistency as a post-
processing step to keep the model lightweight and directly
applicable in real-world deployments. This approach re-
duces computational overhead while still providing mean-
ingful consistency improvements, leaving more complex
temporal modeling for future work. This is based on the
premise that camera profiles remain generally consistent
over short periods, barring changes due to factors like cam-
era sensor temperature fluctuations. To test this, we imple-
mented a post-processing step that rejects low-confidence
pose estimations, which reduced the average ray angular er-
ror from 8.20 ° to 8.06 ° over 8 frames. Furthermore, en-
forcing temporal consistency on local camera ray profiles
using reprojection mean squared error loss yielded an av-
erage reduction of 0.06° in angular error across the frames.
We plan to integrate these enhancements, along with outlier
rejection and a frame selection mechanism, into our future
work.
Evaluations on image representation models. The im-
age sequence encoder is designed to generate dense global
embeddings that capture perceptual, geometric, and seman-
tic representations. Among the available models, DINOv2
and TIPS are well suited for extracting high-quality dense
features. We conduct an ablation study to evaluate these
models’ effectiveness in querying camera ray profiles. As
shown in Table 6, the TIPS-g/14 model achieves the low-
est angular errors on CO3D, with DINOv2-g/14 as a close
competitor.

5. Conclusion

We introduce AlignDiff, a unified calibration framework
for real-world optical aberrations, enabling the recovery
of camera ray bundles, extrinsics, and aberration profiles
from multi-view image sequences using simple condition-
ing techniques. First, we propose structural conditioning to
separate image geometry from semantic features, promot-
ing emphasis on structural cues for accurate ray profile esti-
mation. Second, we aggregate features along edges, ensur-
ing that high-quality image embeddings are paired with ef-
fective guidance to avoid semantic interference. Finally, we
incorporate real-world lens profiles into training, ground-
ing AlignDiff in actual camera designs. These contributions
collectively enhance generalization and accuracy across di-
verse distortion profiles, as demonstrated by consistent im-
provements over strong baselines.

While AlignDiff performs well in controlled indoor set-
tings, ray estimation may become unstable in arbitrary out-
door scenes due to scale ambiguity. To enhance robustness
in such cases, integrating geometric priors like optical flow
or combining traditional camera parameter estimation with
network inference may be promising for future directions.
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