





training. Distinct from these approaches, we propose lever-
aging region cluster centers as supervision signals. This
strategy enhances semantic richness and facilitates scalable
training by removing the reliance on descriptive textual an-
notations.

Multimodal Large Language Model. Motivated by
the reasoning capabilities of Large Language Models
(LLMs) [6, 15, 62, 63], recent research has explored trans-
ferring these abilities to the vision domain through the de-
velopment of multimodal LLMs [7, 65]. Approaches such
as Flamingo [1] and BLIP [34, 35] connect pre-trained vi-
sion encoders with frozen language models to enable multi-
modal understanding, while LLaVA [32, 38] achieves effi-
cient vision-language alignment via instruction tuning. Re-
cent advances in region-aware multimodal LLMs, such as
MiniGPT-4 [84] and LLaVA-G [81], incorporate region in-
formation in textual form, relying primarily on the language
decoder for positional interpretation. LISA [31] pioneered
reasoning-based segmentation methods, and GLaMM [52]
introduced new datasets and techniques for region-level
captioning and segmentation. Concurrently, works such
as [55, 68, 69, 73, 79] investigate integrating referring seg-
mentation with conversational interfaces through instruc-
tion tuning. However, performance on complex region un-
derstanding tasks remains limited by the region representa-
tion capabilities of the image encoder.

3. Methodology

In this paper, we enhance the semantic object perception
and OCR capabilities of visual representation models. To
this end, we first construct region-aware datasets (Sec. 3.1),
providing semantically rich supervision. We then introduce
a Region Transformer layer (Sec. 3.2) to effectively lever-
age these data. Finally, we employ a region cluster discrim-
ination loss (Sec. 3.3) that unifies general object recognition
and OCR within a single classification framework.

3.1. Region Data Curation

Region-Aware Object Data Curation. To construct
region-aware object data, we first sample images from
the LAION2B [57], COYO700M [8], and SAMI1B [30]
datasets, ensuring each image has a minimum edge length
of 336 pixels. For LAION2B and COYO700M, we ap-
ply the SAM model to generate fine-grained mask regions,
while for SAM1B, we retain the original annotated regions.
We further filter candidate bounding boxes to those with a
minimum edge length of 128 pixels, resulting in a dataset
comprising 400 million images and 2 billion candidate re-
gions. Following UNICOM [3], we extract features from
these regions using the CLIP model and apply the k-means
algorithm to cluster them into one million semantic centers,
C = ci,c¢2,...,cx. The semantic label for each region is
then assigned by nearest-neighbor matching to the cluster
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center:

object

Yi,j (D

= argmin||f; ; — cx[2,
kE[1,K]

where f; ; = Fcpp(r;,;) denotes the CLIP feature embed-
ding of region r; ;, which is the j-th semantic region in the
i-th image. Overall, the clustering and label assignment step
is relatively efficient. We implemented and parallelized this
process using hierarchical k-means with the Faiss GPU li-
brary [17], completing the task in approximately 10 hours
on 64 graphics cards.

Region-Aware OCR Data Curation. For OCR data, we
use PaddleOCR [18] to extract text information from the
LAION2B and COYO700M datasets, retaining only entries
with a confidence score above 0.7. This yields a dataset of
50 million images and 400 million candidate regions. We
then tokenize the extracted text for each region to obtain the
corresponding OCR labels, y7" = tokenizer(t; ;), where
t; ; denotes the text associated with region r; ;. The final
supervision signal combines semantic object cluster labels
(y°b7ecty and OCR-derived labels (y°°"), depending on the
selected region. The integration of these labels into the
region-aware cluster discrimination framework is detailed
in Sec. 3.3.

3.2. Region-aware Representation

Our framework is designed to achieve region-aware repre-
sentation in a single inference pass. Unlike current visual
encoders such as CLIP [50] and DINOv2 [48], our approach
integrates standard Transformer layers for global semantic
understanding with specialized Region Transformer layers
for extracting regional semantics.
Region Sampling. To handle the varying number and size
of regions in each image, we employ a balanced sampling
strategy that standardizes the number of regions to N for ef-
ficient data loading. If the original number of regions |R;]|
exceeds IV, we randomly sample NV regions from the index
set Ir,. Conversely, if |R;| < N, we retain all existing
regions and augment the set by randomly resampling from
TR, until N regions are reached. This adaptive strategy en-
sures a consistent computational cost while preserving all
available information when the region count is low.
Region Attention Layer. We adopt a sampling strategy that
ensures a consistent number of regions per image. How-
ever, since regions vary in spatial size, the number of to-
kens per region remains inconsistent, complicating batch
processing and hindering training scalability. To overcome
this, we introduce a region attention layer as illustrated in
Fig. 3. The proposed region attention layer applies a region-
specific visibility mask to restrict attention to tokens within
each designated region. This masking mechanism allows
regions of different sizes to be efficiently grouped within
the same batch, thereby facilitating scalable training.

Given an image x € RIXWXC  we first apply a
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