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Abstract

View-Guided Point Cloud Completion (VG-PCC) aims to
reconstruct complete point clouds from partial inputs by ref-
erencing single-view images. While existing VG-PCC mod-
els perform well on in-class predictions, they exhibit signif-
icant performance drops when generalizing to unseen cate-
gories. We identify two key limitations underlying this chal-
lenge: (1) Current encoders struggle to bridge the substan-
tial modality gap between images and point clouds. Con-
sequently, their learned representations often lack robust
cross-modal alignment and over-rely on superficial class-
specific patterns. (2) Current decoders refine global struc-
tures holistically, overlooking local geometric patterns that
are class-agnostic and transferable across categories. To
address these issues, we present a novel generalizable VG-
PCC framework for unseen categories based on Geomet-
ric Alignment and Prior Modulation (GAPM). First, we in-
troduce a Geometry Aligned Encoder that lifts reference
images into 3D space via depth maps for natural align-
ment with partial point clouds. This reduces dependency
on class-specific RGB patterns that hinder generalization
to unseen classes. Second, we propose a Prior Modulated
Decoder that incorporates class-agnostic local priors to re-
construct shapes on a regional basis. This allows the adap-
tive reuse of learned geometric patterns that promote gener-
alization to unseen classes. Extensive experiments validate
that GAPM outperforms existing models on both seen and,
notably, unseen categories, establishing a new benchmark
for unseen-category generalization in VG-PCC.

1. Introduction
View-Guided Point Cloud Completion (VG-PCC) recon-
structs partial point clouds into complete ones by referenc-
ing a corresponding image. Unlike classic point cloud com-
pletion, which is unconstrained in predicting the missing re-
gions [48], VG-PCC has a reference image that constrains
the target solution [50]. This additional constraint makes
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(a) The Chamfer Distance (CD) of VG-PCC methods on seen cate-
gories, and their performance drop on unseen categories.
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(b) Comparison of the encoder and decoder architecture between
existing VG-PCC methods (top) and our method (bottom).

Figure 1. (a) Existing methods suffer from severe performance
drop on unseen categories. (b) Existing methods encode 2D and
3D cross-modal data and decode the global structure in a holistic
manner. In contrast, our approach lifts 2D data into 3D space using
depth information for purely 3D encoding and performs region-
wise decoding through the modulation of local priors.

VG-PCC particularly suitable for handling scenarios with
heavy occlusion, where a significant number of points are
missing. Such a setting has practical applications in tasks
like robotic grasping [12], where 3D and image sensors may
be positioned at different vantage points.

Existing VG-PCC models [2, 43, 50, 53] follow a com-
mon encoder-decoder paradigm, as illustrated in Figure 1b.
The encoder integrates geometric and pose information
from the input partial points with global structure extracted
from the image, forming a unified representation. Subse-
quently, the decoder exploits structural cues embedded in
this unified representation to complete the 3D shape. How-
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ever, as shown in Figure 1a, while these models improve
consistently on instances within the seen categories, their
performance drops sharply on objects from unseen classes.

Learning to complete shapes for unseen categories is
challenging. We argue that the limited generalization of
current designs stems from two aspects: First, current en-
coders learn to align partial point clouds and images through
limited samples. However, due to the inherent hetero-
geneity between images and point clouds, directly align-
ing these modalities via attention often fails to produce a
coherent representation. Since neural networks are prone
to capturing superficial patterns as a learning shortcut in
multimodal scenarios [1, 15–22, 29, 30, 41, 42], this mis-
alignment causes the encoder to fall back on easily learned
class priors, which then come to dominate shape predic-
tion. Consequently, the prediction becomes heavily reliant
on class-specific information, limiting generalization to un-
seen classes where class priors are unavailable. Second,
current decoders take a holistic approach to modeling global
structure, which overlooks local geometric patterns—such
as edges, surfaces, and corners—that are shared across both
seen and unseen classes. These local geometries provide
a transferable foundation for understanding object structure
beyond class-specific shapes. As a result, neglecting these
shared geometric elements makes decoders overly reliant on
category-specific global patterns, limiting their adaptability
to objects from unseen classes.

In this study, we present a VG-PCC framework that gen-
eralizes to unseen categories via Geometric Alignment and
Prior Modulation (GAPM). Our design enhances unseen-
category generalization through two key innovations (see
Figure 1b): (1) a geometry aligned encoder that uses a
depth map to bridge image and partial points in a unified 3D
space, emphasizing transferable geometric cues over class-
specific patterns. (2) a prior modulated decoder that learns
a set of class-agnostic local priors for flexible region-wise
reconstruction across diverse categories. In essence, the
encoder captures class-agnostic geometric structures, while
the decoder learns local priors to construct these structures.

Specifically, our encoder first estimates a depth map
from the input image, which is then lifted into 3D space to
align with the partial point cloud. These aligned representa-
tions are integrated through a unified encoding process. The
depth-based alignment reduces the modality gap by placing
data from different modalities into a comparable 3D spatial
format, facilitating more coherent feature integration than
brutal attention-based image-point alignment. Furthermore,
leveraging depth instead of RGB information shifts the en-
coder’s focus toward robust geometric cues, such as sym-
metry and curvature, rather than class-specific appearance
patterns. As a result, the encoder tends to extract class-
agnostic representations of object structures. To overcome
the limitations of holistic refinement in current decoders,

our decoder learns a set of class-agnostic local priors that
capture recurring geometric primitives, such as edges, sur-
faces, and corners. Meanwhile, a region grouping module
dynamically partitions the encoder features into distinct re-
gional representations. Finally, the decoder generates each
region by modulating these local priors with their corre-
sponding regional features and then assembles all regions
into a complete shape. Such a modular approach prioritizes
generic local priors over rigid class-specific structures, en-
hancing adaptability in the completion of unseen categories.

Our contributions are summarized as follows:
• We examine the challenges of unseen-category general-

ization in VG-PCC, revealing that current models overly
depend on class-specific patterns due to their limitations
in bridging the image-point modality gap and capturing
transferable local features.

• We present GAPM, a generalizable VG-PCC framework
for unseen categories, featuring a geometry aligned en-
coder that emphasizes geometric cues over class-specific
patterns and a prior modulated decoder that adapts local
priors for region-wise shape completion.

• We demonstrate that GAPM significantly outperforms
current models, especially on unseen categories, show-
casing strong unseen-category generalization in both
synthetic and real-world scenarios.

2. Related Work

Point Cloud Completion reconstructs complete point
clouds from incomplete ones. PCN [48] is the first deep
neural network designed for this task. It uses Point-
Net [27] to encode global features before decoding back
to a complete point cloud with FoldingNet [44]. PCN
adopts a coarse-to-fine strategy: it first generates coarse
points and then progressively upsamples them. Such a
paradigm is widely used in point cloud completion. Subse-
quent approaches [10, 23, 25, 35–37, 39] improve accuracy
and robustness by incorporating specialized modules, such
as snowflake-like point growth [39] and multi-step point-
moving paths [37]. However, these methods struggle to re-
tain fine-grained details during the upsampling stage.

PoinTr [46] harnesses the power of Transformers [33] to
model long-range dependencies, reformulating point cloud
completion as a set-to-set translation problem that gener-
ates proxies for missing regions from existing ones while
preserving fine-grained details. Since then, transformer-
based methods [5, 14, 34, 51, 52] have sprung up and dom-
inated. For example, SeedFormer [51] introduces Patch
Seeds to preserve local patterns and recover geometric de-
tails through the Upsample Transformer. However, these
methods only take partial point clouds as input, making the
completion of point clouds with significant incompleteness
challenging due to the high ambiguity in missing points.
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Figure 2. Overview. GAPM comprises the Geometry Aligned Encoder (GAE) and the Prior Modulated Decoder (PMD). The GAE starts
with depth estimation and lifts the depth map into 3D space. The lifted geometry and the partial point cloud are encoded in a unified
manner. The PMD reconstructs the shape hierarchically, learning a set of local priors that are modulated into regions based on grouped
regional features. The sparse prediction serves as an intermediate output, with the centroids of each region extracted as offsets, which are
then added to their respective regions before assembling the dense prediction. Regions in the prediction are marked by different colors.

View-Guided Point Cloud Completion introduced by
ViPC [50] leverages an additional single-view RGB im-
age to supplement global structural information missing in
the partial point cloud. However, the cross-modal fusion
in ViPC is constrained by the need to estimate a coarse
point cloud from the image, which is inherently ill-posed.
The follow-up XMFnet [2] fuses features from two modali-
ties through the attention mechanism, and upsamples local-
ized cross-modal information to predict the missing com-
ponents. CSDN [53] approaches modality fusion as a style
transfer task [9], transferring the image style to the partial
point cloud during the folding-based decoding process. The
recent work EGIInet [43] modifies the Perceptual Loss [11]
into a feature transfer loss to explicitly guide the informa-
tion interaction between point and image modalities.

Despite these significant advances, trained models strug-
gle to generalize to unseen shapes with divergent geometry
distributions. The few existing works on unseen generaliz-
able shape completion [28] and reconstruction [31, 49] are
limited to single-modality input. To the best of our knowl-
edge, our method is the first specifically designed to handle
unseen categories in cross-modal point cloud completion.

3. Method
Task Definition. Given a partial point cloud PX ∈RND×3

with ND points and a single-view image I∈RH×W×3 that
paired with PX , where H and W denote image height and
width, the task is to predict the complete point cloud PY ∈
RND×3, which has the same number of points as PX .

Overview. As shown in Figure 2, GAPM consists of two
main components: a Geometry Aligned Encoder (GAE) and
a Prior Modulated Decoder (PMD). The GAE begins by es-
timating the image depth and lifting it to 3D space, thereby
capturing the object’s global structure. The depth-enhanced
geometry and the partial point cloud are tokenized using a
3D tokenizer and subsequently encoded with a shared 3D
backbone. The resulting embeddings from both sources are
seamlessly integrated through an information fusion mod-
ule, culminating in a unified 3D representation. The PMD
decodes the complete shape in a hierarchical manner, recon-
structing it from multiple regions, each defined by a shared
set of local priors. Initially, the PMD learns class-agnostic
local priors by deforming grid samples to capture funda-
mental geometric features. Concurrently, a region grouping
module separates the encoded representation into distinct
regions, each focusing on a specific part. Finally, the PMD
decodes each region by modulating the learned local priors
and collects them to form the complete shape.

3.1. Geometry Aligned Encoder (GAE)
To capture generalizable geometric cues over class-specific
RGB patterns, GAE estimates a depth map from the image
and lifts it to 3D space to align with the partial points. This
allows GAE to tokenize and integrate both sources through
unified encoding within a shared representation space.

Depth Lifting aims to extract geometric cues from the im-
age. Specifically, we use an off-the-shelf depth estimator
[26] to jointly compute the depth map D∈RH×W and the
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Figure 3. Illustration of Cross-source Information Fusion.

camera intrinsics K ∈ R3×3 from the image I. To acquire
the structural geometry Ĩ, we then lift the depth map into
3D space by mapping each pixel to its spatial coordinates:

Ĩ[h,w] = D[h,w] ·K−1(h,w, 1)T , (1)

where Ĩ[h,w] ∈ R3 provides the 3D coordinates aligned
with each pixel (h,w) in I. The lifted image Ĩ is further
segmented to isolate the object’s foreground, normalized to
achieve a unit scale and zero mean, and then reshaped into
a 3D format PI ∈RHW×3.

Notably, by lifting image depth, our encoder operates
fully in 3D space, which enables more effective detection
of geometric cues, thereby enhancing unseen-category gen-
eralizability. Furthermore, it naturally reduces the modal-
ity gap between the image and partial point cloud, allowing
both to be processed through a shared encoding process.
Unified Encoding encodes the partial point cloud PX and
image geometry PI into structured tokens to leverage their
complementary information through cross-source fusion.

First, we adopt the tokenizer from Point-BERT [47]
where Farthest Point Sampling (FPS) selects NX center
points from PX , each expanded into a local patch of k-
nearest neighbors (KNN), resulting in NX patches. These
patches are respectively embedded into token representa-
tions TX ∈RNX×C using PointNet [47], where C denotes
the dimensionality. To incorporate global spatial context,
we apply a linear layer on the center points of each token
to generate positional embeddings and then add them to
the corresponding tokens. Similarly, PI is tokenized into
TI ∈RNI×C with NI tokens. Then, a shared 3D backbone
processes TX and TI in parallel to extract their individual
structural cues FX and FI .

Next, we perform the cross-source information fusion,
as illustrated in Figure 3. It starts with cross-attention [33],
where FI acts as the query and FX as both key and value.
The updated features FU ∈RNI×C is further mixed token-
wise and channel-wise through an MLP-Mixer [32]. Fi-
nally, the mixed features FM ∈ RNI×C are queried by
FX in another cross-attention to produce the fused features
F∈RNX×C . The fusion process can be formally written as:

FU = Attention(FI ,FX ,FX), (2)
FM = MLP-Mixer (FU ) , (3)

F = Attention (FX ,FM ,FM ) . (4)

3.2. Prior Modulated Decoder (PMD)
PMD adopts a hierarchical decoding strategy to construct
the complete shape. Specifically, it groups the encoded fea-
tures into multiple distinct regions, with each region recon-
structed by modulating a set of learnable local priors that
serve as transferable foundational elements. This structured
breakdown allows for adaptable reconstruction using class-
agnostic local structures.
Region Grouping separates the encoded features F into N
embeddings, each specifying a spatial region of the object.
This division allows efficient parallel learning of diverse lo-
cal structures with each regional embedding capturing finer
geometric details. Our implementation is inspired by the
attention-based grouping method [24]. To capture the re-
gional geometry, we randomly initialize N region queries
Q ∈ RN×C and iteratively refine them through recurrent
updates. In each iteration, an attention score is calculated
between region queries Q and encoded features F:

S =
FWK · (QWQ)

T

√
C

, (5)

where WQ,K ∈ RC×C are projection weights. Distinct
from the standard attention [33], the score S ∈ RNX×N is
softmax-normalized over the N region queries. Such nor-
malization fosters a competitive dynamic among queries for
assigning specific features and maintains the completeness
of the object shape representation by ensuring attention co-
efficients A∈RNX×N for each feature sums to one:

A =
exp(S)∑M

m=1 exp(S:,m)
. (6)

Then, encoded features F are allocated to region queries
Q with a weighted mean to form updates U∈RN×C :

U =

(
A∑N

n=1 An,:

)T

FWV , (7)

where WV ∈ RC×C is the projection weight. The region
queries are updated through a Gated Recurrent Unit (GRU),
followed by an MLP with a residual connection:

Q← Q′ +MLP(Q′), where Q′ = GRU(Q,U). (8)

We acquire Q after 3 iterations as regional features.
To facilitate region grouping, we adopt an auxiliary

sparse prediction head by mapping each regional embed-
ding Qn ∈ RC to 3NS dimensions, then reshape it into a
sparse region Rn

S ∈RNS×3 with NS coordinates. By gath-
ering the predicted coordinates of all N queries, we obtain
a sparse yet complete prediction PS∈RNNS×3:

PS =

N⋃
n=1

Rn
S , where Rn

S = Reshape (MLP(Qn)) . (9)
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Prior Modulation aims to learn a set of M local priors
{θm}Mm=1 that capture recurring patterns from seen cate-
gories as adaptable bases for regional representation, and
then modulate these local priors to meet the structural needs
of each region. Each prior θm is parameterized by a folding
MLP [44] and can be instantiated by deforming a 2D grid
G∈RNG×2 composed of NG points:

Pm
G = MLP(G;θm), (10)

where Pm
G ∈RNG×3 denotes the m-th instantiated prior.

Drawing inspiration from style-based folding [40], we
regard the regional features as style codes that modulate the
feature normalization layers within the MLP.

Each region is processed in parallel. For the n-th re-
gional features Qn, we first derive two channel-wise affine
parameters αn and βn from Qn, characterizing the geome-
try of this region:

αn=MLPα(Qn), βn=MLPβ(Qn), ∀n∈1,. . . ,N. (11)

Then, these parameters are used to adjust the local priors
{Pm

G}Mm=1∈RM×NG×3, and the resulting collection consti-
tutes the n-th dense region Rn

D∈RMNG×3:

Rn
D=

{
αn Pm

G − µ(Pm
G )

σ(Pm
G )

+βn

}M

m=1

,∀n∈1,. . . ,N, (12)

where µ(·), σ(·) are channel-wise mean and standard devi-
ation. Equation (12) is a simplified case of a single layer.

To make regional structures comparable in terms of nu-
merical coordinates, we compute each region’s centroid as
the mean coordinate of its predicted sparse points and add
these centroids to the modulated regions. In other words,
the prior modulation module operates within a region-
centered coordinate system, which decouples structural pat-
terns from spatial coordinates.

The dense prediction PD ∈ RND×3, where ND =
NMNG, is achieved by gathering translated predictions for

all N regions:

PD =

N⋃
n=1

{Rn
D +Mean (Rn

S)} . (13)

Notably, our local priors are shared across regions.
This modularization strategy allows these generic geometric
characteristics to be finetuned through region-specific trans-
formations, which enhances adaptability and coherence in
predicting unseen shapes.

3.3. Optimization
The entire model is trained end-to-end by optimizing two
objectives. First, we optimize the sparse prediction PS

and dense prediction PD by minimizing their respective L1

Chamfer Distance (CD) to ground truth PY :

Ldis = CD(PS ,PY ) + CD (PD,PY ) , (14)

CD(X,Y )=
1

|X|
∑
x∈X

min
y∈Y
∥x− y∥+ 1

|Y |
∑
y∈Y

min
x∈X
∥y − x∥.

Second, to avoid region prediction collapsing into homoge-
neous clusters, we apply the expansion penalty (EP) [23],
which regularizes the points within each region to remain
tightly clustered.

Lreg =

N∑
n=1

EP(Rn
S) +

N∑
n=1

EP(Rn
D). (15)

The overall loss L combines Ldis and Lreg, balanced by a
hyperparameter λ:

L = Ldis + λLreg. (16)

The combination of both compels each region to be distinct,
while the final prediction is complete and accurate.

4. Experiments
Datasets. Our experiments are conducted on the ShapeNet-
ViPC [50]. For each object in the dataset, the complete
point cloud (i.e., Ground Truth) is obtained by uniformly
sampling the mesh surface from ShapeNet [4]. Addition-
ally, each object is associated with 24 images rendered from
24 different viewpoints as the ShapeNetRendering [6], and
24 corresponding partial point clouds generated from these
viewpoints with occlusions. Both the partial and complete
point clouds contain 2048 points. The point cloud is nor-
malized within a bounding sphere of radius 1 and then ro-
tated to align with the randomly selected view image. For a
fair comparison, we train our model on 80% of the objects
from eight seen categories and test on the remaining 20% of
objects from these categories to evaluate seen category per-
formance. We also test on four unseen categories to assess
the generalizability to novel categories.
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Method Metric Average Airplane Cabinet Car Chair Lamp Sofa Table Watercraft

ViPC [50]

CD ↓

3.308 1.760 4.558 3.183 2.476 2.867 4.481 4.990 2.197
CSDN [53] 2.570 1.251 3.670 2.977 2.835 2.554 3.240 2.575 1.742
XMFnet [2] 1.443 0.572 1.980 1.754 1.403 1.810 1.702 1.386 0.945

EGIInet [43] 1.211 0.534 1.921 1.655 1.204 0.776 1.552 1.227 0.802
Ours 1.107 0.492 1.784 1.590 1.094 0.681 1.431 1.048 0.733

ViPC [50]

F-Score ↑

0.591 0.803 0.451 0.512 0.529 0.706 0.434 0.594 0.730
CSDN [53] 0.695 0.862 0.548 0.560 0.669 0.761 0.557 0.729 0.782
XMFnet [2] 0.796 0.961 0.662 0.691 0.809 0.792 0.723 0.830 0.901

EGIInet [43] 0.836 0.969 0.693 0.723 0.847 0.919 0.756 0.857 0.927
Ours 0.860 0.974 0.759 0.757 0.862 0.927 0.794 0.882 0.923

Table 1. Results on seen categories with mean CD per point ×10−3 ↓ and mean F-Score @ 0.001 ↑.

Method
Average Bench Monitor Speaker Cellphone

CD ↓ F-Score ↑ CD ↓ F-Score ↑ CD ↓ F-Score ↑ CD ↓ F-Score ↑ CD ↓ F-Score ↑

ViPC [50] 4.601 0.498 3.091 0.654 4.419 0.491 7.674 0.313 3.219 0.535
CSDN [53] 3.656 0.631 1.834 0.798 4.115 0.598 5.690 0.485 2.985 0.644
XMFnet [2] 2.671 0.710 1.278 0.862 2.806 0.677 4.823 0.556 1.779 0.748

EGIInet [43] 2.354 0.750 1.047 0.902 2.513 0.716 4.282 0.591 1.575 0.792
Ours 1.684 0.802 0.878 0.908 1.631 0.789 3.095 0.652 1.131 0.859

Table 2. Results on unseen categories with mean CD per point ×10−3 ↓ and mean F-Score @ 0.001 ↑.

Evaluation Metrics. Following previous works [2, 50],
we use L2 Chamfer Distance (CD) [8] and F-Score [13]
for quantitative evaluation, wherein precision evaluates how
closely the reconstructed points align with ground truth,
and recall assesses how thoroughly the reconstructed points
cover ground truth, both with a distance threshold of 0.001.
Implementation Details. We follow the VG-PCC bench-
mark [50] to set the image height H and width W to 224,
with the number of dense points ND specified as 2048.
Both the partial point cloud and the lifted image geome-
try are tokenized into NX = NI = 256 tokens. The 3D
backbone consists of 4 Transformer layers. We group the
encoded features into N = 8 regions, and predict NS = 32
sparse points for each region. All regions share M = 8 local
priors, each represented by NG = 32 points. The hyperpa-
rameter λ is set to 0.1. The dense prediction is concatenated
with the partial point cloud and subsequently downsampled
to the conventional 2048 points for evaluation.

4.1. Main Results
We compare our method against several VG-PCC baselines,
namely ViPC [50], CSDN [53], XMFnet [2], and EGIInet
[43], with the results shown in Table 1 and Table 2. Specifi-
cally, our method achieves an average reduction of 0.104 in
the CD metric for seen categories and, even more impres-
sively, an average reduction of 0.670 for unseen categories.
This substantial improvement confirms its capability and
unseen-category generalizability. From the visualized cases
in Figure 5 and Figure 6, we observe the following: 1) Our

method exploits the global structural information contained
in images, even subtle details. For instance, in Figure 5,
the missing slender legs of the chair, sofa, and table are ac-
curately reconstructed, whereas the SOTA method fails to
address these details. This success stems from lifting fine
structural elements (e.g., thin legs) from 2D images into 3D
space, making them more prominent and easier to capture.
2) The points reconstructed by our method exhibit a more
uniform distribution, and the learned geometric structures
can be effectively reused for similar regions in unseen cat-
egories. For example, the planar structures of the bench,
monitor, and speaker in Figure 6 are more evenly recon-
structed compared to the SOTA methods. While they per-
form well on similar planes within seen categories, they
struggle to generalize to unseen categories. The limited
generalization capability is attributed to their decoding’s
emphasis on global structure, which can lead to significant
discrepancies since distinct categories are mainly differenti-
ated by their unique overall shapes. In contrast, our decod-
ing process interprets shapes from a local perspective, cap-
turing geometric patterns that are shared across categories.

4.2. Ablation Studies
We present the results of extensive ablation experiments in
Table 3, where each row corresponds to a specific abla-
tion setting. Firstly, we eliminate the Depth Lifting mod-
ule (“w/o Lifting”) and adapt the Unified Encoding module
accordingly by utilizing patch embedding to tokenize the
RGB image. The performance decline highlights the signif-
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Figure 5. Visual comparison with the state-of-the-art method [43] on seen categories.

Variant
Seen Unseen

CD ↓ F-Score ↑ CD ↓ F-Score ↑

G
A

E w/o Lifting 1.166 0.845 1.932 0.784
w/o Fusion 1.130 0.853 1.791 0.795

PM
D w/o Grouping 1.121 0.857 1.747 0.798

w/o Prior 1.151 0.849 1.889 0.788
w/o Sparse 1.143 0.850 1.821 0.793

Ours 1.107 0.860 1.684 0.802

Table 3. Ablation Results.

icance of the lifting operation in revealing geometric infor-
mation and reducing modality disparity. Next, we alter the
fusion process in the Unified Encoding module by substitut-
ing the cross-source information fusion with cross-attention
(“w/o Fusion”), thereby demonstrating its superiority over
previous methods [2, 43]. Subsequently, we exclude the pri-
ors in the Prior Modulation module (“w/o Prior”) and adjust
it to directly modulate the sampled grids instead of local
priors. The observed deterioration underscores the advan-
tage of learned priors in capturing common local patterns
across categories. Then, we simplify the Region Grouping
module by using an MLP to predict the probability of each
encoded feature’s association with each region, and apply
these probabilities to weight and aggregate the features into
region features (“w/o Grouping”). Finally, we omit the in-
termediate prediction of sparse points (“w/o Sparse”), and
consequently disable both the associated losses and the re-
gion centralization mechanism within the Prior Modulation
module. The notable performance degradation validates its
role in delivering supervision signals to the region grouping
module and positioning the prior modulation module within
a consistent coordinate system.

Method Seen Unseen

CD ↓ F-Score ↑ CD ↓ F-Score ↑

EGIInet [43] 3.188 0.662 11.553 0.387
Ours 2.923 0.701 8.162 0.410

Table 4. Real-world experiments on ScanNet-ViPC.

4.3. In-depth Analysis

Effectiveness on Real-world Data. Due to the lack of
real-world benchmarks in the VG-PCC community, we con-
struct a new dataset, ScanNet-ViPC. Specifically, we col-
lect 800 real-world 3D objects from SCoDA [38], which
provides high-quality meshes manually crafted by profes-
sional artists based on ScanNet [7]. For each mesh, we
render 24 RGB views using Blender and uniformly sam-
ple 2,048 surface points to obtain the complete point cloud
as ground truth. These are paired with partial inputs to form
a real-world VG-PCC benchmark spanning six categories.
Following the evaluation protocol of ShapeNet-ViPC, we
designate bed, car, chair, and sofa as seen categories, and
desk and lamp as unseen categories, using an 80/20 train-
test split ratio within each category. As shown in Table 4,
our method consistently outperforms the SOTA approach
[43], especially on unseen categories.

Analysis of Local Prior. We densely sample grids to re-
trieve the learned priors, providing a clear visualization in
Figure 7. From these priors, we observe distinct differences
between the upper and lower rows. The priors in the upper
row are sparser, featuring surfaces with varying curvatures,
whereas those in the lower row are much denser, represent-
ing planes of diverse shapes. Compared to the grids, these
priors capture specific geometric patterns and demonstrate
greater plasticity when modulated to match the local struc-
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Figure 6. Visual comparison with the state-of-the-art method [43] on unseen categories.

Figure 7. Visualization of learned local priors.

Quantity
Seen Unseen

CD ↓ F-Score ↑ CD ↓ F-Score ↑

4 Priors 1.116 0.858 1.725 0.799
8 Priors 1.107 0.860 1.684 0.802
16 Priors 1.128 0.855 1.762 0.797

Table 5. Effect of prior quantity.

tures of respective regions. Additionally, we assess the ef-
fect of prior quantity by experimenting with 4, 8 and 16
priors. The results in Table 5 indicate that 8 priors is the
optimal configuration. It is unsurprising that using fewer
priors negatively impacts results due to insufficient repre-
sentation. However, it seems counterintuitive that increas-
ing the number of priors also degrades performance. This
arises from the fixed total number of points in dense predic-
tion: allocating more priors results in fewer points per prior.
As a result, the supervision each prior receives diminishes,
impairing their learning. Another factor could be our prior
modulation module, which introduces flexibility to priors
and alleviates the reliance on a large number of priors.

Estimator
Seen Unseen

CD ↓ F-Score ↑ CD ↓ F-Score ↑

UniDepth [26] 1.107 0.860 1.684 0.802
Depth Pro [3] 1.095 0.862 1.643 0.806
LeReS [45] 1.133 0.852 1.813 0.791

Table 6. Performance under different depth estimators.

Robustness to Depth Estimators. We evaluate our well-
trained GAPM model using depth maps and camera param-
eters generated by a superior estimator, Depth Pro [3], with-
out any finetuning. As shown in Table 6, our method consis-
tently achieves strong performance. This robustness can be
attributed to the unprojection of depth maps into 3D space,
followed by normalization of the lifted geometry to mitigate
scale discrepancies across estimators and ensure compara-
ble inputs to our model. Moreover, even when using LeReS
[45], an earlier model that produces point maps of inferior
quality, our method continues to deliver reliable results.

5. Conclusion
This work addresses the poor generalization of existing VG-
PCC methods to unseen categories. We attribute their limi-
tations to over-reliance on class-specific patterns and insuf-
ficient utilization of transferable geometric features. To that
end, we propose GAPM, a novel framework that integrates a
GAE that captures class-agnostic geometric structures, and
a PMD that leverages learned local priors as versatile build-
ing blocks. GAPM substantially improves over state-of-
the-art methods and particularly excels in generalizing to
unseen categories. We hope our work inspires further ex-
ploration into enhancing the generalizability of VG-PCC.
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