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Figure 1. AD-GS. We achieve high-quality rendering by self-supervised manners for autonomous driving scenes without relying on the
expensive manual 3D annotations.

Abstract

Modeling and rendering dynamic urban driving scenes is
crucial for self-driving simulation. Current high-quality
methods typically rely on costly manual object tracklet an-
notations, while self-supervised approaches fail to capture
dynamic object motions accurately and decompose scenes
properly, resulting in rendering artifacts. We introduce AD-
GS, a novel self-supervised framework for high-quality free-
viewpoint rendering of driving scenes from a single log. At
its core is a novel learnable motion model that integrates
locality-aware B-spline curves with global-aware trigono-
metric functions, enabling flexible yet precise dynamic ob-
ject modeling. Rather than requiring comprehensive se-
mantic labeling, AD-GS automatically segments scenes into
objects and background with the simplified pseudo 2D
segmentation, representing objects using dynamic Gaus-
sians and bidirectional temporal visibility masks. Further,
our model incorporates visibility reasoning and physically
rigid regularization to enhance robustness. Extensive eval-
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uations demonstrate that our annotation-free model sig-
nificantly outperforms current state-of-the-art annotation-
free methods and is competitive with annotation-dependent
approaches. Project Page: https://jiaweixu8.
github.io/AD-GS-web/

1. Introduction

Autonomous driving (auto-driving) scene rendering mod-
els reconstruct dynamic driving environments using LiDAR
points and images captured from multiple camera poses and
timestamps. These models enable rendering from novel
viewpoints and moments. Most existing approaches rely on
manually annotated object bounding boxes and poses within
the scenes to facilitate reconstruction [3, 5, 6, 15, 23, 31, 33,
35, 38, 43]. Such 3D annotations simplify the process by
eliminating the need for models to estimate object positions
and motions, thereby making the reconstruction of large-
scale auto-driving scenes much more easier. While models
based on manual 3D annotations have achieved significant
progress in recent years, the high cost of annotation poses a
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potential barrier to their widespread adoption.
To address this challenge, self-supervised models for

auto-driving scene rendering have been developed [2, 14,
16, 21, 24, 30, 32, 36, 42]. These models aim to recon-
struct both scenes and motions of the contained objects only
using images and LiDAR points, thereby eliminating the
reliance on manual 3D annotations. However, their per-
formance may still fall short of expectations. Employing
neural networks for motion modeling can be an effective
approach but may result in high computational overhead
and fail to capture the fine-grained local movements of ob-
jects [14, 16, 21, 30, 32, 36]. On the other hand, using
predefined functions, such as trigonometric functions, to
model motion can achieve high rendering speeds [2, 24].
Also, these functions can represent the general motions
under the noisy self-supervision due to their global fitting
properties which optimize all parameters for each training
frame. However, they might still have difficulties in han-
dling the local details of motions. For scene modeling,
auto-driving scenes can be categorized into various com-
ponents with distinct properties, such as houses, cars, and
trees. Previous research has approached scene segmentation
for independent modeling using methods like unsupervised
learning [30], feature-based self-supervision [24, 32, 36],
or fine-grained semantic self-supervision [14, 16, 21, 42].
While these techniques are effective in scene decomposi-
tion, the use of the noisy pseudo ground truth can result in
reconstruction artifacts.

In this paper, we introduce AD-GS, a novel self-
supervised model designed for high-quality auto-driving
scene rendering based on Gaussian splatting [9]. To achieve
both global and local motion fitting with high precision, we
incorporate learnable B-spline curves and B-spline quater-
nion curves, combined with trigonometric functions, into
the deformation representation of dynamic Gaussians. Un-
like the methods using only trigonometric functions [2, 24],
B-spline curves fit local details by only optimizing the rel-
evant control points instead of all for the corresponding
training frames. Additionally, AD-GS simplifies the scene
modeling process by segmenting auto-driving scenes into
two parts: objects and background, based on the simpli-
fied pseudo 2D segmentation. For the object component,
we represent objects using dynamic Gaussians and employ
bidirectional temporal visibility masks to handle their sud-
den appearance or disappearance. For the background com-
ponent, we keep the Gaussians stationary. This decompo-
sition allows AD-GS to reconstruct each component more
accurately, resulting in higher rendering quality under noisy
pseudo ground truth conditions. To ensure consistent de-
formation among Gaussians representing the same object,
we introduce visibility and physically rigid regularization,
which helps to prevent chaotic behavior.

We compare AD-GS with the state-of-the-art self-

supervised auto-driving scene rendering models, and our
experiments demonstrate the significant performance im-
provements achieved by AD-GS. Overall the contributions
of this paper can be summarized as follows,
• We propose a novel motion modeling method that repre-

sents the Gaussian deformation using learnable B-spline
curves and B-spline quaternion curves, combined with
trigonometric functions, for both local and global fitting.

• We propose a novel approach for modeling auto-driving
scenes. Guided by the simplified pseudo 2D segmenta-
tion, our method segments a scene into two components:
objects and background, ensuring robustness under noisy
pseudo ground truth. Objects are reconstructed using
dynamic Gaussians and bidirectional temporal visibility
masks for enhanced accuracy.

• We design the visibility and physically rigid regulariza-
tion, combined with self-supervision, to keep the model
from chaotic behavior for better performance.

2. Related Work
Manually Assisted Scene Rendering. NSG [23] applies
Neural Radiance Field (NeRF) [19] in a scene graph format,
utilizing manual 3D annotations for the rendering of auto-
driving scenes, while MARS [33] introduces a modular de-
sign for this task. NeuRAD [31] and UniSim [38] extend
NeRF models to the modeling of LiDAR sensors and the de-
velopment of safe self-driving vehicles. While NeRF-based
approaches for autonomous driving scenes have achieved
significant progress, they often overlook pedestrians and
other non-vehicle dynamic actors. To address this limita-
tion, OmniRe [3] utilizes SMPL [18] and deformation fields
to model pedestrians and other dynamic entities. Addition-
ally, to better capture fast-moving objects, ML-NSG [6] in-
troduces a multi-level formulation of NSG, achieving no-
table performance improvements. With the advent of Gaus-
sian splatting [9], many studies have applied Gaussian splat-
ting to the rendering of the auto-driving scene [5, 35, 43],
achieving high-quality results with reduced computational
time. 4DGF [5] integrates scene dynamics with NSG, yield-
ing substantial advancements in urban reconstruction. De-
spite the progress made by rendering models reliant on an-
notations, the high cost of manual annotations probably re-
mains a barrier to their widespread adoption.
Self-Supervised Scene Rendering. Self-supervised mod-
els reconstruct auto-driving scenes without the need for
manual annotations, presenting a more challenging but
highly promising alternative to manually assisted mod-
els. PNF [14] leverages pseudo 3D annotations and jointly
optimizes object poses for auto-driving scene rendering.
SUDS [32] adopts a scene factorization approach, utiliz-
ing a three-branch hash table representation [20] for 4D re-
construction. To achieve higher rendering quality, EmerN-
eRF [36] supervises encoded features with the detection
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models [22] and performs static-dynamic decomposition.
For more robust static and dynamic element separation, Ro-
DUS [21] uses 2D segmentation [4] as a guide to improve
the decomposition performance. When it comes to Gaus-
sian splatting, HUGS [42] integrates NSG and Gaussian
splatting with pseudo labels for reconstruction, modeling
motion using unicycle models. PVG [2] demonstrates the
effectiveness of capturing motion by modeling Gaussian de-
formation with trigonometric functions and periodic vibra-
tion. Despite advances in Gaussian-based models through
unsupervised learning [30], feature supervision [24], and
fine-grained pseudo labeling [16], their performance re-
mains limited by the challenges posed by the noisy pseudo
labels and the failure to capture local motion details.

3. Methods
3.1. Overview
We develop AD-GS using Gaussian splatting [9], a point-
based rendering model primarily designed for object-level
static scenes, offering high rendering quality. The model
represents a scene through multiple 3D Gaussians, where
each Gaussian is defined by G = {µ, S, R, σ, c}, repre-
senting position, scaling, rotation, opacity, and color, re-
spectively. The color is expressed using spherical harmonic
coefficients (SH). These 3D Gaussians can be rendered and
trained through differentiable rasterization [39, 44] with
ground-truth images. The Gaussians are first projected onto
the camera planes using a view transform matrix W and a
projective Jacobian matrix J :

Σ′ = JW ΣJT W T , Σ = RSST RT . (1)

Finally, a pixel u on the camera planes can be rendered by
N overlapped Gaussians using the α-blending as the fol-
lowing formula:

C(u) =
N∑

i=1

ciαi

i−1∏

j=1

(1 − αj),

αi = σie− 1
2 (u−µp

i )T Σ′−1
i (u−µp

i ), (2)

where µP
i is the projected position of a Gaussian. In op-

timization, the model [9] involves pruning the low-opacity
Gaussians and densifying the Gaussians based on the gradi-
ent and scaling through the splitting and cloning operations.

To adapt Gaussian splatting for self-supervised auto-
driving scene rendering, we divide all the N Gaus-
sians into two categories: objects Ωobj and background
Ωbkg, |Ωobj | + |Ωbkg| = N . For the object Gaussians
G ∈ Ωobj , we model their motions by deforming their
positions µ and rotations R over time using B-splines and
trigonometric functions. Additionally, we incorporate the
bidirectional temporal visibility mask for these Gaussians
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Figure 2. Comparison between traditional methods and the B-
spline representation. (a) Traditional methods, such as MLPs and
trigonometric functions, optimize all parameters globally to min-
imize the loss against the data points. This global optimization
approach often limits their abilities to capture fine local details.
(b) The B-spline curve achieves local detail fitting by only opti-
mizing the nearby control points of a given data point, enabling
more precise and flexible representation.

to handle the sudden appearance and disappearance of the
objects. In contrast, the background Gaussians G ∈ Ωbkg
remain stationary. Notably, the colors of both object and
background Gaussians may vary over time. To account for
this, similar to previous work [35], we deform the diffuse
SH features z of all Gaussians G ∈ Ωobj ∪ Ωbkg using
trigonometric functions:

z′ = z +
K∑

l=1

fl sin(lπ · t) + hl cos(lπ · t). (3)

K is the maximum level of frequency, fl and hl are the
learnable parameters, and t is the timestamp. Furthermore,
we represent the distant parts of a scene, such as sky, us-
ing a learnable spherical environment map. Our model is
optimized in a self-supervised manner with regularization
techniques to maintain stability and prevent chaotic behav-
ior. The pipeline of AD-GS is shown in Figure 3.

3.2. Learnable B-Spline Motion Curve
Learnable B-Spline Curve. The B-spline curve is well
known for its ability to provide local control. Given n + 1
control points pi, i ∈ {0, 1, ..., n}, we can construct a
Ck−1-continuous k-th order (k ≤ n + 1) B-spline curve
using the following formula,

p(t) =
n∑

i=0

piBi,k(t), t ∈ [tk−1, tn+1], (4)

where t0, t1, ..., tn+1 are the knots arranged in non-
decreasing order. In practice, we define t as the timestamp,
with tk−1 and tn+1 representing the minimum and maxi-
mum timestamps of the input sequence, respectively. The
basis function Bi,k only has a non-zero value in [ti, ti+k].
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Furthermore, all control points pi are treated as learnable
parameters, and we utilize uniform B-spline curves for mo-
tion modeling. However, the de Boor-Cox recursion for-
mula for the basis function Bi,k is computationally ineffi-
cient. Therefore, we use the matrix formulation of uniform
B-spline curves for better computational complexity [25],

[Bi−k+1,k(u), Bi−k+2,k(u)..., Bi,k(u)]

=[1, u, u2, ..., uk−1]Mk,

u =
t − ti

ti+1 − ti
, u ∈ [0, 1), i = k − 1, k, ..., n. (5)

Mk is a k × k matrix that can be precomputed before train-
ing, and the explicit expression can be found in Section A
of our supplementary. Using Equation 5, we can obtain the
matrix representation of the B-spline curve for each seg-
ment [ti, ti+1) in Equation 4:

p(t) =[1, u, u2, ..., uk−1]Mk[pi−k+1, pi−k+2, ..., pi]T

u =
t − ti

ti+1 − ti
, u ∈ [0, 1), i = k − 1, k, ..., n. (6)

Unlike MLPs and trigonometric functions, which optimize
all parameters for every output, B-spline curves exhibit lo-
cal fitting. Each position on the B-spline curve is only in-
fluenced by the nearby control points, as illustrated in Fig-
ure 2. This property allows the B-spline curve to effectively
capture motions with local details by only fine-tuning the
relevant control points. However, while the B-spline curve
excels at modeling local details, it has limitations in cap-
turing global motion, which is also crucial for accurate re-
construction under the noisy self-supervision. To address
this, we combine trigonometric functions with B-splines to
model the movement of each object Gaussian G ∈ Ωobj ,
achieving both global and local fitting:

µ′ = µ + p(t) +
L∑

l=1

al sin(t · lπ) + bl cos(t · lπ), (7)

where L is the maximum frequency level, al and bl are the
learnable parameters.
Learnable B-Spline Quaternion Curve. Because the in-
terpolation of unit quaternions is uneven, the standard B-
spline curve cannot adequately represent the unit quaternion
deformation of Gaussian rotation parameters. To address
this limitation, we adopt the B-spline quaternion curve [11]
to model Gaussian rotations. Similar to Equation 4, given
n+1 learnable unit quaternions qi, i ∈ {0, 1, ..., n}, as con-
trol points, the k-th order unit quaternion B-spline curve in
each segment is defined as,

q(t) =qi−k+1

i∏

j=i−k+2

exp(wjB̃j,k(t)),

t ∈ [ti, ti+1), i = k − 1, k, ..., n, (8)

where wi = log(q−1
i−1qi), and B̃i,k(t) =

∑n
j=i Bj,k(t),

which can be efficiently computed using Equation 5. No-
tably, the operators in Equation 8 are specifically defined for
unit quaternions. Although the B-spline quaternion curve
has limitations in global fitting, we find that directly mod-
eling the rotation of each object Gaussian G ∈ Ωobj by
setting R = q(t) is sufficient for our task.

3.3. Object-Aware Splatting with Temporal Mask
Having dynamic Gaussians deformed with B-spline curves
for objects, AD-GS requires an accurate method to split and
model a scene in objects and background.
Scene Decomposition with Simplified 2D Segmentation.
Previous works employ instance segmentation to guide
scene decomposition [16, 21], but this approach might per-
form excessively noisy. Therefore, we simplify the segmen-
tation classes into two categories: objects and background.
Classes likely to exhibit motion over time, such as cars, are
categorized as objects, while all other classes are treated
as background. This simplification is sufficient and signifi-
cantly more robust for rendering scenes in autonomous driv-
ing applications. We initialize the Gaussians using LiDAR
points and partition them into two subsets Ωobj and Ωbkg ,
based on the 2D projected positions on the simplified bi-
nary segmentation results Mobj from SAM [12, 26]. Using
this initial decomposition, we can render the object mask
through the α-blending by the following formula:

M̂obj =
N∑

i=1

I{Gi ∈ Ωobj}αi

i−1∏

j=1

(1 − αj), (9)

where I denotes the indicator function. The rendered object
mask is supervised via the pseudo ground truth using the bi-
nary cross-entropy loss Lobj = BCE(M̂obj , Mobj). Dur-
ing training, Lobj makes the two Gaussian subsets stayed
in their respective areas by adjusting their opacities. More
details can be found in Section A of our supplementary.
Bidirectional Temporal Visibility Mask. The moving ob-
jects might not be visible in all frames, necessitating a tem-
poral mask to reduce the impact of invisible frames captured
the already traversed places when the trajectories have not
been fully fitted. Therefore, we introduce the bidirectional
temporal visibility mask applied to the opacity σ of an ob-
ject Gaussian G ∈ Ωobj , defined by the formula:

σ′(t) = σ · e− (t−µt)2

2s2 , s =
{

s0, t < µt
s1, t ≥ µt

, (10)

where µt is the fixed acquisition timestamp of the LiDAR
points, s0, s1 are the learnable scales of the bidirectional
visibility mask. Unlike previous approaches [2], which treat
µt as a learnable parameter, we argue that the acquisition
timestamp itself serves as an effective prompt to determine
the visible moment of an object and distinguish the different
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Figure 3. The pipeline of AD-GS. We decompose the scene into two components: objects and background, and initialize the Gaussians
with the simplified pseudo 2D segmentation. For the object Gaussians, we deform their parameters with learnable B-spline curves and
trigonometric functions to achieve both local and global fitting. Additionally, we incorporate bidirectional temporal visibility masks to
handle the sudden appearance and disappearance of the objects. In contrast, background Gaussians remain static. After integrating both
components, we apply color deformation to all Gaussians and utilize a learnable environment map for distant regions. Finally, the rendering
results are self-supervised using the pseudo labels and regularization.

objects that have passed through the same location. To pre-
vent the temporal mask from becoming excessively narrow,
we design an expanding regularization loss as follows:

Ls = ||
2∆f

s0 + s1
||1, (11)

where ∆f denotes the average time interval between two
consecutive frames along the input sequence.

In general, the learnable parameters for each object
Gaussian are G = {µ, S, σ, c, f , h, p, a, b, q, s0, s1}, G ∈
Ωobj , while the learnable parameters for each background
Gaussian are G = {µ, S, R, σ, c, f , h}, G ∈ Ωbkg .

3.4. Self-Supervision with Regularization
Unlike rendering models that rely on manual 3D anno-
tations, self-supervised models require multiple pseudo
ground truths to reconstruct large auto-driving scenes from
sparse per-frame viewpoints.
Flow Supervision. Flow supervision provides AD-GS with
prompts regarding object motion, and we utilize Co-
Tracker3 [8] to generate the pseudo labels. Following a
similar approach to SUDS [32], we predict the 3D posi-
tion of each pixel in the original image at the target moment
defined by the pseudo ground truth:

X̂r =
N∑

i=1

µ′
iαi

i−1∏

j=1

(1 − αj), (12)

where µ′ is the position of each Gaussian at the target mo-
ment. We then project the X̂r onto the target image, and
supervise it using the corresponding pseudo flow points Xt
through Lf = ||φt(X̂r) − Xt||1, where φt is the projection
function. To enhance efficiency and reduce noise, we only
supervise the flow of the object part with the simplified 2D
pseudo segmentation results obtained from SAM [12, 26].

Inverse Depth Supervision. In prior work, the depth map
is rendered through the α-blending of the distances between
the camera and Gaussian centers, which is then inverted
to supervise against the monocular pseudo ground truth.
However, when no Gaussian exists along a pixel ray, the
inversion operation can become computationally unstable.
To address this problem, we directly render the expectation
map of inverse depth [10] by using the following formula:

1
d̂

=
N∑

i=1

1
di

αi

i−1∏

j=1

(1 − αj), (13)

where di is the distance between camera and each Gaus-
sian center. Then we supervise the rendered inverse depth
map with the monocular pseudo ground truth 1

d generated
by DPTv2 [37], using the scale-and-shift depth loss [40]:

Ld = ||w
1
d̂

+ q −
1
d

||1. (14)

w, q are the optimal values that minimize (w 1
d̂

+ q − 1
d )2.

This depth loss incorporates 3D information from sparse
viewpoints, enabling AD-GS to reconstruct large auto-
driving scenes more accurately.
Visibility and Physically Rigid Regularization. To satisfy
the assumption of local rigidity and prevent AD-GS from
becoming disorganized, we introduce a regularization loss
to ensure that nearby object Gaussians G ∈ Ωobj ex-
hibit similar deformations in position and temporal visibil-
ity mask across the timeline:

Lr =
∑

β∈{p,a,b,{s0,s1}}

∑

βi∈β

var(βi). (15)

var means the parameter variance of the nearby 8 Gaussians
selected by the KNN algorithm. To address the high com-
putational cost of the KNN operation, we cache the KNN
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results and update them every 10 iterations, striking a bal-
ance between efficiency and performance.
Total Loss. In general, the loss functions for training AD-
GS can be summarized as follows,

L =(1 − λc)L1 + λcLD−SSIM +
λdLd + λf Lf + λobjLobj + λskyLsky+
λrLr + λsLs, (16)

where λ are the weight hyperparameters for each loss,
L1, LD−SSIM are the supervision using the ground truth
images [9], and Lsky = BCE(1 − O, Msky) is the bi-
nary cross-entropy loss between the accumulated opacity
O =

∏N
i=1(1 − αi) and the sky mask Msky generated by

SAM [12, 26].

4. Experiments
4.1. Setup
Datasets. We evaluate our model using three widely used
datasets: KITTI [7], Waymo [29] and nuScenes [1]. For the
KITTI dataset, we follow the settings of SUDS [32] to con-
duct experiments on three sequences with the resolution of
375 × 1242 captured by two cameras, where different pro-
portions of images are used for training. For the Waymo
dataset, we mainly follow the settings of StreetGS [35], in-
cluding eight sequences captured by a single camera, but we
adopt a higher resolution of 1280 × 1920. For the nuScenes
dataset, we select six sequences with three cameras and 60
frames, setting the resolution to 900 × 1600. We select one
out of every four frames in the nuScenes sequences for test-
ing, while the remaining frames are used for training.
Baselines. We select several state-of-the-art self-supervised
models to demonstrate the effectiveness of AD-GS for auto-
driving scene rendering. SUDS [32] is a self-supervised
model that employs a three-branch hash table representa-
tion for reconstruction. EmerNeRF [36] utilizes feature su-
pervision from detection models to enhance self-supervised
rendering. PVG [2] is a Gaussian-based self-supervised
model that represents object motions using trigonometric
functions and periodic vibrations. Due to the limited avail-
ability of more advanced self-supervised models specifi-
cally designed for auto-driving scene rendering, we also in-
clude Grid4D [34], a state-of-the-art model for object-level
dynamic scene rendering, as a baseline. To further evalu-
ate our model, we additionally select several state-of-the-art
models [5, 6, 35] assisted by the manual 3D annotations.
Implementation. We set λc = 0.2, λd = 0.1, λf =
0.1, λobj = 0.1, λsky = 0.05, λr = 0.5, and λs = 0.01
in Equation 16 for all evaluations. For the B-spline order
k, we set k = 6 for all B-spline curves in Equation 4 and
Equation 8 across all datasets. The number of control points
for all B-splines n + 1 is set to one-third of the total num-
ber of frames in a sequence. For the maximum level of

trigonometric frequency, we set K = L = 6 in Equation 3
and Equation 7 for all datasets. We follow a training sched-
ule and densification strategy similar to that of the original
Gaussian splatting [9]. All experiments are conducted on a
single RTX 3090 GPU. Additional details can be found in
Section A and Section B of our supplementary.

4.2. Comparison
Comparison with Self-Supervised Models. We compare
AD-GS with the state-of-the-art self-supervised models on
the KITTI [7], Waymo [29] and nuScenes [1] datasets. The
results are presented in Table 1 and Figure 4 for KITTI,
Table 2 and Figure 5 for Waymo, and Table 3 and Fig-
ure 6 for nuScenes. Notably, all the LPIPS [41] evalu-
ations on the KITTI dataset are based on AlexNet [13],
while the evaluations on the other datasets use VGG [28].
Experimental results across all three datasets demonstrate
that our model significantly outperforms the state-of-the-
art self-supervised models. Compared to PVG [2], which
relies solely on trigonometric functions for motion repre-
sentation, our method benefits from the local fitting prop-
erties of learnable B-spline curves, as illustrated in Fig-
ure 4. Additionally, as shown in Figures 5 and 6, the object-
aware splatting technique in AD-GS, including the simpli-
fied 2D segmentation and the bidirectional temporal visibil-
ity masks, achieves higher rendering quality than EmerN-
eRF [36], which uses feature supervision to help scene de-
composition. More results can be found in Section C of our
supplementary.
Comparison with Manually Assisted Models. As shown
in Table 1 and Table 2, AD-GS achieves comparable per-
formance despite not relying on manual 3D annotations
for motion and scene reconstruction. These results high-
light the good performance of AD-GS in the self-supervised
scene rendering. However, when the training views become
too sparse, such as the setting “KITTI-25%” in Table 1
which only uses 25% images for training, self-supervised
models might have difficulties in fitting the correct object
motions by themselves. However, our model still achieves
improvements compared to self-supervised models under
the extremely sparse view setting.

4.3. Ablation Study
Ablation of Losses. We evaluate the impact of each
loss term under the “KITTI-75%” setting by progressively
adding Lobj&Lsky , Lf &Ld and Lr in Equation 16, cor-
responding to the “obj&sky”, “flow&depth” and “reg”, re-
spectively. As shown in Table 4 and Figure 7, the 2D seg-
mentation guidance provided by Lobj&Lsky helps the ob-
ject and background Gaussians adjust their positions, lead-
ing to clearer rendering. Additionally, Ld&Lf contribute
extra motion and 3D information, enabling AD-GS to re-
construct the scene more accurately. The regularization
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Table 1. Quantitative comparisons on the KITTI [7] dataset. We follow the experimental setup of SUDS [32], and the color of each cell
shows the best and the second best. “Annotations” means whether the model is assisted by the manual 3D annotations.

KITTI-75% KITTI-50% KITTI-25%
Model Annotations PSNR ↑ SSIM ↑ LPIPS ↓ PSNR ↑ SSIM ↑ LPIPS ↓ PSNR ↑ SSIM ↑ LPIPS ↓
StreetGS [35] ! 25.79 0.844 0.081 25.52 0.841 0.084 24.53 0.824 0.090
ML-NSG [6] ! 28.38 0.907 0.052 27.51 0.898 0.055 26.51 0.887 0.060
4DGF [5] ! 31.34 0.945 0.026 30.55 0.931 0.028 29.08 0.908 0.036
SUDS [32] 22.77 0.797 0.171 23.12 0.821 0.135 20.76 0.747 0.198
Grid4D [34] 23.79 0.877 0.064 24.07 0.880 0.061 22.25 0.846 0.074
PVG [2] 27.13 0.895 0.049 25.96 0.885 0.053 22.59 0.841 0.078
AD-GS (Ours) 29.16 0.920 0.033 28.51 0.912 0.035 24.12 0.868 0.065

!"# $%&#'()*+,- #+.*/0 1+*23

Figure 4. Qualitative comparisons on the KITTI [7] dataset.
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Figure 5. Qualitative comparisons on the Waymo [29] dataset.
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Figure 6. Qualitative comparisons on the nuScenes [1] dataset.

term Lr encourages AD-GS to maintain structural coher-
ence, preventing disorganization and reducing artifacts.
Ablation of Modules. To demonstrate the effectiveness of
each module in AD-GS for object modeling, we perform
an ablation study by progressively incorporating the learn-
able B-spline curves and the bidirectional temporal visibil-
ity masks, corresponding to “B-spline” and “t-mask”, re-

spectively. For the “sin&cos” setting, the B-spline quater-
nion curves are replaced by the trigonometric functions.
The results are presented in Table 5 and Figure 8. Only us-
ing B-splines can result in over-fitting due to the noisy self-
supervision, and trigonometric functions reduce the noise
through their global optimization properties. The last row
of Figure 8 illustrates the scenarios in which a car sud-
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Figure 7. Visualization of loss ablation on the KITTI [7] dataset by gradually adding the losses.

Table 2. Quantitative comparisons on the Waymo [29] dataset.
We mainly follow the experimental setup of StreetGS [35] with a
higher resolution 1280 × 1920, and the color of each cell shows
the best and the second best. “Annotations” means whether the
model is assisted by the manual 3D annotations. ! denotes the
metric only for moving objects.

Model Annotations PSNR ↑ SSIM ↑ LPIPS ↓ PSNR! ↑
StreetGS [35] ! 33.97 0.926 0.227 28.50
4DGF [5] ! 34.64 0.940 0.244 29.77
PVG [2] 29.54 0.895 0.266 21.56
EmerNeRF [36] 31.32 0.881 0.301 21.80
Grid4D [34] 32.19 0.921 0.253 22.77
AD-GS (Ours) 33.91 0.927 0.228 27.41

Table 3. Quantitative comparisons on the nuScenes [1] dataset.
We select six sequences with the resolution of 900 × 1600. The
color of each cell shows the best and the second best.

Model PSNR ↑ SSIM ↑ LPIPS ↓
EmerNeRF [36] 27.17 0.853 0.268
PVG [2] 29.49 0.900 0.211
Grid4D [34] 30.29 0.920 0.172
AD-GS (Ours) 31.06 0.925 0.164

Table 4. Loss ablation on the KITTI [7] dataset. The color of each
cell shows the best and the second best.

obj&sky flow&depth reg PSNR ↑ SSIM ↑ LPIPS ↓
26.52 0.896 0.053

! 26.98 0.902 0.048
! ! 28.03 0.910 0.042
! ! ! 29.16 0.920 0.033

Table 5. Object modeling module ablation on the Waymo [29]
dataset. The color of each cell shows the best and the second best.
! denotes the metric only for moving objects.

sin&cos B-spline t-mask PSNR! ↑ PSNR ↑ SSIM ↑ LPIPS ↓
! 24.28 32.61 0.922 0.234

! 25.70 33.38 0.925 0.232
! ! 26.65 33.65 0.926 0.231
! ! ! 27.41 33.91 0.927 0.228

denly appears and disappears. Although the trigonomet-
ric functions successfully capture the general motion under
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Figure 8. Visualization of object modeling module ablation on the
Waymo [29] dataset by gradually adding the modules.

the noisy self-supervision, the representation is inaccurate
due to the incorrect optimization during the nearby training
frames where the car is invisible. The B-spline curves pro-
vide local motion fitting for more accurate representation to
reduce the negative effect from the invisible frames, and the
bidirectional temporal visibility masks further mitigate this
problem. More details and ablation studies can be found in
Section C of our supplementary.

5. Conclusion
In this paper, we introduced AD-GS, a self-supervised
Gaussian-based model for high-quality auto-driving scene
rendering without relying on the manual 3D annotations.
AD-GS utilizes the learnable B-spline curves and B-spline
quaternion curves, combined with trigonometric functions,
to provide both local and global motion fitting. To achieve
more accurate and robust scene modeling, we decom-
posed each scene into objects and background based on
the simplified pseudo 2D segmentation results. The ob-
jects are represented by dynamic Gaussians with bidirec-
tional temporal visibility masks to handle sudden appear-
ances and disappearances, while the background remains
static. In addition to the self-supervision with pseudo la-
bels, we proposed the visibility and physically rigid reg-
ularization techniques to prevent chaotic behavior in AD-
GS. Our experiments demonstrate the state-of-the-art per-
formance achieved by AD-GS under self-supervised con-
ditions. However, achieving better rendering quality than
annotation-dependent models still needs further research.
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