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Abstract

Diffusion models have emerged as a powerful technique for
text-to-image (T21) generation, creating high-quality, di-
verse images across various domains. However, a com-
mon limitation in these models is the incomplete display
of objects, where fragments or missing parts undermine
the model’s performance in downstream applications. In
this study, we conduct an in-depth analysis of the incom-
pleteness issue and reveal that the primary factor behind
incomplete object generation is the usage of RandomCrop
during model training. This widely used data augmenta-
tion method, though enhances model generalization abil-
ity, disrupts object continuity during training. To address
this, we propose a training-free solution that penalizes ac-
tivation values at image boundaries during the early de-
noising steps. Our method is easily applicable to pre-
trained Stable Diffusion models with minimal modifications
and negligible computational overhead. Extensive experi-
ments demonstrate the effectiveness of our method, show-
ing substantial improvements in object integrity and image
quality. Code is available at https://github.com/
HaoyXu7/0bject_Completeness.

1. Introduction

Diffusion models excel in text-to-image (T2I) generation by
producing high-quality, diverse outputs [15, 33, 37, 41, 47,
52], with broad applications in areas like dataset synthesis
and video generation [9, 18, 24, 26, 40, 53]. However, the
generated images often contain incomplete targets — frag-
mented or missing object parts as shown in Fig. 1. Such
object incompleteness issues not only undermine the relia-
bility of diffusion models but also adversely affect the per-
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Figure 1. Incomplete objects generated by different Stable Diffu-
sion models with varying prompts, even with modifiers indicating
completeness (e.g. “complete”, “in the middle”).

formance of downstream tasks dependent on the generated
data.

However, this issue has largely been overlooked in exist-
ing studies [23, 27, 36, 45]. Some studies [14, 35, 48] dis-
miss these minor imperfections as inherent randomness in
the generation process, while others [6, 21, 25, 57] catego-
rize them as generation failures without delving into the un-
derlying causes. The layout generation methods [6, 21, 64]
benefit from planning the placement of objects to address
the object incompleteness issue. These methods either pro-
duce objects that overflow the layout due to insufficient con-
straints or apply overly strict constraints, causing distortion.
SDXL [31] recognizes this issue and attempts to mitigate it
by incorporating the coordinates of the cropped operation
during training. While the method does not eliminate the
issue and carries the risk of introducing errors, such as the
unnatural clustering of multiple objects at the center of the
image. Despite these efforts, there has been little in-depth
exploration of the underlying causes of the incompleteness
problem or further advances in solutions.

To better understand the issue, we conducted an in-depth
investigation into the phenomenon of generative incom-
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space. Mao et al. [25] discovered that certain pixel blocks
in the initial latent image have a tendency to generate spe-
cific content. They modify these blocks to gain precise con-
trol over specific regions of the image. S2ST [11] inverses
the original image into a noise seed and matches the target
scene through seed translation and trajectory optimization
to control the style and layout of the result. Consequently,
they achieved a relatively controllable generation process
by attempting to select seeds in the seed space that better
aligned with their objectives.

2.3. Layout Control in Image Generation

The prompt exhibits ambiguity in guiding the image lay-
out. Layout generation attempts to specify the generation
regions of objects through additional positional informa-
tion (such as box, keypoints, depth map, semantic map,
etc.). GLIGEN [21] incorporates new conditional infor-
mation into the generation process through a gated self-
attention layer. LayoutDiffusion [64] integrates the bound-
ing box conditions of multiple objects into the proposed lay-
out fusion module and then combines it with cross-attention
to precisely control spatial information. Chen et al. [6] use
cross-attention maps to update the current step latent and
participate in the next iteration. Some studies [2, 57] di-
rectly increase the probability of specific objects in the at-
tention map with masks to achieve layout arrangement. Al-
though layout generation attempts to address the complete-
ness of object generation from a different angle, it some-
times places objects in physically unrealistic poses and still
fails to address object incompleteness. Our method avoids
such placement errors by adhering to the diffusion setup and
effectively addresses incompleteness.

3. Object Incompleteness

This section analyzes persistent object incompleteness in
diffusion models (Sec. 3.1). We further investigate the
causes, focusing on the dataset characteristics and data aug-
mentation techniques (Sec. 3.2).

3.1. Issue Statement

To investigate the issue, we test prompts containing a sin-
gle object (such as a backpack, a car, etc.), along with var-
ious T2I model benchmarks, obtaining the corresponding
image. Fig. | illustrates some cases, where the generated
images only display a part of the object (e.g. the rear half
of the car is missing, the bathtub and cap are missing their
right halves). The situation remains the same when we use
prompts with spatial descriptions.

To further investigate the occurrence of this issue, we
randomly select 1,200 object categories (including animals,
furniture, tools, clothing, vehicles, efc.), and generate cor-
responding prompts for each category. At the same time,
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Figure 2. The trend of the rate of object incompleteness in images
generated by diffusion models fine-tuned in different ways. Here,
“Seen Class” and “Unseen Class” indicate whether the category of
the object generated by the fine-tuned diffusion model is seen in
the fine-tuning data.

we also prompt SDv2.1 with a randomly sampled sub-
set of 1,200 images from each of COCO Caption [7] and
Flickr30k [62], as well as the full DrawBench [41]. For
all results, we manually evaluate an image complete if its
subject is mostly intact. As shown in Tab. 2, the probabil-
ity of the object incompleteness issue occurring is surpris-
ingly 45.7% when the given prompt type is “a [CLASS]”.
Even after adding adjectives indicating completeness to the
prompt, the probability only slightly decreased to 43%.
Using DrawBench as the prompt source yields the lowest
HOIR of 22.5%, but with only 200 prompts, the results may
be unstable.

3.2. Cause Analysis

Regarding the underlying causes, we posit that images gen-
erated by diffusion models exhibit statistical distribution
alignment with the input tensors during training. Therefore,
the issue of object incompleteness likely exists in the train-
ing input. This issue may arise from two main factors: 1)
the dataset, and 2) data augmentation. Below we discuss the
potential causes of this issue from these two perspectives.
The dataset. We select a collection of datasets employed
in training diffusion models, including the aesthetic subset
of LAION-5B [44], and then we manually calculate the in-
completeness rate of 1,200 randomly sampled images from
these datasets to estimate the overall incompleteness rate of
the entire dataset. However, we find it to be only 4%, much
lower than the probability observed in the images generated
by the diffusion model. This suggests that the primary cause
of the issue does not stem from the dataset itself.

Data augmentation. The images in the dataset undergo
data augmentation to increase diversity before being input
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Algorithm 1: Pseudocode of our method

Input: An object category X and corresponding
text prompt P, a timestep ¢, time thresholds
T, hyperparameter o, K, and a pre-trained
Stable Diffusion model SD.

Output: Latent representation z,_; for the next

timestep

. Mcross, Mself — SD(Zt,P, t),

x + get_index(X, P);
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completeness of objects in the image, we introduce the self-
attention maps M ¢!t that encode spatial reference infor-
mation of the image. When capturing self-attention maps,
we apply Gaussian smoothing to M °°%° to avoid noise
caused by extremum Point, making the variation of local
values in object X relatively uniform. Subsequently, we
use a clustering algorithm to identify K key points to guide
self-attention, ensuring that the selected points are well dis-
tributed. The K key points are selected as the top K (in-
dexed by p1,po,...,pK) cluster centers after clustering.
Afterward, we find the corresponding self-attention maps
M#=e'* for these points M>5* and compute their average
to obtain the final self-attention map.

Dispelling Loss. The core of our constraint is to implic-
itly guide the subject toward the central region by reduc-
ing the probability of generating objects near the image
edges. Specifically, we design a loss function on the at-
tention maps, where the activation values of a randomly se-
lected internal region A;,;., are subtracted from those of
the surrounding region Ag,,-. £ is computed as follows:

cza'AsuT_B'AinteTa (1)

where « and 3 are hyperparameters. In summary, our
method integrates both types of guidance. A detailed visual
comparison and analysis are provided in the Sec. 5.6.

4.2. Latent Representation Optimization

We have computed two distinct losses, £°7°5° and L£5°1*
through Eq. (1), based on the dispelling constraints. Since
we aim to improve the completeness of objects, we optimize
the latent representation z, through gradient backpropaga-

tion to minimize both losses:
Z; =2 — oy - th (ﬁcross + Eself)’ (2)

where V., denotes the magnitude of the gradient updates,
which gradually decreases over time.

Specifically, we set an early timestep T3y (T' > T1 > 0)
(T1 = 45 when T' = 50 ) and apply the unified dispelling
constraint for timesteps ¢t (T" > ¢ > T3). All module pa-
rameters are fixed, and we adapt the diffusion latent only
during inference time.

The pseudocode of our method is shown in Algorithm 1.

5. Experiments

5.1. Experimental Setup

Datasets. For this study, we construct two prompt datasets.
One dataset consists of 1,200 prompts from various cat-
egories, carefully selected to represent medium to small-
sized physical objects. These objects were sourced from
the “lists of lists” on Wikipedia and include categories such
as animals, stationery, household items, furniture, vehi-
cles, clothing, and fruits and vegetables. The other dataset
consists of 30,000 prompts randomly selected from COCO
Caption [7], Flickr30k [62] and Drawbench [41], and ex-
cludes prompts containing more than five objects.
Implementation details. In our experiment, unless other-
wise specified, the reported results are obtained by apply-
ing our method to SDv2.1 and SDv1.5. During the forward
process, we perform a total of 50 diffusion steps, but our
method is applied only to the first 5 steps. For the parame-
ters, we set « = 1.2, a = 0.4 We extract attention maps us-
ing 16 x 16 attention units, as previous work [14] has shown
that this configuration captures the most semantic informa-
tion. To select activation values from the cross-attention
maps, we set K = 10, which typically ensures that the ob-
ject’s spatial information is fully captured. Regarding the
matrices W°r°ss and Wt which match the size of the
extracted attention maps, we modify specific areas.

5.2. Evaluation Metrics

Object Incompleteness Rate. We have human evaluation
and large multimodal models (LMM) evaluation to deter-
mine whether one image is complete or not. We calculate
the proportion of generated images in which the object is
identified as incomplete through human evaluation, referred
to as the Human-Evaluated Object Incompleteness Rate
(HOIR). Similar to HOIR, LMM-Evaluated Object
Incompleteness Rate (LOIR) leverages LMMs to assess
the incompleteness rate on a large scale, primarily using
GPT-4 [1] and LLaVA-v1.5-13B [22] to replace human.
The images that are inputted into the LMM are processed
with SAM [19] to remove background pixels, improving
the reliability of the LOIR.
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Method HOIR | LOIR | CLIP-IQA 1
Ours w/o Cross Constraint 38.7 % 24.5% 0.643
Ours w/o Self Constraint 34.7 % 26.9% 0.681
QOurs 17.3 % 11.7% 0.700

Table 5. Ablation study on whether to use the cross-attention con-
straint and self-attention constraint of our method.

SDXL Ours

Figure 6. Visualization of SDXL generation results. SDXL some-
times enforces object centering.

and can be easily integrated into SDXL. In fact, training
or fine-tuning is prohibitively expensive, whereas our ap-
proach serves as an effective remedy for widely deployed
pretrained models. 2) Further progress. As shown in
Tab. 4, SDXL exhibits the HOIR of 18.0%. However,
after incorporating our method, the HOIR is reduced to
7.1 %, demonstrating the effectiveness of our approach in
further addressing the incompleteness issue. 3) Avoiding
minor shortcomings in SDXL. The method proposed by
SDXL addresses the incompleteness issue by incorporating
the top-left crop coordinates during training. This seems
to cause the model to forcibly center objects. For a single
object, it is guided to an appropriate position, but for mul-
tiple objects, it rigidly adheres to the placement of a single
object’s coordinates. As shown in the left two columns of
Fig. 6, the guitar and player, as well as the dog and ball,
become entangled. In contrast, our method pushes objects
away from the boundaries, ensuring consistent effectiveness
for both single and multiple objects.

5.6. Ablation Study

Impact of the cross-attention constraint. We conduct
experiments under the same parameter settings without
the cross-attention constraint. As shown in the first row
of Tab. 5, with the absence of £°°%, the rate of incom-
plete results increased by 21.4%. The results in the first
row of Fig. 5 show that without cross-attention constraint,
the objects still appear incomplete in the generated images.
Such as the car in results lost its front part. It proves that
relying solely on self-attention guidance is inadequate for
accurately associating the object’s generated position with

T=940 T=900 T=1 Image

B
N
rd
attention
constraint

-Ornie

Figure 7. Ablation study on the variation of attention maps across
time steps.

Stable
Diffusion

w/o cross-
attention
constraint

w/o self-

its semantic expressions. This conclusion is consistent with
the greater decline in CLIP-IQA metrics in Tab. 5.

Impact of the self-attention constraint. When using only
cross-attention guidance, as shown in Tab. 5, the incom-
pleteness rate increases by 17.4%. In the second row of
Fig. 5, objects like the bathtub and hat persist at image
boundaries, indicating self-attention’s critical role in posi-
tion refinement.

These findings validate that both cross-attention and
self-attention constraints complement each other, with self-
attention improving the localization and structure of ob-
jects, while cross-attention focuses on enhancing object
completeness and detail. As evidenced by the attention map
changes in Fig. 7, the combined guidance of both can effi-
ciently correct the tendency for incomplete generation.

6. Conclusion

In this study, we identified a significant issue in diffusion
models: the incomplete display of objects in generated im-
ages. Through our in-depth analysis, we found that using
RandomCrop during training is a major contributor to this
issue. To address this, we proposed a training-free method
that can be easily applied to pre-trained models like Stable
Diffusion. Our method enhances object completeness and
improves the overall quality of generated images with min-
imal computational cost. Extensive experiments demon-
strated the effectiveness of our method, showing significant
improvements in object completeness and image realism.
This work not only provides a practical solution for improv-
ing the performance of diffusion models but also contributes
to the development of more reliable and accurate text-to-
image generation techniques for real-world applications.
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