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Abstract

3D data simulation aims to bridge the gap between simu-
lated and real-captured 3D data, which is a fundamental
problem for real-world 3D visual tasks. Most 3D data sim-
ulation methods inject predefined physical priors but strug-
gle to capture the full complexity of real data. An optimal
approach involves learning an implicit mapping from syn-
thetic to realistic data in a data-driven manner, but progress
in this solution has met stagnation in recent studies. This
work explores a new solution path of data-driven 3D simu-
lation, called Stable-Sim2Real, based on a novel two-stage
depth diffusion model. The initial stage finetunes Stable-
Diffusion to generate the residual between the real and syn-
thetic paired depth, producing a stable but coarse depth,
where some local regions may deviate from realistic pat-
terns. To enhance this, both the synthetic and initial output
depth are fed into a second-stage diffusion, where diffusion
loss is adjusted to prioritize these distinct areas identified by
a 3D discriminator. We provide a new benchmark scheme
to evaluate 3D data simulation methods. Extensive exper-
iments show that training the network with the 3D simu-
lated data derived from our method significantly enhances
performance in real-world 3D visual tasks. Moreover, the
evaluation demonstrates the high similarity between our 3D
simulated data and real-captured patterns. Project page:
mutianxu.github.io/stable-sim2real.

1. Introduction

In recent years, real-world 3D datasets have played a crucial
role in addressing a wide range of tasks in 3D vision and
robotics [1, 7, 11, 15, 23, 52, 69, 70]. However, collecting
real 3D data is often labor-intensive and time-consuming,
and is further complicated by the recent concerns regard-
ing data privacy. In this scenario, synthetic (i.e., simulated)
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Figure 1. We delve back into a substantial yet stagnant problem
of simulating real-captured 3D data in a data-driven manner, in-
troducing Stable-Sim2Real. Given the depth maps of the 3D syn-
thetic data, our approach applies a two-stage depth diffusion model
based on Stable Diffusion [42] to generate realistic depth maps that
are fused to produce real 3D point clouds. The initial stage gen-
erates stable but coarse depth maps, followed by a second-stage
diffusion to enhance regional details.

data [8, 10, 12, 16, 68] emerges as an alternative data re-
source that is cost-effective, rapid, and scalable. Neverthe-
less, models trained using synthetic data may not perform
robustly against the real-world signal.

This problem has catalyzed the development of 3D data
simulation techniques, to minimize the gap between sim-
ulated and real-captured 3D data. While some studies
[2, 30, 33, 39, 75] have explored grounding physical priors
to simulate depth sensors, they struggle to capture the full
complexity of real-world patterns and are confined to sim-
ulation environments, due to the reliance on predefined and
explicit physical modeling. A better solution involves learn-
ing an implicit mapping from synthetic to realistic data in a
data-driven manner, offering greater flexibility and adapt-
ability to real-world diversities. However, only a handful of
earlier works [4, 19, 47, 56] have ventured down this path.
Hindered by the lack of synthetic-real paired datasets and
the dependence on conventional networks like GANs [18],
which are prone to training instability and mode collapse
[29], these methods have yet to demonstrate the anticipated
performance levels. As a result, developing data-driven 3D
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Sim2Real methods has long been a challenge within the
community, and has shown little progress.

In this paper, we aim to explore the data-driven 3D
Sim2Real and refocus the community’s attention on this
critical problem. As a prerequisite, we choose a recent
synthetic-real paired dataset, LASA [31], containing 10,412
high-quality 3D shape CAD annotations aligned with the
real-world object scans. Driven by LASA, our efforts fo-
cus on designing an effective data-driven 3D Sim2Real al-
gorithm. Given the inherent indeterminacy and diversity in
real-captured data patterns, deep generative models emerge
as a natural fit. Among these models, diffusion models
[20, 53–55, 62] recently offer easier training dynamics and
stronger generation ability. Yet, due to the lack of 3D data,
it is hard to train a 3D diffusion model to get strong 3D
priors for 3D simulation. Therefore, we opt to leverage
the strong generalization priors of 2D diffusion foundation
models (e.g., SD – Stable Diffusion [42]) to simulate real
2D depth maps, which are then fused to gain 3D data. This
strategy is similar to real 3D data acquisition, where 2D
depth is captured and fused into 3D.

To this end, an intuitive baseline is to sample CAD (i.e.,
synthetic) depth maps and their paired real depth images
from LASA, and then finetune SD to learn an implicit map-
ping between them. Although such a solution powered by
large-scale paired data and the foundation diffusion model
has shown effectiveness in conventional image translations,
it faces special challenges in our task: while conventional
image translations (e.g., denoising/restoration) normally re-
move noise to produce clean images, our task aims to out-
put noisy depth that is highly uncertain, thereby making the
distribution that needs to be learned more complex.

To address these challenges, we propose Stable-
Sim2Real. The core is a novel two-stage depth diffusion
model to simulate real-captured noise (a sample is shown in
Fig. 1). At Stage-I diffusion, instead of directly generating
the corresponding real-world depth map, our model gener-
ates the residual (i.e., difference) between real and CAD
depth maps. The simulated depth map is then yielded by
adding the generated residual with the CAD depth. Empiri-
cally, this residual represents the noise added to clean (i.e.,
synthetic) depth during real-world scanning. Moreover,
compared to directly generating noisy real depth, adding
noise to CAD depth, which is inherently clean and view-
consistent, can produce more stable depth with smaller view
variation and better preservation of the original geometry
(see Sec. 3.2 for more discussions and analysis).

However, according to our observations and experi-
ments, while some regions within the Stage-I generated
depth map successfully fit the realistic pattern, some unsat-
isfactory areas still exhibit conspicuous 3D geometric dis-
crepancies between the generation and real captures (shown
in Fig. 6). To tackle this issue, our model then revolves

around discriminating unsatisfactory areas and enhancing
the Stage-I generation at local regions. We train a 3D-
Aware Discriminator to distinguish between Stage-I genera-
tion and real captures at local geometries, which is expected
to delineate the distribution boundary between them. If a
generated patch can be successfully discriminated, it signi-
fies an unsatisfactory area. Next, we introduce a Stage-II
diffusion, conditioned not only on the CAD depth but also
on Stage-I generation. More importantly, the diffusion loss
is adjusted to prioritize on unsatisfactory regions. In this
way, Stage-II diffusion is specialized on learning the dis-
tribution of unsatisfactory areas, thereby enhancing Stage-I
generation. Finally, the generated depth maps are fused to
derive the simulated 3D data. Notably, the binary classifier
is only used during the training phase.

Last, we provide a comprehensive benchmark scheme
for 3D data simulation. The key logic is: if a model’s real-
world performance can be improved after being trained with
simulated data, it would validate the effectiveness of simu-
lation methods. We focus on fundamental real-world 3D
tasks: 3D shape reconstruction and 3D object/scene under-
standing. As for shape reconstruction, we pretrain a 3D re-
construction network that takes simulated 3D data as input
and outputs clean 3D surfaces. For 3D object/scene under-
standing, the simulated 3D data is used to pretrain a self-
supervised point cloud learning framework. To better assess
the performance gain purely from simulated data itself, we
conduct few-shot evaluation on pre-trained networks.

Our contributions are summarized as:
• We delve back into a substantial yet stagnant problem,

data-driven 3D real data simulation, paving a new solu-
tion path of training generative foundation models on ex-
tensive synthetic-real paired data.

• We present Stable-Sim2Real, a novel 3D real data simula-
tion method based on a two-stage depth diffusion model
that can stably simulate real-captured noise.

• We provide a comprehensive scheme to benchmark 3D
data simulation, based on few-shot evaluation on net-
works trained with simulated data for real-world 3D tasks.

• Extensive qualitative and quantitative results show that
the data simulated by our method significantly boosts
model performance on real-world 3D tasks.

2. Related Work

2.1. Simulation of Real-World Data

Simulation of 2D real-world data. In the realm of 2D
real-world data simulation, two predominant approaches
have emerged: domain randomization and domain adapta-
tion. The first line of works [57, 58, 60] randomly perturbs
textures, lighting, and material of synthetic data, thereby
modeling the synthetic-real domain gap as one kind of vari-
ation to endow models with robustness to real-world data.
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However, it brought the challenge of achieving a delicate
balance between ensuring that the distribution of augmenta-
tions adequately covers that of real-world data and prevent-
ing the augmentation from being too extensive to hinder ef-
fective model training [24, 37, 72]. Domain adaptation, on
the other hand, aims to minimize the domain gap by trans-
ferring knowledge from synthetic data to real-world scenar-
ios, leveraging techniques such as adversarial training and
self-supervised learning [5, 49, 71].

Simulation of 3D real-captured data. Acquiring real-
world 3D data and their annotation is labor intensive and
inefficient, deriving methods for the simulation of 3D data.
Existing simulation methods primarily focus on enhancing
the realism of depth information by grounding physical pri-
ors in simulators to close the domain gap with 3D data
from the physical world [2, 30, 33, 39, 75]. However, these
approaches are usually limited by their reliance on prede-
fined and explicit physical modeling. Alternatively, data-
driven methods turn to implicitly learn from the distribu-
tion in real-captured data, independent of physical mod-
eling [4, 19, 47, 56], offering enhanced adaptability and
generalization capabilities to various real-world scenarios.
Nonetheless, due to the absence of extensive synthetic-real
paired datasets and the reliance on traditional GANs [18],
which suffer from training instability and mode collapse
[29], these approaches have not achieved the expected per-
formance. Consequently, the research progress of data-
driven 3D Sim2Real techniques faces a recent stagnation.

2.2. Image Generation and Translation.
Conventional generative models. We formulate the 3D
Sim2Real task as learning the mapping from synthetic to
real-world captured noise, based on depth images. Existing
approaches in the domain of image generation and transla-
tion include a variety of generative models such as Gener-
ative Adversarial Networks (GANs) [18], Variational Au-
toencoders (VAEs) [28], Cycle-Consistent Adversarial Net-
works (Cycle-GAN) [77], and Pix2Pix [22]. While GAN-
based methods, which have been predominant in image gen-
eration before diffusion models, achieved significant mile-
stones in Sim2Real tasks [6, 65, 71], they often struggle
with maintaining local details and semantic consistency,
leading to sub-optimal performance [13, 29, 32, 36, 38].

Diffusion models. Diffusion models, also known as de-
noising diffusion probabilistic models (DDPMs) [50], have
emerged as a powerful alternative to GANs for image syn-
thesis [13, 32, 34, 35, 43, 44, 74]. Unlike GANs, diffusion
models offer a more stable training procedure and have been
shown to generate images with higher fidelity and better
preservation of fine details [21, 42]. Depth diffusion models
recently track great attention. They mainly focus on the task

of depth estimation in a monocular [14, 26, 45, 46, 59, 64]
or multi-view [27, 67] manner. Other works also cover con-
ventional image translation tasks, such as depth map super-
resolution [48] and refinement [76], which produce clean
and certain output images. Differently, our work leverages
generative models to “generate noise”, where the expected
output is highly uncertain. Thus, the distribution that needs
to be learned is more complex, bringing fundamentally dif-
ferent challenges.

3. Method
We hope to exploit the strong prior of the diffusion-based
foundation model, so we take depth map as our bridge to-
wards the simulation of real-captured 3D data. The prelim-
inaries on the diffusion model are provided in Sec. 3.1. Our
Stable-Sim2Real is a two-stage depth diffusion framework,
as illustrated in Fig. 2. The first-stage model (Sec. 3.2)
learns to generate the depth residual, producing stable but
coarse depth maps, where some areas are distinct from the
realistic pattern. Therefore, a 3D binary classifier (Sec. 3.3)
is introduced to discriminate these distinct areas. The
second-stage model (Sec. 3.4) is specialized to enhance the
generation of these areas. Finally, the enhanced depth maps
are fused to obtain the 3D simulated data (Sec. 3.5).

3.1. Preliminaries on Diffusion Models
Our model is based on Denoising Diffusion Probabilistic
Models (DDPM) [20, 51]. The key of DDPM is to model
a data distribution p(x) via building a Markov chain in the
data space. It can be divided into two main processes, for-
ward process and backward process.

Forward diffusion process. Given an initial data x0, we
gradually add random noise ϵ ∼ N (0, I) to x0, yielding
a series of noisy data, which can be simply formulated as
xt+1 = xt + ϵt. After adding noise for multiple steps, the
initial distribution of p(x) is expected to be transformed into
a standard Gaussian distribution.

According to DDPM [20], this process can be directly
achieved by the following forward diffusion process:

q(xt) =
√
αtx0 +

√
1− αtϵ, x0 ∼ p(x), t ∈ {0, 1, ..., T},

(1)
where T denotes the number of the time step, t is the current
time step, and αt regulates the noise schedule deciding the
pace at which the initial data distribution transforms into a
standard Gaussian distribution.

Backward diffusion process. Given a noisy xt from a
standard Gaussian distribution as the initial state, xt is de-
noised to a cleaner xt−1 at each time step, which can also be
simply formulated as xt−1 = xt − µϵθ(xt, t) + ϵt in which
ϵt ∼ N (0, σtI) and µϵθ is a learnable network to predict
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Figure 2. An overview of our Stable-Sim2Real. Conditioned on CAD (i.e., synthetic) depth maps, our model first generates the residual
(i.e., difference) between real-captured and CAD depth maps. By adding the generated residual to the CAD depth, Stage-I diffusion
produces stable but coarse depth maps (Sec. 3.2). Next, the Stage-I output is projected into 3D and sent to a 3D discriminator, to identify
the unsatisfactory local areas that are distinct from real-captured patterns (Sec. 3.3). Later, our Stage-II diffusion is conditioned on both
CAD and Stage-I output, where the training loss of Stage-II is re-weighted to be specialized on enhancing unsatisfactory areas of Stage-I
output (Sec. 3.4). Notably, the local discriminating and loss re-weighting are only used during training.

the injected noise. By repeating this reverse process until
the maximum number of steps T , we can obtain the final
generated data.

In DDPM [20], the backward diffusion process is proven
to be:

xt−1 =
1

√
αt

xt −
1− αt√

αt(1−Πtτ=0ατ )
µϵθ(xt, t; ) + σtϵ,

(2)

where σt denotes the standard deviation of q(xt−1|xt, x0)
in the backward diffusion to sample random noise. The loss
for training µϵθ is:

Lθ = Eϵ,t ∥ϵ− µθ
ϵ(xt, t)∥2 (3)

3.2. Stage-I: Initial Depth Generation
Residual depth generation with SD. Different from un-
conditional diffusion models, text-to-image diffusion mod-
els focus on generating images with optional text prompts.
A representative is Stable Diffusion (SD) [42]. SD trains a
denoising U-Net architecture µθ(xt, t, c) on the latent space
of a pre-trained Variational Auto-Encoder (VAE). Here, c
represents the supplementary text prompt embedding, usu-
ally acquired through methods like CLIP [41].

We finetune SD model on synthetic-real paired depth
data from LASA [31]. Specifically, given an initial syn-
thetic depth map S and its paired real-captured depth map
R from a pre-defined dataset, we first get the initial ground
truth residual (i.e., difference) depth map Dgt

res = S −R.
Then we follow ControlNet [73] to add an additional en-
coder En and decoder µθϵ for finetuning SD. Specifically,
we run the forward process to add noise on Dgt

res following
Eq. (1) and encode with En to obtain xt. Next, we send S

to a pretrained VAE encoder En, generating the latent con-
dition signal. This latent signal En(S) is further processed
by an additional encoder fϕ and sent to the decoder blocks
of denoising U-Net. We train both the decoder blocks µθϵ

and encoder fϕ using the following loss (based on Eq. (3)):

Lθ,ϕ = Eϵ,S,t ∥ϵ− µθ
ϵ(xt, t,fϕ(En(S)))∥2 (4)

Learning depth residual helps to produce stable depth.
Empirically, this residual represents the noise added to clean
(i.e., synthetic) depth during real-world scanning. More-
over, compared to directly generating noisy real depth,
adding noise to CAD depth, which is inherently clean
and view-consistent, can produce more stable depth with
smaller view variation and better preservation of the origi-
nal geometry. From experimental results, learning residual
indeed performs better (see Tab. 5).

Learning depth residual is theoretically identical to
learning real depth. First, assume that real depth is a
sample from a Gaussian distribution, denoted by R ∼
N (αR, ϑ), where α denotes the mean and ϑ represents the
variance. Notably, ϑ can naturally represent real-captured
noise. Therefore, synthetic depth can be denoted by S ∼
N (αS, 0), where the variance is zero as there is no real-
captured noise.

In our design, as the diffusion model is inherently de-
signed to learn the transformation from a random noise
N (0, I) to any other Gaussian distribution [53], we lever-
age it to model the distribution of the depth residual that can
be denoted by N (αR − αS, ϑ). Last, by adding the depth
residual to synthetic depth, the output distribution can be
formulated as: N (αR − αS, ϑ) + N (αS, 0) = N (αR, ϑ),
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which is exactly identical to the previously assumed real-
captured noise distribution.

3.3. 3D-Aware Local Discriminating
Unsatisfactory areas distinct from real patterns. Based
on our observations, the noise captured in real data is
spatially-variant, meaning different areas within a real
depth map may display varying levels of perturbation.
However, our Stage-I diffusion tends to introduce spatially-
uniform noise across the entire input CAD depth. This dis-
crepancy may stem from a bias within SD, as also discussed
in [9]. As a result, although certain regions of the generated
depth map align well with real perturbation patterns, there
remain noticeable areas that deviate from reality. This leads
to evident 3D geometric discrepancies between Stage-I out-
puts and real captures (as illustrated in Fig. 6).

Identifying unsatisfactory areas with 3D discriminator.
Our design logic to discriminate unsatisfactory areas is that
if the generated areas diverge significantly from real pat-
terns, there should exist a distribution boundary of their 3D
geometries. To this end, we propose employing a 3D bi-
nary classifier to discriminate this boundary. Initially, we
split all generated and real-captured depth maps into dif-
ferent patches representing different areas, which are then
projected to form 3D point patches. Subsequently, we lever-
age PointNet [40] as a 3D binary classifier to differentiate
whether the input point patches come from model genera-
tion or real captures. The CAD depth maps are also con-
catenated in the input as additional guidance. The success-
ful classification of a generated patch indicates that its cor-
responding area is distinct from real captures. Notably, the
binary classifier is solely used during training.

3.4. Stage-II: Unsatisfactory Area Enhancement
Improving unsatisfactory areas by re-weighting denois-
ing loss. After identifying these local patches, we intro-
duce a second-stage depth refinement model that differs
from the Stage-I diffusion in two crucial aspects: 1) The
diffusion model is now conditioned on the concatenation of
synthetic depth S and the previously generated depth resid-
ual DI from Stage I. Here, DI = DI

res + S, where DI
res

is the output residual depth from Stage-I model. Thus, the
training loss defined in Eq. (4) is updated to:

Lχ,ψ = Eϵ,DI ,S,t

∥∥ϵ− µχ
ϵ(xt, t,fψ(En(DI

res,S)))
∥∥2 ,
(5)

2) More importantly, the diffusion loss is re-weighted to pri-
oritize the enhancement of the identified unsatisfactory re-
gions, making the final Stage-II loss Lχ,ψ to be:

Lχ,ψ = ωLsimχ,ψ + λLdisχ,ψ, (6)

where Lsimχ,ψ indicates the loss on similar regions, while
Ldisχ,ψ denotes the loss on previously identified distinct (i.e.,

unsatisfactory) areas. ω and λ are weight coefficients, in
which λ > ω. In our experiment, setting ω = 0.5 and
λ = 1.5 produces the best result.

Our Stage-II diffusion model is specialized on learning
the distribution of unsatisfactory areas in Stage-I genera-
tion. Meanwhile, by conditioning on Stage-I output and
assigning less weight to satisfied areas, the generation on
satisfied outputs is also preserved in Stage-II, as in Fig. 6.

3.5. Creating Real-World 3D Data
Two-stage real depth simulation. In the initial stage, we
sample a random distribution ϵ from N (0, I) and feed it
into the denoising U-Net µθ of Stage-I diffusion model.
The model runs a backward diffusion process for T steps to
generate the initial depth residual DI

res, following Eq. (2)
with the synthetic depth S serving as the condition. Now
we can obtain the initial depth map DI = DI

res + S.
Moving to the second stage, we repeat a similar back-

ward diffusion process to generate the residual depth DII
res,

using the denoising U-Net µχ of our Stage-II diffusion
model, conditioned on both synthetic depth S and Stage-I
output DI . The final depth map DII = DII

res + S. DDIM
sampler [51] is utilized during the whole inference phase.

Depth fusion to 3D data. Given the 3D synthetic ob-
ject, we follow LASA [31] to embed CAD objects into 3D
scenes. This allows us to render synthetic depth images,
simulating the occlusions in real-world captures. Then we
conduct the aforementioned two-stage real depth simulation
on rendered synthetic depth maps, followed by a depth fu-
sion algorithm to create simulated 3D data.

4. Experiments
We provide a new benchmark scheme for 3D data simu-
lation. To begin with, different simulation methods are
performed on synthetic datasets. The 3D simulated data
are then utilized to train networks for tackling fundamental
real-world 3D visual tasks: 3D instance reconstruction, 3D
object/scene understanding. The key logic of our evaluation
is: if the model’s real-world performance can be improved
after being trained with simulated data, it would validate
that the simulated data is close to real distributions, demon-
strating the effectiveness of simulation methods.

4.1. Preliminaries
Training of Stable-Sim2Real. We train our model by
finetuning the official StableDiffusion V2.1 [42]. The train-
ing dataset is a recent 3D synthetic-real paired dataset,
LASA [31]. LASA is a large-scale dataset that contains
10,412 unique CAD models across 17 categories. Skilled
artists are employed to meticulously craft aligned CAD
models from 3D object real-world scans of [3]. LASA pro-
vides CAD-real depth map pairs, rendered based on camera
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Method Chair Sofa Table Cabinet Bed Shelf

w/o sim. data 24.5 / 12.3 / 20.1 55.6 / 7.02 / 19.8 25.8 / 19.3 / 20.3 57.1 / 8.83 / 24.1 40.1 / 6.14 / 17.3 12.8 / 6.74 / 23.7

Cycle-GAN [77] 25.1 / 12.1 / 20.9 55.2 / 6.98 / 20.5 26.1 / 19.1 / 19.5 56.5 / 8.24 / 25.1 40.6 / 5.98 / 16.9 13.1 / 6.08 / 24.9
Pix2Pix [22] 24.9 / 11.0 / 20.5 56.4 / 6.74 / 21.3 26.6 / 18.5 / 22.1 57.4 / 7.83 / 25.5 41.3 / 6.01 / 17.8 14.2 / 6.15 / 26.2

Giga-GAN [25] 26.2 / 10.3 / 22.1 58.9 / 5.87 / 22.4 29.3 / 16.4 / 24.3 60.5 / 7.01 / 26.9 44.2 / 5.25 / 19.3 18.2 / 5.87 / 27.8
Stable-Diffusion [42] 27.3 / 9.51 / 25.5 59.4 / 5.93 / 23.6 29.7 / 15.8 / 24.7 61.6 / 6.92 / 27.5 45.1 / 5.31 / 20.1 19.1 / 5.85 / 28.3

Ours 29.2 / 7.83 / 27.5 62.9 / 4.09 / 25.1 31.2 / 14.1 / 26.8 63.2 / 5.58 / 28.6 46.3 / 4.23 / 21.8 18.8 / 5.02 / 31.6

Table 1. Quantitative comparison of few-shot evaluation on 3D instance reconstruction, where the model is pretrained using simulated data
generated by different methods. “w/o sim. data” indicates pretraining using no simulated data but only synthetic data. Evaluation metrics
are mIoU / Chamfer L2 / F-score respectively. Higher mIoU and F-score are better while lower Chamfer L2 is better. Chamfer L2 is
scaled by 1,000. All results are reproduced using the official code of DisCo [31].

Method Chair Sofa Table Cabinet Bed Shelf

w/o sim. data 19.4 / 14.7 / 15.8 46.2 / 9.92 / 15.7 20.5 / 23.6 / 15.9 51.2 / 11.3 / 20.2 33.6 / 13.1 / 10.9 11.1 / 9.23 / 21.6

Cycle-GAN [77] 20.3 / 13.1 / 16.5 48.9 / 9.03 / 18.9 23.2 / 22.4 / 17.5 51.9 / 10.8 / 21.4 35.2 / 12.5 / 12.1 11.7 / 8.87 / 23.5
Pix2Pix [22] 19.3 / 12.3 / 17.4 49.7 / 9.51 / 18.8 22.6 / 21.5 / 18.8 52.7 / 11.2 / 21.1 37.7 / 10.0 / 13.8 12.5 / 8.91 / 24.3

Giga-GAN [25] 22.4 / 11.8 / 19.5 53.0 / 7.69 / 19.4 23.1 / 19.3 / 21.6 54.3 / 10.1 / 21.9 40.3 / 7.95 / 15.4 14.2 / 7.81 / 26.9
Stable-Diffusion [42] 23.3 / 11.7 / 20.4 54.1 / 7.98 / 19.2 24.2 / 17.9 / 22.6 55.1 / 9.07 / 22.4 40.4 / 7.89 / 16.2 15.8 / 6.72 / 28.3

Ours 27.1 / 9.31 / 24.8 60.6 / 5.29 / 22.3 28.5 / 16.1 / 24.7 60.6 / 7.51 / 25.9 43.2 / 6.23 / 18.0 17.3 / 5.93 / 30.5

Table 2. Quantitative comparison of zero-shot evaluation on 3D instance reconstruction, when the model is solely pretrained using simu-
lated data generated by different methods.

information during the real-world collection. See the sup-
plementary material for more implementation details.

Methods in comparison. Since our method operates on
depth images, we select several image-to-image generation
methods for comparison: 1) Cycle-Consistent Adversarial
Networks (Cycle-GAN) [77], which is a representative gen-
erative network when paired training data are not available,
so we train Cycle-GAN on the pair-shuffled LASA training
data. 2) Pix2Pix [22], which is a classical image generation
method. 3) Giga-GAN [25], a state-of-the art GAN-based
method. 4) Stable Diffusion [42], our main baseline model.
Both 2), 3), 4) are trained using the paired data from LASA.

4.2. 3D Instance Reconstruction
Setup. 3D instance reconstruction aims to recover the full
geometry from real-captured partial point clouds or multi-
view images. We utilize a recent state-of-the-art diffusion-
based reconstruction network, DisCo, which is proposed in
LASA [31]. It is originally pretrained on three synthetic
datasets (i.e., ShapeNet [8], ABO [10], and 3D-Future [17])
and finetuned on LASA real training data. During pretrain-
ing, DisCo simply constructs partial point clouds by adding
random perturbation to synthetic data. Instead, in our ex-
periment, to simulate partial point clouds for pretraining,
we perform simulation using our method and other baseline
models based on the original three synthetic datasets used to
pretrain DisCo, and replace half of the original partial point
clouds with the simulated 3D data. The other configurations
all follow the original DisCo.

Subsequently, we employ few-shot and zero-shot learn-

ing configurations to evaluate: We randomly sample only a
few LASA real training data to finetune the pretrained net-
work. In this way, the real-world knowledge of the network
will mostly come from the pretraining data (i.e., the sim-
ulated data produced by our method and others) instead of
the finetuning data, which can better reflect the performance
gain from the simulated data itself . The pretrained model
is finetuned with 20∼30% of the original training samples
for few-shot learning and is evaluated on the original LASA
validation set. For zero-shot learning, we directly evaluate
the pretrained network without fine-tuning.

Why not perform simulation on LASA synthetic data
and compare the performance using the simulated data with
that using LASA paired real GT? Since our StableSim2Real
and other baseline techniques are trained on the LASA
training set, it is unfeasible to conduct further inference on
LASA, as this would not verify the actual model perfor-
mance but only reflect the performance caused by overfit-
ting. We can also not conduct simulation on a third-party
paired dataset similar to LASA for 3D reconstruction, as
there is currently no such paired dataset.

Quantitative results. Following [31], we utilize mean In-
tersection over Union (mIoU), L2 chamfer distance, and 1%
F-score metrics. Initially, we normalize both the results and
the ground-truth CAD objects to fall within the range of
-0.5 to 0.5, according to which we calculate the aforemen-
tioned metrics between them. As shown in Tab. 1, under all
few-shot settings, the model pretrained using the simulated
data from our method achieves the best performance, and
significantly surpasses the model using no simulated data
(i.e., only add random perturbation to synthetic data) for
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Figure 3. Qualitative comparison of few-shot evaluation on 3D
instance reconstruction. “w/o sim.” denotes using no simulated
data for pretraining.

pretraining. Moreover, using the simulated data produced
by Cycle-GAN or Pix2Pix does not improve the model per-
formance compared to that using no simulated data, possi-
bly attributed to their inferior simulation quality, introduc-
ing ambiguity and complexity during pretraining, making
it hard for the model to learn useful real-world knowledge.
Moreover, as listed in Tab. 2, under zero-shot setting, when
solely using simulated data for pretraining without any fine-
tuning, the model trained with our simulated data demon-
strates more conspicuous effectiveness.

Qualitative results. Fig. 3 shows the qualitative compar-
ison, where our simulated data can help the model to gain
the best reconstruction accuracy and diversity. More quali-
tative results are provided in the supplementary material.

4.3. 3D Object/Scene Understanding
Setup. We select OcCo [63] as our backbone, which is a
self-supervised point cloud pretraining framework. OcCo
is originally pretrained on ModelNet [68], and finetuned on
real-scanned datasets – ScanObjectNN [61] for object clas-
sification, and S3DIS [1] for scene semantic segmentation.
ModelNet contains 12,311 synthetic CAD objects from 40
classes. ScanObjectNN includes ∼15,000 real-scanned ob-
jects across 15 categories. S3DIS encompasses 271 indoor
rooms and 13 classes. The classification task outputs the
class of the whole 3D object, and the semantic segmenta-
tion predicts the category of each point in the 3D scene.

In our experiment, we apply our method and other base-
lines on ModelNet to generate simulated data that are fur-
ther used to replace half of the original ModelNet synthetic
data to pretrain OcCo. Next, the pretrained model is again
evaluated under the few-shot learning setting. A typical set-
ting is “K-way N -shot”, which indicates that K classes
are randomly selected during finetuning, and each category
contains N samples. The finetuned model is evaluated on
the unseen samples picked from each of the K classes. We
select DGCNN [66] as the backbone for OcCo. For few-
shot learning, we employ the “5-way, 10-shot” setting. For
S3DIS, we follow the original OcCo to report the results

Method w/o sim. C-GAN [77] P2P [22] G-GAN [25] SD [42] Ours

Acc. (%) 72.4 72.5 72.1 74.2 74.6 77.5

mIoU (%) 47.9 48.0 47.7 49.1 48.9 51.2

Table 3. Quantitative comparison of few-shot evaluation on 3D
object classification and 3D scene semantic segmentation. “w/o
sim” means using no simulated data for pretraining.

Method w/o sim. C-GAN [77] P2P [22] G-GAN [25] SD [42] Ours

Metrics 59.2/3.54/25.3 60.4/3.21/25.2 61.5/3.02/26.4 62.1/2.86/26.7 62.3/2.83/27.5 62.9/2.57/28.2

Table 4. The mIoU / Chamfer L2 / F-score between simulated
data and real-captures on LASA [31] validation set.

using 6-fold cross-validation. All the other configurations
follow the original OcCo.

Quatitative results. We report the classification accuracy
and segmentation mean Intersection over Union (mIoU) in
Tab. 3. The model pretrained using our simulated data
gets the best results across both 3D object classification
and 3D scene understanding tasks. By pretraining with our
simulated data, the model can acquire valuable real-world
knowledge that helps downstream tasks. In contrast, pre-
training with the low-quality simulated data from Cycle-
GAN or Pix2Pix may even degrade the performance.

4.4. Is the simulated data close to real captures?
As previously mentioned, our Stable-Sim2Real is trained
on LASA training set. In this section, we aim to evaluate
the data simulation quality by directly performing inference
and evaluation on LASA validation set. Tab. 4 compares the
mIoU, Chamfer L2, and F-score metrics between the simu-
lated data generated by different methods and the real cap-
tured Ground Truth (GT). Although not precise, this result
can partially prove that our simulated data closely resem-
bles real-world captures. Fig. 4 shows simulation results on
depth maps and 3D point clouds. It demonstrates that while
our simulated data closely aligns with real-world captures,
subtle differences persist, highlighting the diversity.

We also provide the simulation results on ShapeNet [8]
in Fig. 5. Despite the absence of real-captured Ground
Truth (GT) in ShapeNet, the outcomes still show that the
simulated results from our output closely resemble real cap-
tures, where the generated geometry is not largely broken,
with certain realistic perturbations introduced.

4.5. Ablation Studies and Analysis
Module impacts. To evaluate the impact of each key de-
sign in our framework, we conduct ablation studies on the
3D instance reconstruction task, specifically on the table
category. Similar to Tab. 2, we conduct experiments un-
der zero-shot protocol. This allows for a focused evaluation
of the module’s impact without the influence of additional
factors. Other setups remain consistent with Sec. 4.2.
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Figure 4. Qualitative simulation results on LASA [31].

CAD SDCycle-GAN Pix2Pix OursGiga-GAN

Figure 5. Qualitative simulation results on ShapeNet [8].

1) Residual generation. In Tab. 5 (w/o res.), directly
generating the real-world depth map without using resid-
ual generation degrades the model performance, verifying
the efficacy of our residual generation.

2) Loss re-weighting. In our Stage-II model, we re-
weight the diffusion loss to focus more on unsatisfactory
areas. In Tab. 5 (w/o re-w.), the result w/o loss re-weighting
is provided, showing its effectiveness.

3) 3D binary discriminator. Instead of training a 3D bi-
nary discriminator, another simple way is to directly set a
threshold of the absolute difference between Stage-I gener-
ation and real-world GT to decide distinct areas. We tried
various difference thresholds and reported the best result in
Tab. 5 (w/o bin.), which hurts the model performance. To
explain, our output depth is gained by adding subtle noise
to synthetic depth. Thus, the magnitude of the difference
between our output and its corresponding real GT is simi-
lar at 2D/pixel space, where it is impractical to find an ap-
propriate threshold to identify distinct/unsatisfactory areas.
Instead, their difference in distribution space is relatively
more significant, so using a 3D binary classifier to delineate
their distribution boundary is a more feasible way.

4) Number of stages. Theoretically, we can iteratively
improve the generation quality by adding more stages.
However, as shown in Tab. 5, adding Stage-III model does

Method w/o res. w/o re-w. w/o bin. Stage-III Stage-IV Stage-II

Metrics 26.4/18.2/22.1 27.1/17.9/23.3 27.3/17.5/23.6 28.6/ 16.1/24.5 28.0/16.9/24.1 28.5/16.1/24.7

Table 5. Quantitative ablations of zero-shot evaluation on 3D in-
stance reconstruction of table category. Evaluation metrics are
mIoU / Chamfer L2 / F-score respectively.

CAD Real GT Stage I Stage II

dissimilar

similar

Similar

Still 
similar

Similar
dissimilar

Figure 6. Qualitative simulation results at the patch level.

not improve the model performance, and Stage-IV model
even slightly degrades the result. To analyze, Stage-II
model has been sufficient to identify most of the unsatisfac-
tory areas and improve their generation quality. In addition,
adding redundant stages may also cause overfitting issues
that hurt the performance.

Analyzing Stage-II model at 3D patch-level. 1) We
compare simulation results with real-captured Ground Truth
(GT) at the patch level. As illustrated in Fig. 6, our Stage-
II model effectively refines previously unsatisfactory (i.e.,
dissimilar to GT) patches from Stage-I output to be similar
to GT, while keeping previously satisfactory (i.e., similar to
GT) patches almost unchanged.

2) When sending the newly generated output patches
from Stage-II to our 3D binary discriminator, the classifi-
cation accuracy notably drops from 67.8% to 32.5%, sug-
gesting that the generated patches successfully approximate
the real-captured distributions, making it challenging for the
classifier to discriminate. This again verifies the effective-
ness of our Stage-II model. See the supplementary material
for more ablations of the binary classifier.

5. Conclusion
We introduce Stable-Sim2Real, a two-stage depth diffusion
model for 3D real data simulation. Initially, our method
learns the residual between synthetic and real depth to gen-
erate a stable but coarse depth, where some areas may devi-
ate from realistic patterns. Next, both synthetic and initial
output depth are fed into the second-stage model, where dif-
fusion loss prioritizes enhancing distinct regions identified
by a binary classifier. Experiments show that the 3D simu-
lated data generated from our method can improve the net-
work performance in real-world 3D tasks, and our simulated
data is highly similar to real captures. More limitations are
discussed in the supplementary material.
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