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Abstract

Dynamic Scene Graph Generation (DSGG) aims to create
a scene graph for each video frame by detecting objects and
predicting their relationships. Weakly Supervised DSGG
(WS-DSGG) reduces annotation workload by using an un-
localized scene graph from a single frame per video for
training. Existing WS-DSGG methods depend on an off-the-
shelf external object detector to generate pseudo labels for
subsequent DSGG training. However, detectors trained on
static, object-centric images struggle in dynamic, relation-
aware scenarios required for DSGG, leading to inaccurate
localization and low-confidence proposals. To address the
challenges posed by external object detectors in WS-DSGG,
we propose a Temporal-enhanced Relation-aware Knowl-
edge Transferring (TRKT) method, which leverages knowl-
edge to enhance detection in relation-aware dynamic sce-
narios. TRKT is built on two key components:(1)Relation-
aware knowledge mining: we first employ object and re-
lation class decoders that generate category-specific atten-
tion maps to highlight both object regions and interactive
areas. Then we propose an Inter-frame Attention Augmen-
tation strategy that exploits optical flow for neighboring
frames to enhance the attention maps, making them motion-
aware and robust to motion blur. This step yields relation-
and motion-aware knowledge mining for WS-DSGG. (2)
we introduce a Dual-stream Fusion Module that integrates
category-specific attention maps into external detections
to refine object localization and boost confidence scores
for object proposals. Extensive experiments demonstrate
that TRKT achieves state-of-the-art performance on Ac-
tion Genome dataset. Our code is avaliable at https :
//github.com/XZPKU/TRKT.git.
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Figure 1. Performance Comparison between different methods in
object detection and WS-DSGG.

1. Introduction

Dynamic Scene Graph Generation (DSGG) aims to repre-
sent complex visual scenes in a video sequence as struc-
tured graphs, with nodes representing object instances while
edges capture the relationships between objects, which is
valuable for visual-language tasks like Human Object Inter-
action Detection [13—15], Visual Grounding [20, 37], Visual
Question Answering [5, 26]. However, annotating for video
scene graphs is highly challenging and resource-intensive,
hindering the scaling of DSGG. To address it, weakly su-
pervised DSGG [3] (WS-DSGG) has been proposed, which
relies on only one unlocalized scene graph from one frame
of video as supervision, making it a practical solution for
expanding DSGG to more complex video data.

Existing WS-DSGG approaches, such as the state-of-
the-art model PLA [3], rely on off-the-shelf external ob-
ject detectors to generate object labels, which are then used
to construct pseudo-localized scene graphs for training a
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Figure 2. Comparison between (a) existing off-the-shelf object
detection results and (b) improved object detection results with
visual cues under weak supervision.

fully supervised DSGG model. However, these external de-
tectors often struggle with the DSGG task due to two key
limitations: (1) video frames contain dynamic motion and
potential blurring, whereas external detectors are trained
on static, object-centric images, making them ill-suited for
such scenarios; (2) external detectors are trained solely on
object annotations, overlooking crucial relational cues nec-
essary for dynamic scene graph data, leading to biased de-
tection bounding boxes that miss interactive object bound-
ary areas. These limitations lead to inaccurate object lo-
calization and missing detections, ultimately degrading the
quality of pseudo labels and hindering final DSGG perfor-
mance. To systematically assess the impact of object de-
tection and predicate prediction on DSGG performance, we
conduct an evaluation using PLA. As shown in Fig. I, com-
bining PLA’s object detection results with oracle relation
labels leads to a modest 0.9% improvement in DSGG per-
formance. In stark contrast, substituting PLA’s object detec-
tions with oracle detections—thus providing accurate object
pairs for training—yields a substantial 61.9% performance
boost. These findings highlight the critical role of external
detector quality in WS-DSGG performance.

To address the challenges mentioned above, we pro-
pose an approach termed Temporal-enhanced Relation-
aware Knowledge Transferring (TRKT) for the WS-DSGG
task. Our method strategically targets the identified exter-
nal detection weaknesses by mining and integrating knowl-
edge, with the aim to make the detection results both
relation-aware and motion-aware. Specifically, we em-
ploy a class-sensitive object and relation decoder the ex-
tract class-sensitive attention maps for potential objects, us-
ing relation-aware weak supervision tailored to the specific
context of the WS-DSGG task. We introduce both object
and relation tokens in the decoder to explicitly encapsulate
objects as well as the relations between objects within the
scene, enhancing the model’s ability to capture and priori-
tize the relation regions of corresponding objects, thus im-
proving the overall quality of the scene graph. Furthermore,
we utilize optical flow information to provide a temporal
cue on object movement across video frames, which is cru-
cial for maintaining coherence in object tracking. We then
augment the class-sensitive attention maps between adja-
cent frames with these temporal cues, alleviating the prob-

lems of blurring and occlusion that arise in dynamic scenes.

To this end, we generate class-sensitive attention maps
that are both relation-aware and motion-aware. How-
ever, effectively transferring the knowledge embedded in
these attention maps to enhance external detection results
presents a significant challenge. To address this, we pro-
pose a Dual-stream Fusion Module (DFM), which consists
of two key components: (1) Confidence Boosting Module
(CBM): This module mitigates the issue of low-confidence
detections by leveraging class-sensitive attention maps to
reassess and refine the confidence scores of external de-
tections. For each high-confidence category identified by
the class decoder, CBM validates the corresponding detec-
tion scores, reducing the risk of missed detections caused
by low-confidence predictions. As illustrated in Fig. 2,
CBM enhances the confidence score of the detected “lap-
top” in the right image. (2) Localization Refinement Mod-
ule (LRM): This module integrates temporal and relational
information from class-sensitive attention maps to refine
bounding box coordinates, addressing localization inaccu-
racies. This process employs Weighted Box Fusion [22]
to enhance object localization. As shown in Fig. 2, LRM
corrects an undersized “person” bounding box by incorpo-
rating semantic attention cues.

In summary, the main contributions are as follows: (1)
We demonstrate the significant impact of object detection
quality on the performance of WS-DSGG, highlighting the
key limitations of existing methods. (2) We propose the
novel approach Temporal-enhanced Relation-aware Knowl-
edge Transferring (TRKT), which utilizes class-sensitive
knowledge that are both relation-aware and motion-aware,
to enhance the object detection specifically for WS-DSGG.
(3) We further introduce the Dual-stream Fusion Module
(DFM) to incorporate the above attention maps to improve
the external detection results, which comprises Localization
Refinement Module (LRM) to improve bounding box accu-
racy and the Confidence Boosting Module (CBM) to dy-
namically adjust confidence scores. (4) We validate the ef-
fectiveness of our TRKT framework through extensive ex-
periments, underscoring the critical role of improved object
detection accuracy in enhancing WS-DSGG performance.

2. Related Work

2.1. Dynamic Scene Graph Generation

DSGG is a spatial-temporal scene understanding task that
aims to leverage temporal context to analyze the objects
along with their dynamic relationships [10]. Two distinct
task formulations exist for DSGG based on their output for-
mat: (1) Traclet-level [7-9]: each node of output scene
graph represents one object traclet in the input video. (2)
Frame-level [1, 4, 6, 17, 24]: Each node of scene graph
represents one object bounding box, and each video frame
should predict its scene graph respectively. We adopt the
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frame-level formulation as it provides finer-grained scene
graph representations, allowing more precise modeling of
dynamic relations at each time step and better handling
rapidly changing relations in complex scenes. Despite the
advancements [1, 4, 6, 24] in frame-level DSGG, such full-
supervised training manner relies heavily on extensive man-
ual annotations, including object category, bounding boxes
and relation category, which is very costly. Therefore, we
investigate on the Weakly-supervised DSGG, which only
demands one single-frame unlocalized scene graph for each
video, to effectively alleviate such heavy reliance.

2.2. Weakly Supervised DSGG

Weakly Supervised DSGG(WS-DSGG) is proposed to alle-
viate the labor-intensive full scene graph annotation, which
only utilizes single-framed unlocalized scene graph as su-
pervision for each input video. PLA[3] first formulates
this task and proposes to utilizes an external detector to de-
tect bounding boxes for objects, which are then assigned to
image-level class annotations to create pseudo scene graphs
for each frame. Then it train a fully-supervised Image
Scene Graph Generation (ISGG) model with these pseudo
scene graphs, which are subsequently employed to train
DSGG model in full-supervised manner. Building upon
this pipeline, NL-VSGG[12] further proposes to use video
captions as weaker supervision to construct pseudo scene
graphs. However, these previous works all rely on external
object detectors in the early stage, which hampers the ulti-
mate DSGG performance. To mitigate this, we propose in-
corporating object and relation knowledge, along with tem-
poral information, to boost the detection accuracy early on.
These strategies operate synergistically to enhance object
detections, thereby improving DSGG performance.

2.3. Weakly Supervised Object Detection

Weakly Supervised Object Detection (WS-OD) aims to
train an object detector with only object class labels. Most
advancements[ 16, 19, 28-32, 36] for WS-OD adopt a multi-
stage pipeline. H2FA-RCNN[28] first generates object pro-
posals under the supervision of image labels, then em-
ploys multi-level feature alignment to filter proposals. C-
MIDNTI[31] proposes a coupling strategy to mine more com-
plete proposals. Notably, different from WS-DSGG, WS-
OD is not allowed to use external object detectors to acquire
external detection results, so our design, which targets refin-
ing external detection results by integrating relation-aware
knowledge, is not applicable to WS-OD task.

3. Method

3.1. Problem Formulation

Weakly supervised DSGG is to detect all visual relations
within a video sequence V' = {I, I2,--- , In, }, where N,
is the frame number of video. The only annotation G is

an unlocalized scene graph from one frame of video, where
Gt = {(si,01,p:)%.,}, T denotes the index of the anno-
tated frame within the video sequence V, s;, o0;, and p;
representing the category labels for i*” subject, object, and
predicate, and G is the triplet number in the annotation. The
target is to generate localized scene graph predictions for
each video frame 1.

3.2. Baseline Revisited

We adopt PLA[3] for WS-DSGG task as our baseline. We
adopt the most advanced approach targeting for WS-DSGG
task, PLA [3], as our baseline. Considering that most of the
frames within the video lack training supervision, PLA pro-
poses a Pseudo Label Assignment-based approach, then uti-
lizes these pseudo labels to train one DSGG model in a fully
supervised manner. To generate object pseudo labels, it
adopts an external object detector to acquire object propos-
als for all frames, denoted as D.. Specifically, for the frame
with unlocalized scene graph annotation, PLA matches the
detected object proposals with the scene graph according
to their categories, acquiring pseudo-localized scene graph
Gpseudo- Further, PLA introduces a strategy based on ob-
ject category information to assign G'pseydo to other frames
and construct pseudo scene graph labels for full-supervised
DSGG model training.

3.3. Error Analysis For External Detection

Despite significant progress with PLA, we empirically ob-
serve that external object detection still falls short in meet-
ing the specific requirements of WS-DSGG, and the overall
model performance is heavily dependent on the quality of
object detection results (see Fig. 1). To address this, we first
conduct an error analysis on the external detection results,
following the TIDE criteria [2] to categorize errors into six
main types: classification error, localization error, both clas-
sification and localization error, duplicate error, background
error’ , and missed ground truth (GT) error. Our empiri-
cal analysis reveals that localization errors and background
errors, both of which stem from inaccurate object localiza-
tion, together account for 39.83% of total errors. Missed
GT errors, resulting from low-confidence detection propos-
als, account for 59.43%. Based on these findings, we iden-
tify that inaccurate object localization and low-confidence
detections are the primary issues in external detection. Our
method focuses on addressing these two problems by guid-
ing external detection to be both relation-aware and motion-
aware, ultimately improving the DSGG task performance.

3.4. Overview

The overall pipeline is depicted in Fig. 3 and comprises
two essential components. The first component focuses on

IBackground error denotes detecting background as foreground object,
which is caused by inaccurate bounding box localization.
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Figure 3. Overall framework of our method TRKT. TRKT comprises two integral phases. During the Relation-aware Knowledge
Mining phase, Object and Relation Class Decoder separately generate attention maps that focus on specific object and relation semantic
regions, and then fuse together to construct class-sensitive attention maps. Further, Inter-frame Attention Augmentation (IAA) adopts
previous frame equipped with cross-framed optical flow to generate pseudo attention maps aware of motion. Then Dual-stream Fusion
Module uses class-sensitive attention maps to refine external detection results. Localization Refinement Module (LRM) improves bounding
box accuracy, while the Confidence Boosting Module (CBM) boosts the confidence score for object proposals through attention projection.
Refined detection results are utilized to generate a pseudo scene graph for DSGG model training.

mining and transferring temporal-enhanced relation-aware
knowledge tailored for WS-DSGG. We utilize an image en-
coder to process the input image into patches, which are
then analyzed by separate object and relation class decoders
to produce attention maps that emphasize relevant areas for
objects and their interactive relations. This encoder and
decoder are supervised by only image-level class labels.
These class-sensitive attention maps contain object seman-
tics and potential relational contexts, thus enhancing the
model’s ability to recognize and understand complex re-
lations within the data. The cross-framed optical flow is
further utilized to provide temporal cues to augment the at-
tention maps by alleviating blur and occlusion problems. To
this end, we yield class-specific attention maps that are both
relation-aware and motion-aware, which are thus utilized to
complement external detectors for WS-DSGG.

Further, to maximize the utility of the class-specific at-
tention maps for improving external detection results, we
introduce a dual-stream fusion module featuring Localiza-
tion Refinement Module (LRM) and the Confidence Boost-
ing Module (CBM). The LRM refines bounding box coor-
dinates of external detection by employing attention maps
to pinpoint critical object regions, while CBM amplifies the
confidence scores of object categories identified by the class
decoder. This dual approach effectively mitigates the in-
fluence of biases that existed in external detection results,
resulting in more reliable object detection outcomes.

The detection outputs are then organized as pseudo-
scene graphs following PLA [3] as described in the Base-
line section. Ultimately, the trained DSGG model generates
a scene graph for each frame of the input video. In the fol-
lowing, we further explain our Relation-aware Knowledge
Mining and Dual-stream Fusion Module.

3.5. Relation-aware Knowledge Mining

The external detectors trained on static and object-
annotation-only data exhibit sub-optimal detection perfor-
mance on DSGG data that requires relation understanding
and encompasses dynamic motion. So to address these is-
sues, we propose to mine relation-aware knowledge tailored
for the DSGG task. Specifically, we use unlocalized anno-
tations to train object and relation class decoders, gener-
ating class-sensitive attention maps that are aware of both
object and their relation regions. Further, we use neighbor-
ing frames and optical flow information to create pseudo-
attention maps to reduce blur and occlusion, enhancing the
attention maps to be motion-aware.

Class-Sensitive Attention Map Generation. Since we
only have image-level object and relation labels, our goal
is to derive visual cues specific to different objects and
their relationships from these annotations. To achieve this,
we propose a method that leverages a transformer-based
encoder-decoder architecture. This architecture uses object
and relation tokens to focus attention on the corresponding
object and relation regions in the attention maps, revealing
positional cues for each instance. We first encode input im-
age I; into image patch features zpqiches € RNV*D where
N is the patch number and D is the feature dimension.
Then, to attend to specific regions highly related to each
object category, we equip the object class encoder with ob-
ject tokens z,p; € R *P where Cyy; is the object class
number. Further, considering that some object categories
exhibit significant interactive behaviors, we provide relation
tokens x,..; € REt*D in relation class decoder to attend to
regions encompassing relationship activities, where C,.; is
the relation class number. Then for attention layers within
each class decoder, we formulate the attention calculation
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as follows,

Ttgt = CA(xtgta xpatches)

— Softmax ((xtgtwq)(zwk)T) /\/5) Wy = Ay (W)

ey
where tgt could be obj and rel, CA denotes cross-attention
layer, z = [Z¢g¢, Tpatches) indicates the concatenated em-

beddings, and W,, W, W, are the query, key, and value
projection layers, respectively. The rationale behind con-
catenating Z;4; and Tpa¢ches fOr attention calculation is to
supply comprehensive contextual cues from both image fea-
tures and object or relation tokens for accurately attending
region of interest. Ay, € RCtotX(Ctat+N) represents the
attention matrix. As the tokens x4 are adopted to capture
class-specific visual clues, we derive A}, € RCtgexhxw
from A4 by slicing and reshaping, where N = h * w, rep-
resenting the attention between object/relation tokens and
image patch features.

To guide the decoders construct more accurate atten-

tion maps A7, and A7, we utilize the unlocalized scene

graph G = {(si,0i,p:),} to form object and rela-
tion image labels as supervision. Specifically, we aggre-
gate all the object categories {s;}$, and {0;}$, within
G to construct the multi-class image object label vector
Y= [Y1,Y2, s ycobj]T. Similarly, we construct multi-class
image relation label vector p = [p1, p2, ..., Dc,.,] by aggre-
gating {p; }&, in G7. Then for decoded object and relation
visual feature xop;, Tre1, €xtra linear layer W, W,. € RP*1
are introduced to project corresponding tokens into classifi-
cation logits s, € R *! and s, € R t*1 where Cyp;
and C,.¢; indicating the number of image object labels and
relation labels. The loss for classification is formulated as

L= £obj + £7'el - ['BCE(Soa y) + EBCE(Srap)

2
= LBcE(Tob;jWo, ) + LBCE(Treat W, D)

where Lpcg(+) indicates the binary cross-entropy loss.
Class-sensitive Attention Fusion. The object and relation
tokens capture relation-aware knowledge about the spatial
locations of object categories from different perspectives.
The object tokens focus on class-specific features, high-
lighting regions representing each category, while the re-
lation tokens emphasize interactive behaviors, covering re-
gions where objects may interact. To generate more accu-
rate class-sensitive attention maps, we propose to fuse re-
lation attention maps A*_, € RE<*h*¥ into object atten-
tion maps A%, € R *"*w since class-sensitive atten-
tion maps ultimately target for object localization, focusing
specifically on each object instance while being sensitive
to the interactive boundaries for each object. Formally, we
first calculate the similarity S between A7 into A7, .. A
higher similarity between object and relation attention map
indicates that the corresponding object and relation are not

only spatially close, but also share a similar pattern, thus the
object probably involves the interaction. So we fuse A,
into A, according to S, formulated as

S=Ay;( )’ AZ;)j =norm(Ag,; + S - A:el)@)
where S € RCebi XCret A:;j € RCebi*hXw and norm is
normalization operation.
Inter-frame Attention Augmentation To further handle
the potential challenges of motion blur and occlusion in
video sequences and enable attention maps motion-aware,
we propose a strategy Inter-frame Attention Augmentation
(IAA), which adopts cross-framed optical flow information
as temporal cues. For each frame I; (i=2,3,...N,,) within
video sequence V, we adopt the neighboring frame I;_;
to provide extra information, rescuing for possible object
mis-detections caused by blur and occlusion in I;. Specif-
ically, we employ [23] to obtain the inter-frame optical
flow OF;_1 ;, and acquire the class-sensitive attention maps

:;ﬁil for I;_, with the same relation-aware knowledge

mining process. Then we warp A

’
*

obj:_, according to flow

*

field OF;_ ; to generate pseudo-attention maps PA O;) ; for
it" frame I;, which enriched of temporal cues about the
movement of objects.

By acquiring class-sensitive attention maps Az;j and
PAZ;)j that are relation- and motion-aware, highlight sig-
nificant regions for each object along with its potential in-
teraction semantic. We then detailedly introduce how to use
A;’;;7 ; and PA:;,j to improve external detection results qual-
ity in following Dual-stream Fusion Module subsection.

3.6. Dual-stream Fusion Module

To alleviate the influence of low quality external detection,
we propose to incorporate relation-aware class-sensitive
knowledge, which is formulated as class-sensitive attention
maps A(’;; ; and temporal-enhanced version PA;;j, through
Dual-stream Fusion Module (DFM). DFM comprises of Lo-
calization Refinement Module (LRM) to improve the lo-
calization quality for external object proposals, and Con-
fidence Boosting Module (CBM) to enhance the confidence
score for objects deemed to exist within the image, thus
remedying possible missing object detection.

Localization Refinement Module. The process of Local-
ization Refinement is shown in Fig. 4, the external detection
results and object proposals from class-sensitive attention
maps are utilized to acquire refined detection results (green
one in the right bottom of Fig. 4). To refine external de-
tection results D,, we inject relation-aware class-sensitive
knowledge within A(’;;)j. Firstly, we obtain internal object

proposals D, = f(AZ;j) {(bs,ciy 83y} € RS
based on a threshold-based algorithm f(-), where b; € R*
is detected bounding box, s; € R! is the confidence score
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Figure 4. Visualizations of Localization Refinement Module.

calculated as the mean attention score within corresponding
attention map inside b;, ¢; € R! is the category of object,
and n represents the number of detected objects.

Then, we integrate D, with D, to acquire more accu-
rate object bounding boxes with an object proposal fusion
algorithm F'(-), which is defaulted as Weighted Box Fu-
sion (WBF) [22]. Specifically, WBF ranks detection results
within same category by confidence, and builds clusters ac-
cording to IoU. The final results are obtained from gener-
ated clusters, while the bounding box and scores are ac-
quired from weighted sum operation. The fusion process is
represented as follows:

Dy = F(Dy, D.) = F(f(A%;), De) )

Confidence Boosting Module. Though the object localiza-
tion is consequently improved by LRM, the problem of pos-
sible low confidence within some bounding boxes still hin-
ders the object detection quality, leading to object missing
when the confidence score is lower than a certain threshold.
This originates from the domain shift from the pre-trained
object detection dataset to the WS-DSGG dataset. Consid-
ering that Aj;;j are enriched with relation-aware category-
sensitive knowledge as they are generated under fully super-
vised training of image category labels, we complement ex-
ternal detection results by highlighting salient regions with
high scores of class-specific attention maps and integrating
them within external detection results, yielding high confi-
dence for the corresponding proposals and remedying for
possible object missing. We propose Confidence Boosting
Module (CBM) to implement it. As shown in Fig. 5, the
scores for external detection results are boosted by our at-
tention maps. Since CBM aims to enhance the confidence
score for objects that ought to exist within the image, we
only select object categories with a high probability during
implementation, and the object classification logits s, serve
as criteria. Formally, for each object category c¢; and its cor-
responding attention map A*} j/ , if its logits s? higher than
threshold ¢, we select the object {b, ¢, s} from external de-

Figure 5. Visualizations of Confidence Boosting Module.

tector, which owns the highest confidence among all object
proposals of ¢; category. Then we construct external atten-
tion A..¢, where the value inside bounding box b is s and
otherwise is 0. Further, we add A..; with A:};;, followed
by a normalization operation, yielding augmented attention
map for category c;. Enhanced attention maps subsequently
facilitate object detection results D5 via the threshold algo-

rithm:

Dy = f(CBM(AZ,;, D.)) (5)

obj»

Then we fuse the object detection outcomes D; and Dy to
obtain refined object detection results D = F(Dy, Ds),
which simultaneously harvest the accuracy improvement
as well as confidence score boosting. Furthermore, to en-
dow the detection results of temporal cues and alleviate
potential blurring and occlusions in frames, we duplicate
the operation of Eq. 4 and Eq. 5 with pseudo-attention
maps PAZ;, ; upon D to obtain ultimate detection results D',
which is adopted as upgraded object detection results to ac-
quire pseudo scene graph labels as introduced in Baseline.
We empirically find that injecting knowledge from relation-
specific towards motion-specific, i.e., adopting AZ;)J- and
PA;‘);U in a sequential manner, benefits external detection
quality the most. With these pseudo labels owing better
object detection quality, the DSGG model performance is
thoroughly improved.

Average Precision Average Recall

Method maxDets=1 maxDets=10 maxDets=1 maxDets=10

PLA 11.4 11.6 32.5 37.6
Ours 23.0 25.2 28.8 43.8

Table 1. Performance comparison with baseline on Action
Genome dataset for object detection.
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With Constraint No Constraints

Method  R@10 R@20 R@50 R@I0 R@20 R@50

RLIP[33] 4.72 7.93 9.16 5.13 9.70 13.80
RLIPv2[34] 5.06 8.37 10.05 5.98 14.60 21.42

NL-VSGG[12] - 15.75  20.40 - 16.11  23.21
PLA[3] 1545 2094 2579 1587 2234 31.69
Ours 17.56 2233 2745 18.76 2449 33.92

Table 2. Performance comparison with sota methods on Action
Genome dataset for WS-DSGG.

4. Experiments

4.1. Experimental Setting

Dataset and Evaluation Metrics. For dataset, we follow
PLA [3] to evaluate our method on the Action Genome
(AG) dataset [10], which annotates 234, 253 frame scene
graphs for sampled frames from around 10K videos. The
annotations encompass 35 object categories and 25 pred-
icates. We also conduct experiments on VidVRD[21] to
verify our generalization towards different WS-DSGG task
setting. For evaluation metrics, we evaluate our method in
scene graph detection (SGDET) task in terms of the limi-
tation that only unlocalized scene graph annotation is avail-
able in WS-DSGG. SGDET aims to detect the relational ob-
ject pairs and predict the relations between them. All tasks
are evaluated using the widely adopted Recall@K metrics
(K =[10, 20, 50]), following the With Constraint and No
Constraint settings [11, 18, 25]. Average Precision and Av-
erage Recall are also chosen as evaluation metrics for object
detection performance, which is to gauge the effectiveness
of the improvement for external object detection results.

Implementation Details. For the external detector, we fol-
low baseline PLA [3] to adopt VinVL [35] with backbone
ResNeXt-152 C4. Our model is optimized by AdamW op-
timizer with a batch size of 4 on two GeForce RTX 3090
GPUs. We train our encoder and decoder for 20 epochs.

4.2. Comparison with State of the Arts

We first compare object detection results with our base-
line PLA’s original detection results, which are shown in
Tab. 1. Our proposed method averages an improvement
of 13.0%/1.3% for Average Precision(AP) and Average
Recall(AR)? , validating that our approach effectively en-
hances object detection performance.

Then for WS-DSGG, we compare with the only current
work PLA [3] in Tab. 2. PLA generates pseudo scene graph
labels and then trains the DSGG model in fully-supervised
manner. As shown, we yield performance gains across
all metrics compared to PLA (1.72%/2.42% under With/No
Constraint scenario), which indicates that with improved

2we report the averaged AP/AR for maxDets=1/10 by default, subse-

quent as well unless otherwise specified.

object detection results, the generated pseudo scene graph
labels quality are therefore improved, thus harvesting per-
formance gain in ultimate DSGG performance. Besides, we
compare NL-VSGG[12], which uses video captions to con-
struct pseudo scene graphs for model training. NL-VSGG
also utilizes an external object detector for object detection,
and shows inferior DSGG performance due to the object
detection quality issue. We also compare RLIP [33] and
RLIPv2 [34], which are employed in a zero-shot manner to
predict the scene graph by treating each frame as a static
image. However, they show inferior performance, which
shows the necessity of incorporating temporal context and
using relation-aware knowledge for DSGG task.

4.3. Ablation Study

In this section, we conduct ablation studies on our method
to validate the effectiveness of various designs.
Contribution of knowledge resources. we validate the ef-
fectiveness of detection results from different knowledge
resources, which is shown in Tab. 3. We can conclude
(1) adopting “Internal (w/o IAA)”, which denotes class-
sensitive attention generated detections, falls behind com-
pared with “External”, which denotes external object detec-
tion, indicating that detection-related knowledge obtained
from a small number of video scene graph image sam-
ples for classification is weaker compared to knowledge
pre-trained on large-scale object-centric data. (2) “Inter-
nal (w/o TAA) + External”, which denotes integrating de-
tection results from different knowledge resources, outper-
forms solely external detection results by 2.8% for Average
Precision, and 1.48% for DSGG With Constraint, which
indicates that knowledge in class-sensitive attention maps
provides complementary information for external object de-
tection. (3) By adopting our IAA strategy, which utilizes
cross-frame cues to augment class-attention maps, the per-
formance is subsequently improved in both “Internal” and
“Internal+External”, showing necessity of temporal cues.
Knowledge Transfer Strategy. We validate the effective-
ness of our knowledge transfer by comparing with other
strategies, the results are shown in Tab. 4. We can conclude
(1) adopting CBM and LRM as knowledge transfer strate-
gies separately yields 1.2%/2.0% AP, and consequently gain
on DSGQG, indicate that object detection quality is improved
in terms of bounding box confidence score and location ac-
curacy. (2) By combining CBM and LRM, we harvest the
best performance, averaging 2.8% for AP in object detec-
tion and 1.48%/1.94% for DSGG under With Constraint/No
Constraint, indicating that box accuracy improvement and
confidence score boosting can complement for each other,
generating object detection results with higher quality, thus
gaining larger performance gain. (3) Incorporating IAA can
further boost the detection performance by 8.9%/10.6% for
AP, indicating it alleviates the blurring and occlusions is-



4 Source Average Precision Average Recall With Constraint No Constraints
maxDets=1 maxDets=10 | maxDets=1 maxDets=10|R@10 R@20 R@50|R@10 R@20 R@50
1 Internal (w/o IAA) 2.8 2.7 11.2 11.5 270 3.02 3.05 | 3.05 399 463
2 Internal (w/ IAA) 5.3 5.7 16.9 18.5 573 844 13.60| 591 8.63 13.71
3 External 11.4 11.6 325 37.6 14.32 20.42 2543|1478 21.72 30.87
4| Internal(w/o IAA) + External 14.1 14.6 33.5 404 16.52 21.41 26.68|17.57 23.35 32.27
5| Internal(w/ IAA) + External 23.0 25.2 28.8 43.8 17.56 22.33 27.45|18.76 24.49 33.92

Table 3. Ablation study on different knowledge sources. “Internal” indicates class-sensitive attention maps generated detection results,

“External” indicates external detection results, “IAA” denotes adopting Inter-frame augmentation on detection results.

# Knowledge Transfer Average Precision Average Recall With Constraint No Constraints
maxDets=1 maxDets=10 maxDets=1 maxDets=10|R@10 R@20 R@50|R@10 R@20 R@50
1 - 11.4 11.6 325 37.6 14.32 2042 2543|1478 21.72 30.87
2 CBM 12.6 12.3 33.0 38.2 14.87 21.02 2598|1541 22.08 31.02
3 LRM 13.4 13.7 334 39.7 1550 21.19 26.86 | 16.01 22.46 31.82
4 CBM + LRM 14.1 14.6 33.5 40.4 16.52 21.41 26.68 | 17.57 23.35 32.27
5| CBM+LRM+IAA 23.0 25.2 28.8 43.8 17.56 22.33 27.45|18.76 24.49 33.92

Table 4. Ablation study on knowledge transfer strategy. “CBM” and “LRM” separately represent adopting Confidence Boosting Module
and Localization Refinement Module. “IAA” represents augment attention maps with cross-frame motion.

Average Precision Average Recall

Method
maxDets=1 maxDets=10 maxDets=1 maxDets=10
PLA(Baseline) 114 11.6 325 37.6
PLA + Object 21.6 23.0 31.8 43.5
PLA + Object+ Relation 23.0 25.2 28.8 43.8

Table 5. Ablation study on different token types.

sue, yielding better detection results, subsequently acquir-
ing better ultimate scene graph generation performance.
Clarification of token types. We evaluate object detec-
tion with different tokens in the class decoder, which are
shown in Tab. 5, and we apply TAA strategy in this ablation
in default. We can conclude (1) Compared with PLA the
baseline (Line 1), introducing object tokens (Line 2) yields
performance gain of 9.3% for AP and 2.6% for AR, which
indicates that object class attention maps indeed highlight
regions for each object category, therefore improving the
detection results. (2) Further integration of relation tokens
(Line 3) harvests 1.8% performance gain for AP, indicating
that by integrating regions containing relation semantics,
the class-aware attention maps can highlight regions where
objects featuring relations, thus improving performance.
Generalization to Traclet-level WS-DSGG: To verify the
generalization, we also adapt our method to tractlet-level
WS-DSGG task, where each video requires one output
scene graph with object traclets as nodes. Despite task set-
ting differences, they also use external detectors to generate
objects and compose traclets, and face the low-quality de-
tection issues. We choose recent approach UCML [27] un-
der this setting as baseline and implement our TRKT upon
it, witness improvement on the VidVRD [21] dataset, as
shown in Tab. 6. Though effective in this setting as well, we
emphasize our target is frame-level DSGG and such traclet-
level setting is out of research scope.

Method Relation Detection
mAP R@50 R@100
UCML[27] 1717% 8.48% 10.26%
Ours 17.93% 9.05% 11.92%

Table 6. Results on VidVRD [21] for traclet-level WS-DSGG.

Figure 6. Visualization results of dynamic scene graphs.

4.4. Visualization Results

We provide dynamic scene graph result comparison in
Fig. 6. Compared with baseline PLA, we yield more com-
plete scene graph with more accurate object localization,
which credit to our enhanced object detection quality that
integrated with relation-aware temporal knowledge.

5. Conclusion

In this work, we recognize the primary challenge for
Weakly-Supervised Dynamic Scene Graph Generation lies
in sub-optimal object detection. Therefore, we propose a
novel approach TRKT, which firstly mines relation- and
motion-aware knowledge tailored for WS-DSGG, then de-
signs Dual-fusion Module to improve the accuracy and
confidence score of object bounding boxes, thus enhanc-
ing ultimate scene graph’s quality. Our method yields im-
provement over baseline and achieves sota performance.
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