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Abstract

Driving view synthesis along free-form trajectories is essen-
tial for realistic driving simulations, enabling closed-loop
evaluation of end-to-end driving policies. EXxisting meth-
ods excel at view interpolation along recorded paths but
struggle to generalize to novel trajectories due to limited
viewpoints in driving videos. To tackle this challenge, we
propose DriveX, a novel free-form driving view synthesis
framework, that progressively distills generative prior into
the 3D Gaussian model during its optimization. Within this
framework, we utilize a video diffusion model to refine the
degraded novel trajectory renderings from the in-training
Gaussian model, while the restored videos in turn serve
as additional supervision for optimizing the 3D Gaussian.
Concretely, we craft an inpainting-based video restoration
task, which can disentangle the identification of degraded
regions from the generative capability of the diffusion model
and remove the need of simulating specific degraded pattern
in the training of the diffusion model. To further enhance the
consistency and fidelity of generated contents, the pseudo
ground truth is progressively updated with gradually im-
proved novel trajectory rendering, allowing both compo-
nents to co-adapt and reinforce each other while minimizing
the disruption on the optimization. By tightly integrating 3D
scene representation with generative prior, DriveX achieves
high-quality view synthesis beyond recorded trajectories in
real time—unlocking new possibilities for flexible and real-
istic driving simulations on free-form trajectories.

1. Introduction

Building virtual driving worlds capable of being engaged
with driving policies plays a pivotal role in developing ro-
bust autonomous driving systems. It facilitates efficient
training data scaling and automatic synthesis of safety-
critical long-tail cases, while enabling close-loop evaluation
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for end-to-end autonomous driving systems.

In recent years, the burgeoning advancements in novel
view synthesis [12, 18] have propelled the prevalence of
reconstruction-based driving simulations [3, 34, 35]. These
methods aim to reconstruct driving environments from vehi-
cle sensor data typically involving single-trajectory videos
from surrounding cameras and synchronized LiDAR point
clouds. However, the limited overlap between frames, large
textureless regions and illumination variations in large-scale
scenes, drastically complicate this task than conventional
novel view synthesis. Consequently, despite achieving im-
pressive results in fitting training views and interpolating
along recorded trajectories, they still struggle to extrapo-
late on novel views far from the recorded trajectory, limiting
their flexibility and usefulness in many downstream tasks.

Recent works [15, 16, 37] have demonstrated that 2D
generative priors can effectively regularize sparse-view re-
construction by synthesizing pseudo ground-truth images
for novel view, thereby alleviating the under-constraint na-
ture of this task. However, directly applying these ap-
proaches in the driving scenes presents unique challenges
due to the limited diversity of trajectories in existing driv-
ing video datasets. The training is primarily confined on
forward-moving trajectories, while the off-trajectory videos
are required for inference. This will introduce a consider-
able gap, making it infeasible to learn precise explicit pose
control, and posing a great challenge to simulate degraded
patterns for training a restoration-based model.

To address these challenges, we propose a
reconstruction-generation  interwined framework for
driving view synthesis along free-form trajectories, termed
DriveX, which progressively distills video generative prior
into the 3D scene representation (i.e., 3D Gaussian Splat-
ting [12]). During this process, a video diffusion model is
employed to generate novel trajectory videos as additional
supervision for the optimization of scene representation, ef-
fectively mitigating the sparse-view issue. This is achieved
by leveraging a generative model to restore novel trajectory
renderings from the in-training 3D Gaussian model, which
ensures the consistency of generated content while elim-
inating the need for explicit pose condition. Specifically,
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Figure 1. Though conventional reconstruction-based approaches can well fit views on the recorded trajectory, they struggle to extrapolate
onto the views beyond it (top). In contrast, our method significantly improves the synthesis quality on these novel trajectory views by
incorporating generative prior (bottom), thereby achieving superior synthesis quality on free-form trajectories.

we design an inpainting-based restoration task where
generation is conditioned on the rendered video masked
by a geometry-aware unreliability mask. This formulation
allows the model to fully leverage its generative capability,
freeing it from the task of identifying degraded regions,
thus circumventing the complexity of simulating degraded
patterns during its training. During the optimization of
scene representation, we progressively perform the restora-
tion process and update the generated pseudo ground truth
to further enhance consistency of the generated content. As
shown in Fig. 1, our approach substantially improves the
view synthesis quality in the novel trajectory compared to
the state-of-the-art reconstruction-only method [35].

Our contributions are as follows: (i) We propose a novel
driving view synthesis framework that seamlessly integrates
generative prior into driving scene reconstruction, where
a diffusion model is employed to progressively synthesize
consistent novel view ground truth for regularizing the opti-
mization of the 3D Gaussian model; (ii) By formulating an
inpainting-based restoration task, we disentangle the iden-
tification of degraded regions from the generative capabil-
ity of the diffusion model, thereby simplifying training on
driving videos with limited diverse trajectories; (iii) Our
DriveX effectively overcomes the sparse-view issue in pre-
vious street scene reconstruction methods, enabling high-
fidelity view synthesis along free-form trajectories.

2. Related works

Reconstruction-based driving view synthesis Early ap-
proaches [25, 26, 31, 34, 36] for dynamic urban scenes
reconstruction focus on extending neural radiance fields
(NeRF) [18] in large scale unbounded scenes. These meth-
ods are restricted with low efficiency and blurry rendering
performance. Recently, another line of works introduced
3D Gaussian splatting [12] into this task to produce real-
time high-fidelity rendering. Some of them [35, 42] lever-
age its favorable explicit property to decouple the whole
scene into the static background and moving foreground

Gaussians, while others modeling the motion of 3D Gaus-
sians with periodic functions [3] or deformation fields [10].
However, driving scenes featured with sparse views, little
overlaps, and large textureless areas, making existing meth-
ods struggle to generalize to substantively novel views.

Generative-based driving view synthesis Recently, pro-
pelled by the significant advancement of the diffusion
model [1, 8, 21-23], many works employ video generators
to construct world models [13]. Some of them introduce
this paradigm into autonomous driving [5, 6, 9, 14, 17, 28,
29, 41] for simulating the plausible visual outcomes under
versatile driving controls. Despite the remarkable diversity
of generated results, this approach is constrained by the ab-
sence of underlying 3D model. Consequently, they cannot
promise geometry and texture consistency for the generated
many-trajectory videos of the same scene.

Scene reconstruction with diffusion prior Leveraging
generative prior to enhance the reconstruction from sparse
view observations [15, 16, 33, 37] has emerged. Extend-
ing this paradigm into driving scene reconstruction has been
recently attempted [11, 38, 40]. Limited diversity of tra-
jectory in driving scene data poses unique challanges for
them. SGD [38] and VEGS [11] contribute to define and
tackle pseudo and extrapolated view synthesis in driving
scenarios. However, these methods may encounter chal-
lenges with accurate pose and detail estimation under novel
trajectories. DriveDreamerdD [40] samples novel trajec-
tory video based on single reference frame before training,
risking hallucination and inconsistency due to insufficient
constraints. StreetCrafter [39] refines the novel view ren-
derings using a controllable video diffusion model guided
by LiDAR projections. Meanwhile, FreeSim [4] and Di-
fix3D+ [32] directly condition on degraded renderings and
employ carefully data curation to train the generative model
to adapt on degradation patterns resulted from off-trajectory
renderings. In contrast, by crafting an inpainting-based
video restoration task, we free the generative model from
identifying degraded regions, thereby eliminating the need
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Figure 2. Schematic illustration of DriveX. Top: Optimizing the scene representation with both recorded trajectory views and generated
novel trajectory views as supervision. Bottom: Generative prior integration. During optimization, given a novel view rendering from
in-training Gaussian G;, a video diffusion model is employed to generate a restored version as pseudo ground truth on novel trajectories,

guided by its unreliability mask and accumulated LiDAR projections.

to simulate specific degraded patterns in training.

3. Methodology

3.1. Preliminary: Driving scene reconstruction

Reconstruction-based driving simulation aims to recover
the surrounding scenes from calibrated video Vg =
{I;}, recorded along a driving trajectory 7 = {P;}/_,
where P; € SE(3) is the camera pose at frame ¢. Then the
sensor data can be simulated under the unrecorded actions
(e.g. lane change) in the reconstructed environment.

Recently, due to the superior fidelity and efficiency of
3D Gaussian splatting (3DGS) [12], it has been widely em-
ployed in numerous street scene reconstruction efforts [3,
10, 35, 42] as a fundamental scene representation. 3DGS
represents scenes as a set of 3D Gaussians, denoted G.
The influences of each Gaussian primitive with position
x; € R? and covariance 3 € R3*3 on any position is
given by an unnormalized Gaussian function Gi(+; x, 3)
weighted by its opacity o, € R. Given any camera pose F;,
it can be rendered by performing splatting and alpha blend-
ing on NN sorted Gaussians visible at this view:

1

1

N k
I'=R(G,P) =Y oxGrer(P) [[(1 = 0,G)), (D)
k=1 j

1

where R represents the differentiable Gaussian rasterizer, I’
denotes the rendered image, cj, is the view-dependent color
of the k-th Gaussian. Then the Gaussians G can be opti-
mized via the photometric loss between rendered images I
and ground truth I; from recorded video Vg by:

Limg(I}, I;) = AT} — L1 + (1 — N Lssmm(], I;),  (2)
where Lgspy is the SSIM [30] loss and A is a weight.

Following [35], we model the traffic participants in the

driving scenes as a dynamic node in the neural scene graph
with rigid motion, which can be regarded as static in their
own local coordinate frames. The transformation from each
object’s local frame to the global coordinate frame of the
whole scene is parameterized by a series of rotations and
transformations, which can be annotated by their tracked
bounding boxes. Additionally, cube map is employed to
model the sky with infinite distance [3, 35].
Challenges Since the camera configuration in autonomous
vehicles is primarily designed for perception tasks, the cap-
tured videos often offer limited viewpoints, minimal over-
lap, and large textureless regions. These inherent proper-
ties bring challenges to the reconstruction of the unbounded
driving scenes from single-trajectory videos. Fitting the
training views at recorded trajectory 7T is insufficient to
realize satisfactory extrapolation out of 7 for novel view
synthesis. As a result, existing optimization-based driving
scene synthesis approaches struggle to achieve high-quality
rendering along novel trajectories 7' = {P/|P] ¢ T},
often leading to obvious degeneration and artifacts.

3.2. Novel view regularization with generative prior

Generate consistent novel view via video restoration A
promising solution to the aforementioned challenges is to
incorporate generative priors as an additional regulariza-
tion. Large video generative models trained on internet-
scale data have developed a strong knowledge of natural
video distributions, enabling them to reliably infer and gen-
erate novel view content as pseudo ground truth for opti-
mizing 3DGS. To ensure consistency between the gener-
ated content and the underlying scene, thereby preventing
disruption to optimization, the generation should be appro-
priately conditioned on the in-training Gaussian model.
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Algorithm 1 Iterative refinement

Require: Initial Gaussian model Gg, novel trajectories 7,
video diffusion D, total steps T', warm up steps T

1: for t=0,---,T—1do

2 Ve {R(G, P},

3:  Computing loss Limg(Ve, Vat)

4 if t > T, then

. Ve (RGP},

6 if (t — To) mod K = 0 then

7 k+t

8 Vl/f,reﬁne A D( 2{7 M)

9 end if

10: Computing loss L' <= Limg(V, VJ, refine)
11:  endif
12:  Backwarding loss and updating G; 11
13: end for

14: return Gr

To achieve this, we delicately design a video restoration
task, which is formulated as recovering clean novel view
images V from the artifact-heavy novel view renderings )’
beyond the recorded trajectory. Within this design, a video
generative model can be employed to address this problem
effectively. The refined video then serves as additional su-
pervision in the optimization of 3DGS.

Concretely, given a sequence of viewpoints 7' =
{P! }f;o along a novel trajectory, a video diffusion model
D is employed to estimate clean version V;:

V, = {R(G:. P)}i—o, 3)
Ig,reﬁne =D (Vé) ’ (4)
El 2 L‘img(V{v vt/,reﬁne)v (5)

where V] is rendered from the Gaussian model G; at ¢-th
iteration of optimization through Eq. (1), the refined video
! refine €an be regarded as the estimation of V. Typically,
D takes noise-perturbed images as input, conditioned on
the degraded video, and outputs the refined video V; | .-
Then V; refine 18 used as the pseudo ground truth in the novel
trajectory loss £ (Eq. (5)) to supervise the novel view ren-
derings as illustrated in Fig. 2.
Iterative refinement The generative model can be em-
ployed to provide novel view supervision for enhancing the
novel view renderings. In turn, the generation quality also
benefits from these improvements, as it is conditioned on
G, whose enhancements could provide more accurate in-
formation to guide the generation process. This co-adapt
and reinforced enhancement motivates an iterative refine-
ment in our framework. As outlined in Algorithm 1, we
initiate the optimization for 7j steps using conventional
reconstruction-based method [35]. Subsequently, we per-
form video restoration in Eq. (4) based on the in-training

Gaussians Gr,, and use a buffer to store refined videos for
reuse in the following K iterations. To ensure that the gen-
erated content can be improved along with the progressively
optimized reconstruction results, we update all videos in the
buffer every K iterations by performing video restoration
conditioned on the latest novel trajectory renderings.

Due to the additional time demands of running the video

diffusion model, it is inefficient to set X = 1, i.e., the buffer
is updated in every iteration. We set it to 3000 to strike
the balance between quality and efficiency. Please refer to
Sec. 4.4 for the trade-off between different choice of K. As
the generated contents are conditioned on Gaussian model
G, they are constrained with the recorded scene, thus en-
suring the consistency between the recorded and generated
ground truth and leading to stable optimization.
Novel trajectory sampling Another important desliugn
space is how to sample the novel trajectory 7' = {P/};_,
to be distilled by video diffusion model. The ideal trajec-
tory should balance the two requirements: (i) maximizing
the utility of the generative model, i.e., the generated novel
views should contribute as much as possible to enhance re-
construction quality; (ii) minimizing inconsistency between
the recorded and generated images to mitigate potential per-
turbation for Gausssian’s optimization. Therefore, we adopt
a panning camera trajectory that starts from a recorded front
view P} = [Ro|Tp] and gradually shifts laterally:

Pl = [Ro‘%sv + Ty, (6)

where v € R3 is the shifting direction, and s € R controls
the maximum shifting length. This design not only pro-
vides novel views beyond the recorded trajectory, but also
allows video generation model to extract detailed references
from the initial frame. At the early stage of optimization,
rendering quality may degrade as the camera deviates from
the recorded driving trajectory, which offers limited guid-
ance for the video generation. To address this issue, we
initially use a small shifting length s and progressively ex-
tend it during optimization, ensuring our method’s stability
and robustness across diverse scenes.

3.3. Inpainting-based video restoration

Under the proposed trajectory sampling scheme with pro-
gressively increasing shifted length, degradations in the ren-
dered video caused by the poor extrapolation capabilities of
the scene representation are typically localized. Therefore,
the key to effective video restoration lies in accurately iden-
tifying the artifacts in the rendered videos. Ideally, a well-
trained generative model should be capable of automatically
identifying and restoring these degraded regions. How-
ever, limited viewpoints in driving video datasets make it
challenging to simulate degradation caused by off-trajectory
rendering while obtaining corresponding ground truth dur-
ing the training of the generative model. Therefore, we
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propose an inpainting-based restoration framework that re-
moves the need for the model to adapt to specific degraded
patterns, thereby simplifying the training process.

Specifically, we construct an unreliability mask repre-
senting the artifacts via comparing the rendered images with
the recorded images, which directly guides the model to fo-
cus on refining these unreliable regions while preserving re-
liable areas. Thus, the Eq. (4) should be revised as:

é,reﬁne =D (Vt/7 M) ) (7)

where M is the mask indicating unreliable regions, and D
is conditioned on the masked video.

Unreliability mask To assess geometry accuracy in novel
view rendered images, we derive M by comparing the
rendered images with novel view warped images from the
recorded trajectory. Let I, € V; denote a rendered image,
and let [ represent the recorded image that are “closest”
to Iren. We define a warping operation ¢ in Eq. (8) to project
a 3D point p onto the image plane given camera pose P:

(z,y,d) = ¢ (p|P), ®

where z, y represent the pixel coordinates, and d is the depth
(Please refer to Appendix B for details). Note that the re-
fined video starts from a front view on the recorded trajec-
tory, which is selected as the “closest” image for all refined
views in the video. Notably, ¢ is invertible, allowing us to
unproject an image with its corresponding depth map back
to 3D points given the camera pose. Consequently, we can
obtain a pseudo image Ien under the pose Ppen by sampling
the color in I, using the warped pixel coordinates (x,y, d)
from unwarped I, to I, as expressed by Eq. (9).

(XaY7d) = ¢(¢_1(Dren|Ren)‘ReC)a 9

where Dy, is the depth map corresponding to fren rendered
by a-blending each Gaussian center’s depth. Since it is
hard to guarantee the pixel-wise correspondence between
Iien and fren, we choose SSIM to evaluate similarity at the
patch-structure level. The unreliability mask M is then ob-
tained by applying a threshold 7 to SSIM score:

M=1 (SSIM(Iren,fren) < T> . (10)

Because the warping process involves both rendered depth
and rendered image, the discrepancy can serve as an indica-
tor of geometric or appearance unreliability.

Since the warped image provides a rough overview of
the novel trajectory, making it unnecessary to start denois-
ing from scratch when we refine the videos using Eq. (7).
Hence, we perturb warped videos by adding Gaussian noise
at some noise level. This not only reduces unnecessary
time costs but also avoids color shifts by preserving accu-
rate low-frequency components in original video. Because

autonomous vehicles are typically equipped with surround-
view cameras, we include side view on recorded trajectory
in the same frame as the auxiliary source images, which is
also warped using equation (9) to the regions that are invis-
ible by the front view to ensure well-defined unreliability
masks for all areas of the novel view.

Since the sparse depth ground truth in the novel view can

be derived from LiDAR measurements, the Gaussian model
performs better in depth rendering than in color rendering
under novel view, even in the presence of overfitting. This
allows the warped images to serve as a reliable anchor for
indicating the reliability.
Projected LiDAR as auxiliary condition Additionally, we
also utilize colored LiDAR projections as an oracle to guide
the generative process. For each novel view requiring
restoration, LiDAR points projected onto it are accumu-
lated from its adjacent £2 frames, where points belonging
to moving objects are aligned to the rendered frame based
on their tracked poses. This empirically stabilizes the op-
timization, especially for those challenging scenes where
rendered novel views struggle to provide reliable informa-
tion in the early optimization. In light of the importance
of novel view depth supervision within this framework, we
additionally use the accumulated LiDAR point cloud as the
depth ground truth for novel views.

3.4. Training of generative model

One remaining question is how to obtain a generative prior
capable of handling the restoration task in Eq. (7). Due to
the limited trajectory in existing driving datasets, precisely
simulating degradation in novel trajectory views caused by
overfitting has an inherent challenge. Fortunately, our in-
painting approach can mitigate this issue by disentangling
the degraded pattern from the condition, avoiding the ne-
cessity to simulate degraded rendering during training and
freeing the model from identifying potential degradations.

Specifically, we employ an edge-aware strategy to gen-
erate unreliability masks for the training data. This leads
to a more general task which can cover scenarios typically
encountered during off-trajectory rendering. Given a RGB
image, we first convert it into grayscale. Then its direc-
tional derivatives computed using Sobel filters, as the edge
intensity at each pixel. The resulting intensity map is nor-
malized to yield a probability distribution over the pixels
after adding a baseline offset for background regions. Then
a predefined number of pixels is randomly sampled based
on the distribution. For each sampled pixel, a 3 x 3 patch
centered at the pixel is masked out to imitate the structured
occlusion. Both front and side-view camera videos are used
in training. Because the trajectory of the side-view camera
along the moving forward trajectory is similar to the lateral
shift of the front cameras adopted in our novel trajectory
sampling, as suggested by [4, 27].
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Figure 3. Qualitative comparisons on novel trajectories. For each method, images are rendered at the novel views with lateral shift of

3m to the recorded trajectories.

While there remains a gap between training and infer-
ence, it does not substantially hinder the usage. This is be-
cause the training process primarily aims at unleashing the
generative capability of the diffusion model to adapt on such
a masked image inpainting task, rather than fitting specific
mask patterns. Actually, even [37] trained only on rendered
point clouds can also serve as a competent generative prior
for the crafted inpainting-based restoration task. While fine-
tuning the model on driving videos can further adapt it to
the style of driving scenarios, thereby significantly improv-
ing its robustness as demonstrated in Sec. 4.4.

4. Experiments

4.1. Experimental setup

Datasets We evaluate our framework and train the diffu-
sion model on driving sequences from large-scale Waymo
Open Dataset (WOD) [24]. Each sequence comprises sur-
rounding videos and synchronized LiDAR point clouds cap-
ture at 10Hz. For training, we use all sequences from its
training and validation set. The quantitative evaluation is
conducted on 18 selected sequences, each containing 40
frames. Official bounding boxes are used to crop the point

cloud of dynamic traffic participants and initialize their per-
frame pose. For fair comparison, all images are downsam-
pled into 640 x 960 in both training and evaluation. More
details can be found in Appendix B.

Metrics We evaluate the view synthesis quality on both
recorded and novel trajectories. For recorded trajectory,
we follow the common practice of reporting the PSNR and
SSIM on these views. The test views are held out from ev-
ery 5 frames. For novel trajectory views, since the ground
truth is unavailable, it is infeasible to directly assess the
pixel-level fidelity. Therefore, we devised a novel bench-
mark to comprehensively evaluate the synthesis results at
these views. Specifically, the Fréchet Inception Distance
(FID) [7] between synthesized views in novel trajectories
and the captured images from the original trajectories is em-
ployed to assess the realism of synthesized images at the
distribution level. Moreover, we report Lane IoU and vehi-
cle AP (Refer to Appendix B for these calculations.) to eval-
uate the distinguishability and fidelity of two safety-critical
high-level traffic components, i.e., road lanes and vehicles,
in novel trajectory viewpoints.

Implementation details For the reconstruction with cal-
ibrated camera images and LiDAR point clouds, we first
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+0m (recorded) +1m
PSNRT SSIM?T | IoUT APt

FID| | IoU} AP{ FID| | IoUt APt FID|

+2m +3m FPS

EmerNeRF [36] 29.60 0.8459 | 0.1147 0.5101 89.43 | 0.0881 0.4644 102.98 |0.0735 0.4072 122.83|0.12
S3Gaussian [10] 29.68 0.8670 | 0.0718 0.4499 115.67 [ 0.0401 0.4127 131.26 | 0.0177 0.3812 162.03 | 8.4
PVG [3] 29.98 0.8627 | 0.1082 0.5444 51.86 |0.0291 0.5102 86.93 | 0.0170 0.4699 123.53 | 48
StreetGaussian [35] | 29.76  0.8738 | 0.2671 0.5919 51.87 | 0.2122 0.5848 70.66 |0.1720 0.5697 93.04 | 34
DriveX (ours) | 29.74  0.8700 | 0.2880 0.5932 46.91 | 0.2710 0.5901 65.52 |0.2699 0.5712 79.78 | 34

Table 1. Quantitative evaluation on Waymo dataset [24]. We compare images rendered in novel trajectories with different shift lengths,
where the IoU and AP are computed between the projected ground truth and those detected on synthesized views by perception models [2,
20]. The inference speeds of all methods are measured on the NVIDIA RTX A6000 GPU.
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Figure 4. Qualitative comparisons with methods incorperating generative model. The results of DriveDreamer4D [40] and Recon-
Dreamer [19] are downloaded from their project pages. The result of FreeVS [27] is obtained by running its official released code.
Compared to other alternatives, our method can more effectively harness the generative prior, significantly reducing hallucinations.

initialize the scene representation [35] by optimizing on the
recorded data for Ty = 50, 000 steps and then integrate gen-
erative priors for following 30, 000 steps. For the generation
of novel trajectory videos, the initial view P} of a novel tra-
jectory T is selected from every 3 frames, with shifting
length s ranging from 2m to 6m. The generative model is
initialized from [37], and then fine-tuned on WOD [24] for
15, 000 iterations with batch size of 24 using 8 RTX A6000
GPUs. During the iterative refinement, the buffer for stor-
ing refined videos is updated every K = 3000 steps. The
refine strength (i.e. the level of noise adding to images) is
set to 0.6. The threshold 7 in Eq. (10) is set to 0.65.

4.2. Main results

In Tab. 1, we quantitatively compared DriveX with several
representative baselines in terms of view synthesis qual-
ity and rendering speed. For extrapolated novel views,
we synthesized driving videos laterally shifting from the
recorded trajectories by £1m, £2m and +3m. The result
demonstrates our significant improvement on FID, AP and
IoU, surpassing the leading reconstruction-based counter-
part [35] with a 14.3% decrease in FID and 56.9% increase

in IoU under the 3m shifting length. These enhancements
are visually corroborated in Fig. 3, where our approach
demonstrates robust rendering quality under large trajec-
tory deviations, where safety-critical scene elements can be
more clearly recognized in novel views by incorporating
generative priors. Notably, once trained, our model solely
relies on the 3DGS for inference, enabling efficient render-
ing speed. For views on recorded trajectories, our method
also achieves comparable performance with the baseline.
The slightly lower metrics often result in perceptually neg-
ligible impact on synthesized quality. This further indicates
our method can seamlessly integrate generative prior by ef-
fectively minimizing inconsistencies of generated content.

4.3. Comparison with methods incorporating gen-
erative prior

In previous section, we compared our methods with popu-
lar reconstruction-based approaches as the main results be-
cause it is directly built upon these reconstruction-based
solutions and primarily aims to address the view extrapo-
lation challenge for them. Although there are some con-
current works [4, 19, 27, 39, 40] sharing a similar scope
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(a) Ablation on unreliability mask
Figure 5. Ablations on (a) unreliability mask and (b) iterative
refinement. (a) shows the initial restored results without (middle
left) and with (middle right) unreliability mask (top right). The fi-
nal rendered results exhibit significant artifacts without mask (bot-
tom left). (b) shows the rendered (top) and restored results at it-
eration Ty (middle left) and 7" (middle right). It can be seen that
single-time refinement can not completely eliminate artifacts (as
shown in orange boxes), resulting in inferior final results compared
to iterative refinement (bottom). Best viewed with zoom-in.

(b) Ablation on iterative refinement

Lane change Lane shift +3m
NTA-IoU1 NTL-IoU1|NTA-IoU{ NTL-IoUt

DriveDreamer4D [40] ‘ 0.495 53.42 ‘ 0.340 51.32
ReconDreamer [19] | 0.554 56.63 | 0.539 54.58
| 0.620 5860 | 0.567 58.29

DriveX (ours)

Lane shift +=1m Lane shift +3m
ToUt APt ToUt APt

FreeVS [27] 0.2782 0.5777

| 0.2880

Table 2. Comparison with methods using generative model.
All results are averaged from 8 sequences used in [40]. For lane
change, the NTA-IoU and NTL-IoU are evaluated under setting
in [19, 40], and we report the best results of [19, 40] from their
original paper. lane shift is computed in the same way as our main
paper. For FreeVS [27], we run its official released model and
measure the results on the same sequences, note that its cropped
image size does not essentially impact the results.

with ours, most of them have not released code until our
paper submission. Despite that, we try our best to compare
with those allowing for a reasonable comparison and report
the results in Tab. 2. The results indicate that our method
performs better than other alternatives, which is also con-
firmed by qualitative results in Fig. 4. Compared to Drive-
Dreamer4D [40], our approach substantially eliminates hal-
lucinations and inconsistencies caused by insufficient con-
straints. Unlike generative-only approach FreeVS [27], our
method maintains continuous 3D scene representation, en-
abling synthesized views to preserve superior detail fidelity
and better consistency across frames than those only relying
on sparse LiDAR signal. Moreover, our method has signifi-
cantly faster synthesis speed (34 FPS vs. 0.43 FPS).

0.2723 0.5688
0.5932 ‘ 0.2699 0.5712

DriveX (ours)

4.4. Ablation study

Unreliability mask The unreliability mask is designed
to guide the generation of video diffusion by directly in-

| IoUt APT  FID|

mask all 0.2153 0.6334 102.69
w/omask | 0.2193 0.6341 76.26
w/ mask 0.2263 0.6389 74.34

Table 3. Effects of unreliability mask. “mask all”, “w/o mask”,
and “w/ mask” denotes the threshold 7 in Eq. (10) set to 1.0, -1.0,
and 0.65, respectively.

Buffer interval‘ IoUt APt FID| Timel

500 0.2271 0.6392 7533 4.8x
3,000 0.2263 0.6389 74.34 1.6x
6,000 0.2228 0.6388 7598 1.3x
Inf 0.2194 0.6173 89.06 1.0x

Table 4. Ablations on buffer intervals. “Inf” denotes the novel
trajectory supervision only generated one time at iteration Tp.
dicating where the model needs to be retained or repaired.
From Tab. 3 and Fig. 5(a) we can observe: (i) When all re-
gions are masked, the video diffusion model can only rely
on sparse LiDAR projections as condition, leading to infe-
rior results due to the inability to fully leverage information
from the in-training Gaussian representation; (i) When the
mask is disabled, the generative model can still refine the
rendered results toward the learned video distribution, but
usually with too conservative refinement (it also indicates
that the model does not strictly follow the given mask dur-
ing inpainting); (iii) Equipped with the proposed unreliabil-
ity mask, our full model achieves superior performance in
both quantitative and qualitative ablation.

Iterative refinement The interval of iterative refinement
offers the trade-off between quality and efficiency. When
the novel trajectory supervision only generated once time
at iteration T (see Fig. 5(b)), the quality of the novel view
is constrained to the in-training Gaussian model, which is
overfitted on the recorded trajectory. To the other extreme,
we are unable to afford the time cost of running the diffusion
at every step. From Tab. 4, it can be seen that even a small
interval 500 leads to 4.8 x training time. Hence we finally
set the interval to 3,000 to strike the balance.

5. Conclusion

In this paper, we present a novel framework that integrates
generative priors into the reconstruction of the driving scene
from single-trajectory recorded videos, addressing limita-
tions in extrapolating novel views beyond a recorded tra-
jectory. To reasonably leverage the video generative model
to provide consistent novel view supervision, we construct
a tailored inpainting-based video restoration task to refine
the novel view renderings for optimizing the street scene
representation. The experiments demonstrate that the pro-
posed method significantly improves the synthesis quality
for novel trajectories. These results pave the new way for
driving scene synthesis on free-form trajectories.
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