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Abstract

Autonomous driving relies on robust models trained on
high-quality, large-scale multi-view driving videos. While
world models offer a cost-effective solution for gener-
ating realistic driving videos, they struggle to maintain
instance-level temporal consistency and spatial geomet-
ric fidelity. To address these challenges, we propose In-
staDrive, a novel framework that enhances driving video
realism through two key advancements: (1) Instance Flow
Guider, which extracts and propagates instance features
across frames to enforce temporal consistency, preserving
instance identity over time. (2) Spatial Geometric Aligner,
which improves spatial reasoning, ensures precise instance
positioning, and explicitly models occlusion hierarchies.
By incorporating these instance-aware mechanisms, In-
staDrive achieves state-of-the-art video generation qual-
ity and enhances downstream autonomous driving tasks on
the nuScenes dataset. Additionally, we utilize CARLA’s
autopilot to procedurally and stochastically simulate rare
but safety-critical driving scenarios across diverse maps
and regions, enabling rigorous safety evaluation for au-
tonomous systems. Our project page'.

1. Introduction

Autonomous driving has attracted extensive attention from
both industry and academia for decades [7, 26, 33, 56].
To enhance the performance and reliability of autonomous
systems, high-quality, large-scale multi-view driving videos
with precise annotations are essential for training models on
downstream tasks such as perception, object tracking, and
planning. However, acquiring and labeling real-world driv-
ing data is both costly and labor-intensive. To address this,
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benefiting from the rapid advancements in video generation
models [2, 4, 9, 16, 17, 22, 23, 27, 41, 42, 46, 49, 58, 60],
driving world models [10, 25, 45, 47, 55] have emerged as a
promising solution, capable of generating diverse and real-
istic driving scenarios while significantly reducing data col-
lection and annotation costs.

Instance-level temporal consistency and spatial geomet-
ric fidelity are critical for generating realistic driving videos,
as they affect video quality [40] and directly impact their
applicability in autonomous driving tasks. Multi-object
Tracking [43] and planning [24] require generated driving
videos with temporally stable instance appearances to en-
hance temporal context understanding. This necessitates
that the world model accurately maintains instance identi-
ties across frames, ensuring continuity in the motion and
behavior of surrounding objects. On the other hand, per-
ception tasks [43] require generated driving videos where
instance positioning strictly adheres to spatial constraints
imposed by bounding box control signals, ensuring accu-
rate spatial context comprehension. This requires the world
model to accurately capture instance spatial locations and
occlusion hierarchy, ensuring geometric consistency within
the scene. These two factors are essential for enabling world
models to effectively learn the underlying dynamics of real-
world environments. From a technical standpoint, ensur-
ing strong temporal consistency and precise spatial align-
ment enhances the reliability of autonomous driving models
trained on synthetic data, ultimately improving their real-
world performance.

However, generating driving videos that maintain
instance-level temporal consistency and spatial geometric
fidelity remains two significant challenges, primarily due
to the large sampling space in diffusion-based models and
the limited control signals. First, maintaining fine-grained
temporal consistency is particularly difficult. While prior
works [10, 11, 28, 45, 47, 55] have incorporated various
techniques to improve global coherence, they still struggle
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Figure 1. Limitations of Prior Works. (a) Temporal Consistency: In MagicDrive-V2 [10], the car’s color changes inconsistently over
time. (b) Spatial Localization: In MagicDrive-V2, the car deviates from the bounding box control signal. (¢) Occlusion Hierarchy: In
Panacea [47], the distant bus incorrectly occludes the nearby pedestrian, violating natural occlusion rules. Our method excels in temporal
consistency, spatial localization, and occlusion hierarchy, addressing these issues effectively.

with instance-level temporal inconsistencies. For instance,
DriveDreamer [45], MagicDrive-V2 [10], and Panacea [47]
integrate temporal attention layers to enhance inter-frame
consistency. However, without explicit control mechanisms
to enforce instance-level consistency, these methods strug-
gle to maintain stable instance attributes across frames, of-
ten resulting in color shifts or texture inconsistencies in
Fig.1 (a). This highlights the need for explicit instance-level
control signals to improve temporal consistency. Second,
achieving spatial geometric fidelity presents another chal-
lenge. Existing methods often suffer from spatial misalign-
ment of instances, as seen in MagicDrive-V2 [10], where
instance locations exhibit noticeable deviations in Fig.1 (b).
This issue arises because these methods lack explicit view
transformation from BEV to the camera’s First-Person View
(FPV). Furthermore, existing methods struggle to capture
the occlusion hierarchy among instances in Fig. 1 (c), where
the lack of explicit depth order prevents correct occlusion
reasoning. This highlights the need for an improved spatial
control mechanism that ensures accurate instance position-
ing and explicitly models the occlusion hierarchy.

In this paper, to address the above challenges, we pro-
pose InstaDrive, a driving world model that effectively ad-
heres to instance-level temporal consistency and spatial ge-
ometric fidelity. InstaDrive achieves state-of-the-art per-
formance in both video quality and validation in down-
stream autonomous driving tasks. To ensure instance-level
temporal consistency, we introduce Instance Flow Guider
(IFG), a lightweight module to extract and propagate in-
stance features across frames. We propose a simple but
effective instance flow for mapping the object motion to
the RGB domain, then inject the flow to DiT backbone.
IFG provides an instance-aware motion cue, which serves
as a reference for tracking the position of the correspond-
ing instances in the previous frame. Once the position is
determined, we retrieve the semantic features of the in-
stance, such as object category and color. These features

are then propagated forward to ensure instance-level visual
consistency across frames. This mechanism significantly
improves instance-level temporal consistency.

To ensure instance-level spatial geometric fidelity, we in-
troduce Spatial Geometric Aligner (SGA), which enables
the model to accurately capture the spatial locations of the
instance and the occlusion hierarchy. To enable accurate
spatial localization, we transform 3D bounding boxes into
the camera’s perspective view, extracting projected instance
bounding boxes as control elements. This transformation
leverages the camera’s intrinsic and extrinsic parameters,
ensuring spatial consistency between the world coordinate
system and the image plane. To establish a consistent oc-
clusion hierarchy, we explicitly resolve the relative depth
order of instances using the distance from each corner point
to the camera’s optical center, measured along the optical
axis. We encode each corner point’s location and depth via
Fourier embedding, followed by an MLP, to derive an ex-
plicit depth order representation. Through this mechanism,
the model effectively learns to capture spatial locations and
occlusion relationships between instances.

InstaDrive establishes a fine-grained and robust world
model which ensures instance-level temporal consistency
and geometric fidelity in generated driving videos. Our ap-
proach achieves state-of-the-art performance in both video
generation quality and downstream autonomous driving
task validation, outperforming previous works [10, 28, 47,
55]. Our contributions are as follows.

* To maintain stable instance attributes over time, we pro-
pose the Instance Flow Guider, which extracts and prop-
agates instance features across frames, enabling instance-
level temporal consistency.

* To enable accurate spatial location and establish a con-
sistent occlusion hierarchy, we introduce the Spatial Ge-
ometric Aligner, which integrates the 3D bounding boxes
and their occlusion relationships, and aligns these details
with the pixel space.
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¢ Our model achieves SOTA video generation quality with
high FID and FVD on the nuScenes benchmark, sur-
passing previous methods. For autonomous driving ap-
plications, the generated videos are validated on down-
stream perception, tracking, and planning tasks, with per-
formance competitive to real-world sensor data.

e We designed a pipeline that generates virtual layouts
based on CARLA and employs our model as a renderer
for video synthesis, demonstrating the immense potential
of InstaDrive in generating long-tail driving scenarios.

2. Related Works

Controllable Generation. The emergence of diffusion
models [52] has significantly advanced text-to-video gener-
ation [1, 3,4, 14, 15, 19, 21, 35,44, 51, 59]. Video LDM [4]
accelerates generation by denoising in the latent space, but
text prompts alone lack precision. Recent methods combine
image blocks with text for better control [52]. Our work
focuses on generating realistic street-view videos, address-
ing challenges like complex layouts and dynamic vehicles.
We enhance control by integrating road maps, 3D bounding
boxes, and BEV keyframes.

Street-View Generation. Street-view generation methods
typically use 2D layouts like BEV maps, 2D bounding
boxes, and semantic segmentation. BEVGen [36] encodes
semantic data in BEV layouts, while BEVControl [50] uses
a two-stage pipeline for multi-view urban scenes, ensuring
cross-view consistency. However, projecting 3D informa-
tion into 2D layouts loses geometric details, causing tem-
poral inconsistencies in videos. To address this, we use 3D
bounding boxes to maintain geometric fidelity. Unlike Driv-
ingDiffusion [28], which relies on a complex multi-stage
pipeline, our method simplifies the process with an effi-
cient, end-to-end framework, ensuring temporal coherence
and computational efficiency.

Multi-View Video Generation. Multi-view video gen-
eration faces challenges in achieving both multi-view
and temporal consistency. MVDiffusion [37] uses a
correspondence-aware attention module to align views,
while Tseng et al. [39] apply epipolar geometry for view-
to-view regularization. DriveScape [48], MagicDrive [11],
and MagicDrive V2 [10] incorporate advanced control sig-
nals, high-definition rendering, and long-duration training
but struggle with instance-level temporal consistency and
precise positional control.

Simulation-to-Real Visual Translation. Recent advances
in synthetic data for real-world visual tasks have shown
significant progress. GAN-based translation [12] and do-
main randomization [38] bridge synthetic and real-world
data distributions, while datasets like Synthia [32] and Vir-
tual KITTI [5] provide scalable benchmarks for semantic
segmentation and autonomous driving. Adversarial training
[34, 54] reduces distribution gaps, and human motion rep-

resentation learning [13] highlights synthetic data’s utility
in video understanding. Unlike these methods, we extract
proxy data like 3D bounding boxes and road maps from
graphics systems, leveraging the InstaDrive model to gen-
erate more realistic and diverse videos.

3. Method

We introduce InstaDrive in Sec. 3.1, a novel framework for
generating realistic driving videos that adhere to instance-
level temporal consistency and spatial geometric fidelity.
Furthermore, we leverage CARLA’s autopilot to procedu-
rally and stochastically simulate rare yet safety-critical driv-
ing scenarios across diverse maps and regions in Sec. 3.4.

3.1. Overview

The overall architecture of our model is illustrated in Fig.
2. Building on OpenSora V1.1 [57], we employ a Varia-
tional Auto-Encoder (VAE) for video encoding, TS [31] for
text encoding, and Spatial-Temporal Diffusion Transformer
(ST-DiT) as foundational model for the denoising process.

To achieve fine-grained control over both foreground
and background elements, we introduce a comprehensive
set of control conditions, including bounding box projec-
tion, road maps, camera poses, and scene descriptions, in-
tegrating them into the conditioned video generation pro-
cess. Moreover, we introduce instance tracking IDs to fa-
cilitate the tracking and propagation of instance features
across frames, a key mechanism within our proposed In-
stance Flow Guider module, detailed in Sec. 3.2. Addition-
ally, we leverage box coordinate and bounding box projec-
tion to enforce instance-level spatial geometric fidelity, as
elaborated in Sec. 3.3.

Given the need for handling multiple control elements,
we employ ControlNet [53] to inject control signals into
the video generation process. Practically, a set of en-
coders, including Egepth, Evae, and Fyege, extract latent
features from diverse control conditions. To incorporate
these control-aware representations, we integrate 13 dupli-
cated blocks into the first 13 base blocks of the ST-DiT ar-
chitecture. Each control block modulates the feature flow
by fusing condition features with the corresponding base
block outputs, thereby ensuring effective control signal con-
ditioning throughout the generation pipeline.

To guarantee the multi-view consistency during genera-
tion, we use a parameter-free view-inflated attention mech-
anism to replace the commonly used cross-view attention
modules [11]. Specifically, we reshape the input from
RUXtxhxwxe o RExhx(wv)xe and treat wo as the frame
width. Our proposed approach improves the multi-view co-
herence without compensating with additional parameters.
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Figure 2. Overview. (a) Instance Flow Guider, which utilizes the instance flow to improve instance-level temporal consistency. (b) Spatial

Geometric Aligner, which uses perspective projection and depth

order to capture instance spatial locations and occlusion hierarchy. (c)

Controlled Denoising Process, enabled by ST-DiT with ControlNet for unified condition control.

Tia T;
Tra(',kIDl
TrackIDy @ @
—_—
Instance Flow
Ti1) [ Ti-1 T; T;
Ty 1| |2
T4 || T T, || 7
Feoordinate Y1 ! 921 yll yZl
Ti1|],Ti-1 il | T
%1 %y SR ]
T Ti1 T Tia
P T Ty Ty
of fset i_ | T T_q i_ | T,  Tiq
Fi=ly' -y By =y -y
T Ti Ty _ Ti-1
1A %y T %
Normalize Offset(x,y,z) into (r,g,b)
Motion Map
Fill Offset into Instance Projection
Ii Ii
F{ Fy

Figure 3. Illustration of the extraction process for motion map in
Instance Flow Guider. We calculate the motion vector Figsser for
each instance, and render the projected box using Ffrset.

3.2. Instance Flow Guider

To ensure instance-level temporal consistency, we introduce
a lightweight Instance Flow Guider (IFG) module, which
enables the model to track, retrieve, and propagate instance
features over time, preserving instance attributes such as
color and texture. Fig. 3 provides an overview of Instance
Flow Guider module.

Tracking Instance Position. We leverage track IDs to cap-
ture motion trajectories of surrounding instances, termed
as instance flow, which supports both continuous and non-

continuous trajectories:

T-1

F; = {(ajf’yz’zf7ylt) t=0 °

ey
where (27, 3%, 2%) denotes the position of instance i at frame
t, and v! € {0, 1} indicates whether instance i is visible at
frame ¢. We define the most recent visible frame as:
7(i,t) = max{t' |t <t, o} =1}. 2)
If ¢ was never visible before ¢, 7(4,t) is undefined. To en-
code the positional displacement of an instance from previ-
ous frame to current frame, we define instance flow offset:

(xf _ xz(i,t)’ yf _ yz(i’t% zf _ Zif(i,t))’
ifm = if v! = 1 and 7(i,t) exists
(0, 0, 0), otherwise

which propagates features from 7(4,t) to ¢, effectively re-
associating reappearing instances with their pre-occlusion
states. The full offset map for all V instances at frame ¢ is:

{Flune}

Toffset

which serves as a motion condition for tracking the corre-
sponding instance’s position in the previous frame.

Visualizing Motion Conditions. To ensure alignment
between the motion condition and the corresponding in-
stance’s geometric position, we transform F; ., into a mo-
tion map h! € RTXWx3 which belongs to the same latent
space of video patches. The 3D bounding box of instance ¢
is projected onto the camera’s First-Person View to obtain
its 2D projection region. Each pixel within this region at

N-1
=0

t _
F offset —

3)

b
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frame ¢ is assigned the positional displacement of the corre-
sponding instance:

t

boftset? if instance ¢ projects onto

(h,w) at frame ¢, 4)

0, otherwise.

Rt (h,w) =

The positional displacements of all instances F ., are col-
lectively encoded into the motion map ht. Notably, the first
frame employs a fully-zero map: h'=° = 0.

Afterward, to visualize the motion map h €
we transform h into the RGB color space, generating h"** €
RT*HXWX3 through a flow visualization technique: 2-
offset is mapped to the red (R) channel, y-offset is mapped
to the green (G) channel, and z-offset is mapped to the
blue (B) channel. To efficiently encode motion informa-
tion, we leverage the same VAE encoder F,,. to com-
press the motion maps h"%*, achieving an 8x spatial down-

sampling, yielding a compact motion latent representation:
h, € RT Xhxwx4
m .

TxHxWx3
RTx ><’

Retrieving and Propagating Instance Features. Once the
motion vector is encoded, we fuse instance motion condi-
tion features with the corresponding base block outputs us-
ing ControlNet [53]. These fused representations are then
passed through temporal attention layers in ST-DiT blocks.
The encoded motion map, which comprises instance flow
and instance mask, enables the temporal attention layers
to selectively incorporate instance information from adja-
cent frames. As a result, the semantic attributes of each
instance (e.g., instance category, color, and texture) are re-
trieved from the past frame and efficiently propagated for-
ward. By conditioning the ST-DiT model Dy on both the
spatial location and feature tokens of each instance, we ex-
plicitly control where and how each instance should ap-
pear in the generated video. This approach significantly en-
hances instance-level temporal consistency in driving video
synthesis, effectively addressing issues such as color shifts
and texture inconsistencies.

Unlike methods such as GEM [ 18], which rely on exter-
nal feature-extraction models (e.g., DINOv2 [30]) to obtain
instance features, IFG directly derives instance motion and
semantic attributes from the generated video itself. This
eliminates the need for additional deep feature extractors,
making IFG computationally efficient while still ensuring
strong instance-level temporal consistency.

3.3. Spatial Geometric Aligner

To ensure spatial geometric fidelity, we introduce a
lightweight Spatial Geometric Aligner (SGA) module,
which enables the model accurately capture instance spa-
tial locations and occlusion hierarchy. Fig. 2(c) provides an
overview of the SGA module.

To enable accurate spatial localization, we transform 3D
bounding boxes into the camera’s perspective view, extract-

ing instance bounding box projections as control elements.
This transformation uses the camera’s intrinsic and extrinsic
parameters, ensuring spatial consistency between the world
coordinate system and the image plane.

A 3D bounding box (¢, b) consists of a class label ¢ and
box position b. The 3D coordinates b,, in the world coordi-
nate system, representing one of the eight corner points of
b, are first converted into the ego vehicle coordinate system
using the inverse ego rotation R, and translation 7T:

be = R (by — T). )

Next, the coordinates are transformed into the camera coor-
dinate system using the calibrated sensor extrinsic matrix:

be = Rs_l(be - Ts)a (6)

where R and T represent the camera’s rotation and trans-
lation relative to the vehicle. The 3D points b, = [Zc, Y, 2¢]
are then projected onto the 2D image plane using the cam-
era’s intrinsic matrix K. The 2D pixel coordinates are com-
puted as:

[u v —]T:K[xc/zc Ye/Ze 1}T. @)

The resulting 2D pixel coordinates render instance-aware
spatial constraints in the RGB domain, with distinct colors
representing different classes c. These constraints are en-
coded by the Ejayou encoder into the projected bounding
box condition embedding hyo. This explicit transformation
pipeline ensures precise instance localization.

To establish a consistent occlusion hierarchy, we explic-
itly resolve the relative depth order of instances. During
the transformation from the camera coordinate system to
the image plane, the depth component z. represents the dis-
tance from an instance’s corner point to the camera optical
center along the optical axis. We use this depth informa-
tion as a control condition, helping the model understand
occlusion relationships and ensuring closer instances cor-
rectly occlude farther ones.

For each instance, the 3D bounding box is defined by
eight corner points in the camera coordinate system, de-
noted as b € R®¥3, where each row b. = [u,v, z.] en-
codes the position and depth of a corner point in the 2D
image plane. We apply Fourier embedding to each corner
point and pass it through an MLP to obtain the depth order
representation:

hy' = MLP,(Fourier(b})) = Eacprn(b}).  (8)

The hidden states for all bounding boxes in frame ¢ are rep-
resented as hgepth = [hi’l, cey hi)N”], where N, is the num-
ber of instances. To integrate depth-based spatial informa-
tion, we fuse hgeptp, With the projected bounding box con-
dition embedding hyox Using cross-attention:

hvenicle = CrossAtn(hpox, Rdeptn)- 9
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This enables the model to effectively capture spatial lo-
cations and occlusion relationships, ensuring geometric fi-
delity in generated driving videos.

3.4. CARLA based Procedural Scenario Simulation

We used CARLA’s autopilot and map system to define ob-
stacle interaction behaviors (e.g., cut-in, braking) and ex-
tracted intermediate 3D bounding boxes, lane markings,
and drivable areas. Leveraging nuScenes’ ego vehicle co-
ordinate system and camera parameters, we projected this
data into multiple viewpoints, converting it into model con-
trol conditions. This enabled scene generation. The system
efficiently utilizes CARLA’s waypoint mechanism to ran-
domly generate diverse events across maps, providing a rich
set of control conditions.

4. Experiment

4.1. Setups

Datasets and Baselines. We train and evaluate our model
on the nuScenes dataset [6]. To benchmark our approach,
we compare it with state-of-the-art driving world models,
including BEVControl [50], DriveDiffusion [28], Drive-
Dreamer?2 [55], Panacea [47], and MagicDrive-V2 [10].

Maetrics. For realism assessment, we use FID [20] and FVD
[40] to measure video quality. To evaluate instance-level
temporal consistency, we test our model in real-world au-
tonomous driving scenarios using the multi-object tracking
(MQOT) task. MOT ensures consistent object tracking across
frames, minimizing ID switches (IDSW) and drift. Fol-
lowing Panacea [47], we employ the StreamPETR model
[43] and evaluate performance using standard MOT met-
rics: AMOTA, AMOTP, RECALL, MOTA, and IDS. Ad-
ditionally, we evaluate spatial geometric fidelity by mea-
suring the alignment between generated videos and their
conditioned sequences, ensuring accurate preservation of
geometric structures. This is assessed through perception
tasks, as precise detection and localization are fundamental
to perception. Thus, perception performance directly indi-
cates the accuracy of object localization and occlusion rela-
tionships. Using the StreamPETR model [43], we employ
metrics such as the nuScenes Detection Score (NDS), mean
Average Precision (mAP), mean Average Orientation Error
(mAOE), and mean Average Velocity Error (mAVE). We
note that Bevfusion [29] has also been used for perception
metric evaluation [11], but it is based on an image model,
performs worse than the video-based model StreamPETR,
and cannot provide object tracking metrics. Therefore, we
still choose StreamPETR for evaluation.

For metrics and results on the planning task using pretrained
UniAD [33] model, please refer to Appendix.

Method Multi-View Multi-Frame FVD] FID]
BEVControl [50] v - 24.85
DrivingDiffusion [28] v v 332 15.83
Panacea [47] v v 139 16.96
MagicDrive-V2 [10] v v 94.84 2091
DriveScape [48] v v 76.39 8.34
DriveDreamer2 [55] v v 55.7 11.2
InstaDrive v v 38.06 3.96

Table 1. Comparing with SoOTA methods on the validation set of
the nuScenes dataset. We generate the entire validation set without
applying any post-processing strategies to select specific samples.

Method Real Generated AMOTAT AMOTP| IDS|
Oracle v - 0.289 1.419 687
DriveDreamer2 v v 0.313 1.387 593 (-94)
InstaDrive (Ours) v 0.496 1.376 532 (-155)

Table 2. Comparison on multi-object tracking task with
MagicDrive-V2 [10] based on a pre-trained StreamPETR model.

4.2. Training Details

Our method is implemented based on OpenSora [57]. All
training inputs were set to 16x256x448 and conducted on
8 A100 GPUs. Experimental results show that our method
can stably generate over 200 frames. For more implemen-
tation details, please refer to Appendix.

4.3. Main Results

4.3.1. Quantitative Analysis

To verify the high fidelity of our generated videos, we
compare our approach with various state-of-the-art driving
world models. We generate training and validation data us-
ing the nuScenes dataset’s labels as conditions. For fair-
ness, we generate the entire dataset without applying any
post-processing strategies to select specific samples.
Realism of Images. Our generated videos exhibit higher vi-
sual quality, achieving an FID of 3.96, as shown in Tab. [. It
substantially outperforms those of all counterparts, includ-
ing both video-based methods like DriveDreamer2 [55] and
image-based solutions such as BEVControl [50].
Instance-Level Temporal Consistency. Our method sig-
nificantly reduces FVD to 38.06 in Tab. 1, due to the In-
stance Flow Guider module preserving instance attributes
over frames and therefore enhancing instance-level tempo-
ral consistency. Additionally, we also assess our model
in real-world autonomous driving applications using the
multi-object tracking (MOT) task in Tab. 2, as MOT re-
quires consistent tracking of the same object across frames
while minimizing ID switches, making it a strong indi-
cator of instance-level temporal consistency. Specifically,
we generate data using the nuScenes validation set’s labels
as conditions. We then re-train the object tracking model
StreamPETR [43] by integrating the generated data with
real data. The MOT model’s performance improves sig-
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Figure 4. Text control. By adding "Rainy,” ”Sunny,” and "Night” to the original text prompt, while keeping other conditions unchanged,

our model represents strong ability to edit videos effectively.
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Figure 5. Long-tail scenarios simulation. Using CARLA'’s highly configurable simulation environment, we create synthetic control
conditions which represent complex driving scenarios (e.g., sudden braking), and then utilize InstaDrive to generate corresponding videos.

nificantly, achieving a lower IDS of 532 compared to the
originally pre-trained StreamPETR, indicating our frame-
work’s effectiveness in producing instance-level temporally
consistent synthetic data.

Method Real Generated NDST

Oracle v - 46.90
Panacea - v 32.10 (68.00%)
MagicDrive-V2 v 36.82 (78.51%)
InstaDrive v 40.51 (86.38%)

Table 3. Comparison on perception task using the generated
nuScenes validation set in (T+I)2V scenarios. We use pre-trained
perception model StreamPETR [43] to evaluate. Our model out-
performed most baseline models across the board without any
post-refine process, underscoring a better capability of spatial lo-
calization and occlusion hierarchy understanding.

Spatial Geometric Fidelity. Data Augmentation Perfor-
mance. We assess our model in real-world autonomous
driving applications using the perception task, as the per-
ception task fundamentally relies on precise detection and
localization. Thus, perception performance directly reflects
the accuracy of object localization and occlusion relation-
ships. In Tab. 4, we first train StreamPETR exclusively on

our generated training dataset, and it achieves a mAP of
35.5%, equivalent to 92.69% of the performance obtained
by models trained solely on the real nuScenes training
dataset. These results highlight that the generated dataset is
not only a viable substitute for real data but also highly ef-
fective in training perception models independently. More-
over, we re-train StreamPETR by integrating the generated
data with real data; the perception model’s performance im-
proves significantly, achieving a NDS of 51.9, marking a
3.6-point increase over the model trained exclusively on real
data. This underscores the substantial value of incorporat-
ing generated data into the training pipeline.

Perception Validation Performance. Additionally, we use
the pre-trained StreamPETR model to evaluate the gener-
ated validation set of the nuScenes. In Tab. 3, our model
achieves a relative performance of 86.38% on the nuScenes
Detection Score (NDS), underscoring a better alignment
with the control conditions. Additional results on planning
task can refer to Appendix.

4.3.2. Qualitative Analysis

We conduct a qualitative comparison of InstaDrive with
other SOTA models using the generated videos.
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Instance-Level Temporal Consistency. In Fig.1(a),
MagicDrive-V2 exhibits an inconsistency where the car’s
color changes over time. In contrast, our model maintains
the car’s attributes consistently across all frames, showcas-
ing superior instance-level temporal consistency.

Spatial Localization. In Fig.1(b), MagicDrive-V2 fails to
adhere to the bounding box control signal, resulting in spa-
tial deviation. In contrast, our model ensures precise spatial
localization, accurately following the control signal.
Occlusion Hierarchy. In Fig.1(c), for the video generated
by Panacea, the distant bus incorrectly occludes the nearby
pedestrian, violating natural occlusion rules. In contrast,
our model accurately preserves the occlusion hierarchy, en-
suring a realistic representation of scene depth.

4.3.3. Long-tail Scenarios Simulation.

Our method can simulate diverse long-tail driving scenar-
ios. By modifying text prompts, we can change the weather
and time of scenes, as shown in Fig. 4. We can also gen-
erate critical long-tail events, such as sudden braking and
lane cutting, using control conditions provided by the Carla
simulator [8]. Carla supplies conditions like 3D bounding
box projections, lane line projections, and text descriptions
for scenes. Leveraging Carla’s highly configurable environ-
ment, we create synthetic control conditions for complex
and diverse scenarios, such as multi-vehicle intersections,
narrow streets, or sudden obstacles, which are challenging
to capture in real-world data. In Fig. 5, we demonstrate
our model’s ability to generate long-tail videos correspond-
ing to these conditions. The results show that our method
not only replicates realistic conditions but also seamlessly
adapts to complex scenarios generated by Carla, enhancing
its applicability in autonomous driving research. For more
visualization details, please refer to the Appendix.

Method Real Gen. mAPt mAOE| mAVE] NDS?t
Panacea v - 345 59.4 29.1 46.9
Panacea v 22.5 727 46.9 36.1
Panacea v v 371 (+2.6%) 54.2 27.3 49.2 (+2.3%)
InstaDrive (Re-Impl.) v 383 62.1 28.8 48.3
InstaDrive (Ours) - v 355 59.7 29.4 43.67
InstaDrive (Ours) v v 42,0 (+3.7%) 532 26.8 51.9 (+3.6%)

Table 4. Comparison on perception task with Panacea. We in-
volve data augmentation using synthetic training data to train
StreamPETR. The perception model’s performance improves sig-
nificantly, showing the substantial value of incorporating gener-
ated data into the training pipeline.

4.4. Ablation Study

We validate two key modules through qualitative and quan-
titative analyses, demonstrating their effectiveness and ro-
bustness. The qualitative comparison is in Fig. 6.

Instance Flow Guider. To evaluate the impact of the IFG
module, we conduct an ablation study by removing the in-
stance flow injection. In Tab. 5, the absence of instance flow

Settings FVD} FID} NDSt DS}
InstaDrive 38.06 3.96 4051 532
wlo IFG 58.86 (+20.8) 6.28 (+2.32) 40.23 (-0.28) 1189 (+653)
w/o SGA 4121 (+3.15) 4.22(+0.26) 37.31(-320) 723 (+187)
w/o SGA(Box)  39.27 (+1.21) 4.07 (+0.11) 38.22(-2.29) 628 (+92)

w/o SGA(Depth) 40.46 (+2.40) 4.15(+0.19) 39.13 (-1.38) 669 (+133)

Table 5. Ablation study results in (T+I)2V scenarios on the gener-
ated nuScenes validation set.

wio IFG module ours wio Box Projection ours wio Depth Order ours

(a) (b) ©

Figure 6. Ablation study of two key modules. Zoom for better
view. (a) Removing the IFG causes the car’s color to change over
time, breaking temporal consistency. (b) Replacing box projec-
tion with box coordinates in the Spatial Geometric Aligner module
causes misalignment between the passenger and the control box,
resulting in failed spatial localization. (¢) Removing depth cues in
the Spatial Geometric Aligner results in the nearby car A failing
to occlude the distant car B, disrupting occlusion hierarchy.

leads to a significant drop of 20.8 in FVD and an increase of
653 in IDS (ID Switch) for the multi-object tracking task.
These results underscore the critical role of the IFG module
in preserving instance-level temporal consistency.

Spatial Geometric Aligner. To evaluate the influence of
the SGA module, we remove the injection of depth cues and
replace the box projection with box coordinates as the con-
trol signal, seperately. As shown in Tab. 5, the absence of
SGA module results in a significant degradation of 3.20 in
NDS, highlighting its critical role in understanding spatial
localization and occlusion hierarchy.

Our method can also generate videos without the initial
frame as condition. To evaluate the impact of two key mod-
ules in the T2V scenario, please refer to Appendix.

5. Conclusion

We propose InstaDrive, a driving world model that en-
hances instance-level temporal consistency and spatial ge-
ometric fidelity. Our approach introduces two key ad-
vancements: the Instance Flow Guider module, which ex-
tracts and propagates instance features across frames to pre-
serve instance identity over time, and the Spatial Geometric
Aligner module, which ensures precise instance positioning
and explicitly models occlusion hierarchies. By incorporat-
ing these instance-aware mechanisms, InstaDrive achieves
SOTA generation quality and significantly improves down-
stream autonomous driving tasks. Finally, we leverage
CARLA’s autopilot to generate rare yet safety-critical driv-
ing scenarios, demonstrating the immense potential of In-
staDrive in long-tail simulation.
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