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(Ubject—levet' White, rectangular
telephone with a smooth, glossy surface.
Part-level: A black telephone with a
keypad, 4x4 grid of black buttons with
white numbers and symbols, connected &,

by a cord.
kY

Object-level: White, rectangular cabinet with a
smooth, glossy surface and a flat top.

I Part-level: The storage cabinet has a light-

[ . colored, smooth surface, possibly made of wood or

| ~ a wood-like composite, with a flat top and bottom,
‘ a visible handle on the right side.

Object-level: Rectangular table made of
| light-colored wood or wood-like material
L with smooth texture and visible grain

T8 4 pattern.
< Part-level: A rectangular table with a light-
¥ colored, smooth surface, possibly made of
__,,wood or laminate, supported by a black

metal frame.

Object-level White, translucent, smooth, m
rectangular blinds made of a lightweight * F |
material.

Part-level: White blinds with horizontal,
smooth, evenly spaced slats made of
fabric or plastic, mounted on a track
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Figure 1. ExCap3D produces descriptions at multiple level of details for objects in an input 3D scan. For each detected object, we generate
both object- and part-level of detail captions. The generated captions are consistent across the two levels and contain rich details.

Abstract part-level details generated by ExCap3D are more expres-
sive than those produced by state-of-the-art methods, with
Generating text descriptions of objects in 3D indoor a CIDEr score improvement of 17% and 124% for object-
scenes is an important building block of embodied under- and part-level details respectively. Our code, dataset and
standing. Existing methods describe objects at a single models will be made publicly available.
level of detail and do not capture ne-grained details of the
parts of objects. In order to produce varying levels of detail 1. Introduction
capturing both coarse object-level information and detailed 3D indoor scene understanding is central to applications
part-level descriptions, we propose the task of expressivesuch as augmented reality (AR), virtual reality (VR), and
3D captioning. Given an input 3D scene, the task is to de- robotics. While detecting 3D objects and their semantics is
scribe objects at multiple levels of detail: a high-level object important for these applications, natural language descrip-
description, and a low-level description of the properties of tions of objects enable more wide-ranging possibilities
its parts. To produce such captions, we present ExCap3D,they can encode more complex information ef ciently and,
an expressive 3D captioning model which takes as input aimportantly, enable more natural interactions between em-
3D scan, and for each detected object in the scan, generatedodied agents as well as humans and the scene. To pro-
a ne-grained collective description of the parts of the ob- duce a representation that facilities a diverse array of ap-
ject, along with an object-level description conditioned on plications, such language descriptions must also encompass
the part-level description. We design ExCap3D to encour- varying levels of detail: object-level descriptions for coarse
age consistency between the multiple levels of descriptionsidenti cation in the scene, and part-level details for precise
To enable this task, we generated the ExCap3D Dataset bymanipulation and ne-grained understanding. For instance,
leveraging a visual-language model (VLM) for multi-view a robotic assistant would only need a coarse, high-level de-
captioning. The ExCap3D Dataset contains captions on scription of the objects in a room (e.g., ‘a recliner chair’)
the ScanNet++ dataset with varying levels of detail, com- in order to navigate effectively in it, but it would need ne-
prising 190k text descriptions of 34k 3D objects in 947 in- grained descriptions of the objects (e.g., ‘recliner chair with
door scenes. Our experiments show that the object- anda high padded back, wooden armrests, a soft cushion and an
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Scan2Cap

adjustable footrest’) to provide assistive Al descriptions for
accessibility aid or to describe the scene to others.

Current 3D captioning models have made signi cant
progress in describing objects in indoor scenes by detect-
ing objects and generating their individual descriptions at &z
a single level of detail. These methods are trained only for |
captioning [10, 15, 32] or for multiple tasks [11, 55, 59, 60]. &
These methods can effectively describe coarse object infor-
mation in the global context of the scene, but preclude de-Figure 2. Descriptions of objects in existing datasets such as
tailed perception of the scene as they make limited use ofScan2Cap and ScanQA largely contain relations between objects,
ne-grained 3D inputs and cannot model object-part hier- and limited local details at a single level. In contrast, the ExCap3D
archy. They fail to describe highly localized properties of Dataset describes both the object as a whole and as a sum of its
object parts, such as appearance, material, and function. Iarts.
order to enable more complex perception of a scene requir-
ing these details, we propose to make use of ne-grained

3D inputs and explicitly model object-part hierarchy. We our dataset contains large-scale and high-quality object- and

:ihestcrlbetobjec.tts at mt:lhple I(_aveI?: an obgect—level ?c de|ta|l part-level captions, in contrast to Scan2Cap [15] and Nr3D
at captures (1S most prominent aspects (semantic (.;aSSEZ] with smaller-scale manually annotated spatial relations.
possibly size or overall appearance), and a ner-grained

. . . A comparison of the multilevel captions from the ExCap3D
part-level of detail that describes the details of elements P P P

. : . . Dataset with the single-level descriptions from the existin
composing the object (different materials, color, and func- g b 9

i Th wo d o | tarv t hScanZCap and ScanQA [3] is shown in Fig. 2. The Ex-
lons). These two escriplions are complementary 1o eac Cap3D Dataset describes objects with signi cantly more
other and enable different applications depending on the

: . . detail, while providing two complementary multilevel de-
level of detail required. Examples of such multilevel de- P 9 P y

inti h in Fia. 1 and Fig. 2 scriptions of each object.
Scriptions are snown In F1g. - and F1g. <. We show that ExCap3D produces richer and more con-

To generate such multilevel captions in 3D scans, we in- sistent object- and part-level captions compared to the state-
troduce ExCap3D, a 3D object captioning model that pro- of_the-art captioning methods, originally designed to gener-

duces expressive captions at both object- and part-levels ogge only a single level description. To summarize, our main
detail using two captioning heads. Examples of the captionscgntributions are:

abrown
cushion chair
with arms. itis
located close
to the wall.

Q: What is next to the orange
armchair?

A wall

A: another orange armchair
A: coffee table

ExCap3D
g mepi

Object-level: A three-seater leather couch with dark, smooth, glossy
leather, curved and straight edges.

Part-level: The black leather sofa has a smooth, glossy surface with
visible stitching, a curved armrest, and cushioned seat, with a tufted
backrest made of multiple leather panels stitched together, and sturdy
structure with visible stitching along the edges.

J

struggle with 3D orientation [47] and distances [8]. Hence,

generated by our method are shown in Fig. 1. The gen-
erated multilevel descriptions are complementary to each
other and describe different aspects of the objects, while
maintaining a few shared elements for consistency and co-
herence. The part-level caption generated by ExCap3D col-
lectively describes the different parts of an object. Know-
ing the descriptions of the parts can enable our model to
generate more consistent captions describing the object as
a whole. Hence, ExCap3D rst produces the part-level de-
tails and then uses these to inform the object-level captioner.
To further reduce inconsistencies between the two levels of
detail in terms of the object semantics and text content, Ex-
Cap3D employs additional consistency losses during train-
ing.

To enable this multilevel captioning task, we provide the
ExCap3D Dataset, which contains 190k object and part-
level natural language captions of 34k 3D objects from
the 947 scenes of the ScanNet++ dataset. We automat-
ically generate object captions for training, using a pre-

an expressive 3D captioning model that generates cap-
tions of objects in 3D indoor scenes at multiple levels
of detail: ne-grained part-level details and object-level
details

modeling object-level detail as a sum of its parts’ unique
appearance and functional attributes by generating object-
level captions conditioned on part-level descriptions, us-
ing the cross-attention mechanism of the object captioner
and the language model’s intermediate hidden states
regularization of our joint 3D captioning approach
through semantic and textual-similarity consistency
losses that maintain consistency of the object-level and
part-level predicted captions

the ExCap3D Dataset: a large-scale, precise and chal-
lenging dataset of 190k descriptive object- and part-level
captions of 34k objects in 3D indoor scenes built on the
ScanNet++ dataset with ne-grained texture, material,
and functional descriptions

trained vision-language model (VLM) on high-resolution 2. Related Work

DSLR images along with ground truth semantic informa-
tion from the ScanNet++ dataset [52]. We employ multi-

2.1. 2D Image Captioning

view aggregation to robustly capture key object- and part- 2D image captioning has been extensively studied in com-

level details.
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captioning of images, jointly localizing objects, and gener- 3. Method
ating their short descriptions. More recently, COCONut- . . .
PanCap [19] and Pix2Cap-COCO [53] combined the tasksProplem Formulation The t?Sk of expressive capt|onj
of ne-grained instance segmentation and detailed caption-Ing IS tq detect _the objects in a 3D _s.cen(_e and describe
ing. FlexCap [22] and FineCaption [26] can produce de- each obj(_ect at dlfferent levels of_detall. object- and part-
scriptions at varying levels of detail given the image and a :\jvgls'v(_;:;/en fiﬁ 'an.’t 3?/320§nNev |n3thedfor_m of ? 3? mesh
localized object as input. In contrast, we combine the tasksf_ 2_F( ’ )W't. ve;ﬂces . an tgangu ar: agcssb
of detection and multilevel captioning and describe detected. ' = connecting the vertices, we am to detect the 3D ob-
objects and their parts. jectinstance®; = (;Si; Cobj;i; Cpart ;i) in the scene, char-
acterized by the objects’ bounding boXgssemantic class
Si, andcopj;i andcpart ;i describing the object in natural lan-

2.2. 3D Scene Captioning guage at object- and part-levels of detail, respectively.

Scan2Cap [15] introduced the task of 3D dense caption-Overview of ExCap3D First, ExCap3D performs in-
ing and a method for context-aware captioning of 3D ob- stance segmentation and instance-aware query generation
jects, operating on ScanNet [18] scenes. Since then, sevto produce queries containing rich per-object information.
eral methods have been developed to effectively solve thisNext, the object- and part-level captioning models with
task by extracting object features and modeling their re- shared information generate two separate text captions, con-
lations with nearby objects [7, 9, 10, 28, 31, 49, 54]. ditioned on individual instance-aware queries and the cor-
These methods can accurately describe objects at the scengesponding features from the instance segmentation back-
level through relations with neighboring objects. Follow- bone. Finally, semantic and whole-text consistency losses
ing the trends of utilizing foundation models in 3D reason- are applied to the hidden states of the captioning models to
ing, Cap3D [38] and follow-up works [24, 39] describe iso- regularize the consistency of the predicted captions.
lated 3D objects through multi-view aggregation of VLM-
generated captions. More recent works have jointly trained
on multiple tasks such as 3D grounding, question answer-Given the mesh of the 3D sce as input, the instance
ing, and dense captioning by training custom |anguagesegmentation model produces a xed number of re ned
models from scratch [16, 58] or by ne-tuning pretrained instance-aware queri€y corresponding to thily objects
LLMs [11, 25, 27, 50, 57, 60]. However, these works focus detected in the scene, and their binary instance masks on
on high-level, proximity-based relations between objects atthe voxelized 3D input 2 f0;1gNe Nw<. The instance
the scene-level, underutilize local features to produce lim- queries are a compact representation of the 3D features of
ited object-level details and no part-level details We tackle the objects as well as their semantics. The instance segmen-
a similarly inspired problem, and leverage the high- delity tation model also produces dense featufe@ RNw« P
geometry and RGB captures from ScanNet++ [52] to enableon the voxels. The re ned and instance-aware que@es
complex, multilevel joint captioning. Moreover, we demon- and 3D voxel featureB are used to inform the per-instance
strate that our joint captioning approach improves both lev- captioning in the next step.
els of detail. The input mesh is rst voxelized into a voxel grid 2
RNw 6 containing the voxel coordinates and RGB colors.
We use the Mask3D [45] transformer-based model for in-
2.3. Part Understanding of 3D Objects in Scenes stance segmentation. It consists of a 3D sparse convolu-
tional UNet backbone to encode the voxelized 3D scene,
Several methods have focused on part-level understandingvhich outputs feature 2 RNvx P over the input vox-
of 3D scenes by only relying on explicit geometry [5, 6], im- els. A parallel mask module takes as input query vectors
ages and radiance elds [4, 30] or by using both modalities Q 2 RN« Pa denoting theN instances in the scene. The
and mesh-based oversegmentation [46]. A related methodjueries are re ned iteratively through several transformer
for 3D shapes rather than scenes was proposed by Cheencoder layers, with cross-attention to the 3D backbone fea-
et. al. [13], which produces part-level segmentation mapstures. The output instance-aware query vectors contain rich
and text descriptions of individual 3D objects at a single, representations of the object instances in the 3D scene and
ne-grained level of detail. This produces promising de- are used to predict the instance makk® f 0; 1gNa Nvwx
tailed captions, but is designed for isolated objects ratherand semantic class of each object.
than complex 3D scenes. In contrast, we jointly detect and
caption objects in large 3D scenes at multiple levels of de-
tail, ensuring consistency and enabling greater expressivityExCap3D contains two separate captioners for the object-
for downstream tasks. and part-levels of details. These are transformer-based lan-

3.1. 3D Instance Segmentation

3.2. Joint Captioning with Information Sharing
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Figure 3. Overview of our ExCap3D captioning method. We predict 3D instances in the input 3D scene using Mask3D [45], then predict
object-level and part-levels of detail using two separate captioning heads. The object-level captions are further constrained by the part-level
captioner’s hidden states. Semantic- and textual consistency losses are applied to ensure the overall consistency of both predicted captions.

guage models qp; and pa that produce the object-level  precomputed segments [23] on the mesh surface, giving the
captioncopj .o, part-level captiorcpat 0. They are condi-  context featuresS, 2 R"se Dewpion  wherensg,, is the
tioned on the instance-aware queligsand the dense voxel number of segments ih,, the predicted mask for qugot
featuresF, and are trained for next-token prediction. The The cross-attention operationAs = softmax( gk’ = d)v
language model captioners take as input a sequence of prewhere queries] and valuesk are the hidden states of,
viously predicted tokenty :::t; ; and decode the nextto- and the keyk areS,. The object and part captioners use

kent; autoregressively as context featureSopj .0 andSpar o respectively.
Importantly, to enable the object-level captioner to be in-
plti jtoiicti 1)= ( toiiity q); formed by the part-level captioner, we make use of the last

layer hidden statef$ipar ;1 : @ : hpart ;i ] Of the part-level cap-

where is the language model. We provide two tioner par . We use a linear projection

sources of rich instance-level information to the captioner:
the instance-aware re ned query output by the instance-

segmentation model, and voxel features from 3D UNet Hpartio = niaden ([Mpart 2.2+ part i)
backbong=. The re ned query vecto®,, corresponding and then concatenatépart ;o to the contextual features
to an objecbis rst projected with a linear layer to generate  of the object captioneBy;;o for objecto. The object-
the caption-aware que@c., 2 RPerion  for that object level caption for objecb is nally informed by the caption-
aware querfc; as well as feature#l part ;0; Sobj;0]. Since
Qco =  query (Qro); different objects in a batch have different numbers of pre-

dicted segments, we zero-p&gh;., to the maximum con-
whereD caption IS the the embedding dimension of the lan-  text length in the batch.
guage modelQc;, contains localized information required The two caption models are trained with cross-entropy

to generate the caption for an object, such as its semantiqCE) loss against the object- and part-level ground truth
class and its high-level features, and is used as the initial(GT) captions respectively, giving the loss

token to start the caption generation as
Lcaption = I—obj caption + Lpart caption

P(ti j Qco;tr:iiti 1) = ( Qeojtrii:ty 1): The outputs of this stage are the object-level caption
Cobj 0, Part-level captiortyan .o and the corresponding lan-
Additionally, we inject ne-grained information by us- guage model hidden statégp; = [hobj;1:::hobj:i] and
ing the captioner’s cross-attention layers to attend to ne- Npart = [Npart ;1 - hpart ; ] for each objeco.
grained contextual features from the 3D backbBneorre-
sponding to the object being captioned, after a linear projec-
tion to D caption - TO reduce the computational complexity of While the object-level of detail is informed by the part-level
the cross-attention operation, we aggregate features withirof detail, supervising these two captioners with different GT

3.3. Semantic and Textual Consistency Losses
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captions may lead to inconsistencies in the predicted cap- Dataset #Desc #Cls #Objs LoD
tions due to the different GT distributions of the two levels

of detail. Hence, we use additional constraints in the form I\NAREE;[[)E for 156 Aégi 2725 f(')BlS(k S J:ro
of consistency losses over the predicted captions. We en- Su u A Zer[ ] 35k 370 9 '5k S +o
couragesemantic consistendgr both captions to refer to SEZESCa[p][lS] 46K 265 9 ok SS +00
the same object semantics, such as its ne-grained object :

) 18, Su ! gral 1 ours 190k 2k 347Kk 0+p

class and material, artdxtual consistencfor the captions
to be similar to each other. Since consistency losses cannotT ble 1. ©C i { the ExCap3D Dataset with existi
be applied directly on the generated text due to the text tok- able .. ompanson of the Exwap ataset with existing

. . . ) . datasets that describe objects in 3D indoor scenes. We compare the
enizer being non-differentiable, we instead use the languag

- . Cumber of descriptions (#Desc), number of unique object classes
model hidden statelsor; andhpa from the last captioner  yecrined (#Cls), number of objects described (#Objs) and level of

layers as a proxy. detail (LoD, s = scene, 0 = object, p = part). Our descriptions have

) . greater object detail and introduce part-level details, while scaling
Semantic Consistency To promote both levels of cap- yp the number of descriptions, and semantic classes and objects
tions to contain similar semantic information, we use a se- described.

mantic consistency loss. We do this by projecting the hid-

den statedop; and hpae into a lower dimension to re-  |mplementation Details Predicted instances are matched
tain only meaningful semantic information over the whole with GT instances using Hungarian matching [34], and the
caption. We then pass these sequences independentlgredicted captions are supervised by the captions of the
through object- and part-level caption projection transform- matched instances. We train both the instance segmenta-
€rS  obj;sem and part ;sem 1O Obtain new embedded se- tion and captioning stages with a batch size of 6 scenes. In
quences, and these aggregate into single feature vectors reghe captioning stage, one batch that is input to the captioner
resenting the overall semantics of the predicted captionscontains all objects from scenes in the batch.

Nobj:sem 2 R®  andhpar :sem 2 RP  respectively, where

D isthe feed-forward dimension of. These are againin- 4. ExCap3D Dataset

dependently projected intdse, Ne-grained latent classes

using linear |ayers to get class probabnmwmobj and EXiSting datasets for Captioning Objects in 3D indoor scenes

sempan . The semantic Consistency loss is asymmetric sum contain Captions at a Single level of detail, that combines
[14] of cross-entropy (CE) losses both object properties such as color and texture, as well as

spatial and functional relations to other objects in the scene.
To enable the task of captioning at both the object- and part-
L semantic = CE (S€Mgp;; SG(S€Mpar )) + Iﬁvels of detail, we crdeated the} ExCag3D Dataset bﬁsegi on
. . the ScanNet++ [52] dataset of 3D indoor scans. The data
CE(seMpar ; SG(seMo; )); is generated in [a s]calable and fully automated manner by
leveraging a VLM that takes an RGB image crop of an ob-
ject and a text prompt as input, and outputs a description
Textual Consistency The object- and part-level captions Of the object. The objects to be captioned are identi ed us-
are expected to slightly overlap, since the salient features ofing the ground truth semantic instance annotations provided
an object are re ected in its object-level caption. We en- by ScanNet++. We prompt the VLM with text prompts to
courage this similarity through the similarity of the whole generate speci ¢ information about an object's color, tex-
sequences of object-level and part-level captions. Similarture, material and similar properties, and leverage multi-
to the semantic consistency loss, we use projectesStext view reasoning to obtain reliable nal caption generation for
and part texe o project the language model hidden states ScanNet++. A comparison of the ExCap3D Dataset with
iNto hopj:text and part ;ext , @nd aggregate over the se- €Xisting object-caption and other 3D object-text datasets is
quence of tokens to get single feature vectoyig.iexx and shown in Tab. 1.

hopj:part - The text-consistency loss is the distante :) 4.1. Object Level of Detail Captioning
between these two feature vectors

whereSG is the stop-gradient operator.

We utilize the ground truth 3D instance and semantic anno-
tations in the ScanNet++ dataset to generate the ExCap3D
Dataset. We project the 3D annotations onto the high-
The nal loss used to optimize ExCap3D is a weighted resolution DSLR images that are registered with the 3D

L textual = d(hobj ‘text » hpart text )

sum of the individual losses scan, to obtain a corresponding 2D bounding box of each
object in each DSLR image. We use this 2D mask to crop
L = Wil caption + Wal semantic + WL textual a rectangular region containing the object from the image,
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train/val/test splits of the semantic tasks of ScanNet++.

5.1. Evaluation Metrics

We adopt the commonly used CIDEr [44], ROUGE [36],
METEOR [20] and BLUE-4 [41] caption evaluation metrics
used by other 3D captioning methods [10, 15, 27, 58, 60].
Figure 4. Generation of ExCap3D Dataset. We use the groundMeétrics are reported separately for the object- and part-level
truth 3D semantics in ScanNet++, project them onto multiview details.
DSLR images and obtain descriptions of the image copus-
ing a VLM. For parts crops, we use pseudo-ground truth from 5.2. Baselines
MaskClustering. Finally, we summarize the captions from differ-

ent views using an LLM. We compare our method against six state-of-the-art caption-

ing methods. Cap3D [38] captions individual objects us-
ing pretrained BLIP2 [35] and GPT-4 [1]. LLaVA-3D [57]
after expanding the bounding box dimensionslbys. To aggregates multiview 2D features and uses these as input
maximize the RGB information that is input to the VLM, to an LLM, and is evaluated zero-shot from a pretrained
we pick the top 3 images that cover atle46f6the mesh model. D3Net [9] uses a PointGroup sparse convolutional
vertices corresponding to the object mask. The VLM gen- backbone with embedded object relations, and a GRU for
eratek = 5 descriptions for each view of the object, giving text generation. Vote2Cap-DETR [10] tokenizes the 3D in-
outputsc;; from thei™ view. We use an instruction-tuned put, and generates captions using GPT2 [42]. Vote2Cap-
large language model (LLM) to obtain th& object-level DETR++ [12] additionally uses decoupled detection and
caption€yp;;; by combining thg th caption from each view.  caption queries. PQ3D [60] uses promptable queries for
. . regions of interest, and generates captions with T5-Small
4.2. Part Level of Detail Captioning [43].
We produce pseudo-ground truth 3D part segmentation We train on ScanNet++ [52] for bounding box detection
data using a modi ed version of MaskClustering [51] that (Vote2Cap and D3Net) or instance segmentation (PQ3D
favours smaller segments over larger ones, along with SAM and ExCap3D). Since the baselines were designed for single
[33]. SAM is used to generate initial 2D segments on the level of detail captioning, we train them separately on the
DSLR images. MaskClustering combines these 2D seg-object- and part-level captions, while ExCap3D is trained
ments to produce coherent 3D part segments. We assojointly on both levels of detail.
ciate these 3D parts with the objects in ScanNet++ based

on an intersection-over-union (loU) threshold. The rest of Object-level Details

the part captioning process largely follows that of object pethod CIDEr ROUGE METEOR BLEU-4
captioning. We generate one captipnin each view, for Cap3D [36] 55 76 77 0.0
each part, and then combine the descriptions of all the parts p3net [9] 6.7 5.4 6.7 0.4
into a single part-level captiofy,: for each object using LLaVA-3D [57] 0.0 6.0 16.3 0.0
the LLM. While the pseudo-masks at the part-level obtained xﬁiﬁgipiggﬁﬁt’[]lz] ﬁ'g —ﬁ'g % , 1'01 L
from MaskClustering can detect parts of long-tail and small p53n [68] 279 116 126 19
objects in the ScanNet++ data, these masks are not as reli-Excap3p(ours) 32.9 16.7 18.0 1.2
able as the manually annotated object GT masks in Scan- Part-level Details

Net++. Hence, we aggregate the captions of different parts ;.04 CIDEr ROUGE METEOR BLEU-4
Zrt]oogjzggle caption containing overall part-level details for ggﬂi‘?[gg] 72 71 ;16_ 2 7? _38 19 f
Implementation Details We use Llava 1.6 [37] (7B LLaVA-3D [57] 0.6 13.0 15.5 0.0
parameters) with a Mistral backbone as the VLM, and Vote2Cap-DETR[10] 7o 203 217 3.9
instruction-tuned Llama 3.1 [21] (8B parameters) for the \;‘)thch[ggiDETRH [12] ﬁss 13690 1%583 34'183
LLM. To ensure the quality of the captions for evaluation,  gxcapap(ours) 328 219 211 28

we manually removed incorrect captions in the test set. Due

to the robust multiview aggregation of captio88;21% of Table 2. Comparison of object-level and part-level captioning per-

the captions were found to be accurate. formance between ExCap3D and baselines. The second-best re-
. sult is underlined ExCap3D improves CIDEr scores signi cantly

5. Experlments through joint captioning and consistency losses. All metrics are

We evaluate caption generation on the 84 instance clas€valuated atan loU threshold of 0.5
categories of the ScanNet++ benchmark [52]. We use the



Figure 5. Qualitative evaluation on ScanNet++ [52] scenes, in comparison with D3Net [9], Vote2CAP-DETR [10], and PQ3D [60].
Predicted text from methods are denoted by color to indicate correct and incorrect generated phrases compared to the ground truth. Our
method produces more consistent and detailed captions at both the object- and part-levels of detail. * indicates truncated output where the
underlined phrase was predicted repeatedly.



5.3. Comparison to State of the Art Method Object-Level Part-level

We compare with state-of-the-art captioning methods in  Separate Models 29.7 17.9
Tab. 2. ExCap3D outperforms all baselines on the CIDEr w/ Semantic Consistency 30.2 23.4
score, which aligns the most closely with human perception, w/ Textual Consistency 32.2 18.6
improving upon the highest performing baseline PQ3D by wj/ Part! Obj. Inf. Sharing 34.8 24.0
a margin of 17% and 124% for object- and part-level de- Full Model (Ours) 32.9 32.8

tails respectively. We also outperform the baselines on the
ROUGE and METEOR scores of object-level details, and Table 3. Ablation study of the different components of our method.
ROUGE scores of part-level details. Our joint prediction Performance is reported using CIDEr for object-level and part-
of captions at different levels of detail enables more robust, level captions. Each ablation is applied independently to the base-
accurate descriptions. line with separate models.

Qualitative comparisons are shown in Fig. 5. ExCap3D
produces complete and detailed descriptions at both the . : . .
; . ) : Consistency and information sharing are complemen-

object- and part-levels of detail, while the baseline methods : .
. o , : tary to each other The semantic and textual consistency
often omit details in both levels. Cap3D’s BLIP-2 captioner : S :
L . ) - losses act independently of the part object information
can produce limited details, and is easily distracted by back- . . : .
) . . sharing mechanism, and hence our full model improves sig-
ground objects. LLaVA-3D produces general captions with ™. o : .
. . | L2 ; . ni cantly over the individual components, particularly in
few object-specifc details, and has limited object localiza- ) . . o
) ) . : the part-level of detail as shown in Tab. 3. Intuitively, this is
tion due to a single location prompt as input. D3Net uses ; .
- . . because the consistency losses model only two kinds of con-
alimited GLOVE embedding of text which cannot produce sistency over lower-dimension embeddings, while sharin
detailed output descriptions. Vote2Cap-DETR, Vote2Cap- y gs, 9

DETR++ and PQ3D interpret 3D scenes more coarsely,lfcmgua“:je r_nodel h|dde_r_1 states enz_;\bles the _objegt-leve! cap-
. ' L . : tioner to directly condition on the internal high-dimension
which can result in hallucination of incorrect ne-grained

. representation of the part-level captions with ne-grained
details.
features.

5.4. Ablation Studies Limitations While our approach generates expressive

We ablate the different components of our method and showc@ptioning for 3D scans, various limitations remain. We use
the results in Tab. 3. As a baseline, we use two independenfW0 captioning models, with one conditioned on the hidden
captioning heads and train with onleapton . Each com- states of the other through cross-attention. This could limit

ponent of our method is added separately to the baseline tghe amount of information shared between the captioners.

show its ef cacy. Our method relies on a sparse convolutional backbone [17]
which is limited to a resolution of abo@tm. This could re-
Enforcing multilevel consistency improves caption qual-  strict captioning performance on small or thin objects. Sim-

ity Semantic consistency primarily improves part-level ilarly, the class imbalance in the ScanNet++ dataset could
details while textual consistency primarily improves object- restrict performance on long-tail classes.

level details as shown in Tab. 3, which demonstrates the

complementary nature of these two losses. As the object-6. Conclusion

level captions typically contain a stronger notion of global
object semantics compared to the part-level caption, the
latter improves in quality with semantic consistency. The
object-level captions also receive ne-grained cues through
textual similarity from the part-level details which helps to
re ne the global description of the object.

We introduced ExCap3D, a method for expressive dense
captioning of 3D scenes at multiple object- and part-levels

of detail. We showed that describing 3D objects as the sum
of their parts while maintaining consistency between the

multiple levels of descriptions leads to more accurate de-

scriptions aligned with human perception. We hope that

Part-object captioner information sharing improves our method and the accompanying ExCap3D Dataset open
performance Adding part! object information sharing ~ UP New possibilities for a holistic, expressive understanding

by conditioning object captions on the part-level of detail °f 3D scans.

improves both levels of captions as shown in Tab. 3. This is
because object details are improved when they are informedACknOWIedgmentS

by part captions which contain aggregated details that canthjs project was supported by the ERC Starting Grant Spa-
produce a better global description of the object. At the tjalsem (101076253), and the German Research Founda-

same time, the part-level of detail improves as itis gu|ded tion (DFG) Grant Learning How to Interact with Scenes
to produce consistent descriptions of parts that can be usefulhrough Part-Based Understanding.

for object-level captioning.
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