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Abstract

Recent advancements in text-to-video (T2V) generation
have been driven by two competing paradigms: autore-
gressive language models and diffusion models. However,
each paradigm has intrinsic limitations: language models
struggle with visual quality and error accumulation, while
diffusion models lack semantic understanding and causal
modeling. In this work, we propose LanDiff, a hybrid
framework that synergizes the strengths of both paradigms
through coarse-to-fine generation. Our architecture in-
troduces three key innovations: (1) a semantic tokenizer
that compresses 3D visual features into compact 1D dis-
crete representations through efficient semantic compres-
sion, achieving a ∼14,000× compression ratio; (2) a lan-
guage model that generates semantic tokens with high-level
semantic relationships; (3) a streaming diffusion model that
refines coarse semantics into high-fidelity videos. Experi-
ments show that LanDiff, a 5B model, achieves a score of
85.43 on the VBench T2V benchmark, surpassing the state-
of-the-art open-source models Hunyuan Video (13B) and
other commercial models such as Sora, Kling, and Hailuo.
Furthermore, our model also achieves state-of-the-art per-
formance in long video generation, surpassing other open-
source models in this field. Our demo can be viewed at
https://landiff.github.io/.

1. Introduction
Text-to-video (T2V) [6, 30, 55, 60] has made significant
progress in recent years, becoming an important research
direction in the fields of computer vision and artificial in-
telligence. Recent works in T2V models have primarily
revolved around two predominant paradigms: autoregres-
sive large language model (LLM)-based [30, 55] frame-
works and diffusion-based architectures [6, 60]. However,
each paradigm has their own advantages and limitations, as
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Figure 1. The rate-distortion curve illustrates how visual distortion
decreases as the number of transmitted bits increases. With just a
small number of bits representing high-level semantic features, we
can already achieve relatively low visual distortion. Building on
this information-theoretic insight, LanDiff combines the strengths
of both paradigms: LLMs efficiently generate compact semantic
features in the first stage, followed by diffusion models that add
perceptual details in the second stage, before final decoding to pix-
els via VAE. Data from Ho et al. [20], illustration is conceptual.

shown in Table 1.
From a representation perspective, LLM-based meth-

ods leverage discrete tokenization to explicitly encode high-
level semantics through vector quantization, effectively pri-
oritizing conceptual abstraction and narrative coherence.
However, this discretization inherently sacrifices low-level
visual fidelity due to information compression, resulting in
low reconstruction quality. In contrast, diffusion-based ap-
proaches employ continuous latent representations to pre-
serve much more perceptual details, enabling superior re-
construction quality at the cost of diluted semantic inter-
pretability, as hierarchical features remain entangled in the
latent space. From a generative modeling perspective,
LLM-based systems adopt autoregressive modeling to en-
force causal dependencies between video frames, ensuring
strong temporal coherence. However, the autoregressive
generation inherently risks error propagation across time
steps, where inaccuracies in early predictions amplify dur-
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Table 1. The comparison between LLM based and diffusion based
T2V systems. The advantages and disadvantages are marked by

and , respectively.

Methods Representations Modeling

LLM
Discrete Tokens
Low Reconstruction Quality
Highlight Semantic Information

Autoregressvie
No Refinement
Causal Modeling

Diffusion
Continuous Vectors
High Reconstruction Quality
Lack Semantic Information

Non-Autoregressvie
Progressive Refinement
Non-causal Modeling

ing decoding. In contrast, diffusion-based methods employ
non-autoregressive generation, refining outputs in parallel
through iterative denoising steps. Although this design mit-
igates error accumulation and enhances generation flexibil-
ity, the absence of explicit causal constraints often leads to
temporal inconsistencies or semantic hallucinations.

In this work, we propose a hybrid architecture that syner-
gizes the strengths of both Language models and Diffusion
models, named LanDiff, through a coarse-to-fine generation
paradigm. As shown in Figure 1, inspired by the human
creation of video which will generate the high-level story-
line first and then add low-level visual details based on the
storyline to form the video, we design a two-stage video
generation process with the number of bits gradually in-
creasing and carefully design the autoregressive model and
the diffusion model to be responsible for different stages of
T2V generation, so as to play to their strengths and avoid
their weaknesses. In detail, 1) at the low-bit position “se-
mantic feature”, the low-bit information ensures that the to-
ken sequence is not too long, and the high-level information
makes it easier for the model to capture the overall seman-
tic entity motion of the video, so as to play to the strengths
of the autoregressive model and avoid its weaknesses. Thus
we use LLM to generate a coarse-grained video in the first
stage; 2) at the high-bit position “perceptual feature”, since
we have already obtained the coarse-grained with rich se-
mantic and time-serial information, we only need to focus
on how to add details to the coarse-grained video. Thus
we apply a diffusion model in the second stage. Finally, a
VAE decoder transforms the generated “perceptual feature”
into the final RGB video output. By unifying these com-
plementary mechanisms, we demonstrate that hybrid archi-
tectures can overcome the inherent limitations of isolated
approaches, enabling coherent, semantically faithful, and
visually compelling video generation from textual descrip-
tions, as shown in Table 2.

With this design, the ideal semantic feature should con-
tain high-level semantic information and motion informa-
tion and only require a few bits to represent. We achieve
this goal by performing extreme compression on video rep-
resentations rich in high-level semantics. For video repre-
sentation, we select the Theia model [46] as our visual rep-

Table 2. The comparison between LanDiff and previous large-
scale T2V systems. The compression rates of LLM-based and
diffusion-based models are illustrated using VideoPoet [30] and
CogVideoX [60] as examples, respectively.

Models LLM Diffusion LanDiff

Highlight Semantic Information? ✓ ✗ ✓
Progressive Refinement? ✗ ✓ ✓
Causal Modeling? ✓ ✗ ✓
High Visual Quality? ✗ ✓ ✓

Compression Ratio ↑ ∼256 ∼1024 ∼14000
Long video Generation? ✗ ✗ ✓

resentation backbone, which has been distilled from multi-
ple visual understanding and self-supervised representation
models, ensuring the encoded features contain rich semantic
information. To achieve extreme compression and reduce
the number of bits, we design an efficient tokenizer to com-
press 3D visual features into 1D discrete representations.
The tokenizer is based on the Transformer [54] structure,
uses query embedding to aggregate visual features, and has
a higher compression rate than CNN-based structures [63].
To further compress the video by fully utilizing the tempo-
ral redundancy of the video, inspired by the MP4 video en-
coding algorithm [32], we divide the video into keyframes
and non-keyframes, and set more numbers of tokens for
keyframes. The detailed design is shown in subsection 3.1.
For the diffusion model, we use generated semantic tokens
as conditions and generate the target video by gradually re-
moving the noises. To better support the long-video gen-
eration, we train a chunk-wise streaming diffusion model
that only uses a limited number of historical frames as con-
ditions, thereby greatly reducing the computational cost of
training and inference.

Thanks to these designs, our LanDiff has made signifi-
cant progress in spatial relationship compliance, action co-
herence, visual quality, etc. Specifically, 1) for short video
generation, our 5B model achieved a score of 85.43 on
the VBench T2V benchmark, surpassing the state-of-the-art
open-source models Hunyuan Video (13B) and other com-
mercial models such as Sora, Kling, and Hailuo; 2) for long
video generation, after testing by the VBench T2V bench-
mark, our model also achieved state-of-the-art performance,
surpassing other open-source models in this field. Our
video examples can be viewed at https://landiff.
github.io/.

2. Related Work
Video Tokenization. Video tokenization plays a crucial
role in video understanding and generation tasks. Since
a video can be represented as a sequence of continuous
frames, some works directly use image tokenizers to pro-
cess videos frame by frame. For example, Wang et al.
[55] directly use SBER-MoVQGAN as the video tokenizer.
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However, this method ignores the temporal redundancy in
videos, resulting in a low compression rate. To reduce tem-
poral redundancy, some works [58, 62] try to extend im-
age tokenizers based on 2D convolution to 3D convolution,
which can process both temporal and spatial information si-
multaneously. These methods encode videos in the original
RGB space and perform video reconstruction tasks, which
are more about perceptual compression. In addition, some
works [15, 25] try to train video tokenizers on features ex-
tracted from pre-trained visual encoders. These tokenizers
can achieve good performance in understanding and gener-
ation tasks while maintaining a high compression rate. The
video tokenizer we propose belongs to this category. Un-
like previous feature-based tokenizers that achieved limited
compression rates and primarily focused on image process-
ing, our video tokenizer delivers significantly higher com-
pression while handling both images and videos in a unified
framework.

LLM based Video Generation. LLM-based video gen-
eration methods are usually based on the Transformer [54]
structure, learning the mapping from text to video through
next token prediction. TATS [14] uses VQ-GAN as the to-
kenizer and predicts video tokens using a GPT-like model
structure. VideoGPT [58] uses 3D convolution to extract
features and quantize them, and predicts the quantized
video discrete tokens using a GPT-like model. Recently,
VideoPoet [62] uses MagViT2 [62] as the tokenizer and uni-
fies multiple modalities as input to a large language model
(LLM) to conditionally generate video tokens. In addition,
Emu3 [55] uses SBER-MoVQGAN as the tokenizer to per-
form video understanding and generation by predicting the
next token. These works all use LLMs to directly generate
“perceptual features” that contain rich visual details with
high bit rates. Recently, ARLON [33] attempts to discretize
VAE features into a small number of tokens to reduce the bit
rate required for LLMs’ prediction. In this way, the tokens
retain low-frequency visual information such as blurry con-
tours rather than high-level semantic information. In con-
trast, our method employs tokens containing high-level se-
mantic information as prediction targets for LLMs, which
enables us to fully leverage LLMs’ advantages in causal
modeling to precisely generate high-quality videos.

Diffusion based Video Generation. Diffusion-based
methods have achieved great success in image generation,
and recently many people [7, 21, 22, 49, 69] have tried
to apply them to video generation tasks. VDM [22] ex-
tends the 3D U-Net structure for video generation. Wang
et al. [56] propose to generate high-quality and aesthetically
pleasing videos in a cascaded manner. Benefiting from the
success of the text-to-image (T2I) field, some works such
as Animatediff [16], SVD [6], and PixelDance [65] try to
use pre-trained T2I models as initialization, and then add
modules for temporal modeling to capture motion informa-

tion for video generation. Ma et al. [39] explore the gen-
eration capabilities of multiple different structures of latent
diffusion transformer. After the release of SORA, a series
of video generation methods based on the DiT [41] model
have been proposed, including OpenSora [68], OpenSora-
Plan [34], Cogvideox [60], Hunyuan Video [31], Mira [27]
and STIV [35] etc. These methods can only generate short
videos of a few seconds. Recently, StreamingT2V [18] gen-
erates long videos by block-wise generation on a pre-trained
short video generation model, and then uniformly performs
mixed augmentation. In addition, some works improve the
consistency of long video generation by leveraging noise
rescheduling techniques [37, 43]. Our method employs dif-
fusion models as renderers for semantic features, enabling
us to leverage their superior visual generation quality while
circumventing their limitations in causal modeling.

3. Method
In this work, we propose a novel text-to-video generation
framework that synergistically integrates the strengths of
autoregressive modeling and diffusion processes while cir-
cumventing their respective limitations. The framework
mainly consists of the following components: 1) an efficient
tokenizer that transforms 3D visual features into compact
1D discrete representations while preserving and enhanc-
ing their semantic information; 2) a language model that
performs temporal sequence modeling to generate semantic
tokens representing video blueprints from textual descrip-
tions; 3) a streaming diffusion model that progressively re-
fines coarse semantic videos by adding fine-grained details
to produce high-quality VAE features; and 4) a VAE de-
coder that reconstructs the final video frames from the re-
fined VAE features.

3.1. Video Semantic Tokenizer
In this section, we introduce a novel video semantic tok-
enizer that efficiently compresses the video into semantic
information. Firstly, we will introduce the video seman-
tic representation used in tokenization. Then, considering
the high redundancy of video in both spatial and tempo-
ral dimensions, we introduce two compression strategies:
1) a query-based causal tokenization that efficiently re-
duces spatial redundancy while preserving essential seman-
tic information through vector quantization; 2) inspired by
MP4 [32], we implement video frame grouping to minimize
temporal redundancy by treating grouped frames as a unit,
where the first frame (I-frame) is fully encoded while subse-
quent frames (P-frames) only capture the temporal changes
by referencing content from previous frames.

Video Semantic Representation. Generally, video rep-
resentations can be divided into two categories: 1) some
methods [55, 62] directly utilize an autoencoder to learn the
video representations. 2) Some works [25, 26, 29, 51] use
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Figure 2. The architecture of LanDiff. Given text inputs, we first extract text embeddings and employ an LLM to generate semantic
tokens in the first stage. Subsequently, we utilize a diffusion model to synthesize perceptual features conditioned on these semantic tokens,
followed by a VAE decoder that transforms these features into the final video frames.

pre-trained visual self-supervised learning features (SSL)
as video representations. Compared with the first directly
learned autoencoder latents which contain lots of visual de-
tails, the second SSL features maintain much more semantic
features, which enable the LLM to focus more on the high-
level semantic information of the video.

Based on these thoughts, we choose the pretrained SSL
features as the video representations. For better usage of
different SSL models, we choose Theia model [46], which
is a unified visual feature extractor distilled from multiple
visual task models, including CLIP [44], SAM [28], DI-
NOv2 [40], ViT [10], and Depth-Anything [59].

Tokenizer Design. In this part, we introduce the design
of our tokenizer, which leverages the query tokens to com-
press the video semantic features and uses quantization to
discrete the video semantic representation while minimiz-
ing the reconstruction loss.

In detail, firstly, we extract the semantic features using
the Theia model and flatten it to obtain F ∈ R(T×H×W )×D.
Inspired by TiTok [63], we use N randomly initialized to-
kens as query tokens Q ∈ RN×D and concatenate them
with the semantic features F . Then we use a transformer
encoder to encode them and only take the encoded features
of the query tokens.

ZQ = Enc([F ;Q]), (1)

where [; ] represents the concatenation operation and ZQ ∈
RN×D. We then apply vector quantization on ZQ by train a
VQ-VAE model and obtain the quantized feature ẐQ. In the
decoding stage, the quantized feature ẐQ is used as a con-
dition, and then a sequence of mask tokens M ∈ RT×H×W

are added in front of the ẐQ to form the inputs of decoder.
Then we only take the features of the mask tokens as fol-

lows:
F̂ = Dec([M ; ẐQ]), (2)

where F̂ ∈ R(T×H×W )×D represents the reconstructed fea-
ture, and M represents the mask tokens. Inspired by Huang
et al. [23], Wang et al. [57], we minimize the reconstruc-
tion loss of the video semantic feature during training the
VQ-VAE.

For the VQ-VAE, we follow the method of Wang et al.
[57], Yu et al. [61]. We update the codebook using expo-
nential moving average (EMA). We also optimize the code-
book with the video semantic feature reconstruction loss.
The loss function is shown as follows:

L = λrec||F̂ − F ||2 + λcommit||sg(ẐQ)− ZQ||2, (3)

where sg() is the stop-gradient operation, || · ||2 is the L2
loss.

Video Frame Grouping. For video, a straightforward
observation is the redundancy in time series (i.e., the dif-
ference between adjacent video frames is minimal). Intu-
itively, we can achieve a better compression rate by mod-
eling the difference between adjacent video frames instead
of tokenizing all frames equally. Inspired by the popular
video compression method MP4 [32], given N frames of a
video, we first split them into N/T groups (i.e., T frames
as a group. For clarification, as shown in Figure 3, we use
T = 3 as an example.). Then: 1) we will model differ-
ent groups independently; 2) for each group, we will fully
encode the first frame (Intra-coded Frame, IFrame), while
for the remaining [1, T − 1] frames (the Predictive-coded
Frame, PFrame), we encode them by referencing their pre-
vious frames.

To achieve this, within a group, the first frame (IFrame)
will only see itself and have a large number of query tokens
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Figure 3. Proposed architecture of the video semantic tokenizer. We use query tokens to compress the semantic sequence length. Further-
more, we group the frames into groups (3 frames in a group in this figure). In a group, the first frame is the IFrame and the rest frames are
PFrames. We use different query token numbers for them. The attention mask design is shown in the right.

(e.g., 3 query tokens in Figure 3) to achieve better recon-
struction quality. For the rest frame (PFrame) i ∈ [1, T −1],
it will see the previous frames (i.e., frames j ∈ [0, i−1]) and
have a small number of query tokens (e.g., 1 query token
which is 1/3 of the IFrame) to force the model to learn the
difference. Technically, as shown in the attention mask on
the right side of Figure 3, we use frame-level causal masks
for the feature sequence during encoding. The query tokens
are also divided according to the frame, and each token can
only attend to the features of the corresponding frame and
the previous frames. During decoding, the mask token cor-
responding to each frame can see the previous features, the
corresponding query tokens, and the previous query tokens.

3.2. Language Model for Semantic Token Genera-
tion

As shown in Figure 2, after training an efficient tokenizer,
we use a language model to generate semantic tokens au-
toregressively based on text. Specifically, we first use a pre-
trained text encoder T5-XXL [45] to extract text features X .
We use the video tokenizer encoder trained in subsection 3.1
to convert the video into a 1D discrete token sequence Y . To
enhance the controllability of the generated results, we in-
troduce additional control conditions CC. It includes: 1)
frames condition for requiring the model to generate videos
with a specified number of frames; 2) motion score con-
dition, which is a value between 0 and 1, used to control
the degree of motion in the generated video. The discrete
tokens are converted into embedding vectors during gener-
ation and added with positional encoding, and then concate-
nated with the control conditions as input. The structure of

the language model follows the typical LLaMA model [53]
network structure. We train the model from scratch, using
cross-entropy loss as the loss function.

LLM = E[− log p(Yi|X,CC, Y<i)] (4)

3.3. Diffusion Model for Perceptual Feature Gener-
ation

The video detokenizer in LanDiff is responsible for convert-
ing semantic tokens into VAE latent vectors. As shown in
Figure 2 we use a conditional diffusion model to complete
this task. Especially to support long-video generation, we
also design the streaming inference strategy. In this section,
we will first introduce the architecture for a single seman-
tic token chunk. Then we will introduce the chunk-wise
streaming strategy.

Architecture. Our diffusion model employs an archi-
tecture similar to MMDiT[12, 60]. Specifically, 1) we use
the video tokenizer decoder trained in subsection 3.1 to de-
code the semantic tokens into semantic features F̂ . Then
we use the semantic features F̂ as a condition to guide the
diffusion model to generate videos; 2) we inject the control
signals into the model in a similar way to ControlNet [67].
In detail, during training, the parameters of the main model
are not updated, the control module copies the parameters
of the first half layers of the main model, and adds them to
the output of the main model after a linear layer initialized
with zeros; 3) to make the semantic features match the tar-
get VAE features in the space dimension, we additionally
add an upsampling module. We show the model structure
in the appendix Figure 8.
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During training, given the input video chunk V ∈
R(T×H×W )×D, where T is the frame length of the VAE
latent and D is the VAE latent feature dimension, the dif-
fusion algorithm progressively adds noise to the video and
produces a noisy video V t, where t represents the number
of times noise is added. The diffusion algorithm uses time
step t, and semantic features F̂ ∈ R(T×H×W )×D as condi-
tions, and then uses a network ϵθ to predict the noise added
to the noisy video Vt through:

L = EV,t,cs,ϵ∼N (0,1)

[
∥ϵ− ϵθ(V

t, t, F̂ ))∥22
]

(5)

Chunk-wise Streaming Strategy. To support long
video generation scenario whose semantic token sequence
is very long and difficult to generate as a whole, we propose
the chunk-wise streaming strategy. During training, given
video latent chunk V ∈ R(T×H×W )×D, to maintain the ap-
pearance continuity in the video, we use the first half of V
(Vl) as the prompt and generate the second half of Vr. In de-
tail, we do not add noise to the first half chunk and give time
condition t to 0.999. We also randomly mask the first half
chunk with a ratio of 20%. The loss function for training at
this time is:

L = EVr,t,cs,ϵ∼N (0,1)

[
∥ϵ− ϵθ(Vl, V

t
r , t, cs))∥22

]
. (6)

During inference, the first L/2 VAE latents will be gen-
erated without the prompt. For the following VAE latents,
we will accumulate L/2 tokens to form a chunk and use the
previous chunk as prompt.

4. Experiments and Results
4.1. Experimental Settings
Datasets. For the video tokenizer and language model, we
use an internal dataset with 200M video-text pairs for train-
ing. All videos with a duration of less than 6s are filtered,
and the videos are kept in the aspect ratio and then scaled
to around 480x720 resolution for center cropping. Consis-
tent with CogVideoX [60], we set the fps of all videos to 8.
For the diffusion model, we select a dataset containing 3M
high-quality video-text pairs for training. To evaluate the
performance of the text-to-video generation model, we use
the prompts provided by the widely used VBench [24] T2V
benchmark to generate videos.

Implementation Details. For the video tokenizer, we set
the group size T mentioned in subsection 3.1 to 13. We set
the number of tokens I corresponding to the IFrame to 330,
and the number of tokens P corresponding to the PFrame
to 74. The dimension of the tokenizer’s codebook is set to
16, and the vocabulary size is set to 2048. For the language
model, we use the LLaMA [53] structure, with 2B model
parameters, and use 1D RoPE [50] positional encoding. We
use the 2B version of the CogVideoX1 [60] model as the

1https://huggingface.co/THUDM/CogVideoX-2b

base model for our video detokenizer. We list the structure
settings and more implementation details of each module in
the appendix subsection A.1, subsection A.2, and subsec-
tion A.3.

Evaluation Metrics. To evaluate the text-to-video gen-
eration task, we use the metrics proposed in the VBench and
VBench-Long [24] benchmarks.

Evaluation Baselines. We compare LanDiff with base-
lines: 1) Sora [5]. 2) Jimeng [3]. 3) Hailuo [2]. 4) OpenSo-
raPlan V1.1 [34]. 5) Kling [38]. 6) InstructVideo [64]. 7)
Gen-3 [1]. 9) Latte-1 [39] 9) HiGen [42]. 10) AnimateDiff-
V2 [16]. 11) Show-1 [66]. 12) Pika [4]. 13) VideoCrafter-
2.0 [7]. 14) OpenSora V1.2 [68]. 15) LTX-Video [17]. 16)
Mochi-1 [52]. 17) CogVideoX [60]. 18) Vchitect-2.0 [13].
19) RepVideo [48]. 20) HunyuanVideo [31]. 21) ARLON
[33]. 22) Emu3 [55].

4.2. Experimental Results

A life-sized ice sculpture of a playful dog, with intricate details and a joyful
expression, stands in the middle of a sunlit, grassy field on a sweltering summer

day. The ice dog, initially solid and vibrant, begins to melt under the relentless
heat, with droplets of water forming on its surface. As the day progresses, the
ice dog's form gradually diminishes, with its once sharp features becoming

blurred and distorted. The melting process accelerates, and the ice dog's body
starts to collapse, pooling into a puddle of water on the ground. By the end of
the day, all that remains is a shallow puddle, reflecting the cloudless sky, with

the memory of the once majestic ice dog now just a memory.C
ogVideoX-5B

O
urs

Figure 4. Comparison of qualitative results for text-to-video gen-
eration.

Text to Video Generation. As shown in Table 3, our
5B LanDiff model outperforms the state-of-the-art open-
source models on VBench, including the 13B Hunyuan-
Video, achieving a top score of 85.42. LanDiff exhibits
superior semantic understanding while maintaining excel-
lent generation quality, surpassing same-sized CogVideoX-
5B across most metrics. To validate our approach’s effec-
tiveness independent of training data volume, we trained a
7B DiT-based diffusion model with identical training data
(marked as DiT in the table). The results confirm that our
task division strategy successfully leverages the comple-
mentary strengths of autoregressive and diffusion models.
Figure 4 shows qualitative comparisons between LanDiff
and CogVideoX-5B. Our model effectively captures tempo-
ral dynamics described in the prompt, accurately rendering
a melting ice dog sculpture. LanDiff successfully depicts
the progressive transformation from solid form to liquid
state, while CogVideoX-5B produces a static ice sculpture
that remains virtually unchanged throughout the sequence.
This demonstrates our model’s superior ability to compre-
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Table 3. Performance comparison of Text-to-video (T2V) generation between our LanDiff and other state-of-the-art models on
VBench benchmark. We selected 8 out of the 16 evaluation dimensions from VBench, along with Total Score, Quality Score, and
Semantic Score, for presentation. The complete results with all 16 evaluation dimensions can be found in the appendix Table 8. The best
and second-best scores are highlighted in bold and underline, respectively. † indicates the scores we reproduced, while ‡ indicates the
scores from the original papers, and other scores are from the VBench benchmark.

Model
Name Type Model

Size
Total
Score

Quality
Score

Semantic
Score

background
consistency

dynamic
degree

motion
smoothness

multiple
objects

object
class scene spatial

relationship
subject

consistency

Open Sourced Models

InstructVideo Diffusion 1.3B 76.61 81.56 56.81 96.97 69.72 96.62 21.57 73.26 22.21 43.49 95.30
Latte-1 Diffusion 0.7B 77.29 79.72 67.58 95.40 68.89 94.63 34.53 86.53 36.26 41.53 88.88
OpenSoraPlan V1.1 Diffusion 2.7B 78.00 80.91 66.38 96.73 47.72 98.28 40.35 76.30 27.17 53.11 95.73
Show-1 Diffusion 6.3B 78.93 80.42 72.98 98.02 44.44 98.24 45.47 93.07 47.03 53.50 95.53
OpenSora V1.2 Diffusion 1.1B 79.76 81.35 73.39 97.61 42.39 98.50 51.83 82.22 42.44 68.56 96.75
LTX-Video Diffusion 1.9B 80.00 82.30 70.79 97.20 54.35 98.96 45.43 83.45 51.07 65.43 96.56
Mochi-1 Diffusion 10B 80.13 82.64 70.08 97.28 61.85 99.02 50.47 86.51 36.99 69.24 96.99
AnimateDiff-V2 Diffusion 1.3B 80.27 82.90 69.75 97.68 40.83 97.76 36.88 90.90 50.19 34.60 95.30
VideoCrafter-2.0 Diffusion 1.7B 80.44 82.20 73.42 98.22 42.50 97.73 40.66 92.55 55.29 35.86 96.85
CogVideoX-2B Diffusion 2B 80.91 82.18 75.83 96.63 59.86 97.73 62.63 83.37 51.14 69.90 96.78
Emu3 ‡ LLM 8B 80.96 N/A N/A 97.69 79.27 98.93 44.64 86.17 37.11 68.73 95.32
Vchitect-2.0-2B Diffusion 2B 81.57 82.51 77.79 96.53 58.33 97.76 69.35 87.81 57.51 54.64 96.42
CogVideoX-5B Diffusion 5B 81.61 82.75 77.04 96.52 70.97 96.92 62.11 85.23 53.20 66.35 96.23
DiT † Diffusion 7B 81.85 82.70 78.42 97.65 51.02 98.94 69.63 93.40 57.10 60.89 97.05
RepVideo Diffusion 2B 81.94 82.70 78.91 96.56 57.78 98.13 71.18 87.83 52.96 74.74 96.25
Vchitect-2.0[E] Diffusion 2B 82.24 83.54 77.06 96.66 63.89 98.98 68.84 86.61 56.57 57.55 96.83
HunyuanVideo Diffusion 13B 83.24 85.09 75.82 97.76 70.83 98.99 68.55 86.10 53.88 68.68 97.37

Close Sourced Models

Pika-1.0 Diffusion N/A 80.69 82.92 71.77 97.36 47.50 99.50 43.08 88.72 49.83 61.03 96.94
Kling Diffusion N/A 81.85 83.39 75.68 97.60 46.94 99.40 68.05 87.24 50.86 73.03 98.33
Jimeng Diffusion N/A 81.97 83.29 76.69 98.39 38.43 98.09 69.08 89.62 44.94 77.45 97.25
Gen-3 Diffusion N/A 82.32 84.11 75.17 96.62 60.14 99.23 53.64 87.81 54.57 65.09 97.10
Hailuo Diffusion N/A 83.41 84.85 77.65 97.05 64.91 99.22 76.04 87.83 50.68 75.50 97.51
Sora Diffusion N/A 84.28 85.51 79.35 96.35 79.91 98.74 70.85 93.93 56.95 74.29 96.23
ARLON ‡ LLM+Diffusion 1.5B N/A N/A N/A 97.10 52.77 98.92 N/A 89.80 54.43 N/A 93.41
ARLON † LLM+Diffusion 5B 82.31 83.58 77.27 98.65 72.22 97.56 74.49 90.60 52.07 62.53 95.59

LanDiff LLM+Diffusion 5B 85.43 86.13 82.61 98.73 92.71 97.08 86.69 94.94 53.79 73.74 96.11

hend and visualize complex temporal transformations and
physical processes. For more video examples, please refer
to our demo website2.

Long Video Generation. We compare our model with
other open-source text-to-long video generation models:
FreeNoise [43], StreamingT2V [18], OpenSora-V1.2 [68],
and ARLON [33]. As shown in Table 4, LanDiff achieves
state-of-the-art performance with the highest Total Score
of 68.34. While StreamingT2V shows superior Dynamic
Degree (85.64), it sacrifices consistency metrics (Subject:
87.31, Background: 94.64). Conversely, models like AR-
LON excel in consistency but exhibit limited dynamism
(50.42). Our approach strikes an optimal balance with
strong dynamism (72.86) while maintaining high consis-
tency scores and achieving the best results in Aesthetic
Quality (60.96) and Overall Consistency (27.29). As il-
lustrated in Figure 5, LanDiff effectively renders com-
plex motion dynamics in the prompt ”a car accelerating
to gain speed,” successfully depicting increasing velocity
while preserving visual consistency. In contrast, competing
models struggle with this motion, producing either static

2https://landiff.github.io/

vehicles, inconsistent appearances, or unrealistic accelera-
tion patterns. Additional video samples are available on our
demo site2.

Video Tokenization. We present visualization results
of our model’s video reconstruction in Figure 6. We ex-
tract semantic tokens from the reference video and sub-
sequently convert these tokens back into video using the
video detokenizer. The results demonstrate that through our
careful design, our video tokenizer can accurately recon-
struct videos with accurate semantics and actions using only
approximately 1/50th of the sequence length required by
MagViT2 [62]. While some minor discrepancies in cloth-
ing details exist between the reconstructed and reference
videos, these differences remain within acceptable limits for
practical video generation applications. Additional video
samples are available on our demo site2.

4.3. Ablation Study
In this section, we conducted ablation experiments on the
video tokenizer and classifier-free guidance. To fairly eval-
uate the effectiveness of our video tokenizer, we imple-
mented an ARLON-like method as a comparison baseline.
Specifically, for the control group without our proposed
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Table 4. Long video generation results of LanDiff and other models on VBench. The best and second-best scores are highlighted in bold
and underline, respectively.

Models Total
Score

Subject
Consist

Background
Consist

Motion
Smooth

Dynamic
Degree

Aesthetic
Quality

Imaging
Quality

Overall
Consist

FreeNoise 62.60 96.59 97.48 98.36 17.44 47.39 63.88 25.78
StreamingT2V 62.92 87.31 94.64 93.83 85.64 44.57 53.64 23.65
OpenSora-V1.2 64.24 96.30 97.39 98.94 44.79 56.68 51.64 26.36

ARLON 65.09 97.11 97.56 98.50 50.42 56.85 53.85 26.55

LanDiff 68.34 95.41 97.88 97.38 72.86 60.96 63.00 27.29

Stream
ing t2v

Freenoise
O

penSora
O

urs

"a car accelerating to gain speed."

@1s @25s@7s @13s @19s

Figure 5. Qualitative comparison of long video generation results between LanDiff and other state-of-the-art models (FreeNoise, Stream-
ingT2V and OpenSora-V1.2).

R
eference 
 Video

O
urs

M
agViT2 

Figure 6. Visualization results of video reconstruction using video
tokenizer.
Table 5. The ablation study of video tokenizer and classifier free
guidance (cfg) on Vbench benchmark.

Models Total
Score

Quality
Score

Semantic
Score

LanDiff 85.43 86.13 82.61

-video tokenizer 82.31 83.58 77.27
-cfg 81.06 83.04 73.13

video tokenizer, we followed ARLON’s architectural ap-
proach by training a large language model to predict quan-
tized VAE features, then using CogVideoX-5B as the base
diffusion model conditioned on these LLM-predicted VAE

features to generate videos. This baseline model was trained
with exactly the same dataset and training recipe as Lan-
Diff, ensuring strict experimental control variables and ef-
fectively eliminating interference factors such as model pa-
rameter count and training data scale. As shown in Table 5,
the experimental results clearly demonstrate that our pro-
posed video tokenizer significantly improves both the qual-
ity score and semantic score of generated videos, validating
the importance of this component in our framework. In the
case of not using classifier-free guidance for text, our model
has decreased in quality and semantic scores.

5. Conclusion
In this paper, we propose a new text-to-video generation
model, LanDiff. It combines the advantages of autoregres-
sive models and diffusion models, including: 1) an effi-
cient 1D video tokenizer to extract videos into semantic
tokens; 2) a language model to generate semantic tokens
based on text; 3) a video detokenizer to convert semantic
tokens into videos. LanDiff outperforms the state-of-the-art
open-source models on the VBench benchmark, surpassing
other open-source models in quality and semantic scores.
At the same time, LanDiff also achieves state-of-the-art per-
formance in long video generation tasks.
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