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Abstract

Edges are one of the most basic parametric primitives
to describe structural information in 3D. In this paper, we
study parametric 3D edge reconstruction from calibrated
multi-view images. Previous methods usually reconstruct
a 3D edge point set from multi-view 2D edge images, and
then fit 3D edges to the point set. However, noise in the
point set may cause gaps among fitted edges, and the recov-
ered edges may not align with input multi-view images since
the edge fitting depends only on the reconstructed 3D point
set. To mitigate these problems, we propose SketchSplat,
a method to reconstruct accurate, complete, and compact
3D edges via differentiable multi-view sketch splatting. We
represent 3D edges as sketches, which are parametric lines
and curves defined by attributes including control points,
scales, and opacity. During reconstruction, we iteratively
sample Gaussian points from a set of sketches and raster-
ize the Gaussians onto 2D edge images. Then the gradi-
ent of the image loss can be back-propagated to optimize
the sketch attributes. Our method bridges 2D edge images
and 3D edges in a differentiable manner, which ensures that
3D edges align well with 2D images and leads to accurate
and complete results. We also propose a series of adap-
tive topological operations to reduce redundant edges and
apply them along with the sketch optimization, yielding a
more compact reconstruction. Finally, we contribute an ac-
curate 2D edge detector that improves the performance of
both ours and existing methods. Experiments show that
our method achieves state-of-the-art accuracy, complete-
ness, and compactness on a benchmark CAD dataset.

1. Introduction

Edges serve as one of the most fundamental elements of vi-
sual perception, playing a crucial role in understanding the
geometry and structure of the 3D world. Unlike point-based
representations, continuous edges offer a more compact and
perceptually aligned way to describe 3D structures. As a
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Figure 1. We propose SketchSplat, a multi-view 3D edge recon-
struction method based on differentiable sketch splatting. Previous
methods [7, 19] first recover edge points and then fit them to 3D
edges, which is sensitive to noise and often leads to incomplete
results. Instead, we sample Gaussian points from 3D sketches
and rasterize them to compute a rendering loss, enabling direct
edge parameter optimization under image supervision. Addition-
ally, we design adaptive topology control methods to refine edge
structures during training and contribute an improved 2D edge de-
tection method for more accurate reconstruction.

cornerstone of computer vision and graphics, 3D edge re-
construction underpins a wide range of applications, includ-
ing CAD modeling [10, 20, 56], SLAM [13, 24, 41, 50], and
autonomous driving [8, 35, 36]. Despite its significance,
achieving high-quality 3D edge reconstructions remains a
challenging task due to the inherent difficulty of ensuring
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is that the edge fitting process relies only on the extracted
3D edge points, hence noise in the reconstructed 3D points
may lead to inaccurate and incomplete edges. Instead, we
represent 3D edges as sketches defined parametrically by
control points, scales, and opacity, and directly optimize
these parameters via differentiable rendering. By leveraging
sketch sampling and rasterization, our differentiable render-
ing aligns 3D edges with 2D edge images, resulting in more
accurate and complete reconstructions.

Differentiable Vector Graphics Optimization. Dif-
fVG [21] proposes a differentiable rasterizer that can op-
timize 2D vector graphics with 2D image supervision in
a differentiable manner. However, the differentiation pro-
cess relies on distance measurements between the raster-
ized curves and pixels, which needs to be custom tailored
for each type of curve. 3Doodle [9] extends the idea of
DiffVG [21] to reconstruct 3D curve-based object abstrac-
tions using multiple input views. They optimize a set of
Bézier curves by minimizing the perceptual loss between
the rasterized image and multi-view CLIP feature maps
[37, 45]. Since CLIP features only contain abstract informa-
tion, 3Doodle is not suitable for recovering accurate edges
of objects like CAD models. Moreover, they approximate
the projection of Bézier curves using an orthographic cam-
era model. Instead, we get inspiration from 3DGS [17] and
propose to optimize 3D sketches via sampling and rasteri-
zation of Gaussian points sampled from sketch parameters,
which can be easily extended to different types of curves
and achieves accurate 3D edge reconstruction.

3. Preliminaries: 3D Gaussian Splatting
We leverage 3D Gaussian splatting (3DGS) [17] for initial-
ization and differentiable sketch rendering. 3DGS proposes
to model 3D scenes with a collection of anisotropic 3D
Gaussian points. Each point is defined as a Gaussian dis-
tribution G(x) = e−

1
2 (x−µ)TΣ−1(x−µ), where µ ∈ R3 is

the center position or mean, and Σ ∈ R3×3 is the covari-
ance matrix. Each Gaussian has an opacity o ∈ R and a
view-dependent color value c(d) = SH(d) ∈ R3 modeled
with spherical harmonics. Following Zwicker et al. [57],
the Gaussians can be rendered to 2D images using an effi-
cient volume rendering approach, where the color for each
camera ray r is

c(r) =
∑
i∈N

ci(d(r))αi

i−1∏
j=1

(1− αj), αi = oigi(r), (1)

where gi(r) is the line integral of the 3D Gaussian Gi along
ray r, and the indices i are ordered in front to back manner.
By calculating the gradient of a loss L between the rendered
and ground truth image, the parameters of all Gaussians can

be optimized using gradient descent. A typical loss function
is a combination of an L1 and a perceptual loss such as

L = λL1 + (1− λ)LD−SSIM . (2)

Given input images, the initial Gaussians are usually ob-
tained from SfM [40] methods. During training, several op-
erations are adopted to adaptively control the density and
distribution of Gaussians. For example, Gaussians with low
opacity will be culled, and Gaussians with high gradient
will be duplicated or split to densify specific regions.

In SketchSplat, we leverage 3DGS [17] as an intermedi-
ary to bridge 2D edge images and 3D parametric edges, en-
abling the optimization of 3D edges through differentiable
image rendering.

4. Method
Given multi-view posed RGB images as input, our target is
to recover the parametric edges for the 3D objects. Fig. 2
provides an overview of our approach. We firstly compute
an edge image for each RGB image using our proposed 2D
edge detector. Then we represent edges as 3D parametric
sketches, including both lines l ∈ R2×3 and third-order
Bézier curves with four 3D control points c ∈ R4×3. We
initialize a set of sketches from existing edge reconstruc-
tion methods, and treat their control points, along with per-
sketch scales and opacity, as optimizable parameters. Dur-
ing optimization, we use a sample-based method to convert
sketches to Gaussian points, which can be rasterized onto
2D images to calculate the image loss. We back-propagate
the gradient of the loss to optimize the sketch parameters.
In addition, we introduce a set of topological operations to
adaptively refine the sketches during training, yielding more
accurate and compact edge reconstruction results.

4.1. Edge Image Extraction
Previously, some methods [23, 51] extract edges with line
detectors like LSD [46] and SOLD2 [30]. While these
methods produce accurate parametric lines in 2D, they may
fail to handle curve regions and result in incomplete results.
Recent methods [7, 19, 54] use neural network-based edge
detectors [33, 44] to detect edge intensity maps as supervi-
sion signal. However, since these detectors are not trained
specifically on CAD-like objects, they may miss some sig-
nificant edges in 2D or wrongly recover shading textures
as real edges. Finally, we observed that these detectors in-
troduce bias by consistently shifting detected edges slightly
from certain real edges, which leads to multi-view inconsis-
tency in 3D edge reconstruction (see supplementary). We
address these issues by proposing a new edge detection
method, which leverages geometric cues (e.g., per-pixel
depth and normal estimation of 2D RGB images) to pro-
duce more accurate edge detection results.
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low EdgeGS [7] to sample an equal number of foreground
and background pixels for L1 loss calculation.

4.3. Adaptive Topology Control
A good edge reconstruction, which could be used for CAD
modeling for example, should not only accurately match
the 2D edge images, but also provide a compact, well-
connected set of edges. Neighboring edges should be con-
nected correctly, overlapping sketches should be merged,
and the number of sketches should be as small as pos-
sible while ensuring accurate matching of 2D edge im-
ages. For this purpose we deploy topology control oper-
ations adaptively during optimization. While some exist-
ing methods [7] do not consider topology optimization, oth-
ers [19, 54] try to connect and merge neighboring sketches
in the post-processing stage. However, this may be sensi-
tive to noise in the extracted 3D point set and cannot ensure
that the resulting edges are still consistent with the input
multi-view 2D edge images. Instead, since our method di-
rectly optimizes sketch parameters using iterative gradient
descent, we can execute topological operations along with
the multi-view optimization steps, as shown in Fig. 2(f).

End-point Merging. In our representation, each sketch
has two end-points. If there exist two end-points, one from
sketch Si and one from sketch Sj , that are sufficiently close
(i.e. the point distance is smaller than threshold thconnect =
10mm), we will connect sketch Si and Sj by merging those
two end-points into one point (see Fig. 2(f-i)). However,
this means the number of optimizable points could differ
from the number of control points |{l}| ∗ 2 + |{c}| ∗ 4. To
accommodate this, we maintain an optimizable point set P ,
and the control points of each line l and curve c are rep-
resented by indexing point set P . This representation also
supports our additional topological operations.

Overlapping Sketch Merging. As shown in Fig. 2(f-ii),
if one sketch is almost entirely covered by another, the
smaller one will be merged into the larger one. Specifically,
for sketch Si and Sj , we sample two point sets Pi and Pj

and calculate the distance between each pair of points. Then
for Pi, we calculate the ratio ri→j of points that have close
neighboring points in Pj , where the neighbor threshold is
thneighbor = 10mm. If ri→j > thoverlap = 80%, sketch
Si will be merged in sketch Sj . If both ri→j and rj→i sur-
pass thoverlap, we will choose the sketch with larger over-
lapping ratio to be merged.

Co-linear Sketch Merging. If two lines are co-linear and
nearly connected, they should be merged into a longer
line (see Fig. 2(f-iii)). The co-linear condition is: two
lines should have similar direction (thdir = 5◦), and the
maximum of the projective distance/offset should be small

enough (thoffset = 10mm). In addition, to prevent gaps
between two lines, one line will be projected onto the other
one to calculate if there is a gap and if the gap is small
enough (thconnect). To merge the lines, we take the two
end-points with the furthest distance after projection and
delete the other two endpoints from point set P . Addition-
ally, to accelerate this procedure, we use the axis-aligned
bounding box of each sketch to quickly filter out all the
sketch pairs that cannot meet the merging criterion.

Sketch Filtering. After training, we adopt a multi-view
filter method to filter sketches that are not visible. We bor-
row the refinement idea from EMAP [19]. 3D points can
be projected onto 2D edge images to see if they are aligned
with the 2D edges by checking the edge intensity of the pro-
jected pixel position. A point will be labeled as invisible if it
is invisible in more than 90% of the views. For each sketch,
we will evaluate the visibility for all of the points sampled
from the sketch. If more than thvis = 50% of the sam-
pled points are invisible points, the sketch will be removed.
When rasterizing sketches, some sketches that should not
appear due to occlusion still appear in the rendered image,
which sometimes leads to incorrect reconstruction. This fil-
ter scheme will help filter out such outlier sketches.

4.4. Implementation Details

Unless otherwise specified, we initialize with EdgeGS [7],
which supplies a sufficient number of 3D edges to capture
object structure. For each scene, we optimize the sketches
for 1000 epochs with Adam. We update parameters only
once for each epoch, where the loss is accumulated across
all the training views. All of the scenes are scaled to fit
within a 1m3 bounding box, and topology operation hyper-
parameters are set accordingly. Distance thresholds (e.g.,
thconnect) are set based on the desired precision and we set
all of them as 1% of the scene size (1m3). The percent-
age and angular thresholds (e.g., thoverlap and thdir) work
across different scenes without adjustment. All our exper-
iments are implemented on a single RTX A5000 NVIDIA
GPU. In average, each scene in ABC-NEF [54] dataset costs
about 10 minutes for training, where both initialization and
sketch optimization takes about 5 minutes, respectively.

5. Experiments

5.1. Experimental Setup

We compare our method with other multi-view edge re-
construction methods following the evaluation setup of
EdgeGS [7]. The results show that our method achieves the
state-of-the-art performance in both accuracy and complete-
ness on the ABC-NEF dataset [18, 54]. Our method also
produces highly compact results with fast inference speed.
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Figure 4. Qualitative comparison on the DTU and Replica datasets [1, 43]. Enum is the edge number and edges are visualized with varied
colors. Compared to the baselines, our method achieves higher compactness and retains faithful completeness.

EMAP [19], EdgeGS [7]). Following EMAP and EdgeGS,
we do not evaluate NEAT on the ABC-NEF dataset since
NEAT often fails to train for texture-less objects.

Metrics. Following the metrics used in baseline meth-
ods [7, 19], we evaluate Accuracy (A) and Completeness
(C) in millimeters, and Recall (R), Precision (P), and F-
score (F) as percentages at three thresholds (5mm, 10mm,
20mm). See supplementary material for more details.

5.2. Results
Evaluation on ABC-NEF [54]. The qualitative and quan-
titative evaluation results on ABC-NEF dataset are shown
in Fig. 3 and Tab. 1, respectively. Overall, the proposed
method achieves a new state-of-the-art across most of the
metrics. To the best of our knowledge, SketchSplat is the
first method to achieve both accuracy (A) and completeness
(C) below 7.0mm, while also exceeding 90% in recall (R5),
precision (P5), and F-score (F5).

Tab. 1 shows LIMAP [23] achieves the highest accu-
racy due to its robust line mapping method. However,
its completeness and recall are low, as LIMAP struggles
with curve reconstruction and consistent edge detection re-
sults (Fig. 3(b)). NEF [54] produces more complete re-
sults in Fig. 3(c), but performs poorly on metrics as its fit-
ting process is sensitive to noise in the extracted 3D points.
EMAP [19] outperforms NEF with its unsigned distance
field modeling and point shifting mechanism. However,
Fig. 3(d) shows that EMAP still generates duplicated edges
and misses some edges. With PidiNeT and DexiNed as 2D
detector, EdgeGS [7] surpasses EMAP in recall and preci-
sion at 10mm and 20mm thresholds, but the trend reverses
for measurements under 5mm. This is due to the thickness
of 2D edges introduces bias in smaller distance evaluations.
When using our detector 2DGS-SN, EdgeGS performs bet-
ter than EMAP to a large margin under 5mm metrics. As
shown in Fig. 3, our SketchSplat achieves the highest preci-
sion and completeness compared to all the baselines.

As shown in Tab.1, the proposed 2DGS-SN significantly
boosts the performance of EMAP, EdgeGS, and Sketch-

Method E-num Time (h)
NEF [54] 22.9 1:26

EMAP [19] 45.8 2:30
EdgeGS [7] 140.8 0:05

ours 44.3 0:10

Table 2. Comparison of the number of reconstructed edges (E-
num) and training time on ABC-NEF dataset.

Splat, addressing the bias from PiDiNet[44] and Dex-
iNed [33]. Notably, across all edge detectors, our method
consistently achieves higher Recall, Accuracy, and F-score
than EdgeGS [7], demonstrating effectiveness of Sketch-
Splat in aligning 3D edges with 2D edge images.

Evaluation on DTU [1] and Replica [43]. Fig. 4 presents
qualitative comparisons on the DTU and Replica datasets.
Compared to the baselines, our method consistently pro-
duces accurate and complete results using significantly
fewer edges, demonstrating a strong balance between com-
pleteness and compactness. Although the ground-truth
edges in the DTU scenes are not sufficiently accurate for re-
liable quantitative evaluation [7], our method still achieves
metrics comparable to state-of-the-art methods EMAP and
EdgeGS (see supplementary material for more details).

Speed Analysis. The initialization with EdgeGS costs
about 5 minutes. For optimization part, thanks to the ef-
ficiency of rasterization-based optimization, our method
achieves comparable speed (about 5 mininute per scene) to
EdgeGS while being significantly faster than other neural
network-based approaches [19, 54], as shown in Tab. 2.

Compactness. EdgeGS achieves higher recall than NEF
and EMAP due to its strict edge fitting process, which pro-
duces numerous short edges, covering more edge regions
as the number of edges increases. Instead, our method in-
corporates adaptive topology control to reduce redundant
edges, as shown in Tab. 2, Fig. 4, and Fig. 5(a,b,d). This
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