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Abstract

The temporal interpolation task for 4D medical imaging,
plays a crucial role in clinical practice of respiratory motion
modeling. Following the simplified linear-motion hypothe-
sis, existing approaches adopt optical flow-based models to
interpolate intermediate frames. However, realistic respira-
tory motions should be nonlinear and quasi-periodic with
specific frequencies. Intuited by this property, we resolve
the temporal interpolation task from the frequency perspec-
tive, and propose a Fourier Basis-guided Diffusion model,
termed FB-Dil[1 Specifically, due to the regular motion
discipline of respiration, physiological motion priors are
introduced to describe general characteristics of temporal
data distributions. Then a Fourier motion operator is elab-
orately devised to extract Fourier bases by incorporating
physiological motion priors and case-specific spectral in-
formation in the feature space of Variational Autoencoder.
Well-learned Fourier bases can better simulate respiratory
motions with motion patterns of specific frequencies. Con-
ditioned on starting and ending frames, the di [udion model
further leverages well-learned Fourier bases via the ba-
sis interaction operator, which promotes the temporal in-
terpolation task in a generative manner. Extensive results
demonstrate that FB-Di[dchieves state-of-the-art (SOTA)
perceptual performance with better temporal consistency
while maintaining promising reconstruction metrics. Codes
are available here.

1. Introduction

4D medical images, which depict 3D volumes with tempo-
ral variations, are essential in clinical practice for capturing
dynamic changes and monitoring the progression of dis-
eases over time [12, 25, 49, 52]. A significant application
is the temporal modeling for breathing-induced motions of

cardiac or pulmonary anatomical structures. That task aims
to enrich motion visualizations by generating intermediate
frames under the condition of starting and ending frames,
which is consistent with the concept of Video Frame Inter-
polation (VFI) in natural scenarios.

VFI has been thoroughly investigated through systematic
studies in recent years [10, 24, 31, 37, 39, 41, 58, 61, 62].
However, due to unique properties and constraints of med-
ical imaging, it remains a challenge to directly implement
these frameworks into 4D medical video interpolation with
maintaining equally promising performance. Specifically,
the quality of ground truth intermediate frames in medical
imaging is often compromised due to factors such as imag-
ing noise, unstable breathing, causing unexpected artifacts
[17, 25, 43, 49]. Thus, the lower image quality compared to
videos in the natural domain, will degrade the interpolation
performance of VFI models. Besides, potential patients’
movement might induce an additional disturbance to the
temporal modeling [5, 38].

Furthermore, there exists a discrepancy on the type of
motions between natural and medical scenes. The former
focuses on the object movement and illumination intensity
change. While in the medical domain, motions can be de-
picted as subtle anatomical variance with quasi-periodic
motion discipline [51, 56]. Thus, a specific motion prior
of anatomies is e [ective to boost the temporal interpolation,
especially for the medical data with limited resources from
a small pool of individuals.

On account of these challenges, we present the following
question: “How can we devise a specialist VFI model tai-
lored for 4D temporal medical volumes?” Existing methods
[2, 13, 29, 30, 51] on medical VFI face a major shortcom-
ing: the linear motion hypothesis in a breathing period is
required for the regression of intermediate frames as re-
vealed in Fig.1(a). However, respiratory motions should be
a nonlinear oscillatory process that cannot be simply mod-
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Figure 1. Temporal Interpolation for respiratory motions. (a) Simplified linear-motion hypothesis: interpolating intermediate frames by
regressing optical flows with linear variations. (b) Nonlinear & quasi-periodic motions: leveraging di [usion models conditioned on Fourier
motion bases, which represent various motion patterns indicating nonlinear and locally inconsistent anatomical variations.

eled with a linear equation [32, 51]. Also, these methods
fail to recognize that respiratory motions in heart or lung,
are indeed a quasi-periodic motion process with specific
frequencies by extending the timeline. Intuited by this, we
resolve the respiratory motion simulation from a frequency
perspective. In Fig.1(b), each medical volume in the tempo-
ral domain can be viewed as a specific value in the periodic
curve. That periodic curve can be decomposed as a group
of sine and cosine bases with multiple frequencies [46].
Comparatively, there exists a group of Fourier bases, which
are capable of reconstructing original temporal sequences.
Here Fourier bases with di Lerent frequencies refer to var-
ious motion patterns, which indicate nonlinear and locally
anisotropic variations of anatomical structures. In our work,
Fourier bases are acquired by the Fast Fourier Transform
(FFT) on the temporal domain.

In this work, 4D data distributions of the respiratory
process depict a regular motion discipline, with temporal
variations from inhaling to exhaling, or from diastole to
systole. Motivated by that observation, physiology mo-
tion priors are introduced to encode generic characteristics
of the respiratory process. Then a Fourier Motion Opera-
tor Opy, is elaborately devised to yield enhanced motion
bases by incorporating physiology motion priors and case-
specific spectral information in the feature space. Specif-
ically, A Variational Autoencoder (VVAE) is introduced to
map the video space into the feature space. Physiology mo-
tion priors are defined as learnable frequency embeddings,
which can be updated by pretraining a Variational Autoen-

coder (VAE) on given temporal data. And case-specific
frequency information can be extracted by FFT in the tem-
poral domain. Well-learned physiology motion priors can
enrich Fourier bases with generic properties of respiratory
motions. Then enhanced Fourier motion bases can better
simulate the quasi-periodic respiratory process with motion
patterns of specific frequencies. On the grounds that dif-
fusion models show promising performance in generating
realistic videos [15, 16, 35, 48], a Markov chain process is
learned to transform Gaussian noise into target videos by
the proposed Fourier Bases-guided Diffusion, termed FB-
Diff. Since only starting and ending frames are available
during inference, they serve as conditional prompts for in-
termediate frame interpolation. Meanwhile, we devise the
basis interaction operator to inject enhanced Fourier bases
into the conditional dilusion model. Then, FB-Di[chn
well address the temporal interpolation task in a generative
manner.

Our proposed method has achieved state-of-the-art
(SOTA) interpolation performance compared with other
methods for 4D medical imaging, particularly on the mid-
most frames. For quantitative results, more comprehensive
evaluation metrics are adopted in this work, including tra-
ditional reconstruction metrics and feature-level perceptual
metrics. FB-Dil[nbt only presents promising reconstruc-
tion metrics but also superior perceptual results. Qualitative
visualizations reveal better temporal consistency by FB-Di []
compared with other linear-motion-based methods. Our
main contributions are summarized as follows:
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Figure 2. The pipeline of FB-Di L—{a) The Fourier motion operator is proposed to extract Fourier bases in a feature space of VAE. Bases
consist of learnable generic motion priors and case-specific frequency information. (b) Fourier bases are first adapted to the masked video
domain under the guidance of well-learned motion priors and pretrained VAE weights. Domain-adapted bases serve as the conditional

input to boost the video synthesis by di [usion models.

" We propose a dilusion model termed FB-Dil[—fbr the

temporal interpolation of 4D medical imaging. FB-Dil[—]

leverages Fourier motion bases, which indicate motion
patterns with specific frequencies to resolve the respiratory
modeling with nonlinear and quasi-periodic motions.

We introduce the Fourier motion operator Og,, to extract
Fourier bases, containing physiology motion priors and
case-specific frequency representations.

We devise the basis interaction operator to inject Fourier
bases into the di [usion model. Fourier bases can boost
the video synthesis for temporal interpolation.

Extensive results demonstrate that FB-Di [rdveals SOTA
perceptual performance with better temporal consistency
while maintaining promising reconstruction metrics.

2. Related Work

Video Frame Interpolation. Popular VFI techniques are
mainly classified into motion-free and motion-based ap-
proaches, depending on whether optical flows are incor-
porated or not. Motion-based: These approaches warp

input frames forward or backward based on optical flows
acquired by either o [the-shelf networks [11, 23, 44, 45, 50]
or custom-designed flow estimators [20, 21, 27, 31, 33, 58].
Warped intermediate frames are then refined by delicately
designed networks [3, 26] to enhance visual quality. Re-
cently, Transformer-based motion estimators are proposed
to raise the upper limit of VVFI performance [36, 41, 58]
Motion-Free: Motion-free methods rely on implicit spatio-
temporal modeling [8, 9, 19, 28] to generate the intermedi-
ate frame. However, due to a limited quality of 4D med-
ical videos and quasi-periodic motion priors, existing VFI
frameworks are not feasible. That is why we aim to propose
a specialist VFI model for 4D medical sequences.

4D Medical VFI. Existing methods on this topic mainly
leverage volumetric motions for 4D temporal interpola-
tion. Specifically, SVIN [13] estimates forward and back-
ward deformation fields, which will yield precise interme-
diate frames by linearly combining bidirectional informa-
tion. MPVF [51] resolves various magnitudes of motions
by proposing a multi-pyramid voxel flows model that takes



multi-scale voxel flows into account. DDM [29] can learn
spatial deformation information between the source and tar-
get volumes and provide a latent code for generating in-
termediate frames along a geodesic path. UVI-Net [30]
utilizes the flow calculation model with the time-domain
cycle-consistency constraint and linear motion hypothesis,
to realize motion modeling in an unsupervised style. How-
ever, the linear hypothesis for motions will induce temporal
inconsistency and spatial distortion.

Diffusion-based Video Interpolation. Denoising di [usion
probabilistic models [15, 16, 35] reveal promising perfor-
mance in generating realistic images or videos. Some meth-
ods maximize the potential of di [usion models to resolve
video interpolation tasks. Essentially, these approaches im-
plicitly learn the temporal motions from the starting frame
to the ending frame [1, 7, 24]. LDMVFI [10] proposes a
latent di [Cusion model, which approaches the VVFI problem
from a generative perspective by formulating it as a condi-
tional synthesis issue. However, these di [usion models do
not leverage e [eckive conditional guidance, which is crucial
for medical VFI with intrinsic motion priors. Thus, we in-
troduce Fourier bases to enhance the conditional synthesis.

3. Methodology

3.1. Fourier Motion Bases

Since respiratory motions for heart or lung exhibit a quasi-
periodic characteristic, we intend to resolve this task from
a frequency perspective. Specifically, the respiration can
be viewed as an oscillatory process with certain frequen-
cies. Thus, we draw an analogy between 2D time-varying
curves and 4D temporal medical volumes. Curves can be
decomposed into a group of harmonic oscillators with var-
ious frequencies [46]. Similarly, temporal volumes can be
restored via a stack of extracted Fourier bases, which are
embodied with various motion patterns of anatomical defor-
mation. The whole process can be formulated as:

N 1
. n
Bi= ) 4,4 PN =01

# 1 1)
n=0
1R o iz
+n = S Bk4 N ==01 H 1 (2)
k=0

where B, means the :,;, Fourier basis in the frequency do-
main, +,, refers to the =,, medical volume, and # is the frame
number. These Fourier bases describe locally anisotropic
anatomical variations with di [erent motion intensities, pro-
moting the performance of the temporal interpolation model
1. Thus, the goal of our work is to deduce 4D medical
videos V conditioned on two prompting frames +g, +n 1
and Fourier motion bases B:
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Figure 3. The details of Fourier motion operator. Fourier bases are
decomposed as physiology motion priors and case-specific Fourier
features, corresponding to phase and magnitude components.

I refers to the optimal solution in the interpolation model
set, and D represents the distance-based normed space. We
systematically organize the following sections along Fourier
bases. Section 3.2 introduces the design of the Fourier Mo-
tion Operator, which constructs Fourier bases with physiol-
ogy motion priors and case-specific frequency information.
Section 3.3 adapts Fourier bases to the to-be-interpolated
video domain with well-learned physiology motion priors.
Section 3.4 provides details of the di [usion model condi-
tioned on Fourier bases.

3.2. Fourier Motion Operator

To explicitly extract the Fourier bases with various motion
patterns for the respiration process, we introduce the Fourier
Operator O as a neural operator. As stated in Eq.(2), O
will operate in the temporal domain, not the spatial domain.
Since the common Fourier operator O only mines case-
specific frequency representations, general physiology char-
acteristics inside respiratory data are ignored. Inspired by
that notion, we devise the Fourier motion operator O, as a
neural operator in the feature space. To map the image space
into feature space, we introduce a Variational Autoencoder
(VAE) as revealed in Fig.2(a). Due to no built-in 4D convo-
lutional operator, we replace it with 3D spatial convolution
and 1D temporal convolution as [34, 59] did. The spatial
layer in Fig.2(a) consists of spatial convolution, GELU, and
group normalization operations.

The Fourier motion operator Of,, is devised to acquire
spectral characteristics with both physiology motion pri-
ors and case-specific representations in the feature space.
Firstly, physiology motion priors are introduced as learn-
able frequency embeddings, which are updated by backward
gradients of restoring given temporal data via VAE. Well-
trained frequency embeddings @ can represent the generic
discipline of the regular respiration process [54], with \x
referring to the :;;, element (: =01 # 1). Then
Fourier bases B are made up of physiology motion priors 6
and case-specific features F, which arise from the output of
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spatial and temporal layers. As depicted by Fig.3, 8 with a
complex type is yielded in the following style:

B — M”kOF"Famkzn 41 U,r,0"" (4)
_— /—
Case-Specific General

g means the channel transform, > refers to the upsampling
which unifies the resolution of @ and F. These opera-
tions transform general motion priors into the phase part of
Fourier bases, which determines the motion variation stand-
ing for the whole dataset distribution. Then k k, means the
1, norm, M is the convolutional mapping operation. They
will output motion bases’ magnitude information, which
selectively highlights regions in spectral maps relevant to
case-specific information.

Meanwhile, feature maps  are further enriched with
more fine-grained frequency details. The specific mecha-
nism can be described with Eq.(5):

F=F,f0

L8 (5)

here OF1 and F refer to the inverse Fourier transform and

Sigmoid operators, which will boost deep features F with
enriched details, including shape and texture information.

3.3. Frame Inpainting-based Basis Synthesis

Due to the fact that only starting and ending frames can
be acquired during inference, a significant step is to adapt
Fourier bases to the masked video domain. Motivated by
the fact that strong correlations exist between Fourier mo-
tion bases and inpainted temporal sequences, we plan to
jointly optimize these two variables. To accomplish that
goal, we repurpose well-calibrated physiology mation pri-
ors from VAE, which prove to be e [eckive in providing the
motion guidance for intermediate frame inpainting. Also,
pretrained weights of VAE encode implicit temporal depen-
dencies between frames, enhancing the reconstruction of
masked video sequences via the finetuned VAE noted as G.
A mathematical formulation is defined as:

VB=G0Vy =G0+ 0 +y1 (6

6 and Vj; correspond to well-trained general motions and
zero-masked videos, V and 8 refer to inpainted videos and
domain-adapted Fourier bases.

The interaction between temporal video representations
and 8B is implemented via the Fourier motion operator as
shown in Fig.2(b). For the joint optimization process, video
sequences will contribute temporal variations, enhancing
the synthesis of adapted Fourier bases. Conversely, Fourier
bases for zero-masked inputs inherently generate a spectral
map that emphasizes regions with motion in the temporal
axis. This activated map aids in temporal frame inpainting
by exerting attention on regions with di Cerent magnitudes.
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Figure 4. The architecture of basis interaction operator. Fourier
motion bases selectively enhance video representations by measur-
ing the motion intensity of di Cerent regions. Then those enhanced
temporal representations can enrich denoised embeddings from the
di [usion model.

3.4. Basis-guided 4D Conditional Diffusion

VAE in Fig.2(a) is not only devised for universal motion
priors, but also for the latent di [usion model (LDM), which
shows better compatibility for extra conditional inputs. Be-
sides, LDM synthesizes latent embeddings occupying less
GPU memory compared to 4D temporal volumes. And the
VAE decoder is leveraged to reconstruct interpolated video
sequences with synthesized latent embeddings.

For the specific di[usion process, the whole video se-
quence V is first encoded as a latent embedding Iy = G, V".
Then the latent code 1 is perturbed as:

l,=+vT, 10,41 T;nn N,01 7

where U; = 1‘[521,,1 V" with V; is the noise coe [cieht at
time step C, and C is uniformly sampled from the timestep
index set »1 2 ).. This process can be regarded as a
Markov chain, which incrementally adds Gaussian noise to
the latent code lg. The denoising model 3 receives I, as
input and is optimized under conditional guidance to learn
the latent space distribution with the objective function:

g1, B G, Var” VK% (8)

L= z,€ N,0,1” kn

here ny is the regressed noise, adapted Fourier bases B and
inpainted coarse videos V are incorporated as the conditional
guidance. Moreover, feature maps of starting and ending
frames by the VAE encoder G, serve as a strong prompt for
the 4D video synthesis. Then during the training process of
FB-Di [ the total loss L consists of the denoising loss L
and the !,-norm reconstruction loss L.,V V.

To inject Fourier motion bases into LDM and harness
coarsely inpainted results, we design the Basis Interaction
Operator (BIO) as shown in Fig.4. Specifically, inpainted
videos are mapped into video feature representations via
spatial & temporal layers and the downsampling operation.
Fourier motion bases with various motion patterns, selec-
tively enhance video representations by measuring the mo-
tion intensity of di [erent regions. Those enhanced tempo-
ral representations can enrich denoised embeddings from
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Table 1. Baseline comparison with flow-based and di [usion-based models. (Bold: the best, Underlined: the second best. A values represent

the relative di Cerknce between our model and UVI-Net, and red and blue numbers stand for better and worse results).

Model ACDC Cardiac 4D Lung
PSNR (dB)"  LPIPS# FID# FVD# PSNR(@B)"™ LPIPS# FID# FVD#
SVIN [13] 31.43 0421 1563 0.206 26.3 93.6 30.49 0304 2.650 0245 385  125.6
Voxelmorph [2] 30.77 o502 1.969 o197 294  102.1 29.90 o373  2.815 0260 43.2  149.0
Transmorph [6] 29.81 0532 2.136 0255 315 1095 29.04 0403 2946 0201 405 1435
MPVF [51] 31.53 0410 1594 o200 24.8 913 30.76 0265 2418 0246 394  120.3
UVI-Net [30] 32.16 0.402  1.662 0.245 23.0 94.2 31.57 o311 2211 o216 378 1217
IFRNet [31] 30.58 0408  1.752 0.249 27.8 97.5 30.05 0.280  2.316 0273 39.7 124.0
LDMVFI [10] 27.11 o460  2.943 0410 28.8 99.2 26.31 0453  3.659 0.3s1 421 1427
LDDM [7] 2453 0481  2.634 0308 334  105.7 25.19 0273  2.914 o287  48.7 146.3
Conditional Di [J16]  26.59 o545  2.460 0.357  30.1 95.7 2595 0391 3.294 0375 45.0  133.0
DDM [29] 29.79 o504  2.089 0352 274  110.3 29.67 0420  2.705 0330 40.8 165.5
FB-Di[1 30.95 0386 1.452 0205 21.5 88.9 30.18 0.287  2.066 0215 37.7 113.6
A value 1.21# 0.210# 15# 53# 1.39# 0.145# 0.1# 81#

the di[usion model, promoting a promising synthesis of
highlighted regions. Thus, BIO can boost well-interpolated
videos with spatial and temporal consistency.

4. Experiments

4.1. Experimental Settings

Dataset. To evaluate the interpolation performance of our
framework, we conduct experiments on public ACDC car-
diac [4] and 4D-Lung datasets [22]. For ACDC with the MRI
modality, volume sequences between the end-diastolic and
end-systolic phases are extracted as valid 4D data. Of all the
150 4D sequences, cases with identity 1-100, 101-120, and
121-150 serve as the training, validation, and testing sets.
Besides, all MRI volumes are cropped to 128 128 32, and
the frame number ranges from 6 to 16 [53, 57]. For 4D-Lung
CT images, the end-inspiratory and end-expiratory scans are
set as the initial and final images. We collect 125 4D videos
from [22], with the resolutionequal to 6 128 128 128.
They are splitas 80 15 30 cases for training, validation, and
inference. We uniform the frame number as 16 with zero
paddings.

Evaluations. We select quantitative evaluation metrics in-
cluding Peak Signal-to-Noise Ratio (PSNR) [18], Learned
Perceptual Image Patch Similarity (LPIPS) [55, 60], Fréchet
Inception Distance (FID) [14], and Fréchet Video Distance
(FVD) [47]. Compared to PSNR, which is the traditional
pixel-wise reconstruction metric, LPIPS and FVD evalu-
ate perceptual quality from the perspective of human vision
[10, 24, 61], which is more feasible and favored in clinical
practice. Specifically, LPIPS reveals important perceptual
similarity like human vision. FID and FVD evaluate the
dataset distribution bias between realistic and synthesized
data, including spatial and temporal consistency.

Training Details. The VAE maps the image space into

the downsampled latent space with a ratio of 1 8. And the
proposed conditional di [usion model is implemented with a
lightweight UNet. All models are trained using the AdamwW
optimizer with the linear warm-up strategy. The batch size,
di [usion step ), and training epoch are equal to 2, 1000, and
500. Experiments are implemented based on Pytorch and 2
NVIDIA RTX 4090 GPUs. More details about the network
and training settings are described in the Appendix.

4.2. Comparisons with SOTA baselines

Quantitative Comparison. We comprehensively conduct
experiments on ACDC cardiac and 4D Lung datasets. Quan-
titative results are illustrated in Tab.1. Our model achieves
the best performance across the benchmark on perceptual
evaluation metrics from the perspective of human vision
[10, 61], which are clinically favored compared with the
pixel-centric reconstruction metric [7]. Specifically, FB-
Di Cautperforms UVI-Net [30] with 0210 # LPIPS and
53 # FVD values on ACDC. Also, our model maintains
quite satisfactory PSNR values of 30 95 dB and 30 18 dB
on ACDC and 4D Lung. Although di[usion models are
not sensitive to pixel-wise intensities [15], the conditional
guidance of Fourier bases and coarsely inpainted videos is
e [eckive to boost the interpolation performance of di [usion
models. Tab.1 reveals that FB-Di Csignificantly surpasses
existing di [usion models on all metrics.

Furthermore, the interpolation process becomes most
challenging for the midmost frames since they are positioned
farthest from the two reference frames [24]. And our model
can better resolve this issue due to stronger temporal repre-
sentations based on quasi-periodic motion modeling. Thus,
a quantitative evaluation of central frames is necessary. As
shown in Tab.2, FB-Di Cdemonstrates greater performance
advantages, with 4 3 # FID and 8 2 # FVD values compared
with UVI-Net. Additionally, FB-Di [atquires a competi-
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Figure 5. Qualitative comparison of the midmost frame interpolation between di [erent models. VM: Voxelmorph.

Table 2. Interpolation performance of the midmost frames on
ACDC cardiac. The choice of midmost frames: if the frame
number # is odd, three intermediate frames are selected, otherwise
only two frames are chosen.

Model PSNR (dB)" LPIPS# FID# FVD#
SVIN [13] 26.01 0467 2.673 0361 389 1428
DDM [29] 2437 o511 2756 0330 415 1451

UVI-Net [30]  26.25 o410 2542 0374 37.0 137.1

FB-DIi[1  26.18 0413  2.287 0305 32.7  128.9

A value 0.07# 0.255 # 43# B82#

tive PSNR value, which demonstrates the e [ectiveness of
respiration-related modeling via Fourier bases.

Qualitative Comparison. Qualitative results on the in-
terpolated midmost frame are depicted in Fig.5. SVIN
[13], Voxelmorph [2], and DDM [29] leverage the single-
direction flow estimation to interpolate intermediate frames
with linear motions. Compared with that, UVI-Net [30]
constructs the interpolation model with time-domain cycle-
consistency, and achieves better reconstruction performance
as expected. However, these methods essentially overlook
the nonlinear and quasi-periodic motion discipline between
temporal sequences, resulting in unsatisfactory interpolated
results. Instead, FB-Di [Cekhibits advantageous predictions
for midmost frames under the guidance of various motion
patterns, indicating locally anisotropic motions with di [er}
ent intensities. Besides, other di [usion models do not work
well due to the lack of fine-grained conditional guidance.

4.3. Ablation Study

Key Components. An ablation study is conducted to in-

vestigate the significance of various components in FB-Di (]

as shown in Tab.3. (a) Physiology Motion Priors . By

Table 3. Ablation study on key components. : physiology motion
priors, B: Fourier motion bases, V: coarsely inpainted videos.

Settings ACDC Cardiac 4D Lung
& B V PSNR(dB)" LPIPS# PSNR(dB)" LPIPS#
7 29.76 1.710 29.53 2413
7 7 28.17 2.105 28.40 2971
7 30.29 1.655 29.71 2.246
30.95 1.452 30.18 2.066

removing @ from the Fourier motion operator, interpolation
performance decreases significantly due to the loss of gen-
eral spectral characteristics from respiratory data. There-
fore, Fourier bases lack the precise phase information. (b)
Fourier bases 3. Without 8B as conditional guidance, the
conditional di [usion model fails to perceive explicit motion
patterns with di Cerknt frequencies, which provide the inten-
sity of anisotropic motions. Asaresult, the generative model
cannot well learn the regular temporal variations, with 2 78
dB #and 1 78 dB # PSNR values on ACDC and 4D Lung.
(c) Inpainted Videos V. Here the coarsely reconstructed
sequences serve as the output by the finedtuned VAE as re-
vealed in Fig.2. And the joint optimization process boosts
the spatial and temporal representations of V. Consequently,
discarding this component will reduce fine-grained details
of the di [usion model’s output.

Hyper-settings of Fourier Bases. (a) The number of
Fourier Bases #r;,. We first analyze the quantitative e [ecks
of the frequency number on the interpolation performance.
As revealed in Tab.4, reducing the frequency number will
cause degraded performance of the temporal simulation.
Specifically, 1 30 dB lower PSNR and 0 535 higher LPIPS
values are induced by decreasing #g, from 16 to 8. That
phenomenon indicates that some elements in the group of
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Figure 6. Visualizations on the frequency spectral of Fourier bases. +q, +n 1: starting and ending frames. 5;-5g refer to di [erent motion
patterns, which highlight di Cerent regions under di [erent frequency. There also appear locally anisotropic motion intensities inside a

specific motion pattern.

Table 4. Ablation study on the hyper-settings of Fourier bases.
#pp: the frequency number of Fourier bases.

. ACDC Cardiac 4D Lung
Settings
PSNR (dB) " LPIPS# PSNR(dB)"™ LPIPS#

#pp = 16 (Ours) 30.95 1.452 30.18 2.066
Hep =12 30.76 1.640 29.97 2.570
Hep =8 29.65 1.987 29.50 2.745
w/o Real part 29.18 1.872 29.56 2.453
w/o Imaginary part 29.88 1.681 29.67 2.401

bases with the frequency ranging from 5g to 515 are consis-
tent with specific frequencies of the respiratory process. (b)
Real & Imaginary Parts. 8B bears real and imaginary parts
after combining generic priors and case-specific spectral
representations, which perform as the phase and magnitude
information. Eliminating either the real or imaginary part
will convert the complex data type into the real one, resulting
in the loss of phase information and influencing the temporal
interpolation.

4.4. Visualization Analysis

Visualization of Fourier bases. To further validate the
e [ectiveness and interpretability of our proposed Fourier
bases, we visualize extracted motion bases from the most
shadow layer. As revealed in Fig.6, 5 57 refer to the mag-
nitude of the first eight motion bases in ascending order of
frequency. Specifically, 5 shows a low-frequency motion
pattern highlighting no region, which is strongly related to
static backgrounds. 5; 53 exhibit a large motion intensity
in the highlighted right and left ventricle regions. Those
regions are indeed dynamic foregrounds requiring special
attention. 54 depicts an activation in the myocardial region,
which contracts inward along the circumferential direction.
5 57 highlight regions with vast deformations in the tem-
poral domain. Particularly, 5 illustrates a large motion
on boundaries of anatomical structures. In summary, these
motion patterns reveal locally anisotropic motion intensities,
and are harmonized with specific frequencies of the respira-
tory process, thus promoting the temporal interpolation.

Visualization of temporal anatomical variations. To
demonstrate the e [ectiveness of FB-Di [Cah temporal sim-
ulation, we visualize temporal variation maps for a percep-
tual comparison. Fig.7 provides interpolated intermediate

VM

UVI-Net

FB-Diff

Reference

Figure 7. Temporal variation comparison between FB-Di[Cahd
existing methods with the linear motion hypothesis.

frames at di Cerent timepoints. According to the referenced
video, the anatomical motion in the temporal domain is
nonlinear, which cannot be precisely simulated by existing
methods with the linear motion hypothesis. In contrast, our
predictions show better temporal consistency and continuity,
particularly for frames at( = 0 6 and 0 8.

5. Conclusion

Our proposed FB-Di [Crgsolves the temporal interpolation
of 4D medical imaging from a frequency perspective, and
can model the respiration-related process with nonlinear and
quasi-periodic motions. A Fourier motion operator is de-
vised to extract Fourier bases by incorporating physiologi-
cal motion priors and case-specific spectral information in
the feature space. And the di[usion model further lever-
ages Fourier bases and two prompting frames to achieve the
precise interpolation. Extensive results show that FB-Di [
achieves SOTA perceptual performance with better tempo-
ral consistency while maintaining promising reconstruction
metrics. Ultimately, it requires more conditional guidance
such as electrocardiogram signals to simulate the highly un-
stable breathing, which is promising in future work.
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