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Abstract

Test-Time Adaptation (TTA) aims to enhance the gen-
eralization of deep learning models when faced with test
data that exhibits distribution shifts from the training data.
In this context, only a pre-trained model and unlabeled
test data are available, making it particularly relevant for
privacy-sensitive applications. In practice, we observe
that feature redundancy in embeddings tends to increase
as domain shifts intensify in TTA. However, existing TTA
methods often overlook this redundancy, which can hin-
der the model•s adaptability to new data. To address this
issue, we introduceFeatureRedundancyElimination for
Test-time Adaptation (FRET), a novel perspective for TTA.
A straightforward approach (S-FRET) is to directly mini-
mize the feature redundancy score as an optimization ob-
jective to improve adaptation. Despite its simplicity and
effectiveness, S-FRET struggles with label shifts, limit-
ing its robustness in real-world scenarios. To mitigate
this limitation, we further propose Graph-based FRET (G-
FRET), which integrates a Graph Convolutional Network
(GCN) with contrastive learning. This design not only re-
duces feature redundancy but also enhances feature dis-
criminability in both the representation and prediction lay-
ers. Extensive experiments across multiple model architec-
tures, tasks, and datasets demonstrate the effectiveness of
S-FRET and show that G-FRET achieves state-of-the-art
performance. Further analysis reveals that G-FRET en-
ables the model to extract non-redundant and highly dis-
criminative features during inference, thereby facilitating
more robust test-time adaptation. The code is available at
https://github.com/youlj109/fret.

1. Introduction

Recently, the emergence of deep neural networks (DNNs)
[12, 18] has signi“cantly propelled the advancement in a

Figure 1. An intuitive demonstration of the relationship between
embedded feature redundancy and distribution migration.Top:
Second-order feature relation graph of embedding features.Bot-
tom: Plot of feature redundancy versus the level of corruption.

vast range of human tasks [1, 15, 38]. However, the ba-
sic assumption that training and test data are drawn in-
dependently and identically (i.i.d.) may not be suitable
in many real-world scenarios where the test/target distri-
bution diverges from the training/source distribution [50].
This phenomenon, known as distribution shift, often leads
to poor performance [8]. To tackle this issue, a variety
of generalization or adaptation techniques have been de-
veloped to improve model robustness against distribution
shifts [24, 54, 60]. Among these, Test Time Adaptation
(TTA) [10, 40, 41] has been the focus of recent and active
research. TTA has the advantage of only requiring access
to the pre-trained model from the training/source domain
and unlabeled test data. Therefore, TTA is a more secure
and practical solution especially when models are publicly



available but the training data and training process remain
inaccessible due to privacy and resource restrictions [24].

Existing TTA methods can be broadly categorized into
batch normalization calibration methods, pseudo-labeling
methods, consistency training methods, and clustering-
based training methods, based on different adaptation
strategies [24]. Batch normalization (BN) calibration meth-
ods [53] posit that the statistics in the BN layers represent
domain-speci“c knowledge. To bridge the domain gap, it
is suggested to replace the training BN statistics with new
statistics estimated over the entire target domain. Pseudo-
labeling methods [59] employ various “ltering strategies,
such as thresholding or entropy-based approaches, to ob-
tain reliable pseudo-labels. This process helps minimize
discrepancies between predicted labels and pseudo-labels.
Consistency training methods [39] aim to improve the sta-
bility of network predictions or features by addressing vari-
ations in input data, such as noise or perturbations, and
changes in model parameters. Clustering-based training
methods [19] focus on reducing uncertainty in target net-
work predictions by leveraging clustering techniques to or-
ganize target features into distinct groups, thereby enhanc-
ing the robustness of the model.

Despite the empirical success of existing methods, they
overlook feature redundancy in embeddings, which hin-
ders generalization to new data [22]. As shown in Fig.1,
we visualize feature redundancy in ResNet-18 [12] using
second-order feature relations (i.e., covariance matrix) on
the CIFAR10-C dataset [13] under distribution shift [25].
Each image is embedded into a 512-dimensional vector;
stackingn embeddings yields ann × 512matrix. We com-
pute the absolute covariance matrix (512× 512) and visu-
alize it as a heatmap „ redder areas indicate higher feature
correlation, hence greater redundancy. The top two sub-
“gures in Fig. 1 compare the source and target domains,
revealing much higher redundancy in the latter due to dis-
tribution shift. To quantify this, we remove the diagonal of
the covariance matrix and sum the absolute values of the re-
maining elements (see Eq. (1)). As shown at the bottom of
Fig. 1, redundancy increases with corruption severity, sug-
gesting thatfeatures with lower redundancy may be bet-
ter suited for adaptation to the target domain.

Building on the limitations identi“ed in the existing lit-
erature and the observations above, we provide a novel
perspective for test-time adaptation„Feature Redundancy
Elimination for TTA (FRET)„which differs from exist-
ing methods. Due to the inherently differentiable nature of
the redundancy metric, a straightforward and computation-
ally ef“cient approach is to directly minimize the feature
redundancy score. We refer to this simple approach as S-
FRET. However, since S-FRET lacks the ability to perceive
label distributions, it effectively addressescovariate shift
but fails to handlelabel shift„a scenario where the tar-

get domain exhibits a label distribution that deviates from
the source domain (e.g., long-tailed data). This discrepancy
can signi“cantly degrade model performance and remains a
critical challenge [3, 16, 32].

To overcome S-FRET•s limitation in handling label shift,
we further propose G-FRET, which integrates a Graph Con-
volutional Network (GCN). Unlike FRET, which only min-
imizes redundancy at the representation layer, G-FRET
leverages GCN to incorporate both attention and redun-
dant feature relationships into the representation and pre-
diction layers. Speci“cally, G-FRET learns non-redundant
and discriminative representation through contrastive distil-
lation between attention and redundant representation in the
representation-layer. In the prediction layer, attention pre-
dictions are optimized through entropy minimization, while
ensuring that they are distinct from redundant predictions
by negative learning. By maximizing the discriminabil-
ity of attention relationships while eliminating redundancy
in both the representation and prediction layers, G-FRET
effectively reduces test-time feature redundancy and im-
proves discrimination when handling complex distribution-
shifted test data.

We summarize the contributions of this paper as follows.

€ Potential Way: provide a novel perspective for test-
time adaptation „ Feature Redundancy Elimination for
TTA (FRET) „ which differs from existing methods. It
adapts the model to distribution shifts by reducing the re-
dundancy of embedded features during testing. To the
best of our knowledge, this is the “rst attempt to leverage
feature redundancy for TTA.

€ Innovative Methods: We propose two novel methods,
S-FRET and G-FRET, to eliminate feature redundancy
in test-time embeddings. S-FRET directly minimizes the
feature redundancy score, offering a lightweight solution.
G-FRET extends this by decomposing feature relations
into attention and redundancy components, enabling joint
optimization of redundancy elimination and class dis-
criminability in real-world scenarios.

€ Extensive Evaluation: Comprehensive experiments
across multiple model architectures, tasks, and datasets
demonstrate the effectiveness of S-FRET and show that
G-FRET achieves state-of-the-art performance. Further
in-depth analysis reveals that G-FRET facilitates the ex-
traction of non-redundant and discriminative embedding
features during testing, ultimately enhancing model adap-
tation to the test-time target domain.

2. Preliminary and Notations

We brie”y revisit Test-Time Adaptation and Feature Redun-
dancy Elimination in this section for the convenience of in-
troducing methods, and put detailed related work discus-
sions into Sec.7 due to page limits.



Figure 2. Redundancy scores of 15 corruption types in CIFAR-10/100-C and ImageNet-C across 5 corruption levels, as well as for source
and target domains in PACS, Of“ceHome, VLCS, and DomainNet.

2.1. Test-Time Adaptation

In the test-time adaptation (TTA) scenario, we have access
only to unlabeled data from the target domain in an on-
line manner and a pre-trained model from the source do-
main. Speci“cally, let{ (xi , yi )}

n s
i =1 � X s × Y s repre-

sent the labeled source domain dataset with labelsYs and
{ xj } n t

j =1 � X t represent a batch of unlabeled target data.
The model, trained on the source domain dataset and pa-
rameterized by� , is denoted asg� = h(f (·)) : Xs � Y s,
wheref is the backbone encoder andh denotes the linear
classi“cation head. Our objective is to adapt this model to
the target domainXt , which exhibits a different distribution
from that of the source domainXs. During testing, for each
instancexj � X t , let the output off andh be denoted as
embeddingzj = f (xj ) � Rd and logitspj = h(zj ) � RC ,
respectively, whered is the dimension of the embeddings
andC is the number of classes.

2.2. Feature Redundancy Elimination

Feature redundancy is a key concern in both feature extrac-
tion and feature selection [26, 43]. Following previous work
[58], we remove the diagonal elements of the covariance
matrix and calculate the sum of the absolute values of the
remaining elements to derive the redundancy scoresRs as:

Rs =
�
�
� �Z T �Z Š I d

�
�
�

1
(1)

whereI d is the identity matrix,�·� 1 denotes the 1-norm of
a matrix and�Z:,j = Z : ,j

� Z : ,j � 2
denotes the matrix obtained by

normalizing each column.

3. Feature Redundancy Under Domain Shift

We conduct a systematic investigation into the behavior of
feature redundancy under domain shift.

3.1. Empirical Study.

As shown in Fig.2, across approximately 50 sub-datasets,
the feature redundancy scoreRs consistently increases with
the severity of domain shift. (Note:Rs is computed us-
ing models with BN parameters updated from test data

rather than those “xed during training [36].) This empiri-
cal trend suggests that domain shift induces stronger corre-
lations among features. To the best of our knowledge, this
phenomenon has not been systematically explored in prior
work.

3.2. Theoretical Explanation.

Intuitively, higher covariance elements indicate that the fea-
tures fail to span the full vector space. Furthermore, we
provide the following theoretical result. Missing proofs and
detailed explanations are provided in Sec.9

Theorem 1 (Redundancy Elimination Improves General-
ization). Under the empirical observation that embeddings
from the source domain exhibit lower feature redundancy,
i.e., R s(Zt ) > R s(Zs), and by leveraging Theorem 2
from [55], we can derive the following generalization er-
ror bound: LetH be a hypothesis class of VC-dimension
dv . If �h � H minimizes the empirical error�� s(h) on Xs,
and h�

t = arg min h�H � t (h) is the optimal hypothesis on
Xt , with the assumption that all hypotheses are L-Lipschitz
continuous, then� � � (0, 1), with probability with at least
1 Š � the following inequality holds:

� t (�h) Š � t (h�
t )

� O (
�

� µs Š µt � 2
F + Rs(Zs)2 + Rs(Zt )2) + C

where C = 2
�

dv log (2n s )Š log( � )
2n s

+ 2 � and � =
minh�H { � s(h(t)) + � t (h(t)) } . µs andµt denote the means
of the source and test embeddings, respectively. We useO(·)
to hide the constant dependence. SinceR s(Zt ) > R s(Zs),
this implies that reducingR s(Zt ) can effectively decrease
the generalization error.

4. The Proposed Approach

4.1. S-FRET

To eliminate feature redundancy in the target domain, a sim-
ple yet effective approach is to directly minimize the fea-
ture redundancy scoreRs, as de“ned in Eq. (1), leading to
the proposed method S-FRET (Simple and Straightforward
FRET). The loss function for S-FRET can be written as:
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Figure 3. The pipeline of our proposed Graph Convolutional Network based Feature Redundancy Elimination for Test Time Adaptation
(G-FRET) method. For each test sample, G-FRET learns non-redundant and discriminative representation through contrastive distillation
in the representation-layer. Additionally, in the prediction layer, attention predictions are optimized through entropy minimization, while
ensuring that they are distinct from redundant predictions by using negative learning.

L SF RET =
�
�
� �Z T �Z Š I d

�
�
�

1
(2)

This method directly minimizes the redundancy score
derived from feature correlation, providing a computa-
tionally ef“cient solution that avoids complex architec-
tural modi“cations. By focusing on the feature space of
representation-layer, S-FRET enables the model to extract
non-redundant representations, thereby enhancing its adapt-
ability to the target domain (see Fig.4).

However, since the redundancy score does not incorpo-
rate information about class distributions, S-FRET primar-
ily addressescovariate shift but lacks the discriminative
capability to handlelabel shift„a critical challenge where
the target domain exhibits a label distribution that deviates
signi“cantly from the source domain (e.g., long-tailed data),
leading to substantial performance degradation (see Tab.4)
[3, 16, 32].

4.2. G-FRET

4.2.1. Overview of G-FRET

To eliminate feature redundancy and address label shift in
the target domain, we further propose a novel two-layer
TTA method, namely Graph Convolutional Network based
Feature Redundancy Elimination for Test Time Adapta-
tion (G-FRET), which leverages GCN to simultaneously
model feature relationships and sample-speci“c discrimina-
tive information in both representation and prediction lay-
ers. Fig.3 provides an overview of our G-FRET framework.

The key idea of G-FRET is to adapt the pre-tarined
model during testing by extracting discriminative and non-
redundant embedding features from both the representa-
tion and prediction layers. Firstly (Sec.4.2.2), we apply
a mask matrix to the second-order feature relation graph.

This process yields two separate graphs: an attention graph,
which highlights signi“cant feature relationships, and a re-
dundant graph, which identi“es redundant feature relation-
ships. Next, we derive the attention/redundancy represen-
tation and attention/redundancy prediction by utilizing a
single-layer GCN to integrate the model•s embeddings with
the attention and redundant graphs. This process allows us
to explicitly separate attention and redundancy relations in
both representation and prediction layer. Then (Sec.4.2.3),
in the representation layer, contrastive learning techniques
are employed to enhance the discriminability of the atten-
tion representation while ensuring it remains distant from
the redundant representation. At last (Sec.4.2.4), in the
prediction layer, attention predictions are optimized through
entropy minimization, while ensuring that they are distinct
from redundant predictions by negative learning. Through
this two-layer process, we achieve discriminative and non-
redundant embedding features that effectively adapt to the
target domain.

4.2.2. Attention Part and Redundancy Part

Given a batch ofnt data instances from the target domain,
we obtain the “rst-ordernt × d embedding feature matrix
Z � Rn t × d and the second-order feature relation graph
GF = Z T Z � Rd× d. Following the state-of-the-art feature
selection method SOFT [58] (see Appendix7.3 for more
details), we apply a symmetric mask matrixM M � Rd× d

to GF . This decomposition ofGF yields two distinct
graphs: the attention graphGA and the redundancy graph
GR . GA captures the attention relations (i.e., important re-
lation) among features, whileGR represents the redundant
relation between them. Formally, they are calculated as fol-
lows:

GA = GF � M M ; GR = GF Š GA (3)



where� is the element-wise product. However, differently
from SOFT, which focuses on feature selection by deriv-
ing an optimal mask matrixM M , our objective is to extract
non-redundant featuresZ . For ideally non-redundant fea-
tures, the second-order feature relation graph should be a
diagonal matrix, indicating that each feature is independent
of all others. Therefore, we setM M = I d to ensure thatGA

captures only the essential feature relations, whileGR in-
cludes all remaining relations as redundant relations. Here,
I d � Rd× d is the identity matrix. In addition, in some sce-
narios with prior knowledge, such as knowing which fea-
tures may be more important, or needing to maintain special
structural relations between features, some adaptations can
be made by simply modifying the mask matrixM M .

Then, in order to obtain attention/redundancy represen-
tation and attention/redundancy prediction based on the at-
tention and redundancy graphs, we combine the normalized
graph matrix with the classi“er headh to form a one-layer
Graph Convolutional Network (GCN [17]), which can help
generate attention representationsRA and attention predic-
tionsPA that contain both data information and feature re-
lationship information:

RA = ZD Š 1/ 2
A GA D Š 1/ 2

A ; PA = RA � h (4)

whereD Š 1/ 2
A GA D Š 1/ 2

A is the normalized graph matrix of
graphGA , DA is the degree matrix of the graph, and� h are
the parameters of the classi“er headh. Similarly, we can
obtain redundancy representationsRR and predictionsPR

from redundancy graphGR :

RR = ZD Š 1/ 2
R GR D Š 1/ 2

R ; PR = RR � h (5)

Therefore, we decompose the model•s original presenta-
tion and prediction into two components: the attention part
and the redundancy part. This decomposition enables a dis-
tinct focus on important relationships while identifying re-
dundant ones. Speci“cally,RA andPA focus solely on the
feature relationships within the attention part, whileRR and
PR are concerned exclusively with the feature relationships
within the redundancy part. Based on this decomposition,
our goal is to ensure that the attention part adapts effectively
to the target domain. Simultaneously, we aim to separate
redundancy part from the attention component in both the
representation and prediction layers.

4.2.3. Representation-Layer Redundancy Elimination

With the above representationsRA andRR , we expect that
the attention representations possess class discriminability
to handle label shift, while remaining distinct from redun-
dancy representations to eliminate feature redundancy. To
achieve this, we leverage contrastive learning [23, 30] as
follows:

L R =

Š
n t�

i =1

log
exp(sim(RA i , co))

� C
j =1 exp(sim(RA i , cj )) + exp( sim(RA i , RR i ))

(6)

where sim(·, ·) denotes cosine similarity,{ cj } C
j =1 denote

the class centers in the attention representation space,C is
the number of clusters, andco represents the center of the
cluster that containsRA i . cj is calculated as follows:

cj =
�

i zi · 1[argmax(pi ) = j ]
�

i 1[argmax(pi ) = j ]
(7)

where1(·) is an indicator function, outputting value 1 if the
argument is true or 0 otherwise.

By minimizing L R , the model simultaneously enhances
the discriminability of attention representations while en-
suring their distinction from redundancy representations.
This process enables the model to extract robust, discrimi-
native, and non-redundant embedding features in the repre-
sentation layer, facilitating effective adaptation to the target
domain.

4.2.4. Prediction-Layer Redundancy Elimination

In the prediction layer, to enhance the discriminability of
attention predictions while reducing the in”uence of redun-
dant predictions, we combine the principles of entropy min-
imization and negative learning into a uni“ed loss function:

L P = Š
N�

i =1

� (PA i ) log � (PA i )Š
N�

i =1

� (PR i ) log � (1ŠPA i )

(8)
where� denotes the softmax operation. Here, the “rst term
minimizes the entropy of attention predictionsPA , encour-
aging sharper and more con“dent predictions, while the sec-
ond term applies negative learning to redundant predictions
PR , penalizing them to ensure they remain distinct from the
attention predictions.

4.2.5. Training Loss Function

By combining Eq. (6) and Eq. (8), our overall loss function
for G-FRET can be written as:

L GF RET = L R + � L P (9)

where� is the balancing hyperparameter that controls the
trade-off betweenL R andL P .

During testing, adaptation is performed online: upon re-
ceiving instances{ xi }

n t
i =1 at time t, the model is updated

with parameters from the previous instances. The model
then generates the prediction{ pi = g(xi )}

n t
i =1 for the new

instances and updates using Eq. (9) with a single step of
gradient descent. Adaptation continues as long as test data
is available.



5. Experiments and Analysis

In this section, we conduct extensive experiments to explore
the following key questions: (1) Is Test-Time Adaptation
(TTA) based on feature redundancy elimination truly effec-
tive? (Sec.5.2) (2) Do the underlying mechanisms of S-
FRET and G-FRET align with our theoretical assumptions?
(Sec.5.3) (3) Additionally, we perform ablation studies and
evaluate the scalability of our method in more complex sce-
narios. Sec.5.4)

5.1. Experimental Setup

We evaluate adaptation performance on two tasks: image
domain adaptation and image corruption adaptation. For
domain adaptation, we use the PACS [21] and Of“ceHome
[48] datasets; for corruption adaptation, we use CIFAR-10-
C, CIFAR-100-C, and ImageNet-C [13]. To simulate la-
bel shifts, we modify CIFAR-100-C to follow a long-tail
distribution, denoted as CIFAR-100-C-LT [7]. Comparison
methods include BN [36], TENT [49], EATA [28], SAR
[29], TSD [51], TIPI [27], and TEA [57], with ResNet-18
and ResNet-50 [12] as backbones. All results are averaged
over 5 runs with different seeds, and each method under-
goes independent hyperparameter tuning for fair compari-
son. Implementation details are provided in Sec.10, and
further results and analysis are in Sec.11.

5.2. Comparison with State-of-the-art Methods

5.2.1. Domain Generalization

Tab.1 presents the accuracy comparison of S-FRET and G-
FRET with other state-of-the-art TTA methods on the PACS
and Of“ceHome datasets based on ResNet-18 and ResNet-
50 backbones.The table shows that S-FRET, through its
simple yet effective optimization, attains competitive per-
formance comparable to most existing TTA methods,
while G-FRET achieves superior performance across both
datasets and backbone types. Speci“cally, on the PACS
dataset, G-FRET improves upon the baseline non-adaptive
source model by 6.67% and 5.45% with ResNet-18 and
ResNet-50, respectively. For Of“ceHome, the improve-
ments are 1.80% and 2.34%, respectively. Compared with
state-of-the-art TTA methods, G-FRET achieves the highest
or second-highest accuracy overall, particularly when using
the ResNet-50 as backbone, G-FRET consistently achieves
the highest accuracy across all domains. In contrast, other
methods fail to achieve consistently high accuracy across
different domains and backbones. This is caused by G-
FRET•s ability to consider both feature discriminability and
redundancy.

5.2.2. Image Corruption

Tab. 2 compares the performance of S-FRET, G-FRET,
and other state-of-the-art methods on CIFAR-10-C, CIFAR-
100-C, and ImageNet-C at corruption level 5. Two set-

Backbone Method
PACS

Avg
Of“ceHome

Avg
A C P S A C P R

ResNet-18

Source [12] 78.37± 0.00 77.39± 0.00 95.03± 0.00 76.58± 0.00 81.84± 0.00 56.45± 0.00 48.02± 0.00 71.34± 0.00 72.23± 0.00 62.01± 0.00

BN [36] 81.03± 0.09 80.67± 0.27 95.14± 0.15 73.83± 0.18 82.66± 0.08 55.66± 0.17 49.23± 0.32 70.73± 0.10 72.49± 0.19 62.03± 0.12

SAR [29] 83.62± 0.42 81.47± 0.93 95.14± 0.15 80.44± 0.74 85.17± 0.26 57.30± 0.44 50.54± 0.26 70.71± 0.55 72.75± 0.27 62.82± 0.31

EATA [28] 82.06± 0.85 81.11± 1.03 95.16± 0.29 73.39± 1.00 82.93± 0.46 56.42± 0.41 49.75± 0.41 71.50± 0.35 72.85± 0.41 62.63± 0.11

TENT [49] 83.54± 1.78 82.26± 1.69 95.54± 0.31 81.05± 1.78 85.60± 0.75 57.25± 0.32 50.45± 0.26 72.18± 0.38 73.09± 0.34 63.24± 0.13

TSD [51] 87.05± 0.47 86.94± 0.62 95.98± 0.25 82.56± 1.12 88.13± 0.44 57.80± 0.34 50.05± 0.69 71.45± 0.42 70.92± 0.46 62.55± 0.06

TEA [57] 87.04± 0.54 86.54± 0.85 96.17± 0.36 82.17± 1.08 87.98± 0.48 57.07± 0.88 50.47± 0.18 71.84± 0.18 72.85± 0.10 63.06± 0.27

TIPI [27] 84.79± 1.18 84.24± 1.01 95.86± 0.18 84.05± 0.75 87.23± 0.41 57.23± 0.34 50.42± 0.27 72.23± 0.24 73.28± 0.19 63.29± 0.05
S-FRET 86.25± 0.30 86.66± 0.37 95.96± 0.25 75.90± 2.44 86.20± 0.66 56.26± 0.21 49.86± 0.38 71.65± 0.05 72.72± 0.14 62.62± 0.09

G-FRET 87.20± 0.35 87.19± 0.24 96.28± 0.36 83.36± 1.43 88.51± 0.39 57.49± 0.34 51.28± 0.42 73.04± 0.29 73.40± 0.35 63.81± 0.11

ResNet-50

Source [12] 83.89± 0.00 81.02± 0.00 96.17± 0.00 78.04± 0.00 84.78± 0.00 64.85± 0.00 52.26± 0.00 75.04± 0.00 75.88± 0.00 67.01± 0.00

BN [36] 85.19± 0.35 85.49± 0.30 96.60± 0.19 72.25± 0.33 84.88± 0.08 63.30± 0.20 53.02± 0.32 73.59± 0.23 75.10± 0.29 66.25± 0.05

SAR [29] 85.24± 0.37 85.49± 0.30 96.60± 0.19 76.02± 0.84 85.84± 0.26 64.78± 0.17 56.30± 0.57 74.83± 0.27 76.18± 0.30 68.02± 0.19

EATA [28] 85.14± 0.31 85.36± 0.20 96.54± 0.19 72.27± 0.11 84.83± 0.11 64.25± 0.41 54.09± 0.53 74.25± 0.36 75.72± 0.43 67.08± 0.22

TENT [49] 87.07± 0.87 86.76± 0.52 96.92± 0.20 78.83± 1.97 87.40± 0.69 64.53± 0.21 55.15± 0.59 74.68± 0.38 76.19± 0.14 67.64± 0.19

TSD [51] 90.83± 0.89 89.94± 0.27 97.56± 0.27 81.56± 1.52 89.97± 0.18 65.33± 0.30 56.99± 0.34 76.12± 0.36 76.52± 0.24 68.74± 0.14

TEA [57] 88.51± 0.43 87.75± 0.51 97.17± 0.24 81.45± 1.02 88.72± 0.26 65.62± 0.45 57.55± 0.64 75.80± 0.39 76.85± 0.51 68.95± 0.25
TIPI [27] 87.62± 0.73 86.97± 0.96 97.01± 0.11 79.66± 1.50 87.81± 0.56 64.92± 0.29 56.47± 0.37 75.31± 0.27 76.74± 0.37 68.36± 0.04

S-FRET 89.90± 0.60 89.00± 0.48 97.46± 0.32 77.45± 0.91 88.45± 0.19 64.42± 0.20 55.06± 0.34 75.56± 0.24 76.41± 0.14 67.86± 0.13

G-FRET 90.99± 0.87 90.00± 0.25 97.59± 0.29 82.32± 2.59 90.23± 0.53 66.12± 0.41 57.63± 0.39 76.46± 0.34 77.19± 0.23 69.35± 0.20

Table 1. Accuracy comparison of different TTA methods on
PACS and Of“ceHome datasets based on ResNet-18 and ResNet-
50 backbones, including mean and standard deviation of 5 runs
with different random seeds. The best results are highlighted in
boldface, and the second ones are underlined.

tings are used: continuous adaptation for CIFAR-10/100-
C (15 corruption types applied sequentially), and inde-
pendent adaptation for ImageNet-C (each corruption type
evaluated separately). S-FRET signi“cantly outperforms
the non-adaptive baseline, with average gains of 22.84%
on CIFAR-10-C, 17.52% on CIFAR-100-C, and 14.4% on
ImageNet-C. G-FRET consistently surpasses S-FRET by
leveraging both feature redundancy and label discriminabil-
ity, whereas S-FRET only addresses redundancy. Under
continuous adaptation, methods not explicitly reducing re-
dundancy perform similarly to S-FRET but worse than G-
FRET. This highlights the complementary roles of redun-
dancy reduction and class discriminability in improving
TTA performance„a “nding further supported by our ab-
lation studies.

Method
CIFAR-10-C CIFAR-100-C ImageNet-C

1-7 8-15 1-15 1-7 8-15 1-15 1-7 8-15 1-15

Source [12] 38.46 61.59 50.80 23.59 37.49 31.01 7.74 20.79 14.70
BN [36] 70.47 76.43 73.65 45.70 50.57 48.30 17.84 36.12 27.59
TENT [49] 73.06 79.25 76.36 47.77 53.44 50.79 27.05 42.69 35.39
EATA [28] 70.60 76.42 73.70 47.64 53.40 50.71 31.23 46.15 39.19
SAR [29] 70.61 76.50 73.75 46.66 51.21 49.09 30.37 45.70 38.55
TIPI [27] 73.76 80.21 77.21 47.50 52.06 49.93 27.78 42.69 35.73
TEA [57] 71.70 77.47 74.78 46.07 50.64 48.51 22.85 40.72 32.38
TSD [51] 72.53 77.96 75.43 45.87 51.03 48.62 20.93 38.15 30.11
S-FRET 71.60 77.28 74.63 46.31 50.46 48.53 19.59 37.43 29.10
G-FRET 73.76 80.32 77.26 48.23 53.55 51.06 28.60 43.96 36.79

Table 2. Accuracy comparison of different TTA methods on
CIFAR-10/100-C and ImageNet-C datasets at damage level of 5,
with 15 types of damage applied two experimental settings: con-
tinuous adaptation and independent adaptation.

5.2.3. Ef“ciency Comparison

In addition to accuracy, we also evaluate the runtime ef-
“ciency of different methods to assess the computational
performance of S-FRET and G-FRET. As shown in Tab.3,
•TrainingŽ indicates whether the method involves retrain-
ing. ERM represents the source model without adaptation,
while the BN method directly updates the batch normal-
ization (BN) parameters, eliminating the need for retrain-
ing. Consequently, BN is the most computationally ef-



Cost Time (s)

Backbone ERM BN TENT EATA SAR TSD TIPI TEA S-FRET G-FRET

Traning × × � � � � � � � �

ResNet-18 39 36 48 56 74 114 162 658 46 118
ResNet-50 64 66 113 109 185 153 264 1376 102 193
VIT-B/16 141 162 210 220 345 295 281 3181 185 310

AVG 81 88 124 128 201 187 236 1738 111 207

Maximum GPU memory usage (MB)

Backbone Source BN TENT EATA SAR TSD TIPI TEA S-FRET G-FRET
Traning × × � � � � � � � �

ResNet-18 903 904 2789 3713 3548 3170 3427 8221 2789 4781
ResNet-50 772 773 5411 6153 6005 6356 6071 15951 5448 9163
VIT-B/16 1218 … 6465 7324 6620 10584 13765 17300 6469 8045

AVG 965 … 4888 5730 5391 6703 7755 13824 4902 7330

Table 3. Ef“ciency comparison of TTA methods on ImageNet-C
(Gaussian Noise) across multiple backbone networks

“cient method. However, as reported in Tabs.1 and 2,
BN consistently exhibits the lowest accuracy. Among
the training methods, S-FRET achieves the lowest runtime
and the second-lowest memory consumption across various
backbones, while G-FRET exhibits average performance
compared to other baselines. These results indicate that
S-FRET, as a simple yet effective approach, provides a
competitive accuracy-ef“ciency trade-off. Meanwhile, G-
FRET, despite its moderate computational cost, achieves the
highest accuracy, demonstrating its effectiveness in balanc-
ing ef“ciency and adaptation performance.

5.3. Analysis of Underlying Mechanisms

5.3.1. Relation between Feature Redundancy Elimina-
tion and Generalizability Enhancement

The “rst mechanism to be validated is whether there ex-
ists a genuine relationship between feature redundancy and
generalizability enhancement. We track the evolution of re-
dundancy scores (RS), loss, and accuracy across increas-
ing adaptation steps. As shown in Fig.4, S-FRET achieves
a consistent reduction in feature redundancy as adaptation
progresses, accompanied by stable accuracy improvement,
demonstrating the detrimental effect of redundancy on gen-
eralization and the ef“cacy of redundancy elimination. For
G-FRET, as the number of adaptation steps increases, there
is also a consistent reduction in the redundancy of the ex-
tracted embedded features, accompanied by a signi“cant
decrease in loss and a notable improvement in accuracy.
In summary, both S-FRET and G-FRET has been demon-
strated to be highly effective in minimizing redundancy,
and redundancy elimination is strongly associated with en-
hancement of model generalizability.

5.3.2. Label Shift

Is S-FRET truly affected by label shift? Tab.4 presents
the performance of S-FRET and G-FRET under test-time
label shifts with long-tailed distributions. Here, the imbal-
ance factor denotes the ratio between the most and least fre-
quent class samples„higher values indicate more skewed
class distributions. As shown in Tab.4, S-FRET achieves

Figure 4. The relationship of the reduction of redundancy and the
enhancement of generalizability attained by S-FRET and G-FRET
on CIFAR-10-C and CIFAR-100-C datasets.

CIFAR-100-C-LT

Imbalance Factor ERM BN SAR EATA TENT TSD TIPI TEA S-FRET G-FRET

1 31.01 48.30 49.09 50.71 50.79 48.62 48.51 49.93 48.53 51.06
10 30.39 47.14 47.69 47.86 50.12 47.74 47.50 49.54 47.47 50.23
100 30.13 46.07 48.21 46.08 49.80 46.95 47.13 49.51 46.62 50.27

AVG 30.51 47.17 48.33 48.21 50.24 47.77 47.71 49.66 47.54 50.52

Table 4. Performance comparison on CIFAR-100-C-LT with dif-
ferent imbalance factors based on ResNet-18.

competitive performance on CIFAR-100-C under balanced
class distributions. However, its accuracy degrades signi“-
cantly as the imbalance factor increases, with 1.91% drops
on CIFAR-100-C, aligning with the limitations of conven-
tional TTA methods. In contrast, G-FRET delivers more
robust performance across all imbalance factors. This high-
lights G-FRET•s unique capability to address label shift in
real-world scenarios through contrastive learning.

5.3.3. Discriminability Analysis by tSNE

Does G-FRET truly improve discriminability compared to
S-FRET? Fig.5 shows the t-SNE [46] visualization of em-
bedded features before and after adaptation by S-FRET and
G-FRET. It is evident that before adaptation, data points
from different classes are intermixed without clear separa-
tion. After adaptation by S-FRET, although class separation
increases, the overlapping regions between classes still lack
distinct boundaries. In contrast, G-FRET achieves more
distinct cluster separation and sharper decision boundaries,
demonstrating its superior capability in learning discrimina-
tive features under distribution shifts. Extended experimen-
tal results on the CIFAR-10-C are provided in Sec.11.3.

5.4. Ablation and Extension Study

5.4.1. Effects of Components in G-FRET

Tab. 5 presents the impact of the four components of G-
FRET on model performance. (1) Compared to the source
baseline, each individual component contributes positively
to the model•s performance, with respective gains of 0.30%,










