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Abstract

End-to-end autonomous driving has been recently seen
rapid development, exerting a profound influence on both
industry and academia. However, the existing work places
excessive focus on ego-vehicle status as their sole learning
objectives and lacks of planning-oriented understanding,
which limits the robustness of the overall decision-making
preocess. In this work, we introduce DistillDrive, an end-
to-end knowledge distillation-based autonomous driving
model that leverages diversified instance imitation to en-
hance multi-mode motion feature learning. Specifically, we
employ a planning model based on structured scene rep-
resentations as the teacher model, leveraging its diversi-
fied planning instances as multi-objective learning targets
for the end-to-end model. Moreover, we incorporate re-
inforcement learning to enhance the optimization of state-
to-decision mappings, while utilizing generative modeling
to construct planning-oriented instances, fostering intri-
cate interactions within the latent space. We validate our
model on the nuScenes and NAVSIM datasets, achieving
a 50% reduction in collision rate and a 3-point improve-
ment in closed-loop performance compared to the base-
line model. Code and model are publicly available at
https://github.com/YuruiAl/DistillDrive

1. Introduction

End-to-end autonomous driving [15, 16, 21] has made sig-
nificant progress in recent years, primarily driven by ad-
vancements in perception technologies [30, 31, 41] and im-
itation learning [19]. As show in Fig. | (b), it learns directly
from complex sensor inputs to final planning and decision,
eliminating the intermediate processes of data transfer and
target characterization, thereby significantly reducing cas-
cading errors [16]. However, in closed-loop experiments,
the perceptually separated planning model in Fig. | (a) out-
performs the end-to-end model, benefiting from contrastive
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Figure 1. Comparisons of different automatic driving plan-

ing paradigms. (a) Perceptual decoupled learning-based plan-
ning model [5, 46]. (b) End-to-end perception and planning model
[16, 21]. (c) The proposed distillation-based drive model.

learning [5] and simulation experiments [9]. Still, it faces a
coupling barrier [20] between perception and planning.
Unlike perceptual tasks with a unique solution, planning
tasks have uncertain feasible solutions [4], and relying on a
single expert trajectory can limit the model’s ability to learn
diverse representations. To address the issue of a limit plan-
ning goal, SparseDrive [37] incorporates unimodal planning
features into multi-mode position embedding, enabling di-
verse planning. Meanwhile, VADV?2 [4] abstracts planning
tasks as a probabilistic action distribution, using the inter-
action between planning vocabulary and scenario tokens
to sample a single action. DiffusionDrive [29] proposes a
truncated diffusion policy with multi-mode anchors and the
diffusion schedule, enabling the model to learn denoising
from gaussian distribution. While the above approach of-
fers some planning diversity, it still has several issues: (a)
Single-mode Learning: Its target remains the expert tra-
jectory from log playback, which lacks diverse supervision

26188

3 The University of Sydney



[27] for multi-mode features and motion properties. (b) Sta-
tus Leakage: The model suffers from over-reliance on ego
status [28] and lack of state-to-decision space optimization.
(c) Motion-guidance Deprivation: The above approach
lacks a planning-oriented feature modeling and fails to pro-
mote the instance interactions in a motion-guided manner.

To address the above issues, we use a multi-mode de-
coupled planning model as a teacher to supervise motion-
guided instance interaction in the end-to-end model through
knowledge distillation, presented in Fig. 1 (c). Unlike ex-
isting methods [20, 27, 43] that focus on simulation envi-
ronments and lack supervision of latent-space multi-mode
features, we effectively implement multi-mode imitation.
Meanwhile, we employ reinforcement learning to improve
the comprehensive understanding of motion status and a
generative model to boost interaction with motion distribu-
tion features from the expert’s trajectory in latent space.

To effectively improve the planning performance of the
end-to-end model and tackle the challenge of imitation
learning in capturing the complexity of the planning space,
we propose DistillDrive, an end-to-end multi-mode au-
tonomous driving framework based on the distillation of an
isomorphic hetero-source planning model. Overall, we de-
sign a knowledge distillation architecture using decoupled
planning models to efficiently supervise multi-mode plan-
ning learning in end-to-end models. To clarify the role of
the ego status, we use inverse reinforcement learning and
Q-learning to enhance the construction of state-to-decision
relationships. Finally, motion-guided cross-domain feature
interactions are enabled through generative modeling, en-
hancing the abstraction of instances to the planning space.

The main contributions can be summarized as follows:

* We propose a distillation architecture for multi-mode
instance supervision in end-to-end planning, tackling
single-target imitation learning limitations.

* We introduce reinforcement learning-based state opti-
mization to enhance state-to-decision space understand-
ing and mitigate ego motion state leakage.

e To address missing motion-guided attributes, we use
a generative model for distribution-wise interaction be-
tween expert trajectories and instance features.

* We conduct open- and closed-loop planning experiments
on the nuScenes and NAVSIM datasets, achieving a 50%
reduction in collision rate and a 3-point increase in both
EP and PDMS over the baseline.

2. Related Work

End-to-End Planning. Autonomous driving is rapidly ad-
vancing as end-to-end concepts [3, 38] gain popularity, with
works [6, 15] achieving impressive results by using Trans-
formers for spatial-temporal feature learning in planning
models. Notably, UniAD [16] first integrates detection,
tracking, and mapping using attention mechanisms, achiev-

ing strong planning performance, while VAD [21] simpli-
fies these steps, balancing accuracy and performance with
vectorized representation. Unlike previous methods mod-
eling planning as continuous trajectory learning, studies
[4, 27] abstracted motion space into a probabilistic decision
space. Meanwhile, Hu et al. [13] and Zheng et al. [45]
enhance planning by modeling motion space as a gaus-
sian distribution for capturing latent representations. While
SparseDrive[37] propose a sparse query-centric paradigm
for end-to-end autonomous driving, achieving strong per-
formance. However, researches [28, 42] show that existing
end-to-end planning models overly rely on ego status, lack
of interaction with other agents. To address this, we design
an end-to-end model that enhances distribution interaction
and utilizes expert trajectories for supervised instance-wise
representation, providing motion prior.

Knowledge Distillation. Knowledge distillation (KD) al-
lows a compact student model to mimic the behavior of
a complex teacher model, inheriting its embedded knowl-
edge [33, 47]. Hao et al. [12] proposes a cross-architecture
method that aligns intermediate features into a logits space
to distill knowledge from heterogeneous models. Simulta-
neously, approaches [26, 40, 44] enhance model expressive-
ness through multi-stage adaptive distillation and a dual-
path mechanism. In autopilot planning, Roach [43] de-
signed an RL-based expert to guide the IL agent in learn-
ing state space representations. In PlanKD [9], planning
features are distilled, with trajectories and attention mecha-
nisms extracting the feature center. While Hydra-MDP [27]
supervises multimodal trajectory generation through a rule-
based teacher. In contrast, our work tackles motion fea-
ture learning for cross-models via knowledge distillation,
addressing the limitations of single-goal imitation learning.

Reinforcement Learning in Planning. With the A3C
agent [35] applied in CARLA [8] using reinforcement
learning, more studies are emerging in the field of au-
tonomous driving. Roach [43] trains a reinforcement learn-
ing expert to translate bird’s-eye view images into contin-
uous low-level actions, setting a performance benchmark
in CARLA. RL methods have been applied to tasks like
lane-keeping [22] and lane changing [39], enabling policies
to learn from rewards through closed-loop training. Meth-
ods [10, 25] combine RL and IL to standardize Q-learning
and prevent out-of-distribution value overestimation. In-
verse reinforcement learning infers cost functions from ex-
pert demonstrations, eliminating manual specification. To
better approximate the partition function, [17, 18] converts
continuous behavioral modeling into a discrete setup, us-
ing a maximum entropy IRL architecture. In practice [32],
actor goals are achieved by combining imitation learning
and reinforcement learning, using the Soft Actor-Critic ap-
proach [11] to alternately train critics and actors. In our
work, we combine Q-learning [25] and IRL [17] methods to
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Figure 2. The Overview of our proposed DistillDrive. Initially, we train a teacher model with scene-structured annotation data, integrating
reinforcement and imitation learning to enhance multi-mode planning. Subsequently, we constructed an end-to-end student model and used
a generative model to implement motion-oriented distribution interactions in latent space. Ultimately, multi-stage knowledge distillation
and multi-mode supervision synergistically enhance the planning diversity and safety margins of autonomous driving models.

improve the model’s understanding of the state-to-decision
space, enhancing both open- and closed-loop performance.

3. Methodology

3.1. Overview

As illustrated in Fig. 2, we leverage a knowledge
distillation-based planning model that improves multi-mode
feature interaction through planning-based information. In
Sec. 3.2, we present the teacher model’s setup, including the
encoder, planning decoder, IL-based head, and RL-based
optimization. Following this, we explore end-to-end plan-
ning models that leverage generative models and sparse fea-
ture representations in Sec. 3.3. Afterward, in Sec. 3.4, we
focus on our distillation scheme, integrating multi-mode in-
stance distillation to enhance feature learning. Finally, we
present the overall model training objectives in Sec. 3.5,
combining knowledge distillation and reinforcement learn-
ing to overcome the limitations of single-mode representa-
tion in imitation learning for planning tasks.

3.2. IRL-based Teacher Model

The teacher model learns scene-to-planning relationships
through an agent encoder, scene encoder, planning decoder,
an imitation learning-based prediction head, and reinforce-
ment learning-based state optimization.

Agent Encoder. For a dynamic target agent, its state at
each moment ¢ is characterized by the following informa-
tion: position pf, orientation angle 6!, velocity v, dimen-

sions b! and binary mask information m!. To enhance the
characterization of the target’s motion properties, we vec-
torize the features to correlate information across succes-
sive frames, modeling the target’s dynamic characteristics:
= {pi —p§7179§ _957170 f 17bfv i} Then, an
MLP is applied to encode the S € RN4*T*9 resulting in
Ea € RVaXTXD where N4, T, and D denote the number
of agents, frames per agent, and dimension, respectively.

E 4 incorporates the agent’s temporal features, enhanc-
ing through position encoding T'E based on sequence po-
sitions. The global position embedding PFE 4 is generated
by encoding the position pﬁ", providing rich spatial infor-
mation and an encoder captures correlations among target
temporal awareness via an attention mechanism:

I4 = Attn(Q(EA+TE), K(EA+TE)),V(E,)). (1)

Scene Encoder. Static targets (e.g., lane lines, road edges)
help the model understand driving rules and areas, repre-
sented by a point set M € RNt XNrX2 ywhere N is the
number of lanes and Np is the number of points per lane.
The lane center point c,, € RVE*2 serves as the position to
encode P FE),, representing lane distribution. The vector-
ized representation vy,, the orientation ,,,, and deviation d,
are derived to refine the lane center encoding. Meanwhile,
the labeling attribute 1;;, for each lane is encoded through
a weighting matrix wy,. Finally, the lane lines are encoded
using the PointNet [36] polyline encoder, resulting in an ef-
fective representation Ipy € RV2XP as follows:

Iy = PointNet(Concat{vm, Om,dm}) +lm*wm. (2)
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Planning Decoder. As shown in Fig. 2, we derive
Iz, PEg € RM#*PD from the planning vocabulary [4],
obtained by clustering trajectories based on vectorization
and end-points, where N denotes the number of modes.
These multi-mode instances, along with features from the
agent encoder, achieve cross-temporal aggregation through
the memory bank [37] to enhance multi-frame agent and
ego instances I’, /g and position embeddings PE’, /E"

To model the mutual interactions among Ego, Agent,
and Map, we employ attention mechanism for representa-
tion learning across heterogeneous features, capturing their
interactions. A temporal attention mechanism first captures
associations between temporal features I, /a to compre-
hend the target’s evolving dynamics, while a self-attention
further captures Ego-Agent interactions and analyzes their
behavioral patterns. Finally, cross-attention mechanism be-
tween the dynamic target I, 4 and the static element Ips
enhances the agent’s ability to abstract scenarios. Specific
details are provided in the supplementary material.
Imitation Learning-based Prediction Head. After obtain-
ing the multi-mode ego instance Ig, we use the MLP to
predict trajectory regression 7 € RVeXT*2 clagsification
s € RNex1 and ego-status ¢ € RNE2X10 within a multi-
task framework. Both the regressed trajectories and mo-
tion status are supervised using L1 loss, yielding L and
Ltarus, While the classification loss is enforced using KL di-
vergence [4], resulting in Ls for multi-mode planning. The
details are provided in the appendix, where the imitation
learning error Ly, is the sum of the three losses.
Reinforcement Learning-based Status Optimization.
Ego status is learned from ego instances to prevent leakage
and reduce state reliance [28]. The planning solution space
is diverse due to motion complexity, while imitation learn-
ing [19]’s single objective limits model generality. Thus, in-
tegrating reinforcement learning principles to optimize the
policy space across statuses and behaviors is key to enhanc-
ing the model’s interaction and adaptability.

First, based on the predicted trajectory py.q; and status
§, the per-point error, collision rate, and speed limit are
calculated relative to the expert trajectory py; and status
5. The values are smoothed and normalized using a neg-
ative exponential function as the reward, with a learnable
weight w; applied to each reward to optimize the planning
reward: r; = va:Rl wie %, where Npg is the number of
rewards. Unlike maximum entropy inverse reinforcement
learning [17], which maximizes rewards via entropy, we re-
fine weight coefficients through learning and designed re-
ward rules for more intuitive computation.

Subsequently, Q-Learning [34] is applied to map state
values § to the motion decision a, simplified to turn left, turn
right, and go straight. The expert’s motion state s is passed
to the target network Q) to learn behavioral decisions, with
the decisions a supervising the network, as shown in Eq. (4).

Due to variability between § and 5, we avoid the target net-
work updating and use separate supervision to clarify the as-
sociation between state space and decisions. We then com-
pute the Q-value y; for the scene using the target network,
where + is the reward decay coefficient:

Yt =7“t+7m§XQT(§,d)- 3)

Finally, Ly, is computed as the difference between the
main network’s prediction and the value y;, optimizing the
model’s state space representation for behavioral decisions:

Lip = 3 1Qe(5,) ~ il + [Qar(5, Gmas) — ] @)

i=1
3.3. Motion-Guided Student Model

Sparse Scene Representation. For the perceptual part of
the model, we retain the SparseDrive [37] design, which
uses fully sparse temporal representations. The instance
I 4, I'ns remains the same structure as described in Sec. 3.2.
Planning-oriented Interactions in Generative Models.
To enhance the motion representation for Ego and Agent
instances, we abstract I g, 4 and expert trajectories as Gaus-
sian distributions, improving planning performance through
distribution-wise interactions in the hidden space Z. As
shown in Fig. 3, we map the expert trajectory pirq; to
a Gaussian distribution in latent space Z via an encoder,
learning p1p,0p to model the distribution d(Z|pyrq;) =
N(up,or), capturing the prior of expert trajectories.

Similarly, for the instance Ig,Is of the Agent and
Ego, we also use an encoder to map them to Gaussian
space Z, obtaining p; and oy to establish the distribution
d(Z|Ig,Ia) = N(uy,or) for instance abstraction.

The training process uses N (up, o) for the interaction
of motion features and supervises N (ur, o), while the in-
ference process utilizes py, oy to generate motion-guided
features Fg = juy +n x e¢*71. Here, n denotes the Gaus-
sian noise, ¢ represents the coefficient. Then, Ig, I are
concatenated and transformed dimensionally to obtain the
multi-level instance I € REX(Ne+Na)xD" \where L rep-
resents the level number. Finally, the multi-scale instance
I serves as the hidden state, while the motion-guided fea-
ture Fg is used as the input for distribution-level feature in-
teraction via the GRU and MLP, as detailed in the appendix.

(Ig,Ia) = MLP(GRU(Fg, Ig)). (5)

For the distribution d(Z|Ig, I4) of the instance abstrac-
tion and the distribution d(Z|py,4;) of the expert trajectory,
we supervise the distributions using KL divergence. The
Ego distribution can be obtained directly, while the Agent
target requires alignment using Hungarian algorithm [24].

or—op —0.5+e?>9F + (up — pur)?
2X€2><O'I :

(6)

Lps =
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Planning Decoders and Prediction Heads. As shown in
Fig. 2, the student model’s decoder and motion attributes
learning layer are aligned with the teacher model, prevent-
ing heterogeneity in subsequent distillation tasks.

3.4. Knowledge Distillation

In this section, we design a distillation architecture that
leverages the multi-mode teacher model to supervise the
student model through diversified imitation learning.
Instance Distillation of Encoders. First, we apply L2 loss
to align the encoder features of the teacher and student,
F*¢ and F2t. This method effectively aligns the shallow
features of both models, ensuring consistency in the latent
space, with the encoder distillation loss LX? given by:

Ng
LEP = "||Fst - FL,. %)
j=1

Instance Distillation of Decoders. After the scene-wise
and instance-wise decoders, we design a specialized adapter
to accommodate the domain variability of the two mod-
els and address the heterogeneity between instances. The
MLP adapter v ensures isomorphism between the student
and teacher decoder features, while the decoder distillation
loss LK P is given as follows:

Ng
LEP =" ||l (F3b) — Fiell,- (8)
1=1

Motion Property Distillation. Ultimately, to capture its
probabilities across modes, we also design multi-mode dis-
tillation. As shown below, we use KL divergence to super-
vise the multi-mode classifications pZ}, and pfS, encourag-
ing the student to learn a distribution closer to the teacher.

Ak Pl (4)
LEP = " pli,(i)log ( o ) : ©)
i=1 pcls(l)

In summary, we design multi-stage distillation from the
multi-mode teacher to the student model, addressing the
challenge of a single learning objective. By supervising fea-
tures and probabilities, we enrich the model’s representation
of agent interactions, thereby enhancing planning perfor-
mance. The final multi-stage distillation loss is as follows:

Lgp=LEP +LEP + LEP. (10)

cls

3.5. Training Object

The learning objectives include the distillation loss Lk p,
distribution loss L pg, and reinforcement learning loss Ly, .
The imitation learning loss Ly, follows Sec. 3.2, with total
loss L defined as follows, where A1, A2, A3 are the weight.

Lr =M XLgp+ X X Lps+ A3 x Lgr + Lrr. (11)

4. Experiments
4.1. Dataset and Metrics

To evaluate the performances of the end-to-end planning
model, we conducted comparison and ablation experiments
on the nuScenes dataset [1]. It includes 1,000 driving
scenes from Boston and Singapore, each lasting 20s, pro-
viding camera, LiDAR, and annotation at 2Hz. However,
most scenes involve uniform motion, and the dataset mainly
targets perception tasks, using open-loop evaluations for
planning, making it ideal for performance assessment.

The NAVSIM dataset [7], streamlined from nuPlan [2],
uses eight cameras for 360° coverage and fuses LiDAR
point clouds from five sensors for enhanced perception. The
dataset provides high-quality annotations at 2Hz, includ-
ing HD maps and object bounding boxes, ensuring reliable
data for autonomous planning tasks. Finally, the dataset fo-
cuses on challenging scenarios driven by dynamic changes
in driving intentions, while excluding simpler cases like
stationary or constant-speed driving, to better simulate au-
tonomous planning in complex traffic environments.

4.2. Experimental Settings

To ensure a fair comparison, we use the same backbone
and perception module as SparseDrive [37] on the nuScenes
dataset, relying solely on panoramic images without ad-
ditional LiDAR data. We trained on 8 NVIDIA A800
GPUs with a total batch size of 48, using the AdamW opti-
mizer. The process involves training the teacher model for
30 epochs, followed by 100 epochs of perception pretrain-
ing. Then, the teacher and perception-pretrained models
undergo 10 epochs of end-to-end distillation for the plan-
ning model. On the NAVSIM dataset, we use the baseline
settings of Transfuser [6], with three cropped and scaled
forward camera images (1024x256) and rasterized BEV Li-
DAR as input, without temporal training to ensure a fair
comparison. We trained using 8 NVIDIA A800 GPUs
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L2(m)] Collision(%).
Model Tnput Is 2s 3s Avg. | 1s 2s 3s Avg. FPS T

FF [14] LiDAR 0.55 120 254 143 | 0.06 0.17 1.07 043 | -

EO [23] LiDAR 0.67 136 278 1.60 | 0.04 0.09 0.88 033 | -
ST-P3 [15] Camera 1.33 211 290 2.11 | 023 0.63 127 0.71 | 1.6
UniAD [16] Camera 045 070 1.04 0.73 | 0.62 058 0.63 0.61 | 1.8
VAD [21] Camera 041 070 1.05 0.72 | 0.03 0.19 043 0.21 | 45
SparseDrive [37] Camera 031 060 1.00 063 | 0.01 0.08 030 0.13 | 6.5
DistillDrive (Teacher) | Annotation | 0.27 0.51 0.82 0.53 | 0.01 0.04 0.10 0.05 | 31.6
DistillDrive (Student) | Camera 0.28 0.54 083 0.57 | 0.00 0.03 0.17 0.06 | 6.0

Model Input  Backbone | NCt DACT TTC Comf.t EPT PDMST
Const Velocity - - 69.0 578 580 100 194 20.6
Ego Status MLP - - 930 773 836 100 62.8 65.6
UniAD [16] C ResNet-34 | 97.8 919 922 100 78.8 83.4
VADV?2 [4] C ResNet-34 | 92.2  89.1 91.6 100 76.0 80.9
Transfuser [6] C &L ResNet-34 | 97.8 92.3 92.9 100 78.6 83.5
Hydra-MDP [27] C&L ResNet-34 | 979 917 929 100 77.6 83.0
DistillDrive (Teacher) GT - 97.5 96.0 92.8 100 81.0 86.5
DistillDrive (Student) | C& L  ResNet-34 | 98.1 946 93.6 100 81.0 86.2

Table 1. Quantitative comparisons of planning performance using open-loop metrics on the nuScenes [1] val dataset. SparseDrive results
are replicated under the same settings, and the teacher model, based on annotations, is excluded from the performance comparisons.

Table 2. Quantitative comparison on planning-oriented NAVSIM [7] navtest split with closed-loop metrics. “C* and ”L” Denotes the use
of camera and LiDAR sensor, While “GT” represents the use of ground truth annotations. Similarly, the teacher model is included only to
demonstrate performance, not for actual performance comparison. The evaluation metrics are kept in default settings.

and the AdamW optimizer (learning rate 1 x 10~%) for
100 epochs. The process follows the same logic: first,
the teacher model is trained separately, then used for end-
to-end distillation of the student planning model. Where
A1, A2, Ag, v, Care 0.5, 1, 1,0.95, and 0.5.

4.3. Results and Analysis

Planning Performance on nuScenes Dataset. We validate
the planning performance of the proposed DistillDrive on
the nuScenes dataset, as shown in Tab. 1. The teacher model
excels across all models, validating the effectiveness of re-
inforcement learning for state-space optimization, but it en-
counters coupling barriers [20] in real-world. Therefore, we
propose a knowledge distillation scheme to enhance end-to-
end multi-mode planning learning and validate our model’s
performance in the table. It outperforms both LiDAR-based
[14, 23] and camera-based models [15, 16, 21], achieving
a 50% reduction in collision rate and a 10% decrease in L2
error compared to SparseDrive. This demonstrates that di-
verse imitation learning effectively enhances the distinction
between mode instances.

Planning Performance on NAVSIM Dataset. Tab. | fo-
cuses on open-loop performance with assessment limita-
tions, while Tab. 2 offers a comprehensive evaluation using
NAVSIM’s data-driven, non-reactive simulation. Results
show the teacher model excels in performance, confirming

Model NDST mAPT mATE| mASE| mAOE| mAVE| mAAE|
UniAD 498 038 0.684 0277 0383 0381 0.192
SparseDrive 525 0418 0565 0275 0552 0261  0.190
DistillDrive 53.0 0.420 0568 0275 0539 0265 0.1766

Table 3. Quantitative Comparisons with end-to-end methods in
detection performance on the nuScenes val dataset.

Model AMOTAT AMOTP] Recall, IDS| | AP.t AP;T APRT mAPT
UniAD 0.359 01320 0467 906 - - -
VAD - - - - 406 515 506 476
SparseDrive | 0.385 1.254 0499 886 | 499 570 584 550
DistillDrive | 0371 1.252 0500 767 | 495 573 583 550

Table 4. Comparison of multi-target tracking and mapping per-
formance on the nuScenes dataset. Here, AP., APy, and AP,
represent the AP of crossing, divider, and boundary, respectively.

the validity of its design. Through effective multi-mode in-
stance imitation, our end-to-end student model outperforms
the Transfuser [6] by 2.5% on PDMS, with significant gains
in DAC and EP. DistillDrive also surpass rule-based distil-
lation [27] with significant performance gains. It even out-
performs the teacher model on NC and TTC, demonstrating
that multi-mode distillation not only transfers the teacher’s
knowledge but also enables significant breakthroughs.

Perception Performance on nuScenes Dataset. To eval-
uate our planning model, Tab. 3 and Tab. 4 sequentially
validate its detection, tracking, and mapping performance.
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Figure 4. Qualitative visualization with end-to-end methods in planning performance on the nuScenes val dataset. We conduct a compre-
hensive comparison with SparseDrive, focusing primarily on their planning performance in the bird’s-eye view(BEV) space. The first and
third rows show more diverse plans, while the second row exhibits better kinematic alignment under the same modality.

Transfuser DistillDrive (Ours)

(a) Turning conforms better to kinematics

(b) Effectively handling traffic congestion

Figure 5. Qualitative visualization of the planning performance
on the NAVSIM navtest split, where the red line represents the
predicted trajectory and the green line represents expert trajectory.

Since no additional perception module was designed, the
overall performance is similar to SparseDrive. However,
we achieved improvements in metrics like IDS, thanks to
the contribution of generative modeling.

Qualitative Visualization. Fig. 4 visualizes the planning
model’s performance on the nuScenes dataset across three

scenarios: right turn, left turn, and straight. The right-turn
case shows greater trajectory diversity, highlighting the role
of multi-mode instance distillation. In the left-turn case, our
model produces smoother, more natural trajectories due to
effective RL-based status optimization. The straight case
shows a richer set of trajectory candidates, demonstrating
enhanced planning capabilities. In Fig. 5, we validate the
model’s planning performance on NAVSIM dataset. In the
first case, our model’s trajectory closely matches the ex-
pert, demonstrating better completion. In the second case,
while Transfuser fails due to braking, our model success-
fully overtakes, handling congestion effectively.

To analyze the impact of multi-mode instance imita-
tion on planning tokens, we use t-SNE to project tokens
into two-dimensional space and compare SparseDrive, the
teacher model, and DistillDrive in Fig. 6. DistillDrive com-
presses spatial representations while preserving the original
model [37] distribution, learning intermediate representa-
tions through isomorphic model distillation, which demon-
strates the feasibility of diverse instance imitation.

4.4. Ablation Studies

Effect of Reinforcement Learning Optimization. In
Tab. 5, we apply reinforcement learning to refine the model,
enhancing its comprehension of status and decision space.
Comparing the second to fourth lines indicates that appro-
priate supervision and rewards enhance trajectory planning,
while action selection in the fifth line refines performance.
Finally, the proposed linear weighted reinforcement learn-
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RL Distillation Generative | Avg Collision(%) Avg L2(m)
X X X 0.132 0.6398

v X X 0.137 0.6715

X v X 0.092 0.5851

X X v 0.107 0.5966

v 7/ X 0.094 0.5915

X v v 0.101 0.5846

v X v 0.075 0.5968

v o/ v 0.067 -50% 0.5735 -10%

0 50
TNSE x axis

100

Table 6. Ablation study of designed modules on the nuScenes val.

Figure 6. Visualization of multi-mode instances using t-SNE
across SparseDrive, the teacher model, and DistillDrive.

Prediction Planning
¢ HM AR EPA ADE FDE MR Collision ADE FDE
05 X X 0.484 0.622 0981 0.134 | 0.125 0.614  0.963
05 v X 0.539  0.422 0.538 0.045 | 0.093 0.583 0.914
1.0 v X | 0538 0427 0.547 0.046 | 0.091 0.585 0.917
05 v v 0.533  0.445 0.582 0.051 | 0.151 0.566 0.916

Lrr, Reward Select IRL | Avg Collision(%) AvgL2(m)
X X X X 0.066 0.5716
v X X X 0.057 0.5777
v v X X 0.063 0.5653
v v v X 0.059 0.5522
v v v v 0.053 -20% 0.5364 -6%

Table 7. Ablation study of prediction and planning performance
with generative model on the nuScenes val set, where HM and AR
denote Hungarian Matching and autoregressive strategy.

Table 5. Ablation study on reinforcement learning in the nuScenes
val, where Lrr, Reward, Select and IRL represent loss, reward,
state-space allocation and inverse reinforcement learning.

ing dynamically integrates various reward values. This ap-
proach achieves a 20% reduction in collision rate and a 6%
decrease in alignment L2 error, demonstrating its effective-
ness in optimizing planning accuracy and safety.

Ablation Study of DistillDrive Modules. To validate the
design’s effectiveness, we assess the core modules of the
end-to-end planning model in Tab. 6. In rows second to
fifth, individual evaluations reveal that Knowledge Distilla-
tion (KD) significantly enhances expressiveness via multi-
mode supervision, while the generative model benefits from
distribution-wise interaction for motion learning. However,
Reinforcement Learning (RL) faces challenges due to lim-
ited state space representation. Meanwhile, result show that
combining the components significantly improves model
performance. KD as core elements, enhance multi-mode
motion imitation, while RL, through state-to-decision su-
pervision, boosts generalization to out-of-distribution data,
improving decision stability and robustness. Further closed-
loop experiment results are included in the appendix.
Ablation Study on Generative Model. Analyzing Tab. 7
we observe that using Hungarian matching to align motion
features encoded in the expert trajectory with those in the
image decoding significantly improves planning and pre-
diction performance. While adjusting the ( parameter has
a minor effect, setting ¢ to 0.5 yields consistently high per-
formance. Lastly, incorporating the autoregressive strategy
negatively impacts performance by the difficulty of training.
Effect of Knowledge Distillation. In Tab. 8, we validate
our knowledge distillation approach and demonstrate that

LED KD [KD | AvgCollision(%) AvgL2(m)
v/ X X 0.084 0.5884
X v X 0.092 0.5851
X X v 0.129 0.5857
v X v 0.096 0.5918
X v v 0.102 0.6010
v v X 0.087 0.5769

Table 8. Ablation study of distillation methods on nuScenes val.

the gains from distillation are more pronounced in the en-
coders and decoders, thereby facilitating diverse instance
imitation learning. The benefits of classification distillation
are limited because the core planning functionality relies on
regression heads, rendering classification supervision min-
imally impact on planning performance. Additional details
on regression distillation are provided in the appendix

5. Conclusion and Future Work

To enhance the planning performance of End-to-end mod-
els, we implement a diversified instance imitation learning
architecture to supervise the learning of multi-mode fea-
tures. Reinforcement learning and generative modeling en-
hance motion-guided feature interactions, leading to signif-
icant improvements on the nuScenes and NAVSIM datasets.

In future work, we aim to integrate world models with
language models to enhance planning performance. More
effective reinforcement learning methods will be employed
to better understand the relationship between the semantic
geometric space of the scene and the decision plan-
ning space, enhancing the model closed-loop performance.
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