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Figure 1. We present TrajectoryCrafter, a novel approach to redirect camera trajectories for monocular videos, achieving precise control
over the view transformations and coherent 4D content generation. Please refer to our project page for video results.

Abstract

We present TrajectoryCrafter, a novel approach to redirect
camera trajectories for monocular videos. By disentangling
deterministic view transformations from stochastic content
generation, our method achieves precise control over user-
specified camera trajectories. We propose a novel dual-
stream conditional video diffusion model that concurrently
integrates point cloud renders and source videos as condi-
tions, ensuring accurate view transformations and coherent
4D content generation. Instead of leveraging scarce multi-
view videos, we curate a hybrid training dataset combining
web-scale monocular videos with static multi-view datasets,
by our innovative double-reprojection strategy, significantly
fostering robust generalization across diverse scenes. Ex-
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tensive evaluations on multi-view and large-scale monoc-
ular videos demonstrate the superior performance of our
method.

1. Introduction

Videos, whether user-captured or Al-generated, have
emerged as a pervasive medium on social media. Yet,
conventional videos merely provide a glimpse into the dy-
namic world, whereas empowering users to freely redirect
the camera trajectory within casual videos promises a more
immersive experience.

To this vision, traditional reconstruction-based ap-
proaches often yield implausible results in occluded re-
gions [39, 54, 72, 78] or require synchronized multi-view
videos [11, 21, 46, 65], which remain impractical for most
users. Recent advancements exploit the generative prowess



of image and video diffusion models [8, 9, 13, 49, 67, 88] to
synthesize novel views for static scenes [25, 58, 68, 83, 95],
achieving remarkable fidelity from sparse inputs. However,
these methods, tailor-made for static scenes, struggle to de-
liver plausible videos with novel camera trajectories from
dynamic videos. The most related work is GCD [75], which
adapts a video diffusion model for novel view synthesis
from monocular videos with fixed pose, using a synthetic
multi-view video training dataset. Nonetheless, its perfor-
mance is hindered by the domain gap between synthetic
and real videos, and its reliance on implicit pose embed-
dings [53] limits precise camera trajectory control.

In this paper, we propose TrajectoryCrafter, a novel
framework for generating high-fidelity videos with user-
defined camera trajectories from monoocular inputs. Our
approach targets three fundamental challenges: 1). achiev-
ing precise trajectory control; 2). ensuring rigorous 4D con-
sistency with the source; and 3). exploiting large-scale, di-
verse training data for robust generalization. For trajectory
control, we explicitly decouple deterministic view transfor-
mation from stochastic content generation, such that we can
leverage cutting-edge monocular reconstruction advance-
ments [33, 55, 99] to accurately model 3D transformations
via point cloud renders. To secure 4D consistency in con-
tent generation, we propose a dual-stream conditional video
diffusion model that integrates both point cloud renders and
the source video as conditions. The point cloud branch uti-
lizes pretrained diffusion layers for precise view transfor-
mations, while the source video branch incorporates newly
introduced layers to counter occlusions and geometric dis-
tortions, thereby elevating the coherence and quality of the
generated videos. To train our model, synchronized multi-
view videos are ideal yet prohibitively scarce. Fortunately,
our decoupled view transformation and content generation
allow us to prepare training data for content generation only.
Motivated by this, We leverage a hybrid training source
combining web-scale monocular videos with static multi-
view datasets. For monocular data, we introduce a novel
double-reprojection strategy that simulates point cloud ren-
ders by reprojecting the source video to a novel view and
back, aided by video depth estimation. For static multi-
view data, we employ cutting-edge point cloud reconstruc-
tion methods [41, 80] to derive source and target videos
alongside corresponding point cloud renders. This innova-
tive data curation approach substantially enriches our train-
ing repository, fostering high-fidelity video generation with
specfied camera trajectories across diverse unseen scenes.

We extensively evaluate TrajectoryCrafter on both syn-
chronized multi-view datasets and large-scale monocu-
lar video datasets, using reference-based and no-reference
video quality assessment metrics, respectively. Both quan-
titative and qualitative results demonstrate the superior per-
formance of our method in generating high-fidelity videos
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with novel camera trajectories, and generalizing robustly

across diverse scenes. Ablation studies also affirm the ef-

ficacy of our dual-stream conditioning and dataset curation
strategies. Our contributions are summarized as follows:

* We present TrajectoryCrafter, a novel approach that redi-
rects camera trajectories for monocular videos with ex-
ceptional fidelity and broad generalization.

* We propose a dual-stream conditioning mechanism that
fuses point cloud renders with source videos, ensuring
precise trajectory control and coherent 4D generation.

* We curate a novel data strategy combining dynamic web-
scale monocular video datasets with static multi-view re-
sources, bolstering the model’s generalization and robust-
ness across diverse scenes.

2. Related Work

Reconstruction-based novel view synthesis. The advent
of neural representations like NeRF [57] and 3DGS [36]
has revolutionized static scene novel view synthesis [5-7,
12, 15, 19, 20, 26, 29, 32, 43, 48, 50, 52, 59, 76, 93, 94, 97,
101, 106], catalyzing significant progress in dynamic novel
view synthesis, which is more challenging due to temporal
variations. Current approaches [1, 11, 21, 46, 65, 71, 89]
predominantly concentrate on reconstructing 4D represen-
tations from synchronized multi-view videos, which remain
out of reach for typical users. Early attempts at 4D scene re-
construction from monocular videos employed depth-based
warping [90], later refined by networks to handle occlu-
sions. Subsequent research [22, 39, 44, 45, 61, 74] uti-
lized neural representations for dynamic scene modeling.
Recent advancements [24, 40, 72, 78] have harnessed the
efficiency of 3DGS to generate novel views from monoc-
ular videos, often incorporating additional regularizations
like optical flow or depth information to enhance perfor-
mance. However, these approaches are limited to recon-
structing visible regions, resulting in artifacts when viewed
from significantly different perspectives.

Generative novel view synthesis. Diffusion models [31,
67, 70] have demonstrated remarkable promise in gener-
ating novel views from monocular images or videos [35,
53, 68, 81, 96, 104]. For static scenarios, Zero-1-to-
3 [53] presents a camera-pose-conditioned diffusion model
for objects with clean backgrounds, later extended to
generic scenes by ZeroNVS [68]. ReconFusion [83] refines
pose estimation with PixelNeRF [92] features, whereas
CAT3D [25] employs ray maps and 3D attention for en-
hanced consistency. Recent studies advance novel view
synthesis through video diffusion models [8, 13, 84], in-
corporating camera embeddings [81], depth-warped im-
ages [56, 58], Pliicker coordinates [2, 3, 30, 47, 85], and
point cloud renderings [95]. For dynamic scenes, NVS-
Solver [91] leverages a pretrained SVD model [8] for
training-free depth-warped video inpainting but faces chal-
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Figure 2. Overview of TrajectoryCrafter. Starting with a source video, whether casually captured or Al-generated, we first lift it into a
dynamic point cloud via depth estimation. Users can then interactively render the point cloud with desired camera trajectories. Finally, the
point cloud renders and the source video are jointly processed by our dual-stream conditional video diffusion model, yielding a high-fidelity
video that precisely aligns with the specified trajectory and remains 4D consistent with the source video.

lenges with geometric distortions. CAT4D [82] constructs
4D scenes from monocular videos by fine-tuning CAT3D on
data produced by diverse video generation methods, risking
limited applicability to real-world environments. Camera-
Dolly [75] adapts the SVD model using synthetic multi-
view datasets from the Kubric simulator [28], yet domain
disparities arise with real videos. DimensionX [73] inte-
grates specialized motion LoRAs for dynamic novel view
synthesis but lacks free-view generation. ReCapture [98]
re-generates videos with customized camera paths via point
cloud rendering and masked fine-tuning, necessitating per-
video LoRA adaptation without broader generalization. Ad-
ditionally, stereo video generation [102] and driving scene
novel view synthesis [18, 79, 86] are also receiving sig-
nificant attention. In contrast, our approach delivers high-
fidelity videos with user-defined camera trajectories from
generic inputs, circumventing the need for per-video opti-
mization.

3. Method

3.1. Preliminary: Video Diffusion Models

Video diffusion models [8, 9, 13, 49, 67, 88] invovle a for-
ward process ¢ to progressively inject noise e into clean
video data y € R™3*PXW_ creating noisy states x; =
oo + o€ over time t, and a reverse process pg to remove
noise via a noise estimator ¢y, trained by minimizing:

meinEmu(o,l),wN(o,I) [llea (e, ) — €ll3). (1)
Following Sora [10], recent diffusion approaches [49, 88]
employ the Diffusion Transformer (DiT) [62] for the noise

estimator. During training, a pre-trained 3D VAE encoder
compresses videos into latent space z = £(x). Then, z is
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patchified, concatenated with text tokens, and fed into the
DiT. At inference time, the noise is iteratively denoised into
clean tokens, which are mapped back by the VAE decoder
to yield the final video & = D(z).

3.2. View Transformation via Dynamic Point Cloud

Given a source video I® = {IF}1, € R™3XMXY 'we aim to
explore its underlying 4D scene with a desired camera tra-
jectory. An overview of our pipeline is illustrated in Fig. 2.
To achieve precise camera trajectory control, we disentan-
gle the deterministic view transformation from the stochas-
tic content generation by lifting the source video into a dy-
namic point cloud and rendering novel views from it. We
first estimate a sequence of depth maps D* = {Dj}, €
R™hX¥ from the source video via monocular depth esti-
mation [33, 87, 99]. Next, we lift the source video into a
dynamic point cloud P = {P};:

-1
R:(I) ([I157D18]7K)7 (2)
where ® 1 is the inverse perspective projection, and K €
R3*3 is the camera intrinsic matrix. With this dynamic
point cloud, we render novel views I" = {I"}L, accord-
ing to a target camera trajectory T = {T"}L, € RM>4x4:

Iir:(p(zjir'-PhK)a (3)

where ® denotes the perspective projection. Because the
point cloud is reconstructed in the camera coordinate sys-
tem, T is defined as the relative transformation from the
source camera. The point cloud renders I" have noticeable
holes from occlusions and out-of-frame regions, marked by
the rendered mask video M"™ = {M/},. Yet, they ac-
curately capture geometric relations and view transforma-
tions. Therefore, we leverage I"™ and M" as conditions to
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Figure 3. Ref-DiT Block. The text and view tokens are first pro-
cessed through 3D attention, followed by a cross-attention that in-
jects the detailed, yet mis-aligned, reference information into the
view tokens, yielding refined view tokens for subsequent layers.

guide the generation of high-fidelity videos under the target
camera trajectory.

3.3. Dual-stream Conditional Video Diffusion

Having the dynamic point cloud renders I™ and masks M",
as well as the source video I°, we learn a conditional
distribution & ~ p(x | I*,I",M") using a conditional
video diffusion model. We build upon CogVideoX [16, 88],
originally designed for text-guided image-to-video (I2V)
generation. We leverage its 3D VAE for video compres-
sion/decompression, BLIP [42] and TS5 [66] encoder for
captioning the video, and its DiT blocks for vision-text to-
ken processing.

To adapt the I2V model for our task, re-generating videos
with desired camera trajectories, we propose a dual-stream
conditioning strategy to leverage both the point cloud ren-
ders and the source video. First, we replace the original
image conditions with point cloud renders I” and masks
M for precise camera control (Fig. 2). We encode I" and
M?" using the VAE encoder, concatenate them channel-
wise with sampled noise, and project them into view to-
kens. We then concatenate these view tokens with text to-
kens along the sequence dimension and feed them into the
DiT blocks for denoising. Since the point cloud renders
spatially align with the required view transformations, they
provide strong geometric cues to ensure desired camera tra-
jectories.

However, point cloud renders include holes, distortions,
and degraded textures due to occlusions and depth errors.
Meanwhile, the source video I° offers rich appearance de-
tails for high-fidelity generation. Directly concatenating
it is suboptimal, as to be demonstrated in Fig. 7, due to
the spatial misalignment with the target view tokens. To
this end, we encode I® into reference tokens via the VAE
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Térget Video

Figure 4. Double-reprojection. Given a target video, we lift it
into a dynamic point cloud to render a novel view I’ via a random
view transformation. Then I’ is reprojected to the original camera
pose, yielding I" through the inverse view transformation. I”
contains occlusions and aligns with the target video, simulating
the point cloud renders.

encoder, and propose a Reference-conditioned Diffusion
Transformer (Ref-DiT) block, inserted between the inher-
ited DiT blocks (Fig. 2). In each Ref-DiT block, as shown
in Fig. 3, text and view tokens are processed through 3D
attention, followed by a cross-attention layer, where the
view tokens act as queries and the reference tokens as keys
and values, to inject information from reference tokens into
view tokens. Compared to direct concatenation, our Ref-
DiT block enables transferring detailed, yet mis-aligned,
information from the source video to the view tokens by
the cross-attention mechanism, enhancing the fidelity of the
generated novel views. These two conditioning streams, the
point cloud renders and the source video, work synergisti-
cally to guide the denoising, enabling generation of high-
fidelity videos with accurate camera trajectories and consis-
tent content.

3.4. Dataset Curation and Training Scheme

To train the model, we ideally require synchronized multi-
view videos of diverse 4D scenes. However, existing multi-
view datasets [17, 27, 28, 69, 103] tend to be small in scale,
non-photo-realistic in style, or lacking in diversity. Training
solely on such datasets would limit performance and gener-
alization in real-world scenarios.
Data curation. Fortunately, our TrajectoryCrafter explic-
itly decouples view transformation from content genera-
tion, allowing us to only prepare training data for the
dual-stream condition video diffusion model. Motivated
by this, we propose two strategies to process web-scale
monocular video datasets [14, 60, 77] and static multi-view
datasets [51, 105], respectively.

For monocular datasets, we propose a double-
reprojection strategy to produce large-scale training
pairs of point cloud renders and target videos, serving as



Figure 5. Qualitative comparison of novel trajectory video synthesis. We compare our method with both reconstruction-based method,
Shape-of-motion [78], and generative methods, GCD [75] and ViewCrafter [95] on the multi-view dataset, iphone [23].

condition and supervision. Given a target video I, we lift
it into a dynamic point cloud P? using Eq. 2, then render
novel views I’ and corresponding depths D’ with a ran-
domly sampled relative view transformation AT'. Next, we
back-project I’ into point cloud P’ with D’, and re-render
the view I with the inverse transformation AT !, As
shown in Fig. 4, I’ has a view transformation from target
video I, while I" realigns with I yet contains holes from
disocclusions and out-of-frame regions, like the point cloud
renders. In this way, we can generate large-scale, diverse,
and high-quality training pairs from web-scale monocular
video datasets. We adopt the OpenVid-1M [60] monocular
video dataset and employ DepthCrafter [33] to create 60K
paired point cloud renders and target videos for training.
Another valuable data source is static multi-view
datasets [51, 105], which feature diverse and large cam-
era movements. To incorporate these datasets, we design
a paradigm to generate large-scale training triplets, consist-
ing of a source video, a target video, and a point cloud ren-
der. For each video in the dataset, we sample a segment and
simuteously reconstruct its global point cloud and estimate
camera pose for each frame, using advanced reconstruction
method, e.g. MASt3R [41]. We then sample two video
clips from the segment, with overlapping content, desig-
nating one as the source video and the other as the target
video. Finally, the point cloud of the source video is ren-
dered to match the camera pose of the target video, creating
the required triplet for training. We adopt the DL3DV [51]
and RealEstate10K [105] datasets, generating 120K static
multi-view training data.
Training scheme. Having the datasets, we adopt a two-
stage training scheme to leverage both dynamic monocu-
lar and static multi-view data. In the first stage, we train
the DiT blocks and the 3D attention layers in the Ref-DiT
blocks using all data, but freeze the cross-attention layers
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and skip reference-token injection. This step focuses on
synthesizing missing regions and correcting geometric dis-
tortions, while preserving the targeted view transformations
in the point cloud renders. However, without reference to-
kens, the generated content may be inconsistent with the
source video in 4D space. In the second stage, we enable the
model to transfer detailed information from the reference
tokens to the view tokens, by training on the triplet train-
ing data. Since only the multi-view static data provides the
required triplets, we use it exclusively in the second stage.
To prevent overfitting to static data, we only train the cross-
attention and patch embedding layers in the Ref-DiT blocks,
while freezing all other modules. After these two stages, the
model is capable of generating high-fidelity videos with ac-
curate view transformations and consistent content.

4. Experiments

4.1. Implementation

We implement our dual-stream conditional video diffusion
model based on the pretrained CogVideoX-Fun-5B [16, 88]
architecture. During training, the frame resolution is fixed
at 384x672, and the video length is set to 49 frames. The
first training stage is conducted for 10,000 iterations with
a learning rate of 1x 10~5, while the second stage is con-
ducted for 5,000 iterations with a learning rate of 2x 1076.
Both training stages use a mini-batch size of 8 and are con-
ducted on eight GPUs. For producing dynamic point cloud,
we use DepthCrafter [33] to estimate temporally consistent
depth sequences from the source video and empirically set
camera intrinsic parameters.

4.2. Evaluation on Multi-view Video Benchmark

Dataset and evaluation metrics. To pixel-wisely evalu-
ate the quality of the synthesized videos under novel trajec-



Table 1. Quantitative comparison of novel trajectory video synthesis. We report the PSNR, SSIM, and LPIPS metrics for each scene
and the mean values across all scenes on the multi-view dataset, iphone [23]. The best results are highlighted in bold.

PSNR 1 SSIM 1 LPIPS |
Method HApple Block Paper Spin Teddy Mean‘Apple Block Paper Spin Teddy Mean‘Apple Block Paper Spin Teddy Mean
GCD 9.823 1230 9.75 10.37 11.61 10.77 |0.215 0.458 0.398 0.324 0.385 0.356 | 0.738 0.590 0.535 0.576 0.629 0.614
ViewCrafter 10.19 10.28 10.63 11.15 11.50 10.75]0.245 0.427 0.344 0.308 0.372 0.339 | 0.750 0.615 0.521 0.533 0.606 0.605
Shape-of-motion || 11.06 11.72 11.93 11.28 10.42 11.28 | 0.197 0.446 0.425 0.319 0.357 0.349 | 0.879 0.601 0.486 0.560 0.650 0.635
Ours 13.88 14.21 14.89 14.51 13.73 14.24 | 0.285 0.528 0.482 0.380 0.411 0.417 | 0.612 0.479 0.471 0.518 0.513 0.519

Table 2. VBench results on in-the-wild monocular videos. We compiled a large-scale in-the-wild video benchmark with 100 real-world
and 60 high-quality T2V-generated videos, and report the VBench scores of novel trajectory videos from GCD [75], ViewCrafter [95], and

our method. The best results are highlighted in bold.

VBench 1
Method H Subject Consis. Background Consis. Temporal Flicker. Motion Smooth. Overall Consis. Aesthetic Quality Imaging Quality
GCD 0.7677 0.8533 0.8215 0.8950 0.2321 0.4154 0.5203
ViewCrafter 0.7305 0.8782 0.8954 0.9031 0.2432 0.4950 0.5548
Ours 0.9236 0.9512 0.9437 0.9815 0.2847 0.5920 0.6479

tories, we employ the iPhone dataset [23], which contains
7 scenes captured with a casually moving camera and two
static cameras. We take the casually-captured video as the
source and the first fixed-camera video as the target for eval-
uation, since the second target video is incomplete. Follow-
ing [78], we discard the “Space-out” and “Wheel” scenes
due to camera and LiDAR errors, and use the remaining 5
refined scenes with COLMAP poses and aligned depth for
evaluation. We adopt PSNR, SSIM, and LPIPS [100] as
evaluation metrics.

Comparison baselines. We compare our method with
three baselines: GCD [75], ViewCrafter [95], and Shape-
of-motion [78], where the first two methods are diffusion-
based generative novel view synthesis models, and the last
one is the SOTA reconstruction-based 4D novel view syn-
thesis method. GCD is a 4D novel view synthesis method
that incorporates implicit camera pose embeddings into a
video diffusion model, and can generate 14-frame novel
view videos from a source video with given relative camera
pose changes. ViewCrafter is originally designed for static
novel view synthesis from single or sparse images through
the point cloud renders, but we found that it can be also
used for 4D novel view synthesis by conditioning it on 4D
point cloud renders. Shape-of-motion leverages dense point
tracks, monocular depths, and motion masks as regulariza-
tion to optimize a dynamic 3DGS from monocular video.
Qualitative results. We first compare the visual quality of
results by our method and the baselines in Fig. 5, where the
ground truth novel trajectory videos are shown in the last
column. We can see that the videos synthesized by Shape-
of-motion exhibit significant holes due to its reconstruction-
based nature. And the results of GCD suffer from overly
smoothed details and view misalignment. This is because
GCD is trained on synthetic data with poor texture qual-
ity that significantly differs from real-world videos, and its
view control mechanism is through an implicit pose embed-
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ding, which lacks precise control. Results from ViewCrafter
show better pose accuracy but struggle to generate high-
fidelity frames since it is designed for static novel view
synthesis and lacks the ability to maintain 4D coherence.
In contrast, our method generates novel trajectory videos
with high fidelity, 4D consistency, and precise pose control,
thanks to the dual-stream conditional video diffusion model
and the diverse web-scale training data.

Quantitative comparison. We further quantitatively eval-
uate the results of our method and the baselines in Tab. 1.
The results show that our method consistently outperforms
the baselines across all metrics by a significant margin, indi-
cating that our approach maintains better quality of the syn-
thesized novel trajectory videos and a closer resemblance to
the ground truth.

4.3. Evaluation on in-the-wild Video Benchmark

Dataset and evaluation metrics. The previous multi-view
video benchmark contains a limited number of scenes, mak-
ing it hard to evaluate the generalization ability. Moreover,
using pixel-wise metrics like PSNR and SSIM to access
similarity between generated and ground truth novel views
is not ideal, as occluded regions can be filled with many se-
mantically plausible contents, yet not resemble the ground
truth. This is also reflected by the values in Tab. 1, where the
PSNR values for all methods are relatively low (lower than
15 dB). For better evaluation, we collect a relatively large-
scale in-the-wild video benchmark, comprising 100 real-
world monocular videos [64] and 60 high-quality videos
generated by T2V models [4, 10, 37, 38, 63]. For each
video, we generate 6 different novel trajectory videos by our
method and the generative baselines, GCD and ViewCrafter.
For evaluation metrics, we use the VBench [34] protocol,
which includes Subject Consistency, Background Consis-
tency, Temporal Flickering, Motion Smoothness, Aesthetic
Quality, Imaging Quality, and Overall Consistency scores.
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Figure 6. Qualitative comparison on in-the-wild monocular videos. We show results of redirecting the camera trajectory as “zoom-in
and orbit to the right” from the input videos, produced by our method and the generative baselines, GCD [75] and ViewCrafter [95].

Source Video w/ Ref-DiT

w/o Ref-DiT w/ Concat Condition

Figure 7. Effectiveness of Ref-DiT blocks. We compare our full
model (w/ Ref-DiT) to two alternatives: a baseline without Ref-
DiT (w/o Ref-DiT), and a variant that directly concatenates the
source video with the point cloud renders (w/ Concat Condition).
The yellow box highlights the most prominent differences.
Quantitative results. As shown in Tab. 2, our method sig-
nificantly outperforms the baselines across all video quality
metrics, demonstrating state-of-the-art performance in gen-
erating high-quality novel trajectory videos, in terms of sub-
ject and background consistency, temporal flickering, mo-
tion smoothness, aesthetic quality, and imaging quality.
Qualitative results. Fig. 6 presents an example of novel
trajectory video generation, illustrating the target camera
trajectory as zoom-in and orbit to the right. Results from
GCD exhibit noticeable artifacts, oversmoothed textures,
and pronounced inaccuracies in camera motion, result-
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Table 3. Ablation study. We report the PSNR, SSIM, and LPIPS
metrics for the full model and its ablated versions on the multi-
view dataset, iphone [23]. The best results are highlighted in bold.

Method || PSNRt SSIMT LPIPS |
Ours w/o Ref-DiT 11.63 0.341 0.612
Ours w/ concat. condition 11.05 0.352 0.627
Ours w/o dynamic data 10.93 0.348 0.621
Ours w/o mv data 12.35 0.361 0.588
Ours full 14.24 0.417 0.519

ing in misalignment with the intended trajectory. While
ViewCrafter [81] demonstrates improved pose accuracy, it
struggles to preserve consistency with the source video,
leading to content drift and color discrepancies. By con-
trast, our method achieves higher visual fidelity, superior
alignment with the target trajectory, and consistent content
with the source video.

4.4. Ablation Study

Effectiveness of the Ref-DiT blocks. In one of our
key contributions, dual-stream conditional video diffusion
model, we propose the Ref-DiT blocks to incorporate the
source video information into the denoising process. To
evaluate the effectiveness of the Ref-DiT blocks, we com-
pare the novel view synthesis results of three variants: w/o
Ref-DiT: the base model without Ref-DiT blocks, w/ Con-
cat Condition: directly concatenating the source video with



Figure 8. Ablation on the training data. We compare our model
trained with mixed data to two alternatives: training without multi-
view data and training without dynamic data. The yellow box
highlights the most prominent differences of occulusions, geomet-
ric distortions, and motion consistency.

the point cloud renders, and w/ Ref-DiT: our full model.
From the qualitative results in Fig. 7, we can observe that
the model without Ref-DiT blocks struggles to maintain
content consistency, e.g. the eyebrows marked in the yel-
low box. This is because the point cloud renders may suffer
from geometric distortions and texture artifacts, and the dif-
fusion model cannot effectively generate content consistent
with the source video. And the simple concatenation strat-
egy also fails to generate plausible results, since the source
video information is spatially misaligned with the target
view and direct concatenation cannot effectively integrate
the source video information. In contrast, our full model
generates videos with high fidelity and content consistency,
demonstrating the effectiveness of the Ref-DiT blocks. Fur-
thermore, we quantitatively ablate the effectiveness of the
Ref-DiT blocks on the iPhone dataset [23] in Tab. 3. Our
full model significantly outperforms the other two variants
across all metrics, which confirms that the Ref-DiT blocks
significantly enhance the quality of novel trajectory video
generation.

Ablation on the training data. The dataset curation strat-
egy is another key contribution of our work, where we train
our model on a mixed dataset of both dynamic monocular
and static multi-view data. To validate its effectiveness, we
conduct an ablation study to compare the novel trajectory
video generation results of models trained without dynamic
data, without multi-view data, and with the mixed data. The
qualitative results are presented in Fig. 8, where we can ob-
serve that the model trained without multi-view data strug-
gles to address occlusions and geometric distortions effec-
tively, e.g. the yellow box marked regions. Conversely, the
model trained without dynamic data fails to accurately fol-
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Source Video

Novel Trajectory Points Renders

Figure 9. Failure case. Due to inaccuracies in depth estimation,
the generated novel trajectory videos may exhibit physically im-
plausible behavior, e.g., the dog’s nose appears to pass through the
glass of the door.

low the motion of the source video. In contrast, training
with the mixed data allows the model to generate semanti-
cally meaningful content in the occlusion regions and main-
tain consistent motion with the source video. The quantita-
tive results in Tab. 3 further confirm the effectiveness of our
dataset curation and training strategy.

4.5. Limitations

While our method can generate high-fidelity novel trajec-
tory videos, it still has several limitations. Firstly, it strug-
gles to synthesize very large-range trajectories, such as 360-
degree viewpoints, due to insufficient 3D cues from monoc-
ular inputs and the constrained generation length of the
video diffusion model. Secondly, because our approach re-
lies on depth estimation to create dynamic point clouds from
monocular videos, inaccuracies in this process may prop-
agate, producing suboptimal novel trajectory videos (see
Fig. 9). Finally, as a video diffusion model, our method
involves multi-step denoising during inference, leading to
relatively high computational overhead.

5. Conclusion

We introduce TrajectoryCrafter, an innovative approach to
redirect camera trajectories for monocular videos. It al-
lows users to re-generate high-fidelity videos with desired
camera trajectories from casual captures or Al-generated
footage, while maintaining 4D consistency with the source
video. Our dual-stream conditional video diffusion model
integrates point cloud renders and source videos as condi-
tion, ensuring accurate view transformations and coherent
4D content generation. Instead of relying on scarce syn-
chronized multi-view video datasets, we assemble a hy-
brid training corpus from large-scale dynamic monocular
videos and static multi-view datasets, significantly enhanc-
ing model generalization across diverse scenarios. Exten-
sive evaluations on multi-view and large-scale monocu-
lar videos confirm our method’s performance in producing
high-fidelity outputs with novel camera trajectories.
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