This ICCV paper is the Open Access version, provided by the Computer Vision Foundation.
Except for this watermark, it is identical to the accepted version;
the final published version of the proceedings is available on IEEE Xplore.

CAT: A Unified Click-and-Track Framework for Realistic Tracking

Yongsheng Yuan

Jie Zhao

Dong Wang™

Huchuan Lu

Dalian University of Technology, China
15716608638@mail.dlut.edu.cn, {z3j982853200,wdice,lhchuan}@dlut.edu.cn

Abstract

Modern visual trackers have achieved robust perfor-
mance with precisely initialized target bounding boxes.
However, providing high-precision initial annotations is
a process both labor-intensive and error-prone in real-
world scenarios. Interactive initialization (e.g., click-based,
scribble-based) presents a more practical alternative. In
this paper, we introduce a unified Click-and-Track (CAT)
framework for full-process tracking, eliminating the need
for auxiliary models or complex initialization pipelines. We
present a novel fine-tuning paradigm that bridges the in-
formation gap inherent in click-based initialization through
two key innovations: 1) The proposed click-based local-
ization and joint spatial-visual prompt refinement are se-
quentially performed to compensate for the geometric in-
formation loss (e.g., boundary ambiguity, shape uncer-
tainty) inherent in click-based initialization. 2) We design
a parameter-efficient module called CTMOoE to leverage the
tracker’s inherent capabilities when fine-tuning. The pro-
posed CTMoE enables the foundation model to learn dif-
ferent matching patterns, unifying click-based initialization
and tracking within a unified architecture. Extensive exper-
imental results demonstrate state-of-the-art performance
of our click-based tracking method on the LaSOT bench-
mark (70.5% AUC) while maintaining parameter efficiency,
surpassing existing click-based tracking frameworks by a
large margin and even outperforming some bounding-box-
initialized trackers. The code and models are available at
hitps://github.com/ysyuann/CAT.

1. Introduction

Visual object tracking, a fundamental task in computer
vision, aims to estimate the position of specified, category-
agnostic targets throughout video sequences, starting from
an initial state. The existing tracking benchmarks [13, 14,
21, 37, 38] typically provide finely annotated bounding
boxes of the initial frame for tracking initialization. Al-
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Figure 1. Different frameworks for click-based tracking prob-
lem. Typical solutions build modular frameworks with separate
sub-models, whereas our approach integrates the MoE mechanism
into foundation tracking models for a unified click-based tracking
framework.

though precise, bounding box annotations inevitably intro-
duce a non-negligible time delay on the order of seconds
in real scenarios [32]. In contrast, target identification via
clicking only takes milliseconds, making it far more effi-
cient and better suited for real-world applications, such as
human-robot interaction and online surveillance systems.

However, compared to finely annotated bounding boxes,
the information gap introduced by a single click presents
significant challenges. First, conventional trackers [2, 7, 11,

52] typically initialize by extracting reference regions
using fixed scaling ratios. In contrast, click-based initial-
ization relies solely on a single clicked point for target lo-
calization, which inherently lacks scale and boundary in-
formation. Resizing the full image to 256 x 256 or 384 x
384 can result in the loss of critical appearance details, lead-
ing to blurry patterns. This absence of scale and boundary



cues complicates click-based initialization, making it more
challenging than box-driven approaches. Second, the initial
bounding box predicted by click-based models may suffer
from localization errors, which will be further accumulated
during subsequent tracking, leading to severe tracking fail-
ures.

As shown in Figure 1 (a), typical solutions in practice
for the click-based tracking task involve combining a track-
ing model with either a detector [42, 47, 48] or an inter-
active model [23, 41, 57]. In the initial frame, the de-
tector or interactive model first generates an initial target
bounding box based on the clicked point, which is then
used by tracking models for subsequent tracking. How-
ever, such modular tracking frameworks have several limi-
tations. First, additional models introduce more parameters,
increasing memory and computational overhead. Second,
post-processing is required for target localization, where
the final bounding box is selected from multiple candidates
with predefined rules, causing uncertainty and inaccuracy.
Compared to tracking with precise bounding box initializa-
tions, these click-based tracking methods exhibit a signif-
icant performance gap, making them challenging to apply
in real-world applications. Nevertheless, few studies [32]
focus on achieving robust click-based tracking approaches.

To enhance the accuracy and robustness of tracking
with single-click initialization, in this paper, we pro-
pose a unified Click-And-Track framework (CAT). This
unified pipeline is illustrated as Figure | (b). Specifi-
cally, we design a Mixture-of-Experts module for Click-
based Tracking (CTMoE) that adapts the foundation track-
ing model to the click-based initialization task, thereby
unifying the initialization and tracking tasks within a
unified framework. In addition, we propose a two-
stage initialization, which sequentially performs Click-
Based Localization (CBL) and Joint Spatial-Visual prompt
Refinement (JSVR). CBL locates the target in the image us-
ing a single click, while JSVR further refines the initializa-
tion by incorporating visual cues to optimize the result. As
a result, CAT achieves high-performance click-based ini-
tialization. Furthermore, Parameter-Efficient Fine-Tuning
(PEFT) is adopted for training. We freeze the tracking
model and only fine-tune the proposed CTMoE. This ap-
proach results in only a 10.6% increase in parameters, en-
abling the unification of click-based initialization and track-
ing without requiring additional auxiliary models or com-
plex post-processing.

Extensive experiments demonstrate the effectiveness
of CAT, outperforming trackers initialized with high-
performance interactive or detection algorithms. Our
framework establishes new state-of-the-art results on large-
scale benchmarks including LaSOT, while maintaining pa-
rameter efficiency. Notably, CAT narrows the performance
disparity between click-based tracking and bounding-box-
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based tracking, even surpassing many precise-initialization
trackers. Our key contributions are summarized as follows:
We propose CAT, a unified framework for click-based
tracking without auxiliary models. By referring to a point
around the target, CAT can provide accurate initial states
of targets for efficient tracking.

We design a two-stage initialization, including click-
based localization and joint spatial-visual prompt refine-
ment. They mitigate limitations of full-image localization
and compensate for information deficiency from single-
click (e.g., scale ambiguity and boundary inaccuracies).
The proposed CTMoE maintains parameter efficiency
with only 10.6% additional parameters. CTMoE achieves
the unification of initializing and tracking due to its pow-
erful multi-task processing capabilities.

2. Related Work
2.1. Visual Object Tracking

Conventional Tracking. The evolution of single object
tracking algorithms has undergone a paradigm shift from
traditional correlation filtering to deep learning. In recent
years, trackers have achieved significant breakthroughs in
accuracy and robustness. Methods based on the Siamese
network [2, 24, 25, 60] employ parameter-shared feature ex-
traction networks to separately extract template and search
region features, utilizing cross-correlation operations for ef-
ficient similarity matching, which ensures real-time per-
formance. The global modeling capability of transform-
ers has introduced new advancements in tracking tasks.
Transformer-based trackers [7, 28, 52] adopt encoder-
decoder architectures, leveraging attention mechanisms to
fuse template and search region features while establishing
long-range dependencies. These methods demonstrate su-
perior performance in complex scenarios involving occlu-
sion and object deformation. Addressing the information
isolation issue in previous architectures, one-stream net-
works [1, 8-10, 54, 58] achieve deep integration of template
and search regions through unified encoders. Transformer-
based one-stream architectures notably enhance discrimina-
tive power via early-stage feature fusion.

Interactive Tracking. Current mainstream tracking
benchmarks [13, 14, 21, 38] provide precise bounding
boxes or textual annotations for the first frame of video se-
quences, upon which most trackers rely for initialization.
However, in real-world scenarios, users often struggle to
deliver high-quality initialization conditions, whereas more
convenient initialization methods (e.g., single-click interac-
tions) are easier to implement. Interactive segmentation has
gained significant attention in recent years. Various interac-
tion methods [12, 31, 56] (e.g., points, scribbles, or bound-
aries) are explored for segmentation tasks. However, inter-
active tracking has received limited attention in visual track-
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Figure 2. Overview of our CAT and the process of two-stage initialization. (a) Overview architecture of CAT. There are three kinds of
prompts: spatial (for CBL), joint prompts (for JSVR) and visual prompts (for tracking). Only parameters of CTMOoE are trainable in CAT
encoder. (b) Detailed process of Click-based Localization (CBL) and Joint Spatial-Visual prompt Refinement (JSVR).

ing research [32]. In this paper, we propose CAT, a unified
framework for click-based tracking.

2.2. Parameter-Efficient Fine-Tuning

Parameter-Efficient Fine-Tuning (PEFT) significantly re-
duces training costs for adapting large models to down-
stream tasks by freezing pre-trained model parameters and
optimizing only a small set of additional modules. Adapter-
based methods [19, 40] insert bottleneck adapters between
transformer layers. LoRA [20] introduces a low-rank matrix
decomposition strategy, compressing parameter updates to
less than 0.01% of the original model. Prompt learning [22,
53] adds learnable vectors to input sequences to guide
model behavior. To enhance the capacity of PEFT meth-
ods, researchers design Mixture-of-Experts (MoE) architec-
tures [43, 61]. MoE employs a gating mechanism to dynam-
ically route task-specific data across multiple experts, im-
proving performance in multi-task learning scenarios com-
pared to a single adapter. Recently, HydraLoRA [46] pro-
poses an asymmetric LoRA architecture, incorporating a
dynamic weight generator to expand base LoRA matri-
ces into orthogonal subspaces. Inspired by HydraLoRA
and MoE, we design CTMoE for effective fine-tuning in
click-based tracking task, unifying initialization and track-
ing within a single framework.

3. Methodology

In this section, we first introduce the formulation of the
click-based tracking task, and then detail the two-stage ini-
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tialization of CAT, including click-based localization and
joint spatial-visual prompt refinement. The internal design
of CTMOoE is introduced in the following part. Finally,
we describe the training and inference pipelines that enable
joint optimization of multi-tasks under minimal parameter
overhead.

3.1. Formulation of Click-based Tracking

We formulate both tracking and click-based initialization
tasks as prompt matching problems, integrating them into a
unified framework. In visual tracking, the tracker M,.qck
optimizes the dense correspondence between the initialized
visual prompt P, (e.g., target template) and the search re-
gion features S,., ultimately estimating the target location
B accurately via effective feature fusion. The visual prompt
P, is generated by a visual prompt generation function I'(-)
based on initialized bounding boxes By and the full image
I. This process can be expressed as:

B :Mtrack(srvr(BmI))' (0

For click-based tracking, the initialization model M,
aims to analyze the cross-modal correspondence between
sparse coordinate embeddings P, and dense visual fea-
tures Sy of the full search frame. Then, the visual prompt
P, is generated by I'(+). Unlike bounding-box-based initial-
ization paradigms that exploit precise bounding box infor-
mation, this coordinate-driven initialization constructs tar-
get representations purely through coarse spatial priors, en-
abling bounding box regression without visual cues. Thus,



the click-based tracking process can be defined as:

B = Mtrack(sraF(Minit(sf7pcor)aI))~ (2)

Since both click-based initialization and tracking tasks
are modeled as prompt matching problems, we implement
the entire Click-and-Track pipeline using a frozen pre-
trained foundation tracker and the proposed CTMoE with-
out introducing additional models.

Transformer-based trackers generally exhibit strong
tracking performance and generalization capabilities while
maintaining architectural simplicity, making them ideal
foundation models for downstream task adaptation. In this
paper, we use OSTrack [54] and ODTrack [58] as the foun-
dation tracking models. We freeze parameters of foundation
models and only optimize CTMoE modules when training.

3.2. Two-Stage Initialization

As shown in Figure 2 (a), CAT is a unified framework
used to initialize and track targets. Specifically, the ini-
tialization process of our method includes two stages, i.e.,
click-based localization and joint spatial-visual prompt re-
finement.

Click-based Localization. At this stage, given an im-
precise target coordinate, the model is trained to extract the
target bounding box from the search frame, as shown in
Figure 2 (b). Unlike bounding-box-based tracking, where
search regions are cropped with a fixed scaling ratio, con-
ventional region cropping strategies fail to determine ap-
propriate scaling factors when only coordinates are pro-
vided. To address this problem, we use the full search frame
for global feature extraction during click-based localization.
The frame is downsampled by a factor of 16 via linear pro-
jection, while the target coordinates are encoded using a
lightweight spatial encoder—implemented by a two-layer
MLP. The spatial encoder transforms discrete coordinate in-
formation into a continuous, spatially semantic vector P,,,.
Both P,,, and the search frame feature Sy are projected to
N dimensional vectors and concatenated into Z, which is
fed into the CAT encoder consisting of L standard trans-
former layers and the proposed CTMoE modules. We in-
tegrate CTMOE into the transformer layer, creating syner-
gistic computational pathways with MSA (multi-head self-
attention) and FFN (feed-forward network). The forward
propagation process of the FFN coupled with CTMoE is
formulated as:

Z, = Z; + FFN(LN(Z])) + CTMoE(LN(Z})), (3)
where Z] is the input of FFN. The forward process of CT-
MokE adjacent to MSA follows the same approach. The CAT
encoder progressively matches positional cues with image
features in the latent space, suppressing background regions
to derive the final features which incorporate target spatial
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Figure 3. Detailed design of CTMOoE. (a) Detailed architecture of
CTMOoE. It consists of an asymmetric MoE and a Sequential Task
Router (STR). (b) CTMOoE is integrated into frozen transformer
layers. It is activated only in click-based initialization task.

information. Finally, a decoder is adopted to extract the
bounding box.

Joint Spatial-Visual Prompt Refinement. Relying
solely on coordinate prompts for target representation suf-
fers from two critical limitations. First, a single coordinate
inadequately captures spatial distribution characteristics of
the target, particularly under complex scenarios (object de-
formation or partial occlusion), where click-based localiza-
tion may introduce significant deviations. Second, standard
tracking pipelines depend on precise initial annotations to
generate visual prompts, yet user-provided imprecise coor-
dinates in practical applications often contain localization
errors. Directly initializing bounding boxes with such noisy
coordinates risks tracking failures.

To address these issues, we propose collaboratively op-
timized joint spatial-visual prompt refinement (JSVR) that
jointly leverages the spatial information and visual prompts
for target matching in the search frame, as shown in Fig-
ure 2 (b). Since the integration of visual prompts in JSVR
introduces input similarities to the tracking task, a tracking-
refining isomorphic design is adopted. This ensures that
the arrangement and distribution of visual data in JSVR
closely align with the tracking input format, enabling effec-
tive reuse of fully trained tracking parameters. Specifically,
we extract a coarse-grained search region S, and visual
prompts P, from the initial bounding box generated in the



preceding stage, with scaling factors set to 4 and 2, respec-
tively. Additionally, the center coordinates and the sizes of
the initial bounding box are encoded as spatial prompts P;
and concatenated with S, and P,, directly incorporating
the spatial information of the target. This process is formu-
lated as:

Zy = Concat[S.,, Py, Ps] + Epos, 4)
where E,,, denotes position embeddings. Then, Zj is fed
into the encoder of CAT, where spatial and visual informa-
tion are gradually aligned with the search region to pro-
duce the final initialized bounding box. The integration of
spatial-visual prompts enables more precise refinement out-
comes.

3.3. CTMoE

To better address distinct prompt matching requirements
in click-based initialization, we propose mixture-of-experts
for click-based tracking (CTMOoE) for effective fine-tuning,
as shown in Figure 3 (a). Standard MoE typically com-
prises expert subnetworks and a router, where experts are
selectively activated by a gating mechanism in response to
different inputs. While many large language models often
integrate standard MoE to enhance downstream task adapta-
tion, there are limitations when MokE is applied to sequential
multi-task learning. Specifically, distributional shifts be-
tween tasks during sequential training can destabilize rout-
ing decisions and degrade training efficiency. Moreover,
the standard MoE exhibits limited capability when han-
dling homogeneous data distributions. To address these
challenges, CTMOoE is proposed. CTMOoE is tailored to the
click-based localization and joint spatial-visual prompt re-
finement tasks.

Inspired by HydraLoRA, CTMOoE adopts an asymmetric
design. Unlike standard MoE, CTMoE shares the A ma-
trix across all experts to capture common matching patterns
across tasks. The shared A matrix is beneficial for learning
generalized representations, particularly when tasks share
similar or homogeneous data distributions. Meanwhile, CT-
MOoE dynamically routes data exhibiting distribution shifts
to the B matrices via a gating mechanism. The asymmetric
design not only minimizes inter-task interference and pre-
serves parameter efficiency, but also promotes the learning
of generalized representations across related tasks.

In addition to the asymmetric expert design, the sequen-
tial task router (STR) is also a critical component of CT-
MoE. During training, joint spatial-visual prompt refine-
ment is activated only after stable convergence of click-
based localization task. We observe that during initial
single-task training, the router allocates nearly all weights
to a single expert, leaving others inactive. This aligns
with our intuition that individual tasks do not require multi-
expert collaboration. To prevent abrupt routing shifts when
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introducing new tasks, our sequential task router reallocates
weights by attenuating the influence of previously dominant
experts while focusing on scarcely activated ones. The gat-
ing score for the k-th expert STRy, assigned by the sequen-
tial task router is:

w = Softmax(W7' Z)), &)
ifs=1

STRy,(Z)) = { & BE= k=1, N ()
1—wg, ifs=2

where wy, is the k-th intermediate gating score in w, W is a
trainable transformation matrix. s denotes the order of the
task: s = 1 during the first stage (single-task training); When
anew task is added, s = 1 and 2 for the sequential two tasks,
respectively. Thus, the complete process of CTMOoE can be
formulated as:

N
CTMoE(Z]) = > STR(Z]) * BLAZ],
k=1

(M

where A denotes the shared matrix of CTMOoE and the ex-
perts are denoted as By,.

3.4. Training objective and Inference

We optimize trainable parameters using the L.;s, Liou,
and L; losses. Since we freeze the foundation model dur-
ing training, only 10.6% of the parameters require optimiza-
tion. Due to the dependency between the two initialization
stages, the forward propagation first performs click-based
localization, followed by joint spatial-visual prompt refine-
ment, finally combining the two losses. The loss L;,:,; can
be formulated as:

Liotal = a['cbl(M(Sfa Pcor))

+6£jSUT(M(SCT7PU7PS))a (8)

where L.y and L., denote the losses for click-based lo-
calization and joint spatial-visual prompt refinement respec-
tively. We set @ = 1 and 3 = 3 in our experiments. Specif-
ically, the loss for each stage is calculated as follows:

L= Lcls + )\iouLiou + ALlLl- (9)

For inference, we sample an initial point to simulate the
click operation by users. We randomly select a location
within a rectangular region centered at the ground-truth cen-
ter of the first frame, with dimensions of (Wy./r, Hy/r).
Wyt and Hy; are the width and height of the ground-truth
bounding box, r is the ratio. To prevent initialization am-
biguities caused by excessive sampling ranges (e.g., target
overlap or irregular shapes), we set r to 10 in experiments.
As shown in Figure 3 (b), CTMOoE is activated during the
initialization phase, and only the foundation model is used
for inference during tracking operations.



Table 1. State-of-the-art comparisons on TrackingNet, LaSOT, LaSOT.,; and GOT-10k. The top three results of click-based tracking are

highlighted with red, blue and

fonts, respectively, and the best bounding-box-initialized tracking results are shown in underline font.

We add a symbol * over GOT-10k to indicate that corresponding models initialized with bounding boxes are only trained with the GOT-10k
training set, and foundation tracking models of all click-based tracking methods are trained on four training sets of OSTrack.

Method LaSOT [13] LaSOT.,¢ [14] TrackingNet [38] GOT-10k* [21]
AUC  Ppnorm P AUC  Pnorm P AUC  Ppnorm P AO SRos SRo.7s
CAT ;4384 70.5 80.2 77.5 48.3 59.2 55.5 83.9 89.0 83.2 71.7
CAT ;5384 68.5 78.5 74.8 48.7 59.7 55.7 82.8 87.3 81.8 721 81.1 68.9
CAT 5256 43.6 52.9 49.1 82.2 72.1 814 67.8
) SAM2L,s384 [41] 63.8 71.6 66.3 74.0 80.7 72.1 60.5 67.3 54.0
% SAM2L,s256 [41] 61.2 68.2 63.2 424 52.3 46.5 74.1 80.8 72.0 59.5 66.5 52.6
E SAM2B 5256 [41] 62.4 70.5 65.6 41.8 50.3 449 73.6 80.1 71.2 59.2 659 52.3
S SAMI1H,s384 [23] 59.8 68.6 62.9 41.3 53.0 47.1 67.0 76.6 66.7 55.6  60.8 47.6
% SAMIH,s256 [23] 58.0 65.7 60.2 394 50.2 443 67.6 76.9 66.9 555 616 47.2
j SAMIB 5256 [23] 59.6 68.8 63.2 40.0 49.9 44.1 63.1 74.7 62.9 53.6 584 434
2 EAV 5384 [15] 55.7 61.1 56.9 31.2 37.0 32.6 81.4 85.1 79.2 655 735 62.1
© DETA 5384 [39] 55.6 61.4 57.1 37.6 44.7 39.8 86.2 73.5 63.2
YOLOV7 5384 [48] 55.7 61.6 57.5 35.8 42.1 36.2 79.0 82.3 76.2 63.5 705 59.8
YOLOvV7e6e,s384 [48] | 55.2 60.9 57.1 353 414 35.9 79.5 82.8 76.6 62.7 69.0 58.2
FasterX101,s384 [42] 56.6 63.1 58.3 34.8 42.0 35.9 78.7 82.6 75.8 62.5 692 58.8
ODTrack-B384 [58] 73.2 83.2 80.6 52.4 63.9 60.1 85.1 90.1 84.9 770 879 75.1
ARTrackV2-B384 [1] 73.0 82.0 79.6 529 63.4 59.1 85.7 89.8 85.5 77.5 86.0 75.5
ARTrack-B384 [51] 72.6 81.7 79.1 51.9 62.0 58.5 85.1 89.1 84.8 755 843 74.3
LoRAT-B224 [29] 71.7 80.9 77.3 50.3 61.6 57.1 83.5 87.9 82.1 72.1  81.8 70.7
o SeqTrack-B384 [8] 71.5 81.1 77.8 50.5 61.6 57.5 83.9 88.8 83.6 745 843 71.4
£ TATrack-L384 [18] 71.1 79.1 76.1 - - - 85.0 89.3 84.5 - - -
é CTTrack-L [45] 69.8 79.7 76.2 - - - 84.9 89.1 83.5 72.8 81.3 71.5
= OSTrack-B384 [54] 71.1 81.1 77.6 50.5 61.3 57.6 83.9 88.5 83.2 73.7  83.2 70.8
E SimTrack [6] 70.5 79.7 - - - - 834 87.4 - 69.8 78.8 66.0
_8 Mixformer-L [9] 70.1 79.9 76.3 - - - 83.9 88.9 83.1 - - -
5 AiATrack [17] 69.0 79.4 73.8 47.7 55.6 55.4 82.7 87.8 80.4 69.6 632 80.0
C?ﬂ UTT [33] 64.6 - 67.2 - - - 79.7 - 77.0 672 763 60.5
._g CSWinTT [44] 66.2 75.2 70.9 - - - 81.9 86.7 79.5 694 789 65.4
g STARK [52] 67.1 77.0 - - - - 82.0 86.9 - 68.8  78.1 64.1
,;8 SwinTrack [28] 71.3 - 76.5 49.1 - 55.6 84.0 - 82.8 72.4 - 67.8
ToMP [36] 68.5 79.2 73.5 45.9 - - 81.5 86.4 78.9 - - -
KeepTrack [35] 67.1 77.2 70.2 48.2 - - - - - - - -
TransT [7] 64.9 73.8 69.0 - - - 81.4 86.7 80.3 67.1 76.8 60.9
TrDiMP [49] 63.9 - 61.4 - - - 78.4 83.3 73.1 68.8 80.5 59.7
Ocean [59] 56.0 65.1 56.6 - - - - - - 61.1 72.1 473

4. Experiments

4.1. Implementation Details

To validate the effectiveness of CAT, we employ OS-
Track256, OSTrack384, and ODTrack384 as founda-
tion models. The click-based tracking performance of
CAT is evaluated on LaSOT, LaSOT,.,;, GOT-10K, and
TrackingNet.  Additionally, experiments on UAV123,
UAVTrack112, and DTB70 are conducted to demonstrate
the capability of CAT in real-world scenarios.

We train CAT uniformly on training sets of LaSOT [13],
COCO [30], GOT-10K [21], TrackingNet [38], Ref-
COCOg [34], Webuav-3M [55], and TNL2K [50] to achieve
high performance initialization. We freeze parameters of
the foundation tracking model and only optimize CTMoE
and the spatial encoder in training. All models are trained
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on four Tesla A100 GPUs with a total batch size of 128.
During the first 400 epochs, we only train click-based local-
ization (CBL) task. When the training stabilizes, the joint
spatial-visual prompt refinement (JSVR) task is added for
additional 600 epochs, with each epoch involving 60,000
training samples. For CAT 256, full search frames of size
320 are used in CBL, while 4 x and 2 X cropped search
regions and visual prompts are adopted in JSVR. For other
CAT variants, sizes of search images and visual references
remain consistent with the foundation models.

4.2, Main Properties and Analysis

The additional parameters of CAT amount to 9.8M in to-
tal, accounting for 10.6% of the total model parameters. De-
spite introducing fewer parameters than other click-based
tracking methods, CAT still achieves state-of-the-art perfor-



mance on tracking benchmarks. For fair comparison, we
employ OSTrack256 and OSTrack384 as trackers in other
click-based frameworks.

LaSOT. LaSOT [13] is a large-scale benchmark for sin-
gle object tracking, comprising 1,400 videos. Designed to
support long-term tracking scenarios where targets may dis-
appear and reappear, it provides precise per-frame manual
bounding box annotations. As reported in Tab. 1, CAT 5256
surpasses all click-based tracking methods initialized by ad-
ditional models, getting an AUC score of 66.6%. Further-
more, CAT,4354 obtains a new state-of-the-art AUC score
of 70.5%. It has a comparable performance with trackers
initialized with precise bounding boxes.

TrackingNet. TrackingNet [38] is a large-scale single
object tracking benchmark comprising 30,643 videos, with
a strict separation between its training set (30,132 videos)
and test set (511 videos). The results on TrackingNet are
also presented in Tab. 1. As reported, CAT 5056 gets 8.1%
AUC score higher than SAM2L 4256 under aligned settings.
CAT 4384 gets the best AUC score of 83.9%, outperforming
the tracking method initialized with DETA by 1.4%.

GOT-10k. GOT-10k [21] is a large-scale single object
tracking benchmark containing over 10,000 videos. As re-
ported in Tab. I, CAT achieves competitive results com-
pared with the previous bounding-box initialized trackers.
For click-based tracking, CAT 4384 and CAT 5056 get the
best AO score of 72.1%.

LaSOTcxt. LaSOTey [14] extends the original La-
SOT dataset by introducing 15 fine-grained categories (e.g.,
badminton, cosplay, frisbee) and 150 additional videos,
with an average sequence duration exceeding 30 seconds.
Under aligned settings, CAT 5256 obtains 1.2% higher AUC
score than SAM2L,5056. With a more powerful OSTrack-
B384 as the foundation model, CAT 354 achieves the best
AUC score of 48.7%.

UAV123. UAV123 [37] is a drone-based object track-
ing benchmark comprising 123 video sequences. As re-
ported in Tab. 2, CAT 4256 obtains 1.3% higher AUC score
than SAM2L 5956 under aligned settings. CAT,4334 gets
the best AUC score of 67.8%, outperforming the UAV
tracker TCTrack by 7.4%.

UAVTrack112. UAVTrack112 [16] is a benchmark
specifically designed for long-term UAV target track-
ing, comprising 112 video sequences (including 45 long-
term tracking subsets). On the small-scale benchmark
UAVTrack112, Tab. 2 shows our CAT models also achieve
best results. CAT,s956 gets 2.1% AUC score higher than
SAM2L,956 initialized tracking methods.

DTB70. DTB70 [26] is a drone-based object tracking
benchmark comprising 70 video sequences across outdoor
environments. As reported in Tab. 2, CAT 4354 obtains a
state-of-the-art AUC score of 67.4% compared with other
click-based tracking methods.
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Table 2. State-of-the-art comparisons on UAV123, UAVTrack112

and DTB70 in AUC scores. The top three results of click-based
tracking are highlighted with red, blue and fonts, respec-

tively. The best bounding-box-initialized tracking results are
shown in underline font.

Method UAV123 UAVTrackl12 DTB70
CAT 4384 67.8 70.1 67.4
CAT 5384 67.0 70.2 65.1
CAT 55256
S | SAM2Los256 [41] 63.5 65.6 60.0
O | SAM2B,sa56 [41] 58.3 64.2 57.9
SAM1H,s256 [23] 51.9 59.1 56.7
SAM1B,s256 [23] 51.8 57.8 57.4
ARTrack-B384 [51] | 70.5 - -
. | OSTrack-B384 [54] | 70.7 - -
8 | SeqTrack-B384 [8] 68.6 - -
& | TCTrack [5] 60.4 59.4 62.2
g HiFT [3] 58.9 57.0 59.4
2 | SiamAPN++[4] 57.9 58.5 59.4
DaSiamRPN [60] 50.1 48.0 472
AutoTrack [27] 472 46.5 47.8

Table 3. Ablation studies of different refining methods. CBL:
click-based localization. JSVR: joint spatial-visual prompt refine-
ment.

|  LasOT UAVTrack112
Stage 1 Stage 2 ‘ ATC P AUC P
No 66.1  70.8 59.8 79.4
CBL Tracking 649  70.6 62.6 82.7
Detecting | 663 719 65.4 82.5
JSVR 66.6 724 67.7 85.6
4.3. Ablation Study

In this section, we validate the effectiveness of our design
through ablation studies, with experimental results demon-
strated on LaSOT, UAV123, UAVTrack112 and DTB70.

Different refining methods. Since joint spatial-visual
prompt refinement (JSVR) enables CAT to achieve high
performance initializing, it is essential to validate the im-
pact of different refining methods. As detailed in Tab. 3,
the results show that models lacking second-stage refine-
ment underperform due to the absence of visual prompts.
Additionally, “tracking” means refining the initial bound-
ing box by directly tracking targets. We crop search and
reference regions from initial results generated from click-
based localization (CBL). While this approach requires no
additional training, it leads to poor results on LaSOT. “De-
tection” means training models in the second stage to pro-
cess the cropped search region for detection tasks. Though
this method yields improvements, it remains inferior to our
JSVR. As shown in Figure 4, the attention maps of CBL fo-
cus more on target location and the appearance details are
better captured in JSVR. The joint prompts enable JSVR



Figure 4. Attention maps of CAT. The first and the fourth
columns are input images of CBL and JSVR, respectively. For
each image, we visualize attention maps of the 6th and 12th en-
coder layers.

Table 4. Generalization of JSVR. Results are reported on LaSOT,
UAV123 and DTB70 in AUC scores.

| ISVR | LaSOT  UAVI23  DTB70
SAMIB ; 60,2(9;6140) 57,2(14%40) 57.3(7::).5)
SAMIH ; 58.2?4?).3) 57;(1:)5.4) 58.8(6471.3
B | 7| 2600 9016 59301
L | 7 | siades edcos sl

to demonstrate significant and consistent enhancements for
initial imprecise bounding boxes.

Generalization of JSVR. To verify that JSVR does not
overfit to our method, we apply JSVR to initialized results
from four interactive models, as summarized in Tab. 4. Ex-
periments are conducted on LaSOT, UAV 123, and DTB70.
CAT 4256 is used to refine initialization results generated by
these interactive models. The results demonstrate consistent
performance improvements across most interactive models
after the refinement of JISVR. This observation confirms the
generalization of JSVR, highlighting its capacity to deliver
stable and effective enhancements for initialization results
produced by diverse models.

Dimension of experts in CTMoE. We conduct an abla-
tion study on the dimension of experts in CTMoE, vary-
ing it from 16 to 256. Experiments are performed on
both LaSOT and UAVTrack112 datasets with CAT 5056, as
shown in Tab. 5. The results demonstrate that the expert
dimension significantly impacts fine-tuning performance.
CTMOoE achieves the best performance (66.6% and 67.7%
AUC on LaSOT and UAVTrack112, respectively) when the
dimension of experts is set to 128. Consequently, we em-
ploy 128 as the dimension of experts to ensure optimal fine-
tuning performance.

Sampling Region. We define the sampling region as a
square centered at the center of the target, with its length
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Table 5. Ablation studies on the dimension of experts in CTMoE.

Dim LaSOT UAVTrack112
AUC P AUC P

16 66.4 72.1 65.8 82.9

32 66.2 71.9 67.3 85.1

64 66.2 72.3 65.8 83.0

128 66.6 72.4 67.7 85.6

256 65.9 71.6 66.0 84.1

Table 6. Ablation studies of the sampling region on UAVTrack112
dataset. Results are reported in IOU scores between predicted
boxes and ground-truth boxes.

| SAM2B  SAM2L  OURS
25% 74.1 76.0 76.3
20% 76.7 76.9 76.8
15% 76.1 77.4 78.4
10% 76.0 71.3 78.6

and width set to 10% of the target’s length and width.
Experiments on UAVTrack112 compare CAT 4384 against
SAM?2 (with Base and Large variants) under identical set-
tings, as shown in Tab. 6. The results indicate that initial-
ization accuracy of CAT gradually declines as the sampling
region expands. Nevertheless, CAT maintains robust perfor-
mance even when the sampling region width reaches 25% of
the target width, outperforming both SAM2B and SAM2L.
This demonstrates the resilience of CAT to sampling region
variations while preserving precise initialization capabili-
ties.

5. Conclusion

In this work, we present CAT, a unified click-based track-

ing framework. We propose CTMOoE to identify input vari-
ations across different tasks. To address the lack of target
appearance information caused by a single-click, we intro-
duce a two-stage initialization strategy. Extensive exper-
iments across multiple datasets demonstrate the effective-
ness of CAT. We hope this work could catalyze more com-
pelling research on click-based tracking.
Limitations. While CAT achieves a unified framework for
click-based initialization and tracking, it currently focuses
solely on single-click interactions. Various user-friendly
interaction methods (e.g., language and scribble) could
potentially be integrated into CAT. We will explore unifying
more kinds of initial prompts in future work.

Acknowledgements. This research was funded by Na-
tional Natural Science Foundations of China (62293542,
U23A20384, and 62402084), Basic Scientific Re-
search Funding of the Central Universities of China
(DUTZD25225), Liaoning Provincial Science and Tech-
nology Joint Program Project (2024011188-JH2/1026), and
China Postdoctoral Science Foundation (2024M750319).



References

(1]

(2]

(3]

[4]

(5]

(6]

(7]

(8]

(9]

(10]

(1]

[12]

[13]

Yifan Bai, Zeyang Zhao, Yihong Gong, and Xing Wei. AR-
TrackV2: Prompting autoregressive tracker where to look
and how to describe. In IEEE Conference on Computer Vi-
sion and Pattern Recognition, pages 19048-19057, 2024. 2,
6

Luca Bertinetto, Jack Valmadre, Joao F Henriques, Andrea
Vedaldi, and Philip HS Torr. Fully-convolutional siamese
networks for object tracking. In European Conference on
Computer Vision, pages 850-865, 2016. 1, 2

Ziang Cao, Changhong Fu, Junjie Ye, Bowen Li, and Yiming
Li. Hift: Hierarchical feature transformer for aerial track-
ing. In IEEE International Conference on Computer Vision,
pages 15457-15466, 2021. 7

Ziang Cao, Changhong Fu, Junjie Ye, Bowen Li, and Yiming
Li. Siamapn++: Siamese attentional aggregation network for
real-time uav tracking. In IEEE/RSJ International Confer-
ence on Intelligent Robots and Systems, pages 3086-3092,
2021. 7

Ziang Cao, Ziyuan Huang, Liang Pan, Shiwei Zhang, Zi-
wei Liu, and Changhong Fu. Tctrack: Temporal contexts for
aerial tracking. In IEEE Conference on Computer Vision and
Pattern Recognition, pages 14798-14808, 2022. 7

Boyu Chen, Peixia Li, Lei Bai, Lei Qiao, Qiuhong Shen,
Bo Li, Weihao Gan, Wei Wu, and Wanli Ouyang. Back-
bone is all your need: A simplified architecture for visual
object tracking. In European Conference on Computer Vi-
sion, pages 375-392, 2022. 6

Xin Chen, Bin Yan, Jiawen Zhu, Dong Wang, Xiaoyun Yang,
and Huchuan Lu. Transformer tracking. In IEEE Conference
on Computer Vision and Pattern Recognition, pages 8126—
8135,2021. 1,2,6

Xin Chen, Houwen Peng, Dong Wang, Huchuan Lu, and Han
Hu. SeqTrack: Sequence to sequence learning for visual ob-
ject tracking. In IEEE Conference on Computer Vision and
Pattern Recognition, pages 14572-14581, 2023. 2, 6, 7
Yutao Cui, Cheng Jiang, Limin Wang, and Gangshan Wu.
MixFormer: End-to-end tracking with iterative mixed atten-
tion. In IEEE Conference on Computer Vision and Pattern
Recognition, pages 13608-13618, 2022. 6

Yutao Cui, Cheng Jiang, Gangshan Wu, and Limin Wang.
MixFormer: End-to-end tracking with iterative mixed atten-
tion. IEEE Transactions on Pattern Analysis and Machine
Intelligence, 46(6):4129-4146, 2024. 2

Martin Danelljan, Goutam Bhat, Fahad Shahbaz Khan, and
Michael Felsberg. ATOM: Accurate tracking by overlap
maximization. In IEEE Conference on Computer Vision and
Pattern Recognition, pages 4660—4669, 2019. 1

Henghui Ding, Scott Cohen, Brian Price, and Xudong Jiang.
Phraseclick: Toward achieving flexible interactive segmen-
tation by phrase and click. In European Conference on Com-
puter Vision, pages 417435, 2020. 2

Heng Fan, Liting Lin, Fan Yang, Peng Chu, Ge Deng, Sijia
Yu, Hexin Bai, Yong Xu, Chunyuan Liao, and Haibin Ling.
LaSOT: A high-quality benchmark for large-scale single ob-
ject tracking. In IEEE Conference on Computer Vision and
Pattern Recognition, pages 5374-5383, 2019. 1, 2,6, 7

5698

(14]

(15]

(16]

(17]

(18]

(19]

(20]

(21]

(22]

(23]

[24]

[25]

(26]

Heng Fan, Hexin Bai, Liting Lin, Fan Yang, Peng Chu, Ge
Deng, Sijia Yu, Mingzhen Huang, Juehuan Liu, Yong Xu,
et al. LaSOT: A high-quality large-scale single object track-
ing benchmark. International Journal of Computer Vision,
129:439-461, 2021. 1,2,6,7

Yuxin Fang, Wen Wang, Binhui Xie, Quan Sun, Ledell Wu,
Xinggang Wang, Tiejun Huang, Xinlong Wang, and Yue
Cao. Eva: Exploring the limits of masked visual represen-
tation learning at scale. In /IEEE Conference on Computer
Vision and Pattern Recognition, pages 19358-19369, 2023.
6

Changhong Fu, Ziang Cao, Yiming Li, Junjie Ye, and
Chen Feng. Onboard real-time aerial tracking with efficient
siamese anchor proposal network. [EEE Transactions on
Geoscience and Remote Sensing, 60:1-13, 2021. 7
Shenyuan Gao, Chunluan Zhou, Chao Ma, Xinggang Wang,
and Junsong Yuan. AiATrack: Attention in attention for
transformer visual tracking. In European Conference on
Computer Vision, pages 146-164, 2022. 6

Kaijie He, Canlong Zhang, Sheng Xie, Zhixin Li, and Zhi-
wen Wang. Target-aware tracking with long-term context at-
tention. In AAAI Conference on Artificial Intelligence, pages
773-780, 2023. 6

Neil Houlsby, Andrei Giurgiu, Stanislaw Jastrzebski, Bruna
Morrone, Quentin De Laroussilhe, Andrea Gesmundo, Mona
Attariyan, and Sylvain Gelly. Parameter-efficient transfer
learning for nlp. In International Conference on Machine
Learning, pages 2790-2799, 2019. 3

Edward J Hu, Yelong Shen, Phillip Wallis, Zeyuan Allen-
Zhu, Yuanzhi Li, Shean Wang, Lu Wang, Weizhu Chen, et al.
Lora: Low-rank adaptation of large language models. Inter-
national Conference on Learning Representation, 2022. 3
Lianghua Huang, Xin Zhao, and Kaigi Huang. GOT-10k:
A large high-diversity benchmark for generic object track-
ing in the wild. IEEE Transactions on Pattern Analysis and
Machine Intelligence, 43(5):1562-1577,2019. 1,2, 6,7
Menglin Jia, Luming Tang, Bor-Chun Chen, Claire Cardie,
Serge Belongie, Bharath Hariharan, and Ser-Nam Lim. Vi-
sual prompt tuning. In European Conference on Computer
Vision, pages 709-727. Springer, 2022. 3

Alexander Kirillov, Eric Mintun, Nikhila Ravi, Hanzi Mao,
Chloe Rolland, Laura Gustafson, Tete Xiao, Spencer White-
head, Alexander C Berg, Wan-Yen Lo, et al. Segment any-
thing. In IEEE International Conference on Computer Vi-
sion, pages 4015-4026, 2023. 2, 6, 7

Bo Li, Junjie Yan, Wei Wu, Zheng Zhu, and Xiaolin Hu.
High performance visual tracking with siamese region pro-
posal network. In IEEE Conference on Computer Vision and
Pattern Recognition, pages 8971-8980, 2018. 2

Bo Li, Wei Wu, Qiang Wang, Fangyi Zhang, Junliang Xing,
and Junjie Yan. SiamRPN++: Evolution of siamese vi-
sual tracking with very deep networks. In IEEE Conference
on Computer Vision and Pattern Recognition, pages 4282—
4291, 2019. 2

Siyi Li and Dit-Yan Yeung. Visual object tracking for un-
manned aerial vehicles: A benchmark and new motion mod-
els. In AAAI Conference on Artificial Intelligence, 2017. 7



[27]

(28]

[29]

(30]

(31]

(32]

(33]

[34]

(35]

(36]

(37]

(38]

(39]

Yiming Li, Changhong Fu, Fangqiang Ding, Ziyuan Huang,
and Geng Lu. Autotrack: Towards high-performance visual
tracking for uav with automatic spatio-temporal regulariza-
tion. In IEEE Conference on Computer Vision and Pattern
Recognition, pages 11923-11932, 2020. 7

Liting Lin, Heng Fan, Yong Xu, and Haibin Ling. Swin-
Track: A simple and strong baseline for transformer track-
ing. In Advances in Neural Information Processing Systems,
2022.1,2,6

Liting Lin, Heng Fan, Zhipeng Zhang, Yaowei Wang, Yong
Xu, and Haibin Ling. Tracking meets lora: Faster training,
larger model, stronger performance. In European Confer-
ence on Computer Vision, pages 300-318, 2024. 6

Tsung-Yi Lin, Michael Maire, Serge J. Belongie, Lubomir D.
Bourdev, Ross B. Girshick, James Hays, Pietro Perona, Deva
Ramanan, Piotr Dollar, and C. Lawrence Zitnick. Microsoft
COCO: Common objects in context. In European Confer-
ence on Computer Vision, pages 740-755, 2014. 6

Zheng Lin, Zhao Zhang, Lin-Zhuo Chen, Ming-Ming
Cheng, and Shao-Ping Lu. Interactive image segmentation
with first click attention. In IEEE Conference on Computer

Vision and Pattern Recognition, pages 13339-13348, 2020.
2

Chang Liu, Yongsheng Yuan, Xin Chen, Huchuan Lu, and
Dong Wang. Spatial-temporal initialization dilemma: to-
wards realistic visual tracking. Visual Intelligence, 2(1):35,
2024. 1,2,3

Fan Ma, Mike Zheng Shou, Linchao Zhu, Haoqi Fan, Yilei
Xu, Yi Yang, and Zhicheng Yan. Unified transformer tracker
for object tracking. In IEEE Conference on Computer Vision
and Pattern Recognition, pages 8781-8790, 2022. 6

Junhua Mao, Jonathan Huang, Alexander Toshev, Oana
Camburu, Alan L. Yuille, and Kevin Murphy. Generation
and comprehension of unambiguous object descriptions. In
IEEE Conference on Computer Vision and Pattern Recogni-
tion, 2016. 6

Christoph Mayer, Martin Danelljan, Danda Pani Paudel, and
Luc Van Gool. Learning target candidate association to keep
track of what not to track. In IEEE International Conference
on Computer Vision, pages 13444-13454,2021. 6
Christoph Mayer, Martin Danelljan, Goutam Bhat, Matthieu
Paul, Danda Pani Paudel, Fisher Yu, and Luc Van Gool.
Transforming model prediction for tracking. In IEEE Con-
ference on Computer Vision and Pattern Recognition, pages
8731-8740, 2022. 6

Matthias Mueller, Neil Smith, and Bernard Ghanem. A
benchmark and simulator for UAV tracking. In European
Conference on Computer Vision, pages 445-461, 2016. 1, 7
Matthias Muller, Adel Bibi, Silvio Giancola, Salman Al-
subaihi, and Bernard Ghanem. TrackingNet: A large-scale
dataset and benchmark for object tracking in the wild. In
European Conference on Computer Vision, pages 300-317,
2018. 1,2,6,7

Jeffrey Ouyang-Zhang, Jang Hyun Cho, Xingyi Zhou, and
Philipp Kréhenbiihl. NMS strikes back. arXiv preprint
arXiv:2212.06137,2022. 6

5699

(40]

(41]

[42]

(43]

[44]

[45]

(46]

[47]

(48]

(49]

[50]

[51]

Jonas Pfeiffer, Aishwarya Kamath, Andreas Riicklé,
Kyunghyun Cho, and Iryna Gurevych. Adapterfusion: Non-
destructive task composition for transfer learning. In Euro-
pean Chapter of the Association for Computational Linguis-
tics, pages 487-503, 2021. 3

Nikhila Ravi, Valentin Gabeur, Yuan-Ting Hu, Ronghang
Hu, Chaitanya Ryali, Tengyu Ma, Haitham Khedr, Roman
Ridle, Chloe Rolland, Laura Gustafson, Eric Mintun, Junt-
ing Pan, Kalyan Vasudev Alwala, Nicolas Carion, Chao-
Yuan Wu, Ross Girshick, Piotr Dolldr, and Christoph Feicht-
enhofer. Sam 2: Segment anything in images and videos. In
International Conference on Learning Representation, 2025.
2,6,7

Shaoqing Ren, Kaiming He, Ross B. Girshick, and Jian Sun.
Faster R-CNN: towards real-time object detection with re-
gion proposal networks. In Advances in Neural Information
Processing Systems, pages 91-99, 2015. 2, 6

Noam Shazeer, Azalia Mirhoseini, Krzysztof Maziarz, Andy
Davis, Quoc Le, Geoffrey Hinton, and Jeff Dean. Outra-
geously large neural networks: The sparsely-gated mixture-
of-experts layer. In International Conference on Learning
Representation, 2017. 3

Zikai Song, Junqing Yu, Yi-Ping Phoebe Chen, and Wei
Yang. Transformer tracking with cyclic shifting window at-
tention. In IEEE Conference on Computer Vision and Pattern
Recognition, pages 8791-8800, 2022. 6

Zikai Song, Run Luo, Junging Yu, Yi-Ping Phoebe Chen,
and Wei Yang. Compact transformer tracker with correlative
masked modeling. In AAAI Conference on Artificial Intelli-
gence, pages 2321-2329, 2023. 6

Chunlin Tian, Zhan Shi, Zhijiang Guo, Li Li, and Cheng-
Zhong Xu. Hydralora: An asymmetric lora architecture for
efficient fine-tuning. In Advances in Neural Information Pro-
cessing Systems, pages 9565-9584, 2024. 3

Ao Wang, Hui Chen, Lihao Liu, Kai CHEN, Zijia Lin, Jun-
gong Han, and guiguang ding. Yolov10: Real-time end-to-
end object detection. In Advances in Neural Information
Processing Systems, pages 107984—-108011, 2024. 2
Chien-Yao Wang, Alexey Bochkovskiy, and Hong-
Yuan Mark Liao. Yolov7: Trainable bag-of-freebies sets
new state-of-the-art for real-time object detectors. In /IEEE
Conference on Computer Vision and Pattern Recognition,
pages 7464-7475,2023. 2, 6

Ning Wang, Wengang Zhou, Jie Wang, and Houqiang Li.
Transformer meets tracker: Exploiting temporal context for
robust visual tracking. In IEEE Conference on Computer
Vision and Pattern Recognition, pages 1571-1580, 2021. 6
Xiao Wang, Xiujun Shu, Zhipeng Zhang, Bo Jiang, Yaowei
Wang, Yonghong Tian, and Feng Wu. Towards more flexible
and accurate object tracking with natural language: Algo-
rithms and benchmark. In IEEE Conference on Computer
Vision and Pattern Recognition, pages 13763-13773, 2021.
6

Xing Wei, Yifan Bai, Yongchao Zheng, Dahu Shi, and Yi-
hong Gong. Autoregressive visual tracking. In IEEE Con-

ference on Computer Vision and Pattern Recognition, pages
9697-9706, 2023. 6, 7



(52]

(53]

[54]

[55]

[56]

[57]

(58]

[59]

[60]

[61]

Bin Yan, Houwen Peng, Jianlong Fu, Dong Wang, and
Huchuan Lu. Learning spatio-temporal transformer for vi-
sual tracking. In IEEE International Conference on Com-
puter Vision, pages 10448-10457, 2021. 1,2, 6

Jinyu Yang, Zhe Li, Feng Zheng, Ales Leonardis, and
Jingkuan Song. Prompting for multi-modal tracking. In ACM
International Conference on Multimedia, pages 3492-3500,
2022. 3

Botao Ye, Hong Chang, Bingpeng Ma, Shiguang Shan, and
Xilin Chen. Joint feature learning and relation modeling for
tracking: A one-stream framework. In European Conference
on Computer Vision, pages 341-357, 2022. 2,4, 6,7
Chunhui Zhang, Guanjie Huang, Li Liu, Shan Huang, Yinan
Yang, Xiang Wan, Shiming Ge, and Dacheng Tao. Webuav-
3m: A benchmark for unveiling the power of million-scale
deep uav tracking. IEEE Transactions on Pattern Analysis
and Machine Intelligence, 45(7):9186-9205, 2022. 6
Shiyin Zhang, Jun Hao Liew, Yunchao Wei, Shikui Wei,
and Yao Zhao. Interactive object segmentation with inside-
outside guidance. In IEEE Conference on Computer Vision
and Pattern Recognition, pages 12234-12244, 2020. 2

Xu Zhao, Wenchao Ding, Yongqi An, Yinglong Du, Tao Yu,
Min Li, Ming Tang, and Jinqiao Wang. Fast segment any-
thing. arXiv preprint arXiv:2306.12156, 2023. 2

Yaozong Zheng, Bineng Zhong, Qihua Liang, Zhiyi Mo,
Shengping Zhang, and Xianxian Li. ODTrack: Online dense
temporal token learning for visual tracking. In AAAI Confer-
ence on Artificial Intelligence, pages 7588-7596, 2024. 2, 4,
6

Jianlong Fu Bing Li Weiming Hu Zhipeng Zhang,
Houwen Peng. Ocean: Object-aware anchor-free tracking. In
European Conference on Computer Vision, pages 771-787,
2020. 6

Zheng Zhu, Qiang Wang, Bo Li, Wei Wu, Junjie Yan, and
Weiming Hu. Distractor-aware siamese networks for visual
object tracking. In European Conference on Computer Vi-
sion, pages 101-117, 2018. 2,7

Barret Zoph, Irwan Bello, Sameer Kumar, Nan Du, Yanping
Huang, Jeff Dean, Noam Shazeer, and William Fedus. St-
moe: Designing stable and transferable sparse expert mod-
els. arXiv preprint arXiv:2202.08906, 2022. 3

5700



