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Abstract

While 3D hand reconstruction from monocular images has
made significant progress, generating accurate and tempo-
rally coherent motion estimates from videos remains chal-
lenging, particularly during hand-object interactions. In
this paper, we present a novel 3D hand motion recov-
ery framework that enhances image-based reconstructions
through a diffusion-based and physics-augmented motion
refinement model. Our model captures the distribution of
refined motion estimates conditioned on initial ones, gen-
erating improved sequences through an iterative denoising
process. Instead of relying on scarce annotated video data,
we train our model only using motion capture data with-
out images. We identify valuable intuitive physics knowl-
edge during hand-object interactions, including key motion
states and their associated motion constraints. We effec-
tively integrate these physical insights into our diffusion
model to improve its performance. Extensive experiments
demonstrate that our approach significantly improves vari-
ous frame-wise reconstruction methods, achieving state-of-
the-art (SOTA) performance on existing benchmarks.

1. Introduction

Reconstructing 3D hand and its motion from a single RGB
camera has broad applications spanning Virtual/Augmented
Reality (VR/AR) [3, 20], robotic dexterous manipulation
[47], and beyond. While deep learning has led to promising
single-image hand reconstruction [24, 35, 36, 54, 66, 83],
generating temporally coherent hand motion from video se-
quences remains challenging. The challenge is particularly
pronounced during hand-object interactions, where severe
occlusions may occur. As illustrated in Figure 1, even lead-
ing frame-wise 3D hand reconstruction methods produce
degraded predictions when hands are partially hidden by
manipulated or external objects (marked in red).

To enhance model robustness and produce coherent mo-
tion recovery, video-based methods that leverage tempo-
ral information offer a promising direction. Traditional
approaches require training on annotated video sequences,

Figure 1. Motivation for Temporal Dependency Modeling. The
example testing sequence (top) is from DexYCB [7]. The 3D
hand reconstructions are generated by the leading frame-wise re-
construction method HaMer [44] (bottom left) and our method
(bottom right). The 3D hand reconstructions are color-coded from
light to dark across consecutive frames (left to right).

which are significantly scarcer and more labor-intensive to
collect compared to single-frame annotations. This data
scarcity becomes particularly problematic in hand-object
interaction scenarios, where the variety of possible object
manipulations further increases the annotation effort re-
quired. Consequently, despite their advantages in maintain-
ing temporal coherence, existing video-based approaches
have not yet achieved the per-frame reconstruction accuracy
of state-of-the-art image-based methods [14, 16, 31].

To tackle the limited availability of video data, recent
works [4, 40, 62, 75, 78] propose training motion refinement
models using only 3D motion data. These models refine ini-
tial 3D hand reconstructions y1:T from image-based meth-
ods into temporally coherent sequences x1:T . However, this
strategy faces two fundamental limitations: (1) their deter-
ministic nature prevents them from capturing the inherent
uncertainty in image-based estimates, thereby limiting their
potential to generate more accurate reconstructions, and (2)
they predominantly focus on specific types of hand-object
interactions, neglecting the general physical principles that
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govern efficient hand-environment interactions.
In this work, we address these limitations by introducing

a physics-augmented conditional diffusion model for hand
motion refinement that jointly (1) captures uncertainty in
initial frame-wise estimates through diffusion models and
(2) incorporates principles of intuitive physics to generate
natural hand dynamics during object interactions. Specifi-
cally, instead of building a deterministic mapping from y1:T
to x1:T , we model their conditional probabilistic distribu-
tion p(x1:T |y1:T ). This distribution can be complex due to
the intricate hand motions and various noisy image-based
estimates. Inspired by recent advancements in diffusion
models [25, 52], we develop a diffusion-based framework
to capture this complex distribution and generate refined es-
timates by iteratively denoising the noisy motion estimates
toward more physically plausible ones. Moreover, we draw
insights from studies on intuitive physics that reveal how
hands gracefully behave in the physical world during ob-
ject interactions [5, 51, 77]. Based on these insights, we
identify four fundamental states in hand-object interactions:
Reaching, Stable Grasping, Manipulation, and Releasing,
each involving distinct motion patterns and physical con-
straints that ensure natural hand-object interaction. We ex-
plicitly incorporate these state-specific constraints into our
diffusion model to enhance its ability to produce physically
plausible and natural hand motions. By combining diffu-
sion modeling with intuitive physics principles, we train our
model solely on motion capture data. Once trained, it can
be directly integrated with any existing frame-wise recon-
struction method to enhance 3D hand motion recovery.

To summarize, our main contributions are as follows:
• We introduce a new hand motion recovery framework

based on conditional diffusion, which captures initial mo-
tion estimation uncertainty and generates refined motion
estimates through iterative denoising.

• We identify key intuitive knowledge of hand dynamics
and effectively incorporate this knowledge into our diffu-
sion model to enhance its dynamic modeling.

• Through extensive experiments, we validate the effective-
ness of our approach and demonstrate SOTA performance
compared to existing motion refinement and video-based
reconstruction methods.

2. Related Work
Image-based 3D Hand Reconstruction. Reconstructing
3D hands from images has rapidly advanced in recent
years due to deep learning. Regarding fully-supervised ap-
proaches, various strategies have been proposed to improve
reconstruction accuracy, including the use of prior 3D hand
models [1, 43, 74] and model designs for capturing spatial
dependencies [9, 11, 19, 27, 35, 41, 44–46, 71, 79, 80]. Ad-
ditionally, some methods address specific challenges, such
as hand-object interactions [23, 57, 63, 64, 67, 68] or re-

construction of interacting hands [33, 49, 61, 70, 73, 84].
To reduce the reliance on expensive 3D annotations, some
approaches have further explored weakly-supervised learn-
ing [2, 6, 8, 10, 17, 30, 42, 48, 53, 58, 76]. Nonetheless,
current image-based methods often produce unrealistic mo-
tion estimates, especially under poor image conditions. A
promising direction to address these issues is reconstructing
3D hands from video sequences, as reviewed below.
Video-based 3D Hand Reconstruction. Given a video,
some approaches focus on extracting temporally consis-
tent feature through sophisticated temporal models [12, 16].
They rely heavily on annotated video sequences for train-
ing, which are inherently limited in availability and di-
versity due to the dependence on specialized motion cap-
ture systems. Consequently, their per-frame reconstruc-
tion accuracy often falls short of SOTA image-based meth-
ods [75]. To alleviate the data scarcity issue, alternative ap-
proaches propose training with in-the-wild videos by incor-
porating photometric consistency [24] or motion smooth-
ness [15, 29, 36, 65, 82], enabling coherent 3D reconstruc-
tion across consecutive frames without requiring 3D anno-
tations. Unlike these feature extraction approaches, Pose-
BERT [4] achieves enhanced performance by leveraging
Transformer [59] trained with random input perturbation
and masking. Once trained, it can be directly used to refine
image-based predictions. However, PoseBERT is primar-
ily deterministic and data-driven. Our work advances this
refinement paradigm by explicitly modeling uncertainty in
the initial estimates while effectively incorporating intuitive
physics knowledge to improve hand dynamics modeling.

In summary, our work distinguishes itself from existing
methods through the following key contributions: First, we
introduce a novel video-based hand motion recovery frame-
work based on a conditional diffusion model. While dif-
fusion has been applied to image-based 3D hand recon-
struction [34] and modeling hand affordance for certain ob-
jects [37], we formulate a conditional diffusion model for
hand motion refinement. Second, inspired by the recent
success of leveraging intuitive physics for 3D human body
reconstruction [56, 60], we exploit intuitive physics knowl-
edge in hand motion and integrate this valuable knowl-
edge into our diffusion model to enhance its ability to cap-
ture realistic hand dynamics. Unlike object-specific mod-
eling [22, 40, 78, 81] or muscle dynamics [62] studied by
existing models, our approach to intuitive physics learns hu-
man intuitive understanding of natural hand movements and
their interactions with the physical world.

3. Method
An overview of the proposed method for reconstructing
3D hand motion from a sequence of video frames is il-
lustrated in Figure 2. Our approach begins with a frame-
wise reconstruction model, which generates per-frame 3D
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Figure 2. Overview of the Proposed Method. Given a sequence of hand image frames I1:T with sequence length T , the frame-wise
reconstruction model produces initial estimates of 3D hands for every frame y1:T . Then, the proposed motion refinement model, based on
conditional diffusion and incorporated with intuitive physics, generates improved 3D hand motion estimates x1:T .

hand configurations, as detailed in Section 3.1. The frame-
wise reconstruction model may struggle to capture tempo-
ral dependencies, leading to unrealistic motion estimates.
We thus propose a novel motion refinement model that
combines a conditional diffusion model and hand intuitive
physics to generate more accurate motion estimates. The
details of the diffusion-based refinement framework are pro-
vided in Section 3.2, followed by a discussion in Section 3.3
on the role of intuitive physics in hand motion and how this
knowledge is incorporated into the diffusion model.

3.1. Frame-wise Reconstruction Model
The frame-wise reconstruction model takes as input T video
frames and outputs 3D hands for each frame. Our pipeline is
agnostic to the specific choice of frame-wise reconstruction
methods. While prior works have explored various frame-
works to achieve state-of-the-art performance on different
benchmarks, most rely on the widely used 3D hand repre-
sentation, MANO [50]. Therefore, we consider frame-wise
reconstruction models estimating MANO configurations.

MANO represents the hand surface using a 3D mesh
M(θ, β) ∈ R778×3, where θ ∈ R15×3 and β ∈ R10

denote the pose and shape parameters, respectively. Ad-
ditionally, 3D hand joints P(θ, β) ∈ RJ×3 can be com-
puted as a linear combination of the mesh vertices through
P(θ, β) = HM(θ, β), where H ∈ RJ×778 is a joint re-
gressor learned from data, and J = 21 denotes the number
of modeled hand joints. Using MANO as 3D hand repre-
sentation, we employ a well-established method to estimate
the hand pose and shape parameters, θ1:T and β1:T , for ev-
ery frame in the input video sequence. Given these initial
3D hand configuration estimates, y1:T = (θ1:T , β1:T ), our
proposed motion refinement model generates enhanced mo-
tion estimates, as detailed in the following section.

3.2. Diffusion-based Motion Refinement
Given the initial 3D hand reconstructions, denoted as y1:T ,
existing approaches [4, 75] adopt Transformer [59] to di-
rectly learn a deterministic mapping from y1:T to the re-
fined motion estimates x1:T using 3D hand motion cap-
ture data. Nonetheless, these initial estimates, y1:T , can

present various issues such as motion jitter or degraded re-
construction due to occlusions. Instead of learning a de-
terministic mapping, we model the conditional distribution
p(x1:T |y1:T ). Particularly, motivated by the recent success
of diffusion models [25, 52] in capturing complex distri-
butions, we adopt a diffusion-based framework to repre-
sent the data distribution q(x1:T |y1:T ). Specifically, like
[52, 72], we formulate forward and inverse diffusion pro-
cesses that connect the initial estimates y1:T and the refined
estimates x1:T , as detailed in the following sections.
Forward Diffusion Process. Let’s denote y1:T as the ob-
served initial motion estimates and x1:T as the final refined
motion, which is clean hand motion data during training.
The forward process progressively adds Gaussian noise to
transition from x1:T to y1:T through N diffusion steps.
Specifically, denote the residual between the initial and re-
fined motion estimates as e1:T = y1:T −x1:T . The marginal
distribution at any forward diffusion step n is formulated as:

q(xn
1:T |x1:T , y1:T ) ∼ N (x1:T + ηne1:T , κ2ηnI), (1)

where κ is a hyper-parameter controlling the noise vari-
ance, I is the identity matrix with the same size as xn

1:T ,
and {ηt}T

t=1 is a predefined shifting sequence, which mono-
tonically increases with the step n and satisfies η1 → 0
and ηN → 1. For the detailed derivation of the marginal
distribution and the construction of the shifting sequence,
please refer to [72]. As illustrated in Equation 1, the for-
ward diffusion process starts from a Dirac delta distribution
centered at x1:T at step 0. The process gradually adds e1:T
and injects random noise, converging to a marginal distribu-
tion N (y1:T , κ2I) at diffusion step N . With this formula-
tion, we establish a forward diffusion process that progres-
sively transforms the true motion toward the initial motion
estimates, using their residuals as the direction for noising
while incorporating Gaussian noise. In the following, we
describe the reverse diffusion process, which denoises the
initial motion estimates back to the true motion.
Reverse Diffusion Process. The reverse diffusion process
characterizes the posterior distribution:

p(x1:T |y1:T ) =
∫

p(x1:T , x1:N
1:T |y1:T ) dx1:N

1:T , (2)
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Figure 3. Illustration of the Reverse Diffusion Framework. The
framework operates iteratively, where at step n, it processes the
initial motion estimates y1:T and the current sample xn

1:T to gen-
erate the estimated clean motion x̂1:T = fW(xn

1:T , y1:T , n). This
estimation is achieved through a hybrid architecture combining
MeshCNN and Transformer to capture spatial-temporal dependen-
cies, along with an MLP for encoding diffusion step information.
The estimated clean motion x̂1:T then parameterizes the transi-
tion distribution pW(xn−1

1:T |xn
1:T , y1:T ), enabling the generation

of refined motion at step n − 1 through sampling. The process
concludes at n = 1, producing the final refined motion x1:T .

where

p(x0:N
1:T |y1:T ) = p(xN

1:T |y1:T )
∏N

n=1 pW(xn−1
1:T |xn

1:T , y1:T ),
(3)

with x0
1:T = x1:T for simplicity in notation. In Equation 3,

p(xN
1:T |y1:T ) ≈ N (y1:T , κ2I), i.e, a multivariate Gaussian

distribution centered at y1:T . pW(xn−1
1:T |xn

1:T , y1:T ) repre-
sents the learned distribution, with parameters W, to ap-
proximate the data distribution q(xn−1

1:T |xn
1:T , x1:T , y1:T ).

Given pW(xn−1
1:T |xn

1:T , y1:T ), we can transform xn
1:T to

xn−1
1:T and infer the refined motion x1:T from the initial

estimates y1:T by iteratively denoising from y1:T towards
x1:T through sampling. In the following, we introduce our
framework for capturing the inverse transition distribution
pW(xn−1

1:T |xn
1:T , y1:T ) in the reverse diffusion process.

To capture pW(xn−1
1:T |xn

1:T , y1:T ), prior methods have
focused either on predicting the transition noise [25] or
directly estimating the final clean state [32, 55]. In-
spired by the recent success of human diffusion mod-
els [55], we adopt the latter approach. As depicted in Fig-
ure 3, our framework takes as input the initial motion es-
timates y1:T and the refined estimates xn

1:T at diffusion

step n, and outputs an estimated clean motion x̂1:T =
fW(xn

1:T , y1:T , n) to parameterize the transition distribu-
tion pW(xn−1

1:T |xn
1:T , y1:T ). We then generate xn−1

1:T through
sampling from pW(xn−1

1:T |xn
1:T , y1:T ) and obtain the final

refined motion estimates x1:T = x̂1:T when n = 1.
The core of our reverse diffusion framework is a Trans-

former architecture [59], which effectively captures tem-
poral dependencies across the motion sequence. For fea-
ture embedding at each time frame, we first apply forward
kinematics to the pose and shape parameters to obtain 3D
hand meshes for both the initial and refined motions, de-
noted as My

1:T and Mn
1:T , respectively. A mesh convolu-

tional neural network (MeshCNN) [9] is then employed to
capture the spatial dependencies within the 3D hand geom-
etry. Additionally, we encode the diffusion step n using a
Multi-layer Perceptron (MLP). These input features, com-
bined with temporal positional encoding, are processed by
the Transformer to generate clean motion estimates, x̂1:T ,
through autoregressive prediction. Specifically, the predic-
tion for time step t + 1 is conditioned on the input data and
historical predictions from time steps 1 to t.

To train our framework, given y1:T and the sample x1:T
drawn from q(x1:T |y1:T ), we minimize:

Ldata = En∼[1,N ] ‖x1:T − fW(xn
1:T , y1:T , n)‖2 , (4)

where W denotes the learnable parameters in our reverse
diffusion framework. Equation 4 is a well-established ob-
jective for diffusion model training [55]. While this ap-
proach is effective, such a training strategy is purely data-
driven and remains agnostic to how humans efficiently
move in different scenarios. Instead, we incorporate intu-
itive physics of hand motion to improve the model’s perfor-
mance, as detailed in the next section.

3.3. Improving Hand Dynamics Modeling with In-
tuitive Physics

Human hands interact with the physical world based on an
intuitive understanding of the scene, moving with remark-
able efficiency and accuracy after years of experience. In
this section, we study intuitive physics in hand motion and
present effective methods for integrating this knowledge
into the diffusion model to enhance its performance.
Identification of Hand Motion Physical Principles. Hand
movements can broadly be categorized into two scenar-
ios: free movements and interactions with external objects.
While hand-object interactions are inherently more com-
plex, they follow fundamental principles informed by intu-
itive physics. As illustrated in Figure 4, hand motion during
object interaction typically progresses through several well-
defined stages. Initially, the hand moves from an idle or
free-motion state directly toward the object without unnec-
essary deviation. Upon contact, the hand grasps the object
and holds it in a stable pose. During manipulation, the hand
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Figure 4. Illustration of Key Hand Motion States. Each state
is defined by its contact condition and temporal change in hand-
object distance (d(t)). The contact status indicates whether the
hand is touching the object, while distance changes reflect the tem-
poral evolution of hand-object separation. The images are from
HO3D [21]. The solid arrow describes the state transition for this
example video sequence, while the dashed arrow indicates possi-
ble transitions among the four motion states.

undergoes significant pose changes as it adjusts to various
object states. Finally, after completing the manipulation, the
hand releases the object and returns to a free-motion state.

Based on these observations, we categorize hand mo-
tions into four fundamental states: reaching, stable grasp-
ing, manipulation, and releasing. Each state is defined by
its contact condition and temporal changes in hand-object
distance as highlighted in Figure 4. Building upon these
motion states, we further identify two fundamental physical
constraints that characterize efficient and realistic hand mo-
tions. Specifically, during reaching and releasing, the hand
motion complies with the kinetics constraints: the hand fol-
lows a minimal-effort trajectory either toward or away from
the object. While grasping stably, the hand follows the sta-
bility constraints: the digits stay mostly static.

The derived intuitive physics offer straightforward con-
straints for hand motion but are challenging to capture com-
putationally [18]. Our experiments in Section 4 also il-
lustrate the limitations of existing 3D hand reconstruction
models in enforcing these principles. To address this, we in-
tegrate these insights into our diffusion model for enhanced
dynamics modeling, as detailed in the following section.
Integration of Intuitive Physics with the Diffusion
Model. To enable the model to learn state-specific dy-
namics, our approach first augments the 3D motion data
with motion state annotations. Specifically, we annotate
the motion states for all training sequences and enhance the
diffusion-based refinement model to predict motion states
for each frame, denoted as ĉ1:T . We introduce a loss term

that minimizes the discrepancy between predicted and an-
notated states:

Lstate = 1
T

∑T
t=1 CE(ct, ĉt), (5)

where CE(·, ·) represents the cross-entropy loss computed
using the predicted and annotated motion states for each
time frame ĉt and ct. By integrating the motion state into
the diffusion model, the state modeling serves as a condi-
tioning variable for predicting future motion and states in
the autoregressive prediction, as illustrated in the top part
of Figure 3. Since the predicted states ĉt are discrete one-
hot encodings, we employ a Gumbel-Softmax layer [26] to
enable differentiable training.

For the kinetics constraints, we introduce a least kinetic
motion constraint that encourages direct paths to target po-
sitions and minimizes unnecessary deviations, formulated
as:

Lkinetics = 1
|Cr|

∑
t,t+1,t+2∈Cr

max(0, φ(θt, θt+1, θt+2)), (6)

where Cr denotes a set of frame indices belong-
ing to the reaching or releasing states with size |Cr|,
φ(θt, θt+1, θt+2) = −sign(θt − θt+1)(θt+2 − θt+3) mea-
sures the direction change of hand pose, indicating whether
the motion continues in the same direction or reverses over
three consecutive frames t, t+1, t+2. The loss function en-
courages the predicted hand trajectories to follow minimal-
effort paths during reaching and releasing states.

Moreover, we encode the stability constraint as:

Lstability =
1

|Cg|

∑

t,t+1∈Cg

‖θf,t − θf,t+1‖2
2, (7)

where Cg denotes the set of frame indices belonging to the
stable grasping state with size |Cg|, t and t + 1 are neigh-
boring frames, ‖ · ‖2

2 denotes the squared L2 norm, and θf,t
represents the finger joint poses at a certain time frame (ex-
cluding the root joint). This loss function penalizes varia-
tions in hand pose during stable grasping.

3.4. Overall Model Training and Inference
Assembling the data-driven term with losses derived from
intuitive physics, we define the total training objective as:

Ltotal = Ldata+λ1Lstate+λ2Lkinetic+λ3Lstability. (8)

During training, we follow [4, 75] by using randomly per-
turbed ground-truth motion as initial motion estimates, en-
abling our model to refine predictions from any frame-wise
reconstruction method. In Appendix A, we demonstrate
more substantial improvements when applied to a specific
frame-wise reconstruction method. At inference time, given
initial estimates from any frame-wise prediction model, we
sample from the posterior distribution defined in Equation 3
to iteratively generate refined motion predictions. The de-
tailed training and inference procedures are provided in Al-
gorithm 1 and Algorithm 2, respectively.
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Algorithm 1 Model Training
Require: η1:N : diffusion noise scheduling; κ: noise vari-

ance level; q(x1:T , y1:T ): data distribution
1: repeat
2: Sample (x1:T , y1:T ) from q(x1:T , y1:T )
3: Compute diffused data at step n (Equation 1)

ε ∼ N (0, I)
e1:T = y1:T − x1:T
xn

1:T = x1:T + ηne1:T + κ√ηnε
4: Take a gradient step on ∇WLtotal (Equation 8)
5: until converged

Algorithm 2 Model Inference
Require: η1:N : diffusion noise scheduling; κ: noise

variance level; fW(xn
1:T , y1:T , n): trained denoising

model; y1:T : initial motion estimates
1: xN

1:T ∼ N (y1:T , κI)
2: for all n from N to 1 do
3: Estimate the inverse transition distribution

pW(xn−1
1:T |xn

1:T , y1:T ) via x̂1:T = fW(xn
1:T , y1:T , n)

4: Sample xn−1
1:T from pW(xn−1

1:T |xn
1:T , y1:T )

5: end for
6: x1:T = x0

1:T

4. Experiment
In this section, we validate the effectiveness of our pro-
posed physics-augmented diffusion-based motion refine-
ment model. We begin by outlining the evaluation proto-
col, including the datasets used, the evaluation metrics em-
ployed, and the implementation details in Section 4.1. Next,
in Section 4.2, we compare our method with state-of-the-
art (SOTA) approaches, demonstrating its enhanced perfor-
mance. Finally, we present the ablation study in Section 4.3,
analyzing the contribution of each component of our model.

4.1. Datasets, Metrics, and Implementation Details
Datasets. We conduct our experiments on the widely
adopted DexYCB [7] and HO3Dv2 [21] datasets. Both
datasets consist of multi-view data capturing hand-object
interactions, often with excessive occlusions. We adhere to
the standard training and testing splits of DexYCB for fair
comparison with other works. We test our DexYCB-trained
model directly on HO3Dv2 without fine-tuning, posing a
more challenging setting compared to existing methods.
Evaluation Metrics. Following the protocol of previous
methods [7, 29, 44, 76], we evaluate 3D reconstruction error
(Rec. Error) and physical plausibility (Phys. Plausibility).
Rec. Error includes the average Euclidean distance between
the predicted and the ground truth 3D hand joint positions
before and after Procrustes alignment (MJE/P-MJE). Phys.
Plausibility involves the average difference between the

Method
Rec. Error Phys. Plausibility

MJE P-MJE ACCL KIN STA

A: K-Hand [76] 24.4 5.8 14.41 23.24 1.68
B: HaMer [44] 18.9 4.4 7.95 22.49 1.08

A + PoseBERT [4] 22.1/22.3 6.0/5.5 2.96/3.33 0.73/- 0.00/-
B + PoseBERT [4] 18.4/18.0 5.0/4.4 2.71/2.38 0.67/- 0.00/-

A + Ours 21.5 5.3 1.17 0.00 0.00
B + Ours 17.5 4.1 1.01 0.00 0.00

Table 1. Comparison with SOTA Motion Refinement on Differ-
ent Frame-wise Reconstruction Models. The evaluation is con-
ducted on the DexYCB dataset. We compare our method against
the SOTA motion refinement baseline PoseBERT on two frame-
wise reconstruction models: (A) K-Hand and (B) HaMer. Re-
sults of PoseBERT (·/·) represent its two versions refining joint
angles/positions. For all the values, the smaller, the better.

predicted and the ground truth acceleration ACCL (accel-
eration error in mm/frame2). We also compute the violation
of the least kinetic constraint defined in Equation 6 (KIN in
degrees) and the stability constraint defined in Equation 7
(STA in degrees). For the evaluation on HO3Dv2, we report
mesh vertex reconstruction error (P-MVE) and the fraction
of error below 5 mm and 15 mm (F@5 and F@15) follow-
ing the established evaluation system [21].
Implementation. For the model architecture, the Trans-
former backbone consists of standard encoder and decoder
layers, with 4 layers, 8 attention heads, and 512 embedding
dimensions. The MeshCNN has four layers with feature di-
mensions of [32, 64, 64, 64]. Aligning with most existing
methods, the input sequence length is 16. For data prepro-
cessing, we apply a Gaussian filter to smooth the data to
reduce the impact of unrelated noise introduced during data
collection. For model training, we employ the AdamW [39]
optimizer with an initial learning rate of 10−4, which de-
creases by a factor of 0.8 after every 5 epochs. The hyper-
parameters are empirically set as: λ1 = 50, λ2 = 5e2, and
λ3 = 1e3. We also incorporate the geometric losses used in
[55] to encourage accurate geometric position prediction, as
well as the trajectory consistency loss from [28] to mitigate
error accumulation in the diffusion process.

4.2. Comparison with SOTA Methods

In this section, we first highlight the consistent enhance-
ments over SOTA motion refinement models when applied
to different frame-wise reconstruction methods. We then
showcase our advantages and improved performance over
existing video-based 3D hand reconstruction methods.
Comparison with SOTA Motion Refinement. The most
closely related work to our approach is PoseBERT, a lead-
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Method P-MJE P-MVE F@5 F@15

HaMer [44] 8.1 8.6 58.0 97.4

VIBE [29] 9.9 9.5 52.6 95.5
TCMR [12] 11.4 10.9 46.3 93.3
TempCLR [82] 10.6 10.6 48.1 93.7
Deformer [16] 9.4 9.1 54.6 96.3

Ours∗ 8.0 8.3 59.7 97.6

Table 2. Comparison with SOTA Video-based Reconstruction.
The evaluation is on HO3Dv2. The frame-wise reconstruction we
use is HaMer. Results of other methods are obtained from pub-
lished papers [16]. ∗ denotes a zero-shot setting where our method
is not trained on HO3Dv2. Lower values are better for P-MJE and
P-MVE, while higher values are better for F@5 and F@15.

ing motion refinement model that employs a Transformer
encoder model trained with random input masking and
noise perturbations. We compare our physics-augmented
diffusion-based motion refinement model with PoseBERT
on two widely used frame-wise reconstruction models:
KNOWN-Hand (K-Hand) and HaMer. K-Hand leverages
generic hand knowledge, while HaMer relies on large-scale
hand data to achieve good reconstruction accuracy. While
both PoseBERT and our method improve upon these frame-
wise reconstructions, our method achieves more significant
improvements across all metrics, in terms of both recon-
struction accuracy and physical plausibility as shown in Ta-
ble 1. Specifically, when refining K-Hand (24.4 mm MJE),
our method achieves 21.7 mm MJE, outperforming Pose-
BERT’s 22.3 mm. Similarly for HaMer (18.9 mm MJE), we
achieve 17.5 mm MJE, better than PoseBERT’s 18.0 mm.
The improvements in physical plausibility are even more
pronounced. Our method reduces ACCL values to 1.30
mm/frame2 and 1.18 mm/frame2, compared to K-Hand’s
14.41 mm/frame2 and HaMer’s 7.95 mm/frame2, substan-
tially surpassing PoseBERT’s improvements of 3.33 and
2.38 mm/frame2, respectively. These consistent improve-
ments across different frame-wise models demonstrate the
effectiveness of our approach in leveraging diffusion mod-
eling and intuitive physics for enhanced motion refinement.
Next, we demonstrate our advantages over existing methods
for 3D hand reconstruction from monocular videos.
Comparison with SOTA Video-based Methods. Existing
methods for reconstructing 3D hand motion from monocu-
lar videos typically require training on annotated video se-
quences, which limits their performance due to the scarcity
of such data. In contrast, our approach solely exploits 3D
motion data and effectively leverages diffusion models and
physics principles to achieve superior performance. Apply-
ing our model on top of the leading frame-wise reconstruc-
tion model yields the best performance for 3D hand recon-

Figure 5. Qualitative Evaluation. The test sequences are from
HO3Dv2, with the video frames presented in causal time order
from left to right. The hand reconstructions are from the ground
truth (GT, gray), the leading frame-wise reconstruction model
(HaMer, orange), the leading motion refinement model (Pose-
BERT, lime), and our method (Ours, green). The red boxes mark
degraded reconstructions from HaMer and PoseBERT. (a) shows
comparisons with GT across time frames t1 to t4. (b) illustrates
motion consistency, where lighter colors indicate later frames. Ad-
ditionally, we highlight our advantages in handling stable grasping
sequences through more qualitative evaluations in Appendix C.

struction from videos. As shown in Table 2, our method
significantly outperforms existing video-based methods on
the HO3Dv2 dataset, achieving the best results across all
metrics (P-MJE: 8.0 mm, P-MVE: 8.3 mm, F@5: 59.7%,
F@15: 97.6%). Notably, we achieve these improvements
without training on HO3Dv2 but solely on DexYCB, high-
lighting the generalizability of our physics-augmented dif-
fusion model for hand motion refinement. In Appendix B,
we further present consistent improvements on complex bi-
manual hand-object manipulation data.
Qualitative Evaluation. To further validate our approach,
we provide qualitative evaluation in Figure 5. Our method
consistently outperforms SOTA 3D hand reconstruction and
motion refinement models in both reconstruction accuracy
and physical plausibility. For the reaching and grasping of a
bottle testing sequence in Figure 5(a), the frame-wise recon-
struction model HaMer produces inaccurate 3D hand con-
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Model Physics Losses Rec. Error Phys. Plausibility

Prob. Lstate Lkin Lsta MJE P-MJE ACCL KIN STA

Frame-wise Rec. 24.4 5.8 14.41 23.24 1.68

SmoothFilter [69] 25.3 5.4 1.96 0.00 0.00
Constant Accl. Loss 21.7 5.5 1.29 0.00 0.00

22.7 5.3 2.53 0.39 0.04
! 21.9 5.3 1.38 0.12 0.02
! ! 21.6 5.3 1.27 0.06 0.00
! ! ! 21.7 5.3 1.17 0.00 0.00
! ! ! 21.5 5.3 1.27 0.05 0.00

! ! ! ! 21.5 5.3 1.17 0.00 0.00

Table 3. Ablation on the Diffusion Model and the Training
Losses Derived from Intuitive Physics. The evaluation is con-
ducted on DexYCB. “SmoothFilter” and “Constant Accl. Loss”
are heuristic methods to promote smoothness that apply a low-pass
filter to the estimates or enforce constant acceleration during train-
ing (like [13]), respectively. Prob. indicates whether the model
is probabilistic. The deterministic model is a Transformer, while
being probabilistic means using our proposed diffusion-based mo-
tion refinement. Lkin and Lsta denotes the kinetic and stability
constraint, respectively. For all the values, the smaller, the better.

figurations, and the motion refinement model PoseBERT
fails to correct these errors, even when leveraging tempo-
ral information. In the testing sequence involving subtle
hand motions (Figure 5(b)), PoseBERT exhibits improved
temporal smoothness over HaMer, but the results still fall
short of the coherent ground-truth motion. In contrast, our
method achieves the best reconstruction quality and demon-
strates strong physical plausibility in these hand-object in-
teraction examples, highlighting the effectiveness of our
physics-augmented diffusion-based framework.

4.3. Ablation Study

This sections demonstrates the effectiveness of each com-
ponent of our method, including modeling the distribution
of refined motion estimates conditioned on the initial ones
through diffusion models and integrating dynamic intuitive
physics. We present the evaluation results in Table 3, where
we employ K-Hand [76] for the frame-wise reconstruction.
Diffusion-based Model. As shown in the table, we first
evaluate a baseline approach that employs a Transformer to
learn a deterministic mapping from initial to refined motion
estimates, without leveraging diffusion modeling. While
this approach improves on frame-wise evaluation by cap-
turing temporal dependencies, it fails to capture the inher-
ent uncertainty in the initial motion estimates. Instead,
our proposed diffusion-based motion refinement framework
achieves further improvements in both reconstruction ac-

curacy and physical plausibility. Specifically, the MJE de-
creases from 22.7 to 21.9 mm, while the ACCL shows a
more substantial 45% improvement, dropping from 2.53
to 1.38 mm/frame2. These improvements demonstrate the
effectiveness of our approach in handling the uncertainty
through an iterative denoising process.
Integration of Intuitive Physics. Purely data-driven mod-
els remain agnostic to fundamental physics principles,
yielding inferior reconstruction accuracy and struggling
with physical plausibility. As shown in Table 3, incorporat-
ing the four key hand motion states into the diffusion model
improves both reconstruction accuracy and physical plau-
sibility. Specifically, the MJE improves from 21.9 to 21.6
mm, and the ACCL improves from 1.38 to 1.27 mm/frame2.
Furthermore, incorporating the loss derived from the least
kinetic motion constraint and the stability loss effectively
enhances physical plausibility. For example, utilizing the
least kinetic motion constraint reduces the ACCL further to
1.17 mm/frame2 and minimizing the violations of both ki-
netic and stability constraints to nearly zero.

Finally, we achieve the best model performance by lever-
aging both the diffusion model and the intuitive physics. It
is worth noting that heuristic methods do not yield com-
parable results. Specifically, smoothing predictions with a
Gaussian filter (“SmoothFilter”) may produce smoother tra-
jectories with improved physical plausibility, but their re-
construction accuracy tends to suffer. Moreover, assuming a
constant acceleration of predicted motions (“Constant Accl.
Loss”) leads to suboptimal results. In contrast, our approach
achieves better performance in both reconstruction accuracy
and physical plausibility. It more effectively captures the
unique behaviors at different motion states compared to the
assumption of constant acceleration.

5. Conclusion
In this work, we present a novel method for estimating
3D hand motion from monocular videos by integrating dif-
fusion models with intuitive hand physics. We introduce
a dedicated diffusion-based framework that refines frame-
wise 3D hand reconstructions through iterative denoising,
capturing the distribution of refined estimates conditioned
on the initial predictions. Moreover, we identify valuable
intuitive physics knowledge related to hand motions. We ef-
fectively incorporate them into the diffusion model through
a state modeling loss and state-specific constraints. Our
method consistently outperforms existing motion refine-
ment models. When applied to leading frame-wise recon-
struction methods, it achieves state-of-the-art performance
in 3D hand motion estimation, improving both reconstruc-
tion accuracy and physical plausibility. Notably, it ad-
dresses a key limitation of purely data-driven models, which
can fail even during simple static motions—such as stable
object grasping—when the visual input is degraded.
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