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Abstract

Spatio-temporal consistency is a critical topic in video
generation. A qualified generated video segment must en-
sure plot plausibility and coherence while maintaining visual
consistency of objects and scenes across varying viewpoints.
Prior research, especially in open-source projects, primarily
focuses on either temporal or spatial consistency, or their
basic combination, such as appending a camera-movement
description after a prompt without constraining its outcomes.
However, camera movement may introduce new objects to the
scene or eliminate existing ones, thereby affecting the preced-
ing narrative. Especially in videos with numerous camera
movements, the interplay between multiple plots becomes in-
creasingly complex. This paper introduces and examines in-
tegral spatio-temporal consistency, considering the synergy
between plot progression and camera techniques, and the
long-term impact of prior content on subsequent generation.
Our research encompasses dataset construction through to
model development. Initially, we constructed DropletVideo-
10M, which comprises 10 million videos that feature dynamic
camera motion and object actions. With an average length
of 206 words, the captions offer detailed accounts of camera
movements. Following this, we developed the DropletVideo
model, which excels in preserving spatio-temporal coherence
during video generation. The work has been open-sourced:
https://dropletx.github.io/.

1. Introduction

Video generation is a crucial task in AI-generated content
(AIGC). Unlike static image generation, video generation

*Equally contributing authors.
†Corresponding authors.

involves dynamic variations across frames, making it sig-
nificantly more complex. The primary challenge lies in
maintaining spatio-temporal consistency, ensuring both spa-
tial coherence within each frame and temporal continuity
across consecutive frames. This challenge can be further
decomposed into two key aspects:
Temporal Consistency: Ensuring smooth transitions be-
tween frames that adhere to physical principles, enabling the
video to progress in a plausible and consistent manner. This
is exemplified by the consistent depiction of Forest’s actions
in the blue region of Fig. 1 (b).
Spatial Consistency: Maintaining consistent visual char-
acteristics of objects and scenes (e.g., shape, size, texture,
and color) across different viewpoints is essential for spatio-
temporal coherence. This is demonstrated in the red region
of Fig. 1 (b), where camera rotation or upward movement
preserves object consistency.

Studies in video generation have increasingly focused
on addressing the challenge of visual transition consistency.
Blattmann et al. [8] and Luo et al. [37] have contributed to
enhancing image quality and improving event transition plau-
sibility, ensuring greater narrative coherence and accuracy.
Cheong et al. [13] and Wang et al. [61] have explored the uni-
fication of objects across different viewpoints while account-
ing for camera movement. Commercial models such as Sora
[41] and Kling-1.5 [28] demonstrate strong spatio-temporal
consistency. However, these models are closed-source, they
restrict public access and limit algorithmic innovation [27].

Recently, research has underscored the importance of
spatio-temporal consistency, with a focus on effecting cam-
era angle shifts concurrent with plot progression, as delin-
eated by the light yellow box in Fig. (b). Nonetheless, these
inquiries are confined to the realm of composable spatio-
temporal consistency, namely appending camera movement
descriptions to prompts without circumscribing the move-

15583











Text Expert AdaLN Vision Expert AdaLN

Scale & Shift Scale & Shift

3D Full Attention

Gate Gate

Scale & Shift Scale & Shift

Pointwise Feedforward

Gate GateText
Encoder

3D
Casual
VAE

Input Text

This video presents an aerial
view of a city, with a square
at the center…

D
ro
pl
et
Vi
de
o

𝑥!&# 𝑥!&#
𝑥$ 𝑥%

𝛼&!

𝛽&!

𝛾&!

𝛼&"

𝛽&"

𝛾&"

𝛼'!

𝛽'!

𝛾'!

𝛼'"

𝛽'"

𝛾'"

×N

EmbeddingT

Embedding
𝑥!&#

M

…
…

Generated 
Video

Sampled
Video

Motion 
Parameter

Input
Video

···

𝑥%

𝑥$

···

Adaptive Equalization Sampling

Figure 3. Overview of the DropletVideo Framework. The video is processed by the 3D VAE following adaptive equalization sampling,
which is steered by the motion intensity M . The video feature xv is then input into the Modality-Expert Transformer, depicted on the right
side of the figure, to facilitate video generation in conjunction with the text encoding xt, and the combined encoding xT&M of the temporal
T and the motion intensity M . The upper left part illustrates the contrast between (a) the traditional sampling approach and (b) our
adaptive equalization sampling.

et al. [67] that the 3D structure can reduce the jitter problem
in the reconstructed video. Therefore, we apply 3D causal
VAE extended with VAE and 3D structure in our framework.
It reduces the computation of DropletVideo and ensures the
efficiency and continuity of the generated video.

4.2. 3D Modality-Expert Transformer
The input for DropletVideo consists of two modalities, tex-
tual prompt and video. To ensure smooth embedding of each
modality, 3D positional embedding is applied in the trans-
former architecture, and multi-modal attention is employed
to handle text and vision data simultaneously. Full 3D at-
tention is a technique that has evolved with the widespread
application of transformers in computer vision, and we apply
it to DropletVideo. Compared with the previous separation
approach, it can better capture dynamic variations and en-
hance the semantic consistency and diversity of the content.

4.3. Motion Adaptive Generation
To generate videos with diverse motion speeds, we introduce
the Motion Adaptive Generation (MAG) strategy within our
DropletVideo model. MAG enables the model to adjust
dynamically to the target motion speed of the video content.
Previous models, which typically employ a fixed frame rate
for sampling raw video frames, produce videos with uniform
motion speeds, as depicted in Fig. 3 (a). These models
initially extract a sub-clip from the source video and then
sample frames at a constant frames per second (FPS), which
may not satisfy the demand for detailed visual information.
In contrast, DropletVideo employs MAG to ensure motion

control in the generated videos. We uniformly sample frames
across the entire video stream and utilize detailed caption
data for these frames, thereby capturing global dependencies
and enriching semantic information, as illustrated in Fig. 3
(b). We introduce the motion intensity M , which is used to
control the motion intensity of the generated video. M can
be defined as follows

M = N ×
(
FPS

clipn

)
,

where FPS represents the FPS of the video, clipn represents
the number of video frames, N represents the sample number
during the training process. In the DropletVideo framework,
the MAG strategy modulates input coding in conjunction
with time T . Given the distinct feature states of text and
video modalities, we independently implement Text Expert
AdaLN and Vision Expert AdaLN in their respective latent
spaces. These modules facilitate the smooth transmission
of the control parameter M to the diffusion transformer,
enabling DropletVideo to accurately govern the temporal
dynamics of the generated video.

5. Experiments
5.1. Implementation Details
During training, video resizing was adjusted for varying
token lengths. Initially, the maximum token length was
13,312, facilitating the generation of 49 frames at 512 ×
512 resolution. Subsequently, this was increased to 68,992,
allowing for 85 frames at 896 × 896 resolution. To reduce
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M = 8

M = 12

M = 16

Text Prompt: A tranquil and beautiful snow scene, with a delicate glass snowflake placed in the center on soft snow. The background is a vast snowy plain dotted
with pine trees, and the afterglow of the setting sun in the sky sprinkles a gentle glow. The video begins with the glass snowflake in the center of the frame, with
sunlight passing through its transparent body, making it shine with colorful light. The snowflake's design is detailed, with clear edges and corners. The camera
slowly rotates to the right around the snowflake, the distant pine trees are naturally distributed, appearing somewhat bent under the weight of the snow on the
layered slopes. The camera continues to slowly rotate to the right and around the snowflake, another mountain view gradually comes into sight, with a few tall pine
trees standing on the hilltop. On the horizon, the sun is about to set, and the remaining light turns the sky from light blue to warm orange. The camera continues to
slowly rotate to the right around the snowflake, finally, the frame stays on the central glass snowflake, where the distant mountain top meets the horizon, and
sunlight reflects on the snow.

Figure 6. DropletVideo facilitates precision control over video generation speed. Modifying the Input Speed parameter alters the
movement speed of both the camera and target.

transition artifacts, the first and last 10% of frames were
excluded prior to uniform sampling.

For weight initialization, we utilized the CogVideoX-
Fun [3]. The text encoder was t5-v1_1-xxl [48], with its
maximum text tokenizer length to accommodate extended
captions. The model architecture, derived from the MMDiT
series [15], comprised 42 layers with 48 attention heads,
each of 64 dimensions, and a time step embedding dimen-
sion of 512. Optimization was performed using Adam [26]
with a weight decay of 3e-2 and an epsilon of 1e-10, at a
learning rate of 2e-5. N was constant at 85. Training em-
ployed bfloat16 mixed-precision via the DeepSpeed [49]
framework. For inference, the classifier-free guidance scale
was adjusted to 6.5 to improve temporal consistency and
motion smoothness in the generated videos.

5.2. Integral Spatio-temporal Consistency
Dynamic Scene Generation with Integral Spatio-
temporal Consistency. DropletVideo prioritizes integral
spatio-temporal consistency in video generation, mitigating
spatial distortion due to camera movement. This ensures
seamless plot progression and the consistent representation
of objects within scenes. Notably, the introduction of new
scenes does not disrupt the behavior of existing video ob-
jects. Fig. 4 illustrates this concept, clearly demonstrating
DropletVideo’s ability to preserve the original plot’s continu-
ity amidst the emergence of new story elements.
High controllability of Emerging objects. To assess our-
proj’s proficiency in generating videos with integral spatio-
temporal consistency, we performed ablation studies cen-
tered on the driving prompts. We altered the final sentences
of the prompts, maintaining the remainder, to evaluate the
system’s precision in manipulating the properties of new

objects, as depicted in Fig. 5. The generated videos ex-
emplify DropletVideo’s superior capability to convert text
descriptions into visual content, maintaining high fidelity to
the described attributes. This underscores DropletVideo’s
nuanced control over the appearance of objects in the videos.

5.3. Controllable Motion Intensity
DropletVideo modulates plot progression and camera angle
transitions via a parameter M for motion intensity. Elevat-
ing this parameter enables a video of consistent length to
incorporate additional plot elements. Fig. 6 illustrates video
generation outcomes across diverse motion control param-
eters with a uniform text-image input. At M = 8, camera
movement is distinctly more accentuated compared to the
others, affording the snowflake a wider array of perspectives.
This finding indicates that DropletVideo effectively governs
content playback speed while preserving semantic integrity.

6. Conclusion
In this paper, we introduce integral spatio-temporal consis-
tency, which refers to the interaction between newly intro-
duced objects due to camera movement and pre-existing ones.
We also released the largest spatio-temporal video dataset
to date and open-sourced the foundational video generation
model, DropletVideo. Experiments demonstrate that our ap-
proach exhibits a strong ability to achieve spatio-temporal
consistency, surpassing most open-source models and even
rivaling some closed-source models.
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