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Abstract

Light Field (LF) images captured under low illumination

conditions typically exhibit low quality. Recent learning-

based methods for low-light LF images enhancement are

generally tailored to specific illumination inputs, limiting

their performance in real-world scenes. Moreover, how to

maintain the inherent view-consistency in the enhanced im-

ages also remains a difficult problem. In this paper, we

propose to explore the view consistency for scene-adaptive

low-light LF enhancement. We first analyze the view consis-

tency for LF illumination maps and design a self-supervised

view-consistent loss to keep the consistency between the il-

lumination maps of different views in LFs. To enhance the

model’s perception of illumination, we combine both global

and local information to estimate the illumination map,

which is easily plugged into other models. Subsequently,

we use the illumination maps to light up the low-light LF

images and restore the corruption to produce the final en-

hanced image. Experiments demonstrate that our View-

Consistent Network (VCNet) outperforms state-of-the-art

methods on real-world low-light LF datasets in both fixed

lighting conditions and dynamic lighting conditions. Our

proposed illumination adjustment is also demonstrated that

can comprehensively improve the performance of existing

methods in terms of both image quality and view consis-

tency. Code is available at: https://github.com/
shuozh/VCNet

1. Introduction
In contrast to conventional cameras, Light Field (LF) cam-
eras have the capability to simultaneously capture both di-
rectional and intensity of all light rays in a single shot. Be-
cause of the structural information inherent in LF images,
they are well-suited for various applications, including dig-
ital refocus [2], depth estimation [8], and 3D reconstruc-
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Figure 1. Performance comparison in dynamic illumination tasks.
The size of the points represents the run time to process one LF.
Our VCNet achieves the best results in terms of detail restoration
with higher PSNR and views consistency preservation with higher
AP. By adding our proposed illumination adjustment module, la-
beled as “+ E”, the performances of all methods are improved.

tion [25]. Nevertheless, the low-quality LF images severely
compromised the performance of these applications, espe-
cially for images captured in low-light environments.

In recent years, several methods are developed for en-
hancing low-light LF images. Some methods [15, 28, 37]
process stacked views of LF images to implicitly extract
disparity information between views to take redundant in-
formation for reconstructing LF. Other methods employ ad-
vanced spatial-angular separation convolution [35, 37, 38]
to extract redundant information between views for recov-
ery. Although these methods are effective in handling LF
data, their performance is limited since they do not take the
view consistency into consideration, breaking the view con-
sistency of the recovered image. Moreover, these methods
learn a low-light image to normal-light image mapping to
restore the low-light LF images. For different levels of il-
lumination degradation, they require separate learning pro-
cesses to train different models for recovery. Since the
degradation levels are usually unknown for real-world im-
ages, it is difficult for these models to select appropriate
parameters for restoration.

To deal with dynamically degraded inputs, a simple yet
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principled solution relying on the Retinex theory is pro-
posed, which has been widely used for single-image [22,
23, 30]. These Retinex-based methods usually divide the
light-up process into two stages: low contrast adjustment
and corruptions (e.g., noise, artifact, color distortion, etc.)
recovery. By estimating the illumination map of the scene
for low contrast adjustment, the model is able to deal with
dynamic illumination degradation. For LF images, the most
straightforward way is to learn a brute-force mapping func-
tion for each view to apply one-to-one illumination adjust-
ment. However, processing each LF view individually tends
to recover each view with quite different illumination maps,
resulting in varying degrees of color variation across dif-
ferent views. Another possible way is to estimate only one
identical illumination adjustment gain for each view [39]
or use a learnable parameter to compute the full illumina-
tion map [18], which is also improper since there exist dis-
parities between views in one LF. This severely breaks the
structural information inherent in LF images and limits the
application of the following tasks. Therefore, how to keep
the view-consistency in the estimated illumination maps in
one LF becomes an important problem for scene-adaptive
low-light LF image enhancement.

In this paper, we explore the view-consistency problem
in scene-adaptive low-light LF image enhancement. We
first analyze the disparity consistency between the illumina-
tion adjustment maps of different views. Based on the pho-
tometric consistency theory, we propose a self-supervised
view-consistent illumination loss to keep the consistency
between the estimated illumination maps. These illumina-
tion maps are estimated by combining the global brightness
of the scene and the local brightness of each view, which are
used to light up the low-light LF images. Subsequently, we
perform corruption recovery on the light-up LF images to
further suppress noise, artifacts, under-/overexposure, and
color distortion. Comprehensive experiments are conduct in
dynamic and fixed illumination environments. The related
results are shown in Fig. 1, in which the proposed View-
Consistent Network (VCNet) outperforms others over 7
db. More importantly, we also add our proposed illumina-
tion adjustment module to other models, labeled as “+E”.
The experiments show that our proposed illumination ad-
justment module can be embedded into other methods and
greatly improve their performance in terms of both image
quality and view consistency preservation without increas-
ing a large number of parameters.

2. Related Work
Low-Light Image Enhancement. The low-light image
enhancement methods are mainly divided into two cate-
gories. The first category directly learns a brute-force
mapping function from the low-light image to its normal-
light counterpart. An exemplary illustration is the SID

approach [3], which utilizes an encoder-decoder architec-
ture to effectively restore raw images captured under ex-
tremely low-light conditions. DID [19] introduced an in-
novative residual learning network explicitly crafted for
the denoising of low-light images, surpassing the capabil-
ities of SID. Guo et al. [9] designed a Zero-DCE network
to employ dynamic range adjustment through pixel-wise
and high-order curve estimations. However, these meth-
ods lack interpretability and theoretically proven properties.
The methods in the second category are designed based on
Retinex theory for restoration. Wei et al. [34] and follow-
up works [40, 41] combine the Retinex decomposition with
a multi-stage training pipeline. In the first training stage,
these methods learn a network to decompose the images.
Then in the second stage, they employ a different network
to denoise the reflectance and adjust the illumination, re-
spectively.
Low-Light Video Enhancement. Different from low-light
image enhancement, methods that enhance videos recorded
under low-light conditions extract valuable complemen-
tary details from neighboring frames for better restoration.
Wang et al. [26] delved into the field of physical modeling,
utilizing an LSTM-based network to improve the quality of
low-light videos. Based on Retinex theory, Wang et al. [24]
introduced a comprehensive methodology to accomplish si-
multaneous enhancement of low-light conditions and noise
reduction in video sequences. Even though these methods
achieved remarkable results in enhancing two-dimensional
low-light images and videos, it is still difficult for them to
handle the four-dimensional LF dataset with regular sam-
pling in the angular domain.
Low-Light LF Image Enhancement. For LF images,
some methods directly perform the restoration of low-light
to normal illumination images. Lamba et al. [15] made sub-
stantial contributions in this regard by introducing a low-
light LF images dataset and a two-stage L3Fnet architec-
ture. This architecture consists of a global representation
block, responsible for encoding the intricate LF geometry,
and a view reconstruction block that concentrates on restor-
ing each distinct view. To address the challenge of enhanc-
ing dim LF images, they also introduced a three-stage net-
work [14] that effectively utilizes global, local, and view-
specific features inherent to low-light LF images. Wang et
al. [28] introduced a coarse-to-fine restoration network to
progressively restore the low-light LF input. In their net-
work, three types of view stacks are fed into three streams to
explore the redundant information of LFs. Recently, Wang
et al. [29] proposed a novel feature extraction approach
that parallelly processes features across multiple spatial
scales. Lyu et al. [39] proposed a multi-stage architecture
that mimics the optimization process of solving an inverse
imaging problem, in which the illumination maps are es-
timated and employed in the unfolding process to produce
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Figure 2. Illustration of our self-supervised view-consistent loss. The reference point x has the disparity d(x) = 1. Compared with other
points (labeled as red and purple), the corresponding point (labeled as orange) has the minimum variance. We propose to directly use the
minimum variance as our objective function ωvc to minimize.

the new enhanced result. There are also approaches to di-
vide complex tasks into several intermediate tasks. Inspired
by Retinex theory, Zhang et al. [37] proposed a learning-
based decomposition-enhancement methodology that sys-
tematically dissects the intricate enhancement task into il-
lumination adjustment and reflection denoising. Zhang et
al. [39] separate the complex task into several intermediate
tasks and use multiple heads to restore low-light images.
They also formulate a synthesis pipeline to enrich the avail-
able LF data pairs, in which the ground truth illumination
maps are generated and used to guide illumination adjust-
ment. Although they consider the dynamically degraded in-
puts, their model needs the ground truth illumination value
to give full supervision in the training process, which is un-
available for real-world images. Moreover, these methods
do not consider the consistency constraints of the illumi-
nation maps, so that the view consistency of the recovered
image is easily broken.

3. View-Consistent Network
According to the two-plane model [16], a LF can be formu-
lated as a 4D tensor L(u, v, x, y) → RU→V→H→W , where
u = (u, v) denote the angular coordinates, and x = (x, y)
represent the spatial coordinates. Commonly, the LF im-
age is organized as a U ↑ V array of views that captured
the same scene in one shot. One specific view at angular
coordinate (u, v) can be denoted as Lu → RH→W .

3.1. View Consistency Analyses
3.1.1. Retinex Theory for Single View
Drawing upon the Retinex theory, each low-light view in
LF can be mathematically expressed as the product of its
reflectance and illumination components as:

Iu = Lu →Ru, (1)

where Lu, Ru represents the illumination components, re-
flectance components with angular coordinates u, respec-
tively. ↓ denotes the element-wise multiplication. Similar
to [7, 11, 22], we regard Ru as a well-exposed LF view.
To light up Iu, we element-wisely multiply the two sides
of Eq. 1 by an illumination adjustment map Lu such that
Lu ↓ Lu = 1 as follow:

Ru = Iu → Lu. (2)

Therefore, for LF images, we need to estimate the illumina-
tion adjustment map Lu for all views in one LF.

3.1.2. View Consistency in Illumination Maps
Since views in one LF are taken from different angulars of
the same scene, in which the depth of the scene is fixed,
the views are supposed to satisfy the disparity constraint.
Suppose that the parameter of the camera is known, the dis-
parity of two views Iuj and Iui is calculated as:

Duj→ui (x) = (uj ↑ ui) ↓
B ↓ f

Z(x)
= (uj ↑ ui) ↓ d(x), (3)

where B and d represent the baseline length and the dispar-
ity between adjacent views, respectively. f represents the
focal length of the camera. Z represents the depth of the
scene. Therefore, the two captured low-light views satisfy
the disparity constraint as:

Iui = W (Iuj , Duj→ui ), (4)

where W denotes the warp operations according to the dis-
parity Duj↑ui . Similarly, the well-exposed LF views also
satisfy the disparity constraint as:

Rui = W (Ruj ;Duj→ui ). (5)

Therefore, according to Eq. 2, the illumination adjustment
map should also satisfy the disparity constraint.

Lui = W (Luj ;Duj→ui ). (6)

In order to constrain the consistency of the illumination ad-
justment maps, the direct way is to minimize the distance
between the illumination map Lui and the warped illumi-
nation map W (Luj ;Duj↑ui) from different angular uj as:

min
∑

uj

∑

ui

||W (Luj ;Duj→ui )↑ Lui ||, (7)

where uj, ui → {(0, 0), (0, 1), ..., (U, V )}. To simplify the
computation, we warp the illumination adjustment maps of
different views towards the central view Luc and construct
these aligned views to a 4D array A → RU→V→H→W :

A(uj, :) = W (Luj ;Duj→uc ), (8)

where uc = (U2 ,
V
2 ) . Then, we instead calculate the vari-

ance of the warped illumination adjustment maps to assess
their disparity consistency as:

min
∑

x

V ar(A(:,x)), (9)
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Figure 3. The proposed VCNet network consists of an illumina-
tion estimator VCAIA and a corruption restorer. In VCAIA, the
illumination map is estimated and multiplied to the original input
to light up the illumination. VCRM further recovers the details of
the light-up image and outputs the final results.

where V ar(A(:,x)) calculates the variance for each pixel
along the angular dimension.

However, in real scenes, both the ground truth illumina-
tion adjustment map Lu and the corresponding disparity d
is unavailable. Moreover, the disparity is also difficult to es-
timate using low-light images with much noise [12]. There-
fore, the disparity constraint of the illumination adjustment
maps as in Eq. 9 is difficult to implement.

3.2. Self-Supervised View-Consistent Loss
In this section, we relax the disparity constraint and design a
self-supervised view-consistent illumination loss to ensure
the view consistency of illumination adjustment maps. In-
stead of constraining each point according to its true dis-
parity as in Eq. 9, we only constrain each point according
to one specific disparity value, no matter whether it is the
true disparity or not. Specifically, we first set N discrete
candidate disparity values:

dn = dmin + n ↔!d, n ↗ N (10)

where !d = (dmax ↘ dmin)/N denotes the granularity of
d. dmin and dmax denote the minimum and maximum dis-
parity of the scene. Subsequently, we warp each view to the
center view according to all the possible disparity values dn,
and the related 4D array is denoted as An → RU→V→H→W :

An(uj, :) = W (Luj ;D
n
uj→uc), (11)

where Dn
uj↓>uc

(x) = (uj ↘ uc) ↔ dn.
We then calculate the variance of the warped view for

each point x and for each possible disparity n as V ar(An(:
,x)), constructing the commonly known cost volume as in
the disparity estimation methods [4, 13]. According to the
photometric consistency, the variance under the true dispar-
ity is supposed to have the minimum value compared with
other disparities. Therefore, we first find the specific dispar-
ity d↔ for each point that has the minimum variance:

d↑(x) = argmin
dn

(V ar(An(:,x))). (12)

!"#$%&#'()!*+)
,-).)/0,)

Figure 4. The estimated illumination EPI w/ and w/o lossvc. The
former keeps the view consistent as the true EPI with normal light.

We then minimize the variance related to the d↔(x) to make
sure that all views are aligned in the disparity d↔(x):

ωvc =
∑

x

V ar(A↑(:,x)), (13)

where A↔ represents the 4D array with aligned views ac-
cording D↔

uj↓>uc
(x) = (uj ↘uc) ↔ d↔(x) as in Eq. 11. An

example is shown in Fig. 2, where the minimum variance
is set as our objective function. In such a way, each pixel
is assigned a disparity value that has the minimum variance
to make the illumination adjustment value of each pixel as
consistent as possible with other views.

3.3. Adaptive Illumination Adjustment
Beginning with the input low-light LF image Lin, we
design a simple illumination estimator, View Consistent
Adaptive Illumination Adjustment (VCAIA), E for LFs to
estimate the illumination adjustment map. Specifically, as
in Fig. 3, we first estimate the global illumination adjust-
ment matrix of the scene by integrating information from
all views. The local brightness refinement is then developed
to adjust the matrix according to the details of each view.

In order to integrate the abundant information from all
views and further reduce the effect of noise, we roughly
calculate the average of all views across all color channels
in LF image as Iw → RH→W→1 . Then following [1], we
calculate the global illumination adjustment matrix as:

Ilglobal (x) =
log(Iw (x)/µ+ 1)

log(max (Iw(x))
/
µ+ 1) · Iw(x)

, (14)

Subsequently, we replicate I lglobal to all views and obtain
the global illumination adjustment matrix Ll

global. To fur-
ther refine illumination estimation for each view, we em-
ploy a lightweight learnable network. Specifically, we first
stack all views of the input low-light LF image and use the
cascaded 3D spatial convolution layers to obtain the local
brightness adjustment matrix Ll

local of each view.
The local and global illumination adjustment matrix is

combined to derive the final adjustment matrix and is then
multiplied to Lin to obtain the adjusted high-illumination
image: L = (Ll

global + Ll
local). By minimizing the pro-

posed self-supervised loss ωvc on the estimated L according
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Table 1. Quantitive Comparisons of Low Light LF Image Enhancement Methods in L3F-Dynamic Task w/ w/o VCAIA.

Method
L3F-20 L3F-50 L3F-100

PSNR≃ SSIM≃ LPIPS⇐ PSNR≃ SSIM≃ LPIPS ⇐ PSNR≃ SSIM≃ LPIPS⇐
LFLL-DCU 23.17 0.8003 0.0958 19.60 0.7201 0.1702 19.82 0.6718 0.2074
DRLF 19.10 0.6947 0.1888 17.42 0.6600 0.2402 17.04 0.6322 0.2608
DRLF+E 22.19 (+3.09) 0.7636 (+0.0689) 0.1124 (-0.0764) 21.38 (+3.96) 0.6976 (+0.0376) 0.1676 -0.0726) 20.29 (+3.25) 0.6326 (+0.0004) 0.2265 (-0.0343)
MSP 21.37 0.7560 0.1330 18.64 0.6898 0.2079 17.62 0.6543 0.2407
MSP+E 22.80 (+1.43) 0.7936 (+0.0376) 0.1261 (-0.0069) 21.81 (+3.17) 0.7436 (+0.0538) 0.1673 (-0.0406) 21.10 (+3.48) 0.6916 (+0.0373) 0.2128 (-0.0279)
VCNet↘E 22.54 0.7835 0.1251 20.83 0.7103 0.2015 19.92 0.6450 0.2666
VCNet 24.58 (+2.04) 0.8220 (+0.0385) 0.0897 (-0.0354) 24.06 (+3.23) 0.7652 (+0.0549) 0.1292 (-0.0723) 23.09 (+3.17) 0.7032 (-0.0582) 0.1981 (-0.0685)

to Eq. 13, we constrain the calculated illumination adjust-
ment maps to satisfy the view consistency even without the
true disparities. Since no supervised images are needed, the
illumination adjustment can be applied to various low-light
LF enhancement networks. We show one estimated exam-
ple in Fig. 4, where the Epipolar Plane Images (EPIs) are
calculated by fixing v in angular domain and w in the spa-
tial domain. Without the proposed ωvc, the lines in the EPIs
of the estimated illumination maps become ambiguous and
are inconsistent with the ground truth EPIs of the normal-
light LFs. In contrast, when we use ωvc to constrain the
view consistency, the lines in estimated EPIs of illumina-
tion maps retain the direction as the ground truth EPIs.

3.4. Recovery Module

After illumination adjustment, the image La = L ↓ Lin

with a standard illumination level is obtained. However, the
light-up process also amplifies the noise and artifacts, caus-
ing under-/over-exposure and color distortion. Therefore,
similar to other retinex-based methods, a recovery module
is needed to suppress noise and restore scene details. Some
existing networks, such as the LF denoising model DRLF
and the LF low-light enhancement model MSP, can be used
as the recovery module.

We also design a simple View Consistent Recovery Mod-
ule (VCRM) to further import the inherent disparity con-
straint into the recovery process to enhance the recovery
effect. VCRM adopts a multi-scale architecture. In each
scale, the view consistent feature aggregation unit is imple-
mented to explore the redundant information of the views
to recover details. In each unit, we employ deformable con-
volution layers on EPIs to further integrate information be-
tween different views. Since the slope of lines in EPIs cor-
responds to disparity, we introduce the disparity constraint
to help the model identify correct and consistent comple-
mentary information. Specifically, we use uniform offsets
in both V-H and U-W spaces, so that the angular informa-
tion can be efficiently incorporated and maintain epipolar
consistency. Finally, we concatenate multi-scale features
and use a decoder with a similar structure to the encoder
to aggregate them and obtain the refined result Lout. More
detailed design is provided in the supplementary details.

3.5. Implementation Details
As in Fig. 3, the overview architecture of our VCNet pri-
marily employs two VCAIA and VCRM. We train our VC-
Net by minimizing a hybrid loss: ωtotal = ε1ωvc+ε2ωrec+
ε3ωssim. ωrec is the reconstruction loss, which calculates
the L1 loss between the ground truth of well-posed image
Lgt and the recovered results Lout of VCNet. The SSIM
loss [33] ωssim measures the structural similarity between
Lgt and Lout. ωvc is the proposed self-supervised illumina-
tion loss in Sec.3, which is used to keep the view consistent
of the estimated illumination maps Ll. The three hyper-
parameters ε1, ε2 and ε3 are empirically set to 0.5, 1,0.5.

Our model is implemented using the PyTorch framework
and trained on a NVIDIA RTX A4000 GPU. The model is
optimized using Adam optimization with ϑ1 = 0.9 and ϑ2 =
0.999. The batch size is set to 1 and the learning rate is ini-
tially set to 0.0001. Data augmentation techniques such as
random cropping, vertical and horizontal flipping are used.
During training, the views are randomly cropped in patches
of size 128↑ 128. During testing, we use the original reso-
lution LF data without applying data augmentation.

4. Experiments
4.1. Dataset
We evaluate the proposed method using the publicly acces-
sible Low-Light-Light-Field (L3F) Dataset and L3F-Wild
Dataset from [15]. The L3F dataset comprises 27 distinct
scenes, each of which was captured under three low-light
conditions, labeled L3F-20, 50, 100, and one with normal
lighting. The L3F-Wild is captured in almost 0 lux condi-
tions and captured with 1

4 ↘ 1
15 second exposure time.

L3F-Fixed Task: Previous LF-based low-light enhance-
ment methods trained their models under fixed illumination
conditions. Specifically, following [15], 18 scenes under
the same illumination condition are selected for training,
while the remaining 9 scenes are reserved for testing. In
the fixed illumination conditions, 3 models are specifically
trained for L3F-20, 50, 100 in different illumination condi-
tions. We denote it as the L3F-Fixed task.
L3F-Dynamic Task: To further assess the model’s capa-
bility to adapt to various illumination conditions, we estab-
lish a dataset with dynamic illumination as L3F-Dynamic.
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Figure 5. Visual comparison on L3F-Dynamic task, where the central view and EPIs of the recovery LFs are shown. Other algorithms
either generate over-exposed and noisy images or introduce black spot corruptions and unnatural artifacts. Our VCNet restores well-
exposed structural contents and textures. By adding our VCAIA module, the recovered results of all models are closer to ground truth.

Specifically, we combine images from the L3F-20, 50, 100
datasets. We use all training sets from the three different
illumination conditions (including 18 ↑ 3 scenes) to train
a single model. The single trained model is supposed to
handle dynamic illumination conditions. We use the same
testing dataset as L3F-Fixed to evaluate its performance.
Compared to L3F-Fixed task, L3F-Dynamic task is more
difficult, which needs to train one single model that is able
to handle all different illumination conditions.

4.2. Compare with State-of-the-Art Methods
We compare our VCNet and several SOTA methods, includ-
ing 3 recent published single-frame retinex-based methods
(RFormer [22], Pydiff [42] and DarkIR [6]) and 9 LF-based
methods (L3F-Net [15], FER-Net [14], DRLF [10], MSP-
3 [27], IINet [17], DistgSSR [31], PMSNet [29], LRT [39],
LFLL-DCU [18]). The illumination estimator E is applied
to the LF denoising model DRLF and low-light enhance-
ment model MSP, denoted as DRLF+E , MSP+E . Specif-
ically, we embed the illumination estimator E into the be-
ginning of these two models and add the ωvc in their train-
ing strategy. Our VCNet↘E is trained by deleting E mod-
ule and only minimizing ε2ωrec + ε3ωssim. The reference-
based metric PSNR, SSIM [32] and LPIPS [36] and non-
reference metric NIQE [21] and BRISQUE [20] are chosen
as the evaluation metrics.
Dynamic Illumination Task. We first assess our model’s
ability to adapt to dynamic illumination. Specifically, we
train each method using the L3F-Dynamic training dataset

Table 2. Quantitive Comparisons with Single-Frame-based Low
Light Enhancement Methods on the L3F-dynamic Task.

Method
L3F-20 L3F-50 L3F-100

PSNR≃/SSIM≃/LPIPS⇐/AP≃ PSNR≃/SSIM≃/LPIPS⇐/AP≃ PSNR≃/SSIM≃/LPIPS⇐/AP≃
RFormer 20.36 / 0.77 / 0.342 / 50.94 19.30 / 0.70 / 0.493 / 39.19 17.13 / 0.62 / 0.615 / 30.79
RFormer* 27.29 / 0.87 / 0.163 / 67.26 23.81 / 0.77 / 0.294 / 42.31 22.51 / 0.70 / 0.374 / 34.84
Pydiff 19.74 / 0.71 / 0.406 / 48.72 19.13 / 0.62 / 0.535 / 36.30 18.47 / 0.49 / 0.757 / 31.14
Pydiff* 23.42 / 0.82 / 0.256 / 60.11 22.74 / 0.76 / 0.331 / 40.96 22.24 / 0.70 / 0.437 / 33.51
DarkIR 20.11 / 0.76 / 0.315 / 51.63 17.24 / 0.65 / 0.474 / 35.37 15.09 / 0.58 / 0.621 / 15.31
VCNet 24.58 / 0.82 / 0.089 / 79.07 24.06 / 0.77 / 0.129 / 78.46 23.09 / 0.70 / 0.198 / 76.80

in Sec. 4.1 and the results are presented in Table 1. By
adding the illumination estimator E , all three models exhibit
around 3dB PSNR improvement by considering the adap-
tive illumination estimation. Since LFLL-DCU only uses
one learnable parameter to estimate the illumination map,
their model performs well on the L3F-20 data but poorly on
L3F-50 and L3F-100. Our VCNet outperforms the current
SOTA methods MSP, DRLF, and LFLL-DCU with more
than 2 ⇒ 6 dB PSNR improvement. Fig. 5 displays the
visual results comparison , where all visual effects are im-
proved by combining the E . This clearly demonstrates the
effectiveness of our illumination estimator E in adaptively
adjusting to varying illumination conditions. The results of
VCNet stand out by producing more realistic overall color
compared with the ground truth. Other methods restore
blurred scene details, while our VCNet recovers the clearer
and richer detailed texture in the recovered images.

We then make a comparison with single-frame-based
methods in Table 2, which claim to handle dynamic light-
ing conditions. Their models are trained on a large-scale
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Figure 6. Visual comparison on the L3F-Wild dataset, where the central view of LFs is shown. Other methods either collapse by noise,
distort color, or under-/over-exposed images. Our VCNet effectively removes the noise and reconstructs well-exposed image details.

Table 3. Quantitative Comparison on Real-world L3F-Wild Data.

Methods RFormer* Pydiff* DRLF DRLF+E MSP MSP+E VCNet-E VCNet

NIQE → 15.67 17.82 19.97 18.78 18.82 18.23 17.87 14.22
BRISQUE→ 31.20 36.12 32.80 30.54 30.20 29.42 30.11 25.98

TIMES→ 39.84 100.12 16.22 16.26 3.89 3.93 5.99 6.33

single-image dataset and we carefully fine-tune their meth-
ods using L3F-Dynamic training dataset (labelled as *),
where each view of LF is considered a sample during the
training. Our method outperforms others under most light-
ing conditions, especially in perceptual quality. Although
RFormer* achieves relatively high PSNR and SSIM values
in the L3F-20 dataset, it suffers from noticeable blurry arti-
facts, as shown in Fig. 5.

To further demonstrate the generalization ability, we ap-
plied the methods trained on the L3F-Dynamic dataset to
another real-world low-light LF data L3F-Wild. The results
are shown in Fig. 6 and Table 3. Due to the absence of
redundant information from different views, the results of
single-frame methods are relatively dark, and the restored
details suffer from blurring. For LF-based methods, DRLF
is observed to cause a noticeable color shift. The results of
MSP and LFLL-DCU suffer from residual noise and local
over-expose. Combining with the E , the recovered results
of MSP and DNLF have higher color fidelity, clearer struc-
tural details and less noise. In contrast, our results achieve
high perceptual quality with clear structures, realistic color
and less noises. Our VCAIA module E is also proved that
can enhance the perceptual quality of other methods.
Fixed Illumination Task. We then evaluate all the meth-
ods under the fixed illumination condition by separately
training 3 modals using the L3F-Fixed dataset. The re-
sults using LFs with angular resolution 5 ↑ 5 and 8 ↑ 8
are illustrated in Table 4, respectively. We retrain the
LRT [39] and LFLL-DCU [18] for comparison. When com-
pared with single-frame-based methods, LF-based methods
demonstrate higher performance, highlighting the utility of
redundant LF information in low-light enhancement. With
the increase of the input image views, the recovery effect
of the LF models is better because it provides more redun-
dant information to the network. Note that in PMSNet,

Table 4. Quantitative Comparisons on L3F-fixed Task.

Ang
Res Method

L3F-20 L3F-50 L3F-100

PSNR≃ SSIM≃ PSNR≃ SSIM≃ PSNR≃ SSIM≃

8

L3F-Net 24.78 0.826 23.21 0.752 21.83 0.683
IINet 25.40 0.862 24.14 0.811 22.13 0.721

DistgSSR 25.44 0.864 24.18 0.810 22.96 0.755
PMSNet 27.03 0.866 24.52 0.812 22.74 0.762
VCNet 26.84 0.871 25.41 0.823 23.58 0.772

5

L3F-Net 24.98 0.814 23.37 0.753 21.95 0.669
FER-Net 25.31 0.823 23.40 0.766 21.73 0.688

LRT 25.97 0.815 23.99 0.742 22.15 0.691
LFLL-DCU 25.42 0.842 24.03 0.787 22.28 0.702

DRLF 24.78 0.8064 22.52 0.7217 21.51 0.6543
DRLF+E 24.99 0.8179 23.06 0.7329 22.19 0.6681

MSP 25.48 0.8301 24.10 0.7759 22.75 0.7133
MSP+E 25.73 0.8430 24.68 0.7831 23.06 0.7191

VCNet↘E 25.87 0.8372 24.35 0.7897 22.69 0.7204
VCNet 26.61 0.8473 25.13 0.7921 23.24 0.7223

in addition to the original 8 ↑ 8 views, views from two
more rows and columns are included in the feature extrac-
tion. Among LF-based methods, our VCNet significantly
outperforms SOTA methods on most of the L3F-fixed task,
demonstrating its ability to better handle low-illumination
degradation and produce superior restoration results. After
adding the illumination estimator E , all models also achieve
around a 0.2-0.8 dB PSNR improvement.
View Consistency Comparison. View consistency holds
great significance in LF enhancement as it directly im-
pacts the performance of subsequent LF-based applica-
tions like depth estimation. To verify the effectiveness of
our VCAIA E in maintaining consistency in recovery re-
sults, we present the parallax content Precision-Recall (PR)
curves used in [5] for evaluation. In one LF, each view
is subtracted from the central view, and different threshold
values are chosen to calculate binary edge maps. The PR
curves show how closely the binary edge maps of the recon-
structed LFs are match to the ground truth. We use models
trained on dynamic illumination for comparison. In Fig. 7,
when all the methods add the illumination adjustment, the
PR curve of the recovered image is improved, demonstrat-
ing that our E can achieve view-consistent illumination ad-
justment. We further calculate the Average Precision (AP)
by measuring the area under the PR curves for quantitative
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Figure 7. The PR curves map comparison of L3F-20, 50, 100
dataset, in which how well the views consistency preserved is
shown. With E , the PR curves of all methods are better.

comparison. As in Table 2, for the single-frame methods,
it is difficult to recover views with consistent illumination,
so that the AP is relatively low even with high PSNR and
SSIM. By contrast, our model exhibits notably higher AP
values, especially under the challenging low-light condi-
tions of the L3F-100 dataset. The comparison with LF-
based methods is shown in Fig. 1. Our model consistently
achieves the highest AP values, showcasing the superiority
of VCNet in terms of low-light enhancement and consis-
tency preservation. The EPIs of the recovered images are
also visualized in Fig. 5, in which the orientation of lines
corresponds to the disparity information. It is also clear that
our model excels in maintaining the view consistency. More
results are provided in the supplementary materials.
Running time. We further show the running time of the
models using the size of the scatter in Fig. 1 and Table 3.
Our model runs faster (6.3s) than DRLF (16.2s) but is
slightly slower than MSP (3.9s). The computation time of E
is 0.04s on the A5000 for a 5↑ 5↑ 642↑ 432 input, which
is lightweight to add E to different models.

4.3. Ablation Study

Table 5. The Ablation Study on L3F-Dynamic Task.

No. Local Global ωvc PSNR SSIM LPIPS

(1) ↔ ↔ ↔ 20.76 0.70 0.2036
(2) ↔

↗
↔ 22.78 0.75 0.1469

(3)
↗ ↗

↔ 23.59 0.75 0.1420
(4)

↗ ↗ ↗
23.84 0.76 0.1395

We conduct a series of ablation studies under dynamic il-
lumination conditions with 5↑5 LF images. To ensure fair-
ness, we keep the parameters of the variant models close to
VCNet by adjusting the feature channels. It is clear that the
performance of the VCNet without E (model-1) is the worst.
Compared with model-1, model-2 using the global bright-
ness refinement performs better. Meanwhile, with the local
brightness adaptive adjustment branch, model-3 increases
0.8 dB in the PSNR values than model-2. We further vali-
date the effectiveness of the loss ωvc. Comparing model-4
with model-3, the PSNR increases nearly 0.4 db by adding
the ωvc to supervise the illumination adjustment matrix Ll.
This shows that ωvc can perform consistency constraints on
Ll to provide higher-quality light-up images.

We further visualize the adaptive illumination adjust-
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-100
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-50

L3F
-20

Origin(10!) r output

Figure 8. Visualization of the illumination maps in L3F-Dynamic

task. For darker scenes, the values in the estimated illumination
adjustment map is larger.
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Figure 9. Visual comparison of the enhanced result (top row) and
input central view (second row) of one scene with different low-
light levels in the L3F-Wild dataset.

ment matrix Ll and the related recovered results in different
illumination environments in Fig. 8. The model is trained
using the L3F-dynamic dataset. For input with an extended
exposure time, the generated illumination adjustment ma-
trix tends to be relatively darker. Conversely, as the expo-
sure time diminishes, the input images become darker and
the values of the adjustment matrix gradually increase. We
also illustrate the performance of our VCNet in processing
images with disparate brightness levels from the L3F-Wild
dataset in Fig. 9. Our method consistently achieves superior
enhancement quality across input scenes with varying levels
of brightness. This consistency ensures effective low-light
image restoration across varying illumination conditions.

5. Conclusion
In this paper, we introduced a novel framework for scene-
adaptively low-light enhancement in light field(LF) images.
First, by analyzing Retinex theory and extending it to the
LF, we introduce a self-supervised loss to ensure that the
calculated illumination map adheres to the consistency re-
lationship. Then, we design an illumination estimator with
global adjustment and local refinement to perceive the illu-
mination of the scene. Finally, we design a corruption re-
storer and import the consistency constraint into the feature
aggregation process for better recovery. Extensive quantita-
tive and qualitative experiments demonstrate that our VC-
Net significantly outperforms state-of-the-art methods on
both fixed and dynamic illumination enhancement tasks.
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