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Figure 1. MagicMirror generates text-to-video results given the ID reference image. Complete videos are available in https://
julianjuaner.github.io/projects/MagicMirror/.

Abstract

We present MagicMirror, a framework for generating
identity-preserved videos with cinematic-level quality and
dynamic motion. While recent advances in video diffusion
models have shown impressive capabilities in text-to-video
generation, maintaining consistent identity while producing
natural motion remains challenging. Previous methods ei-
ther require person-specific fine-tuning or struggle to bal-
ance identity preservation with motion diversity. Built upon
Video Diffusion Transformers, our method introduces three
key components: (1) a dual-branch facial feature extrac-
tor that captures both identity and structural features, (2)
a lightweight cross-modal adapter with Conditioned Adap-
tive Normalization for efficient identity integration, and
(3) a two-stage training strategy combining synthetic iden-
tity pairs with video data. Extensive experiments demon-
strate that MagicMirror effectively balances identity consis-
tency with natural motion, outperforming existing methods
across multiple metrics while requiring minimal parameters
added. The code and model will be made publicly available.

1. Introduction
Recent advancements in image generation, particularly
through Diffusion Models [4, 22, 48, 51], have propelled
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personalized content creation to the forefront of computer
vision research. While significant progress has been made
in preserving personal identity (ID) in image generation [5,
19, 24, 34, 44, 56], achieving comparable fidelity in video
generation remains challenging.

Existing ID-preserving video generation methods show
promising results but face limitations. Approaches like
Magic-Me and ID-Animator [20, 39], utilizing inflated
UNets [18] for fine-tuning or adapter training, demon-
strate some success in maintaining identity across frames.
However, they are ultimately restricted by the generation
model’s inherent capabilities, often failing to produce high-
quality videos (see Fig. 2). These approaches make a static
copy-and-paste instead of generating dynamic facial mo-
tions. The co-current work ConsisID [69], implements
identity-preserving video generation via a Diffusion Trans-
former (DiT) framework. While achieving notable perfor-
mance in video quality, it still exhibits limitations in tem-
poral smoothness and naturalistic facial motions. Another
branch of methods combines image personalization meth-
ods with Image-to-Video (I2V) generation [60, 63, 64].
While these two-stage solutions preserve ID to some extent,
they often struggle with stability in longer sequences and
require a separate image generation step. To address cur-
rent shortcomings, we present MagicMirror, a single-stage
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framework designed to generate high-quality videos while
maintaining strong ID consistency and dynamic natural fa-
cial motions. Our approach leverages native video diffusion
models [64] to generate ID-specific videos, aiming to em-
power individuals as protagonists in their virtual narratives,
and bridge the gap between personalized ID generation and
high-quality video synthesis.

The generation of high-fidelity identity-preserving
videos poses several technical challenges. A primary chal-
lenge stems from the architectural disparity between im-
age and video generation paradigms. State-of-the-art video
generation models, built on full-attention Diffusion Trans-
former (DiT) architectures [42, 64], are not directly compat-
ible with conventional cross-attention conditioning meth-
ods. To bridge this gap, we introduce a lightweight identity-
conditioning adapter integrated into the Video DiT frame-
work. Specifically, we propose a dual-branch facial embed-
ding that simultaneously preserves high-level identity fea-
tures and reference-specific structural information. Mean-
while, we observed that current video foundation models
optimize for text-video alignment, often at the cost of spa-
tial fidelity and generation quality. This trade-off manifests
in reduced image quality metrics on benchmarks such as
VBench [25], particularly introducing the challenge of pre-
serving fine-grained identity features. To address it, we de-
velop a Conditioned Adaptive Normalization (CAN) that
effectively incorporates identity conditions, as a distribu-
tion prior, into the pre-trained foundation model. The CAN
module, combined with a learnable cross-attention, enables
identity conditioning through attention guidance and feature
distribution guidance.

Another significant challenge lies in the acquisition of
high-quality training data. While paired image data with
consistent identity is relatively abundant, obtaining high
quality [66] image-video pairs that maintain high-fidelity
identity consistency remains scarce. To address this limi-
tation, we develop a strategic data synthesis pipeline that
leverages identity preservation models [34] to generate
paired training data. Our training methodology employs a
progressive approach: initially pre-training on image data
to learn robust identity representations, followed by video-
specific fine-tuning. This two-stage strategy enables effec-
tive learning of identity features while ensuring temporal
consistency in facial expressions across video sequences.

We evaluate our method on multiple general metrics
by constructing a human-centric video generation test set,
and comparing it with the aforementioned competitive ID-
preserved video generation methods. Extensive experimen-
tal and visual evaluations [54] demonstrate that our ap-
proach successfully generates high-quality videos with dy-
namic content and strong facial consistency, as illustrated
in Fig. 1. By integrating identity preservation with natu-
ral facial motion in Video DiT frameworks without case-

Video ocean (close-sourced)

Magic Mirror (Ours)

ID-Animator ID-Preserving | Prompt Following | Motion

ID-Preserving | Prompt Following | Motion

ID-Preserving | Prompt Following | Motion

An old man is 
wearing a black suit, 
smiling and talking.
The background is 
blurred, seems in a 
coffee shop.

Figure 2. MagicMirror generates dynamic facial motion. ID-
Animator [20] and Video Ocean [37] exhibit limited motion range
due to a strong identity-preservation constraint. MagicMirror
achieves more dynamic facial expressions while maintaining ref-
erence identity fidelity.

specific fine-tuning, MagicMirror advances personalized
video generation and enhances creative expression in dig-
ital storytelling.

Our main contributions are three-fold: (1) We intro-
duce MagicMirror, a novel fine-tuning free framework
with a dual-branch condition extractor for generating ID-
preserving videos; (2) We design a lightweight adapter with
a conditioned adaptive normalization module, for effective
integration of identity features in full-attention Diffusion
Transformer architectures; (3) We develop a dataset con-
struction method that combines synthetic data generation
with a progressive training strategy to address data scarcity
challenges in personalized video generation.

2. Related Works

Diffusion Models. Since the introduction of DDPM [22],
diffusion models have demonstrated remarkable capabili-
ties across diverse domains, spanning NLP [16, 32], med-
ical imaging [6, 7], and molecular modeling [8, 26]. In
computer vision, following initial success in image genera-
tion [11, 29], Latent Diffusion Models (LDM) [48] signifi-
cantly reduced computational requirements while maintain-
ing generation quality. Subsequent developments in con-
ditional architectures [40, 50] enabled fine-grained concept
customization over the generation process.
Video Generation via Diffusion Models. Following the
emergence of diffusion models, their superior controlla-
bility and diversity in image generation [62] have led
to their prominence over traditional approaches based on
GANs [17, 27, 28] and auto-regressive Transformers [13,
46, 67]. The Video Diffusion Model (VDM) [23] pi-
oneered video generation using diffusion models by ex-
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tending the traditional U-Net [49] architecture to process
temporal information. Subsequently, LVDM [21] demon-
strated the effectiveness of latent space operations, while
AnimateDiff [18] adapted text-to-image models for person-
alized video synthesis. A significant advancement came
with the Diffusion Transformer (DiT) [42], which success-
fully merged Transformer architectures [12, 55] with dif-
fusion models. Building on this foundation, Latte [38]
emerged as the first open-source text-to-video model based
on DiT. Following the breakthrough of SORA [41], sev-
eral open-source initiatives including Open-Sora-Plan [35],
Open-Sora [73], and CogVideoX [64] have advanced video
generation through DiT architectures. While current re-
search predominantly focuses on image-to-video transla-
tion [60, 63, 70] efficiency, and motion control [59, 61, 68,
72], the critical challenge of ID-preserving video generation
remains relatively unexplored.

ID-Preserving Generation. ID-preserving generation, or
identity customization, aims to maintain specific identity
characteristics in generated images or videos. Initially de-
veloped in the GAN era [17] with significant advances in
face generation [27, 47, 58], this field has evolved substan-
tially with diffusion models, demonstrating enhanced ca-
pabilities in novel image synthesis [14, 50]. Current ap-
proaches to ID-preserving image generation fall into two
main categories:

Tuning-based Models: These approaches fine-tune models
using one or more reference images to generate identity-
consistent outputs. Notable examples include Textual In-
version [14] and Dreambooth [50].

Tuning-free Models: Addressing the computational over-
head problem, these models maintain high ID fidelity
through additional conditioning and trainable parameters.
Starting with IP-adapter [65], various methods such as In-
stantID, PhotoMaker [5, 19, 24, 34, 44, 56] have emerged
to enable efficient and high quality personalized generation.

ID-preserving video generation introduces additional
complexities, particularly in synthesizing realistic facial
movements from static references while maintaining iden-
tity consistency. Current approaches include Magic-
Me [39], a tuning-based method requiring per-identity op-
timization, and ID-Animator [20], a tuning-free approach
utilizing face adapters and decoupled Cross-Attention [65].
However, these methods face challenges in maintaining dy-
namic expressions while preserving identity, and are con-
strained by base model limitations in video quality, dura-
tion, and prompt adherence. The integration of Diffusion
Transformers presents promising opportunities for advanc-
ing ID-preserving video generation. ConsisID [69] is the
co-current work with the DiT architecture, but it faces the
problem of video smoothness and face dynamics.

3. MagicMirror
An overview of MagicMirror is illustrated in Fig. 3. This
dual-branch framework (Sec. 3.2) extracts facial identity
features from one or more reference images r. They are
subsequently processed through a DiT backbone augmented
with a lightweight cross-modal adapter, incorporating Con-
ditioned Adaptive Normalization (Sec. 3.3). This architec-
ture enables MagicMirror to synthesize identity-preserved
text-to-video outputs. The following sections elaborate on
the preliminaries of diffusion models (Sec. 3.1) and each
component of our method.

3.1. Preliminaries
Latent Diffusion Models (LDMs) generate data by itera-
tively reversing a noise corruption process, converting ran-
dom noise into structured samples. At time step t ∈
{0, . . . , T }, the model predicts latent state xt conditioned
on xt+1:

pθ(xt|xt+1) = N (xt; µ̃t, β̃tI ), (1)

where θ represents the model parameters, µ̃t denotes the
predicted mean, and β̃t is the variance schedule.

The training objective typically employs a mean squared
error loss Lnoise on the noise prediction εθ(xt, t, ctxt):

Lnoise = Et,ctxt,ε∼N (0,1)

[
‖ε − εθ(xt, t, ctxt)‖2

]
, (2)

where ctxt denotes the text condition.
Recent studies on controllable generation [43, 56, 65, 71]

extend this framework by incorporating additional control
signals, such as image condition cimg. This is achieved
through a feature extractor τimg that processes a reference
image r: cimg = τimg(r). Consequently, the noise predic-
tion function in Eq. (2) becomes εθ(xt, t, ctxt, cimg). In this
paper, we denote the additional facial condition by cface.

3.2. Dual-Branch Facial Feature Extraction
The facial feature extraction module in MagicMirror, de-
picted in the left part of Fig. 3, is designed to extract high-
level identity information and detailed structural features.
Given an identity reference image r ∈ Rh×w×3, our model
extracts facial condition embeddings cface = {xface, x̂id} us-
ing a dual-branch perceiver architecture, where each branch
specializes in a distinct aspect of facial representation.

To obtain these embeddings, we first extract dense fea-
ture maps f = Ffeat(r) from the input image, where Ffeat
is a pre-trained CLIP ViT encoder [45] that captures rich
facial semantics. The identity branch employs an identity
perceiver τid to extract high-level identity features:

xid = τid(qid, f), (3)
where qid = Fid(r) represents high-level identity-aware fea-
tures extracted by an ArcFace encoder Fid [9, 34].

The structural branch utilizes a facial structure per-
ceiver τface that focuses on fine-grained facial details, lever-
aging a learnable query embedding qface for facial structure
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Figure 3. Overview of MagicMirror. The framework employs a dual-branch feature extraction system with ID and face perceivers,
followed by a cross-modal adapter (illustrated in Fig. 4) for DiT-based video generation. By optimizing trainable modules marked by the
flame, our method efficiently integrates facial features for controlled video synthesis while maintaining model efficiency.

extraction:
xface = τface(qface, f). (4)

Both perceivers τface and τid implement the standard Q-
Former architecture [31] with distinct query conditions
in Eqs. (3) and (4). The identity branch and structural
branch serve complementary roles in ensuring high-quality
ID-preserving video generation. The identity branch main-
tains consistent identity features across frames, guarantee-
ing that the generated video preserves the subject’s identity
throughout the sequence. Conversely, the structural branch
captures fine-grained facial details and facilitates dynamic
natural facial motions, effectively preventing structural col-
lapse during movement.

To control these aspects effectively, we employ distinct
feature injection mechanisms. Identity information is in-
corporated into the text representation, building upon re-
cent advancements in personalized text-to-image genera-
tion [34, 50]. Specifically, identity embeddings are pro-
jected into the text embedding space via a fusion MLP
MLPfuse, x̂id = MLPfuse(xid, mxtxt), where xtxt denotes the
input textual prompt embedding, m is a token-level binary
mask that selectively applies fusion at identity-relevant to-
kens (e.g., “man”, “woman”) within xtxt. This process re-
sults in a fused id representation x̂id. The final adapted text
embedding for DiT is computed as a masked replacement:

x̂txt = mx̂id + (1 − m)xtxt, (5)
Meanwhile, the structural embedding xface is utilized as di-
rect conditioning signals to guide the generative process.

3.3. Conditioned Adaptive Normalization
Having obtained the decoupled ID-aware conditions cface,
we address the challenge of efficiently integrating these
conditions into the video diffusion transformer. Traditional
Latent Diffusion Models, as exemplified by Stable Diffu-
sion [48], utilize isolated cross-attention mechanisms for
condition injection, which allow for straightforward adap-
tation to new conditions via decoupled cross-attention [19,
65]. However, our framework is based on mm-DiTs [64],

which implements a cross-modal full-attention paradigm
coupled with layer-wise distribution modulation experts.
This architectural choice introduces additional complexity
in adapting to new conditions beyond simple cross-attention
augmentation. Under this constraint, we find that modula-
tion layers, despite requiring extremely few parameters,
play a crucial role in learning the data distribution. This
point is discussed experimentally in the Appendix B.2.

Leveraging mm-DiT’s layer-wise modulation [64], we
propose a lightweight adapter that incorporates additional
facial conditions. As illustrated in Fig. 4, facial em-
bedding xface in Eq. (4) is concatenated with text and
video features (xtxt and xvid) to feed into the full self-
attention. CogVideoX employs modal-specific modulation,
where factors mvid and mtxt are applied to their respective
modalities through adaptive normalization, where modula-
tion factors are extracted from MLP extractors ϕ{txt, vid}.
To accommodate the facial modality, we introduce a ded-
icated adaptive normalization module, normalizing facial
features preceding the self-attention and feed-forward net-
work (FFN). The corresponding set of modulation factors
for the facial modality mface is computed by a MLP ϕface:
mface = {µ1

face, σ1
face, γ1

face, µ2
face, σ2

face, γ2
face} = ϕface(t, l),

(6)
where t denotes the time embedding and l represents the
layer index. Here, µ is the shift parameter to adjust the
feature mean, σ is the scale parameter to modulating the
feature amplitude, and γ is the gating parameter to con-
trol the influence of the modulation. Within each block,
let φn denote the in-block operations—where φ1 represents
the self-attention operation and φ2 represents the FFN. The
feature transformation after operation n is computed as:
x̄n = xn−1 ∗ (1 + σn) + µn, then xn = x̄n + γnφn(x̄n),
with modality-specific subscripts omitted for brevity.

Furthermore, we explore whether layer-wise distribution
conditioned by ID features would make ID injection more
effective. To enhance the distribution learning capability
of text and video latents from specific reference IDs, we
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Figure 4. Cross-modal adapter in DiT blocks. Top: Cross-modal
modulation in mmDiTs. Bottom: The Conditioned Adaptive Nor-
malization (CAN) for modal-specific feature modulation and de-
coupled attention integration.

introduce Conditioned Adaptive Normalization (CAN), in-
spired by class-conditioned DiT [42] and StyleGAN’s [27]
approach to control with conditions. Based on ϕ{txt, vid},
CAN predicts distribution shifts for video and text modali-
ties with a trainable MLP ϕcond:

m̂vid, m̂txt = ϕcond(t, l, µ1
vid, xid). (7)

Here, µ1
vid acts as a distribution identifier for a better ini-

tialization of the CAN module, and xid from Eq. (3) rep-
resents the identity distribution prior. The final modula-
tion factors are computed via residual addition: mvid =
m̂vid + ϕvid(t, l), mtxt = m̂txt + ϕtxt(t, l).

Complementing the conditioned normalization, we aug-
ment the joint full self-attention TSA with a cross-attention
mechanism TCA [20, 65] to further enhance the aggregation
of ID modality features. The final attention output is com-
puted as:

xout = TSA(Wq(xfull), Wkv(xface)) + TCA(Wq(xfull), Ŵkv(xface)),
(8)

where xfull denotes the complete aggregated feature rep-
resentation produced by concatenating or integrating text,
video, and facial features from preceding layers. TSA and
TCA utilize the same query projection Wq(xfull), while
the key-value projections Ŵkv in cross-attention are re-
initialized and trainable.

3.4. Data and Training

Training a zero-shot customization adapter presents unique
data challenges compared to fine-tuning approaches, like
Magic-Me [39]. Our model’s full-attention architecture,
which integrates spatial and temporal components insepa-
rably, necessitates a two-stage training strategy. As shown
in Fig. 5, we begin by training on diverse, high-quality
datasets to develop robust identity preservation capabilities.

Our progressive training pipeline leverages diverse
datasets to enhance model performance, particularly in
identity preservation. For image pre-training, we first utilize
the LAION-Face [53] dataset, which contains web-scale
real images and provides a rich source for generating self-
reference images. To further increase identity diversity, we
utilize the SFHQ [3] dataset, which applies self-reference
techniques with standard text prompts. To prevent overfit-
ting and promote the generation of diverse face-head mo-
tion, we use the FFHQ [27] dataset as a base. From this, we
random sample text prompts from a prompt pool of human
image captions, and synthesize ID-conditioned image pairs
using PhotoMaker-V2 [34], ensuring both identity similar-
ity and facial motion diversity through careful filtering.

For video post-training, we leverage the high-quality
Pexels and Mixkit datasets [1, 2], along with a small collec-
tion of self-collected videos from the web. Similarly, syn-
thesized image data corresponding to each face reference
of keyframes are generated as references. The combined
dataset offers rich visual content for training the model
across images and videos.

The objective function combines identity-aware and gen-
eral denoising loss: L = Lnoise +λ (1 − cos(qface, D(x0))) ,
where D(·) represents the latent decoder for the denoised
latent x0, and λ is the balance factor. Following Pho-
toMaker [34], we compute the denoising loss specifically
within the face area for 50% of random training samples.

4. Experiments
4.1. Implementation Details
Dataset preparation. As illustrated in Fig. 5, our train-
ing pipeline leverages both self-referenced and synthetically
paired image data [3, 27, 53] for identity-preserving align-
ment in the initial training phase. For synthetic data pairs
(denoted as C and D in Fig. 5), we employ ArcFace [9]
for facial recognition and detection to extract key attributes
including age, bounding box coordinates, gender, and fa-
cial embeddings. Reference frames are then generated us-
ing PhotoMakerV2 [34]. We implement a quality con-
trol process by filtering image pairs {a, b} based on their
facial embedding cosine similarity, retaining pairs where
cos(qa

face, qb
face) > 0.65, qface means the facial embedding.

For text conditioning, we utilize MiniGemini-8B [33] to
caption all video data, to form a diverse prompt pool con-
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Models Dynamic
Degree↑

Text
Alignment↑

Inception
Score↑

Motion
Smoothness↓

Average ID
Similarity↑

Similarity
Decay↓

Face Motion
FMref

↑
Face Motion

FMinter
↑

Overall
Preference↑

DynamiCrafter [60] 0.455 0.168 8.20 0.507 0.896 0.002 0.237 0.287 5.402
EasyAnimate-I2V [63] 0.155 0.177 9.55 0.482 0.903 0.022 0.262 0.278 5.935
CogVideoX-I2V [64] 0.660 0.213 9.85 0.497 0.901 0.029 0.413 0.532 6.985
ID-Animator [20] 0.140 0.211 7.57 0.515 0.923 0.005 0.652 0.181 5.693
ConsisID [69] 0.615 0.236 11.09 0.513 0.913 0.002 0.652 0.601 6.640
MagicMirror 0.705 0.240 10.59 0.484 0.922 0.002 0.730 0.610 7.315

Table 1. Quantitative comparisons. We report results with Image-to-Video and ID-preserved models. ID similarities are evaluated on
the corresponding face-enhanced prompts to avoid face missing caused by complex prompts. Arrows indicate the direction of improved
performance for each metric. We highlight the best and the second best results for each metric.

SFHQ(120K)
Enhance ID diversity 

LAION-Face (50K)
Web-scale real images

Pexels, Mixkit (29K + 120K)
High Quality Video

A. Self-reference images C. Filtered synthesized image pairs
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Generated

FFHQ (70K + 132K)
Synthesized pairs

Captioner

Sample from

prompt pool

B. Self-reference with 
standard text prompt

Generated

Generated

Generated

D. Filtered synthesized video-image pairs

prompt 
pool

Video Captioner

Figure 5. Overview of our training datasets. The pipeline in-
cludes image pre-training data (A-C) and video post-training data
(D). We utilize both self-reference data (A, B) and filtered synthe-
sized pairs with the same identity (C, D). Numbers of (images +
synthesized images) are reported.

taining 29K prompts, while CogVLM [57] provides video
descriptions in the second training stage. Detailed data col-
lection procedures are provided in Appendix A.1.

Training Details. Our MagicMirror framework extends
CogVideoX-5B [64] by integrating facial-specific modal
adapters into alternating DiT layers (i.e., adapters in all lay-
ers with even index l). We adopt the feature extractor Ffeat
and ID perceiver τid from a pre-trained PhotoMakerV2 [34].
In the image pre-train stage, we optimize the adapter com-
ponents for 30K iterations using a global batch size of 64.
Subsequently, we perform video fine-tuning for 5K itera-
tions with a batch size of 8 to enhance temporal consistency
in video generation. Both phases employ a decayed learning
rate starting from 10−5. All experiments were conducted on
a single compute node with 8 NVIDIA A800 GPUs.

Evaluation and Comparisons. We evaluate our approach
against the state-of-the-art ID-consistent video generation
model ID-Animator [20], ConsisID [69] and leading Image-
to-Video (I2V) frameworks, including DynamiCrafter [60],

CogVideoX-I2V [64], and EasyAnimate [63]. Our evalu-
ation leverages standardized VBench [25], for video gen-
eration assessment that measures motion quality and text-
motion alignment. For identity preservation, we utilize fa-
cial recognition embedding similarity [15] and facial mo-
tion metrics. Our evaluation dataset consists of 40 single-
character prompts from VBench, ensuring demographic di-
versity, and 40 action-specific prompts for motion assess-
ment. Identity references are sampled from 50 face identi-
ties from PubFig [30], generating four personalized videos
per identity across varied prompts.

4.2. Quantitative Evaluation
The quantitative results are summarized in Tab. 1. We eval-
uate generated videos using VBench’s and EvalCrafter’s
general metrics [25, 36], including dynamic degree, text-
prompt consistency, and Inception Score [52] for video
quality assessment. We also evaluate on smoothness using
cross-frame optical flow consistency. For identity preserva-
tion, we introduce Average Similarity, measuring the dis-
tance between generated faces and the average similarity
of a group of reference images with the same identity.
This prevents models from achieving artificially high scores
through naive copy-paste behavior, as illustrated in Fig. 2.
Face motion is quantified using two metrics: FMref (rela-
tive distance to the reference face) and FMinter (inter-frame
distance), computed using RetinaFace [10] landmarks after
position alignment, and the L2 distance between the nor-
malized coordinates is reported as the metric.

Our method achieves superior facial similarity com-
pared to I2V approaches while maintaining competitive per-
formance to ID-Animator and ConsisID. We demonstrate
strong text alignment, video quality, and dynamic perfor-
mance, attributed to our decoupled facial feature extraction
and cross-modal adapter with CAN.

Besides, we analyze facial similarity drop across uni-
formly sampled frames from each video to assess tempo-
ral identity consistency, reporting as the similarity decay
term in Tab. 1. Standard I2V models (CogVideoX-I2V [64],
EasyAnimate [63]) exhibit significant temporal decay in
identity preservation. Although DynamiCrafter [60] shows
better stability due to its random reference strategy, it com-
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ID-animator

An elderly man, with a determined expression, stands in a sunlit gym, wearing a gray
tank top, his muscles taut as he grips a heavy kettlebell. The room is filled with natural
light streaming through large windows, casting shadows on the polished wooden
floor. His face shows concentration and strength, highlighting his commitment to
fitness. As he lifts the kettlebell with steady hands, the camera captures the sweat
glistening on his brow, emphasizing his effort and resilience. The background features
neatly arranged gym equipment, adding to the atmosphere of dedication and
perseverance.

A serene woman, dressed in a cozy oversized sweater and jeans, kneels on a lush
green meadow, gently petting a friendly golden retriever. The dog's tail wags
enthusiastically, its fur gleaming in the soft sunlight. Her face lights up with a warm
smile as her hand moves tenderly over the dog's head and back. In the background, a
picturesque landscape of rolling hills and blooming wildflowers enhances the tranquil
scene. The golden retriever, with its tongue lolling out and eyes full of affection, leans
into her touch, creating a heartwarming moment of connection and joy.

A bearded man in his thirties, wearing a plaid shirt, sits at a rustic wooden bar, 
surrounded by an array of beer taps and vintage brewery decor. He carefully lifts a 
frosty pint glass filled with amber beer, examining its color and clarity against the 
warm, ambient lighting. He takes a slow, appreciative sip, his eyes closing momentarily 
as he savors the complex flavors. The camera captures the subtle smile of satisfaction 
on his face, highlighting the rich foam on his upper lip. The background hum of soft 
chatter and clinking glasses adds to the cozy, inviting atmosphere of the pub.

ConsisID

CogVideoX-5B-I2V

ID-Animator

MagicMirror

MagicMirror

MagicMirror

ID-Animator

ID-Animator

EasyAnimate-I2V

EasyAnimate-I2V

EasyAnimate-I2V

DynamiCrafter

DynamiCrafter

ConsisID

ConsisID

Figure 6. Qualitative comparisons. Captions and reference identity images are presented in the top-left corner for each case.

promises fidelity. Both ConsisID [69] and MagicMirror
maintain consistent identity preservation throughout the
video duration.
4.3. Qualitative Evaluation
Beyond the examples shown in Fig. 1, we present com-
parative results in Fig. 6. Our method maintains high text
coherence, motion dynamics, and video quality compared
to conventional CogVideoX inference. When compared to
existing image-to-video approaches [34, 60, 63, 64], Mag-

icMirror demonstrates superior identity consistency across
frames while preserving natural motion. Our method also
achieves enhanced dynamic range and text alignment com-
pared to ID-Animator [20] and ConsisID [69], which ex-
hibits limitations in motion variety and prompt adherence.

To complement our quantitative metrics, we conducted a
comprehensive user study to evaluate the perceptual quality
of generated results. The study involved 173 participants
who assessed the outputs across four key aspects: motion
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Figure 7. Examples for ablation studies on modules and training strategies.

Models Visual
Quality↑

Text
Alignment↑

Dynamic
Degree↑

ID
Similarity↑

DynamiCrafter [60] 6.03 7.29 4.85 5.87
EasyAnimate-I2V [63] 6.62 8.21 5.57 6.01
CogVideoX-I2V [64] 6.86 8.31 6.55 6.22
ID-Animator [20] 5.63 6.37 4.06 6.70
ConsisID [69] 6.43 8.35 6.23 5.55
MagicMirror 6.97 8.88 7.02 6.39

Table 2. User study results. We highlight the best and the
second best results for each metric.

Exp. x̂id xface mface m̂ Pretrain txt-align↑ FMinter
↑ ID↑

A [identity branch] ! 0.238 0.572 0.865
B [structural branch] ! 0.240 0.584 0.869
C [dual branch] ! ! 0.239 0.654 0.870
D [Eq.6, mface] ! ! 0.241 0.563 0.872
E [Eq.7, m̂txt, m̂vid] ! ! 0.242 0.696 0.875
F [w/o CAN] ! ! ! 0.236 0.568 0.886
G [w/o pretrain] ! ! ! ! 0.241 0.559 0.883
Full [MagicMirror] ! ! ! ! ! 0.240 0.665 0.911

Table 3. Ablation study results on the same training scale across
multiple settings. Some modules are interdependent.

dynamics, text-motion alignment, video quality, and iden-
tity consistency. Participants rated each aspect on a scale
of 1-10, with results summarized in Tab. 2. As shown in
the overall preference scores in Tab. 1, MagicMirror consis-
tently outperforms baseline methods across most evaluated
dimensions, demonstrating its superior perceptual quality
in human assessment. Regarding video quality and ID sim-
ilarity, we observed a gap between designed metrics and
human-evaluated perceptual evaluation in ConsisID [69].

4.4. Ablation Studies
Condition-related Modules. We evaluate our key mod-
ules through ablation studies, shown in Tab. 3 and Fig. 7.
To ensure a fair comparison, all ablations are conducted on
the same training scale, with a half training iteration of the
official setting. Experiments using single-branch facial em-
bedding (Exp. A: identity branch only, Exp. B: structural
branch only) exhibit a limited identity preservation (0.865-
0.869 ID similarity). In contrast, the dual-branch strategy
(Exp. C) synergizes their complementary strengths, and
achieves a higher motion metric. The Conditioned Adaptive
Normalization (CAN) proves vital for distribution align-

ment, enhancing identity preservation across frames. The
effectiveness of CAN for facial condition injection is further
demonstrated in Exp. D, E, and F. Notably, complete CAN
removal (Exp. F) causes significant performance degrada-
tion (0.911 → 0.886), underscoring its necessity for effec-
tive identity injection. An extended analysis of the CAN’s
benefits for the training convergence and distribution align-
ment is provided in the Appendix B.1-B.2.
Training Strategy. Exp. G in Tab. 3 and Fig. 7 also illus-
trate the impact of different training strategies. Image pre-
training is essential for robust identity preservation, while
video post-training ensures temporal consistency. Our two-
stage training approach achieves optimal results by lever-
aging the advantages of both phases, generating high ID fi-
delity videos with dynamic facial motions. Appendix B.3
discusses more details about the training strategy.

5. Conclusion
In this work, we presented MagicMirror, a zero-shot frame-
work for ID-preserving video generation. MagicMirror in-
corporates dual facial embeddings and Conditional Adap-
tive Normalization (CAN) into DiT-based architectures.
Our approach enables robust identity preservation and sta-
ble training convergence. Extensive experiments demon-
strate that MagicMirror generates high-quality personalized
videos while maintaining identity consistency from a sin-
gle reference image, outperforming existing methods across
multiple benchmarks and human evaluations.
Limitations. While MagicMirror excels at ID-consistent
video generation, challenges remain in supporting multiple
identities and preserving fine-grained attributes beyond fa-
cial features, such as clothing, improvements necessary for
practical customized video applications.
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