PlaneRAS: Learning Planar Primitives for 3D Plane Recovery
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Abstract

3D plane recovery from monocular images constitutes a
fundamental task in indoor scene understanding. Recent
methods formulate this problem as 2D pixel-level segmen-
tation through convolutional networks or query-based ar-
chitectures, which purely rely on 2D pixel features while
neglecting the inherent 3D spatial nature of planar sur-
faces. To address this limitation, we propose an end-
to-end Plane Reconstruction, Aggregation, and Splatting
(PlaneRAS) framework that explicitly leverages 3D geomet-
ric reasoning combined with online planar primitive re-
construction. Our framework introduces two core com-
ponents: 1) a reconstruction module utilizing customized
planar primitives to compactly represent 3D scene, and
2) a recovery module that aggregates local primitives to
derive globally consistent plane instances. The proposed
3D-aware representation enables direct integration of pre-
trained geometric priors, significantly enhancing perfor-
mance beyond conventional 2D-centric approaches. Exten-
sive experiments on ScanNet and NYUv2 datasets demon-
strate state-of-the-art results across various evaluation met-
rics, resulting from our explicit 3D geometric modeling and
effective fusion of cross-dimensional features.

1. Introduction

3D plane recovery from a single image is a fundamental
task in 3D scene understanding [3, 12, 15, 19, 26, 31, 36].
The goal of this task is to detect 3D plane instances ex-
isting in an image, which usually comprises predicting the
plane parameters and corresponding segmentation masks.
The reconstructed planes serve as the simplified proxies of
the whole scene and facilitates various applications, such
as robotics navigation [33, 39, 45], augmented reality [24],
and autonomous driving systems [5].

Early methods rely heavily on hand-crafted features [12,
15, 19] to extract explicit geometric elements [2, 9, 12,
26, 31] and infer plane instances based on strong assump-
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Figure 1. Comparisons of our PlaneRAS framework with exist-
ing implicit query-based methods. Most existing methods treat
3D plane recovery as a pixel-level instance segmentation problem,
which ignores the 3D structural prior of the scene. Differently,
we propose to reconstruct explicit planar primitives and aggregate
them in the 3D space. We then splat them onto the image plane to
obtain per-pixel plane masks using our designed plane kernel. Our
framework facilitates the integration of 3D structural knowledge.

tions [2, 9, 12, 26]. However, they demonstrated limited
adaptability in complex real-world scenarios due to inher-
ent technical constraints. The advent of neural networks
has revolutionized this field through end-to-end learning
frameworks. PlaneNet [27] pioneered deep learning-based
solutions by proposing a Convolutional Neural Network
(CNN) architecture that simultaneously segments planar
instances and regresses plane parameters from monocular
images, while establishing the widely adopted ScanNet-
plane benchmark. Building upon this foundation, Plan-
eRCNN [28] extended the Mask-RCNN [17] framework
to overcome the limitation of fixed plane number pre-
diction through dynamic instance segmentation. Re-
cent transformer-based architectures have introduced new
paradigms for planar recovery. PlaneTR [40] adapted the
DETR [4] framework by integrating a line segment detec-
tion branch to enhance geometric consistency in plane seg-
mentation. PlaneRecTR [37] further advances this direction
through a unified transformer architecture that jointly opti-
mizes plane detection, segmentation, and parameter regres-
sion tasks. The above methods typically conduct plane re-









tion and the multi-layer perceptron (MLP) layers for Self-
encoding. In the refinement stage, we decode the interme-
diate properties P from the plane query O with an MLP op-
eration and accumulate the offsets of centers while directly
replace other properties:

P =MLP(Q),P = (¢4 ¢4,5,0). 4)

After refinements, we backproject the center ¢ to camera
space to generate the final planar primitives P.

3.3. Planar Primitive Aggregation

Once the scene is represented by a set of planar primitives,
we need to further extract the final plane instances through
an online aggregation process. Inspired by previous query-
based works [37, 40], we propose using a set of global plane
queries Q as 3D aggregation centers, which is motivated by
the observation that planar primitives belonging to the same
plane instance exhibit similar geometric parameters.

We initialize a set of global queries Q to represent physi-
cally existing plane instances. Each global query Q; is iter-
atively refined by performing masked attention interactions
with the local ones Q directly in 3D space. The updated
global queries Q; are then decoded into 3D parameters 7,
and the probabilities p;, where p; is the probability to judge
whether the i*" query corresponds to a plane.

Following Mask2Former [7], we formulate the aggrega-
tion probabilities S; for each local query Q; in the form of
dot product with all global queries Q:

Si=0(Q] - Q) e RV, 5)

where o (-) denotes the Sigmoid function. The probability
set S encodes instance-level affinity relationships, where
higher values indicate stronger associations between local
primitives and global plane instances. Finally, we employ
the previously reconstructed planar primitives to render the
3D probabilities S onto the 2D image domain:

S = PlaneSplatting(P, S') (6)

where S € RVNXHXW Each channel S; of S is consid-
ered as the binary mask of i*" prediction. The splatting pro-
cess ensures geometric coherence between 3D plane repre-
sentations and their 2D semantic segmentation results. Our
key distinction lies in that we conduct segmentation directly
in the compact 3D space, while existing methods operate

solely based on 2D feature maps.

3.4. Planar Primitive Representation

Considering the predominance of planar structures in in-
door scenarios, we propose a custom plane kernel based on
2D Gaussian Splatting [21] in order to mitigate the radial
opacity decay inherent in conventional 2D Gaussian dis-
tributions as visually demonstrated in Figure 3. The stan-
dard 2D Gaussian distribution achieves maximum opacity
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(a) 2D Guassian kernel. (b) Our plane kernel.

Figure 3. Comparison with 2D Gaussian kernel. (a) 2D Gaussian
kernel exhibits rapid attenuation along radial directions. (b) Our
plane kernel preserves extended planar regions with substantially

improved spatial consistency.

at the primitive center while exhibiting rapid attenuation
along radial directions. While this translucent configura-
tion facilitates effective modeling of intricate color varia-
tions in offline reconstruction paradigms, it compromises
the structural fidelity to planar elements, such as walls and
floors, which require constant opacity across their surfaces
to maintain geometric integrity. Consequently, we intro-
duce a plane-constrained kernel formulation that fundamen-
tally redefines the opacity dynamics through:

G(u,v) = o(A(1 = [u])a(A(1 = [v]), @)
where o(-) is the Sigmoid function and A is set to 5.0 to
control the flatness of the kernel. We employ the prod-
uct of two Sigmoid functions to ensure that the majority
of the rectangular region remains close to a constant value,
while maintaining the end-to-end differentiability. Assisted
by our plane kernel, we are able to construct the entire scene
using a set of planar primitives P and subsequently obtain
the rendered depth d € R¥*W and segmentation masks S
through the splatting algorithm.

3.5. End-to-End PlaneRAS Framework

The overall framework primarily consists of two stages: re-
construction and aggregation. The reconstruction stage em-
ploys planar primitives P as geometric proxies to represent
the entire scene. In the subsequent aggregation stage, prob-
ability distributions S are estimated to characterize the af-
filiation of each primitive Q; with specific aggregation cen-
troids Q. These reconstructed geometric primitives P, to-
gether with the inferred segmentation probabilities S, are
then used to generate the depth map d and planar segmen-
tation masks S for final supervision.

Pretrained Model. Inspired by previous offline approaches
[18, 53], pretrained monocular networks are leveraged to es-
timate an initial geometric structure. To refine this estimate,
offset predictions are introduced to recover more accurate
metric geometry. Specifically, the final depth z and normal
q of the planar primitives in Eq. (2) are expressed as the
sum of a pretrained component and a learned residual:

®)

Z = Zpred + Zpriors 4 = Qpred + Qprior;












Figure 6. Comparison of plane reconstruction results on the ScanNet (top 5 rows) and NYUv2-Plane (bottom 4 rows) datasets.

5. Conclusion

This paper presents PlaneRAS, a novel framework for si-
multaneously reconstruction and plane recovery from a sin-
gle image. Unlike existing 2D-centric methods, PlaneRAS
directly performs plane recovery within the reconstructed
3D space. To fully exploit geometric priors inherent in the
scene and enhance plane recovery performance, we pro-
pose a planar primitive representation that seamlessly inte-
grates explicit monocular geometric priors from pretrained
models. Extensive experiments on ScanNet and NYUv2
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datasets demonstrate SOTA performance in various metrics.
Ablation studies further validate the effectiveness of our de-
sign choices, particularly the integration of planar primi-
tives and monocular priors.

Limitations. PlaneRAS relies on single-view inputs,
which are inherently limited by depth ambiguity. More-
over, We observe that the full 3D planar representations are
susceptible to domain shift, which negatively impacts gen-
eralization. In future work, we plan to extend PlaneRAS
to multi-view settings to enable more robust reconstruction
and plane recovery under diverse input conditions.
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