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Abstract

Single domain generalization aims to learn a model with
good generalization ability from a single source domain.
Recent advances in this field have focused on increasing
the diversity of the training data through style (e.g., color
and texture) augmentation. However, most existing methods
apply uniform perturbations to the entire image, failing to
simulate complex images with multiple distinct stylistic re-
gions. To address this, we propose a “Split-And-Combine™
(SAC) strategy to enhance style diversity. Specifically, SAC
first performs patch-aware augmentation, which splits an
image into multiple patches and applies style augmentation
independently to each patch, enabling distinct color vari-
ations across regions. Then, SAC combines these patches
to reconstruct a complete image and applies adaptive ran-
dom convolutions, which utilizes a deformable convolution
layer with random and Gaussian filters to enhance texture
diversity while preserving object integrity. Notably, SAC
leverages entropy as a risk assessment criterion to adap-
tively determine whether a sample should undergo augmen-
tation within the iterative process of random convolutions,
preventing excessive augmentation. Furthermore, SAC in-
troduces an energy-based distribution discrepancy score to
quantify out-of-distribution likelihood, systematically ex-
panding the augmented data’s distribution. SAC can serve
as a plug-and-play component to improve the performance
of recent methods. Extensive experiments on four datasets
demonstrate the effectiveness of SAC.

1. Introduction

Modern machine learning algorithms [11, 16, 30] have
achieved remarkable performance under the assumption
that the source (training) and target (test) domains share
the same distribution. However, in reality, such an assump-
tion is often violated due to factors such as variations in
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illumination, background, or weather, which are known as
the domain shift problem [41]. Unfortunately, these tradi-
tional algorithms often face significant performance degra-
dation when there are distributional discrepancies between
the source and target domains [24, 25, 38, 39, 47].

To tackle this problem, multi-source domain generaliza-
tion [19, 22, 28, 46] has been presented, aiming to learn
a robust model by using knowledge from multiple differ-
ent but related source domains without accessing target do-
main data. The mainstream works depend heavily on do-
main identifiers as supervision signals to capture domain
invariant representations. However, the collection and an-
notation of data from multiple domains can be prohibitively
expensive, making multi-source domain generalization less
feasible in practical applications. To alleviate this issue, a
more challenging and realistic setting known as single do-
main generalization [31, 33, 43] has emerged and garnered
significant attention recently, which only leverages a single
source domain to learn a model with good generalizability.

The difficulty in single domain generalization arises
from mitigating distributional discrepancies between the
source and unknown target domains. In reality, it is ob-
served that content features, such as object features, remain
relatively stable despite environmental changes, whereas
style features, such as backgrounds, exhibit considerable
variability across different domains [1, 2]. For example,
in animal image classification, fundamental elements like
eyes, ears, and face shape constitute the content, whereas
style elements include background and lighting conditions.
Therefore, the key to effective single domain generaliza-
tion is to eliminate spurious correlations between style fea-
tures and labels. The current mainstream research on sin-
gle domain generalization primarily focuses on increasing
the capacity of the training data through the generation of
novel domains, thereby reducing the model’s reliance on
style features due to the increased diversity of styles within
the training data. One category of methods [3, 32, 45] per-
turb the original data using the back-propagated gradient to
obtain augmented data. However, gradient-based perturba-
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Figure 1. Examples of images generated by different methods.

tions are visually imperceptible, rendering these methods
inadequate for simulating real-world domain shifts. An-
other mainstream category trains a generative model to syn-
thesize novel data with style (e.g., color and texture) shifts
[4, 10, 20], resulting in visually distinct samples.

Recent methods leveraging generative models for data
augmentation have achieved remarkable success by enhanc-
ing color and texture diversity. For instance, several ap-
proaches [10, 29, 40] introduce Gaussian noise to perturb
images, effectively enriching the color distribution within a
single generated image. Alternatively, other methods [4, 36]
utilize a convolution layer with random filters to generate
images with diverse local textures. However, these meth-
ods enhance style diversity from only a single aspect, ei-
ther color or texture, leading to inherent limitations in the
other aspect. For example, Gaussian noise-based methods,
such as UDP [10] and PSDG [40], only generate simplistic
textures (see Fig. 1 (a) and (b)), whereas methods leverag-
ing random convolutions, such as RandConv [36] and Pro-
RandConv [4], tend to produce images dominated by a sin-
gle color (see Fig. 1 (c) and (d)). In contrast, real-world sce-
narios typically involve a wide range of colors and complex
textures, with different regions of an image (e.g., a person’s
clothing, grass, trees, and the sky within a park), each ex-
hibiting unique texture and color characteristics. Therefore,
improving style diversity solely from a single perspective
cannot simulate images from complex real-world scenarios.
This raises a crucial challenge: Can we combine the advan-
tages of Gaussian noise and random convolutions to gener-
ate images with both rich colors and complex textures?

In this paper, we propose a “Split-And-Combine” (SAC)
strategy to improve style diversity, which first splits im-
ages into a series of patches to enhance the color diver-
sity, then combines the augmented patches into the com-
plete image and uses adaptive random convolutions to im-
prove the texture diversity. In the split step, we propose
patch-aware augmentation (PAA) that introduces rich color
variations. Specifically, we divide an image into several
patches and each patch undergoes independent style gen-
eration within Gaussian noise, yielding generated images

with different local colors. While PAA effectively gener-
ates diverse styles for each patch, it leads to texture incon-
sistencies in a single object, resulting in the model mis-
interpreting the object as a collection of fragmented parts
rather than a unified entity (see Fig. 1 (e)). For instance,
a tree trunk may exhibit a smooth texture on one side and
a rough, uneven texture on the other, leading the model to
perceive it as two distinct components instead of a coherent
whole. To address this challenge, we propose adaptive ran-
dom convolutions (ARC) to enhance texture complexity and
restore object integrity in the combine step. Specifically,
we first initialize a deformable convolution layer with both
random filters and Gaussian filters. Subsequently, we itera-
tively apply this layer and affine transformation to generate
random textures, progressively increasing texture complex-
ity. Moreover, we use entropy values to adaptively control
this progressive process, preventing excessive application
of random convolutions that could distort semantic infor-
mation. Furthermore, we use an energy-based distribution
discrepancy score to amplify the distribution differences be-
tween the original and generated data, enabling the synthe-
sis of out-of-distribution data. We conduct experiments on
four well-established benchmarks, where SAC consistently
achieves state-of-the-art performance in various scenarios.
Overall, our contributions can be summarized as follows:

* We propose a “Split-And-Combine” strategy that first
splits images into patches for color augmentation and then
combines the patches to undergo texture augmentation.

¢ We design the patch-aware augmentation that divides an
image into a series of patches for separate style transfor-
mation to promote color diversity for generated images.

» We develop the adaptive random convolution that utilizes
entropy values to adaptively control the progressive pro-
cess of the random deformable convolution to improve
the texture diversity.

» We present an energy-based perspective to maximize the
distribution discrepancy between the original and aug-
mented data, generating out-of-distribution data.

< We conduct experiments on four established datasets. The
results demonstrate that the proposed SAC achieves con-
sistent state-of-the-art performance.

2. Related Work

Recently, since only requiring a single training domain, sin-
gle domain generalization has attracted substantial interest,
which can be roughly categorized into two paradigms.
Gradient-based augmentation methods. This
paradigm of work attempts to generate data using back-
propagated gradients. One approach involves directly
adding gradients to the original data, thereby synthesizing
augmented data. For example, ADA [32] employs back-
propagated gradients to synthesize data. Subsequently,
M-ADA [27] enhances ADA with a Wasserstein Auto-



Encoder to increase the distribution differences between
the augmented and original data. Similarly, ME-ADA
[44] introduces a maximum-entropy regularizer to amplify
distribution shifts in augmented data by minimizing mutual
information between augmented and original data. Later
on, NCDG [31] presents neuron coverage to improve gen-
eralization performance by maximizing gradient similarity
between the original and augmented data. CAA [3] relies
on angular distance to push generated data away from class
centroids. AdvST [45] uses back-propagated gradients
as guidance to fully exploit the effectiveness of several
standard data augmentation methods. However, these
methods fail in target domains with large domain shifts due
to visually imperceptible style variations.

Style-based augmentation methods. This paradigm of
work trains a generative model to produce data with dif-
ferent styles (e.g., contrast, colors, and textures). The most
well-established method is PDEN [20], which progressively
trains multiple generative models to synthesize different
augmented domains and uses cycle consistency loss to pre-
serve semantic information. Additionally, L2D [34] gener-
ates data and captures invariant features through a max-min
game of mutual information. ATS [37] introduces a teacher-
student network to learn domain-generalized knowledge by
minimizing the discrepancy between the normalized fea-
tures of the original and augmented data. CSDG [23] simul-
taneously changes the textures and intensities of the origi-
nal data to generate new data. However, due to the limited
styles provided by AdalN [14], these methods only syn-
thesize data with simple colors and textures, which limits
their applicability in real-world scenarios. To enrich the
styles, Pro-RandConv [4] introduces a deformable convo-
lution block to improve diversification by applying it along
with affine transformation to generate data with new styles.
UDP [10] adds extra Gaussian noise to perturb the data for
more complex styles and enhances the shifts in generated
data by maximizing the uncertainty between the generated
and original data from an information theory perspective.
Subsequently, PDG [29] enhances UDP by modifying the
structure of the generative model, using 1 1 convolutions
to preserve the input shape while employing random and
larger kernel sizes to alter the local texture. PSDG [40] was
recently proposed to improve generalizability by optimizing
the model during both training and testing. AdvFrequency
[12] improves frequency discrepancies between the gener-
ated and original data through the use of adversarial learn-
ing, thereby reducing the risk of the particular frequency.

Previous methods typically enhance style diversity from
a single perspective, focusing on either color or texture, and
fail to simulate the complexity of real-world images. In con-
trast, SAC improves both color and texture diversity simul-
taneously through PAA and ARC, thereby enhancing the
model’s ability to capture invariant representations.

3. Method

Problem Setup. Consider single domain generalization de-
fined on source domain Ds = fX;;yig, , where x; is the
i-th sample, y; is the corresponding label of x;, and n is the
number of samples. The task is to train a model with good
generalizability in the unknown target domain Dy.

Overall Framework. We propose the “Split-And-
Combine” strategy to synthesize images with rich col-
ors and complex textures for single domain generalization
tasks. SAC comprises two key components: a style genera-
tion module, which synthesizes data with novel styles, and
a representation learning module, which learns domain in-
variant features. The style generation module consists of an
Encoder, a generative model T (), and a Decoder. To en-
hance color and texture diversity, we introduce patch-aware
augmentation and adaptive random convolutions, enabling
the generation of more complex styles. Additionally, we de-
sign a score to expand domain distribution through energy
discrepancies. The representation learning module, which
consists of a feature extractor F and a classifier P, com-
bines both original and augmented data to learn invariant
representations. The framework of SAC is shown in Fig. 2.

3.1. Style Generation Module

As we proposed before, the key to solving single domain
generalization is to synthesize data with rich colors and
complex textures. However, the augmented data generated
by previous methods contains simple textures or colors, fail-
ing to simulate images in real-world scenarios. Unlike pre-
vious methods, we independently perform style augmenta-
tion on each patch to enrich colors and use adaptive random
deformable convolutions to enhance texture complexity.
Patch-Aware Augmentation. To improve the color di-
versity, we propose patch-aware augmentation to ensure
that the images have distinct local colors. Given an image
x 2 R" W we first use an encoder to project the image
into the latent space to obtain rich feature representations:

r = Encoder(x); Q)

where r is from the encoder, which consists of learnable
deep layers instantiated as two convolutional layers and
each with a ReLU activation function behind. Afterward,
we divide r intoN N patches. Each patch p;j 2 RV &
can be written as:

P = rlhichiviwg twia ]l ) =050 N 1

)
where h;j;w; indicate the locations in the image. Next, fol-
lowing the convention in generative models [20, 40], we
employ two fully connected layers f () and f () to learn a
randomly initialized Gaussian noise, which can simulate an



Figure 2. Framework of SAC, where “PAA” is patch-aware augmentation, “ARC” is adaptive random convolutions, “En” is the Encoder,

“De” is the Decoder, F is the feature extractor, and P is the classifier.

unknown style. Notably, as styles generated in this process
are simple, we go beyond previous methods and present
to separately apply style augmentation to each patch rather
than the entire image:

B = T(pij);

Ty ) =@+ fa(y NPy e

(pij )
3

where () and () are mean and standard variance respec-
tively, and "i5 ; ij N (0;1). Here, we adopt ;; to per-
turb the semantic information and a constant 1 to prevent
large semantic shifts. Notably, the generative model T () is
flexible, which can be replaced by AdalN [14], AdalNpeise
[10], or StyIN [40], etc. This flexibility allows SAC to serve
as a plug-and-play component for other methods. Subse-
quently, we combine each patch in its original order:

r=Concat [p; lij 0. N 1

3
Po;o Po; 1 Pon 1
_§ P10 P1;1 PN 1 2 4
PN 10 PNo11 PN LN 1

By projecting back to the pixel space using the decoder,
we can obtain an augmented image x 2 R" W

x = Decoder(r); 5)

where x is from the decoder, which is learnable deep layers
instantiated as two convolutional layers, followed by RelL.U

and Sigmoid activation function respectively. In summary,
our patch-aware augmentation is:

x = PAA( X;Q);
n 10. (6)

where Q= f"j; g.N, o f 9” =0

By applying distinct Gaussian noise to different patches,
each patch acquires a unique color, resulting in an image
with different local colors. However, x cannot be directly
used to capture domain invariant representations, since the
introduction of illogical styles during patch-aware augmen-
tation. Specifically, nearby pixels with similar textures can
be grouped into primitive shapes that represent parts of ob-
jects in images [36]. For instance, in animal classification,
an animal’s eyes as a whole should present a similar tex-
ture. However, this consistency can be disrupted by patch-
aware augmentation, which relies on the uniform grid divi-
sion. When an object spans multiple patches, independent
style transformations can lead to conflicting texture regions,
causing the model to misinterpret the object as fragmented
components rather than a unified whole.

Adaptive Random Convolutions. To preserve object
integrity, we introduce adaptive random convolutions. In-
spired by [4, 36], we use the deformable convolution layer
with random filters to project random and coherent texture
into images. Furthermore, we multiply the convolution ker-
nel element-wise with a Gaussian filter to further smooth
the texture in an object spanning multiple patches. Addi-
tionally, we choose the deformable convolution rather than
the conventional convolution since the deformable convo-



lution can better sample object contours instead of being
confined to patch boundaries [7], helping smooth the tex-
ture. (see Tab. 7 for ablation studies on convolution types).
Given an augmented sample x, we first initialize a3 3
kernel with dilation 1, which defines a regular grid R as
f( 1; 1);( 1;0);:::;(0;1);(2;1)g. Here, R represents
the fixed sampling locations of a standard 3 3 convolu-
tion kernel, where each coordinate pair (im;jm) denotes
the fixed offsets relative to the center pixel (ip;jo). In de-
formable convolution, these offsets are perturbed by ran-
dom values ( im; Jm), enabling the sampling locations
to deviate from the regular grid. We apply this deformable
convolution to x:

X
io;jol= Wlim:jm] X[io+ im +
(imijm)2R
where Wlim;jm]= 9lim;im] Wlim:iml;

imjjo+t im* ]

(7
where i, jm are the locations in R, w indicates the
weights of the convolution kernel that are randomized,
olimiim] = exp( 2,"45) is a Gaussian filter, wlim:jn]
is sampled from a Gaussian distribution N (0; z5—), k is
the size of kernel size, Ci, is the number of input channels,
and im, jm denote the random offsets of deformable
convolution. Each location (io;jo) on xCis transformed by
the weighted summation of w and the pixel values at irreg-
ular locations (ig + im + imj;jotim* Jm)ofx.

Afterward, following the convention of random convo-
lution [4, 36], we employ affine transformation with two
parameters and to further enhance the texture diversity.
Given an input image % this process can be written as:

ARC(x; ; )=tanh(AdaIN( x% ; ));
0
AdaIN(x% ; )= xi%+ ; ®)
2(x0) +
where () and () represent the mean and variance, is

a positive number, and ; N (0;1). Then, the tanh is
applied to scale the augmented images. We aim to iterate
Eq. (7) and Eq. (8) T times to progressively improve the
texture diversity. However, this iterative process presents
potential risks. Specifically, excessive iteration can distort
semantic information and hinder the learning of invariant
representations, while insufficient iterations may fail to ad-
equately enhance texture diversity. Moreover, applying a
uniform iteration count across all samples in a batch without
considering individual discrepancies can lead to semantic
distortions in some samples, degrading model performance.
To this end, we introduce an adaptive strategy using the
entropy to assess whether a sample requires augmentation
during the iterative process. Specifically, for each batch of
data, we iterate up to 10 times. In the first iteration, all sam-
ples undergo augmentation. In subsequent iterations, we

ml;

compute the entropy of each sample and apply augmenta-
tion only to those with entropy values below a predefined
threshold, while high-entropy samples remain unchanged.
Entropy serves as a measure of uncertainty, where high en-
tropy indicates a high likelihood of distribution shifts. Our
strategy adaptively controls augmentation based on entropy,
ensuring that low-entropy samples undergo augmentation to
adequately enhance texture complexity, while high-entropy
samples remain unchanged to prevent distortion of semantic
information. Our strategy can be summarized as follows:

+ _  ARC(X{;; )

t+1 X:' .
’

ifE(x{ ) <Eo;
fE(x;) Eoi O
where x; denotes the sample after the t™ iteration (t 2
[1; 9]), Eg is the threshold defined as e  log(C) (where C
represents the number of classes in the dataset and e is set
t0 0.3) and E( ) denotes the entropy loss.

Energy-based Distribution Discrepancy Score. To en-
hance the ability of the generative model T (') in the feature-
level, we propose an energy-based distribution discrepancy
score to facilitate the expansion of generated domain shifts
using a trained classifier. To assess the energy, we use log-
its from the classifier for energy representations, which is
widely used to evaluate Helmholtz free energy [9]. Given
the input data x, and the trained c-class classifier P, where
c is the number of classes, we can compute the Helmholtz
free energy for x:

xe
log ePi®); (10)

En(x) =

where P;() denotes the probability of the class i. It is
known that the energy exhibits the uncertainty of the input
data with respect to the classifier, where high energy indi-
cates the high probability of being out-of-distribution [21].
Thus, the energy discrepancy can serve as the score to mea-
sure the distribution discrepancy between two data under
the same view. Given input data X;, X2, and the trained
c-class classifier P, we obtain the distribution discrepancy
score by:

1

StaiX2) = e Ento)k,

(11)

where k k; is the mean absolute error [35]. Here, S(; ) rep-
resents the approximate distribution distance between two
data. During training, we leverage this score to enhance
the distribution discrepancy between the original data and
generated data, as well as among different generated data,
improving the expansion of the training data distribution.
Training Objective. Since the parameters in ARC are
randomly initialized, our loss term in the style generation
module is only used to constrain PAA. To prevent semantic



information from distortion, we use the cross-entropy to en-
sure that the augmented data can be correctly predicted by
the model. Specifically, since the original and augmented
data correspond to different styles but share the same se-
mantic information, the model should assign them the same
label if it classifies based on semantic information.
1 X
Lee= CP(FCea))syi + 0 P(FCei2)syi s
i=1
where %1 = PAA( Xi; Q1);  xi2 = PAA( Xi;Q2);
(12)
where x; indicates input original data, ~ is the cross-entropy
loss, y; is the label for x;, and n is the number of available
data. The augmented data x;. 1 and x;. » are synthesized us-
ing different parameter sets Q1 and Qa, respectively. Next,
we maximize distribution discrepancies among the original
data x and different augmented data x;, %», encouraging
the generative model to consistently generate data that ex-
hibit large domain shifts relative to the original data and
previously generated data:

1 X

n i=1

Lg= S(xi; 13 Xi) + S(xi;2; Xi) + S(xi; 15 %i;2) -

(13)

Additionally, we use mean absolute error to compel the gen-
erative model to consistently generate data with pixel-level
discrepancies:
1 X
kxi; 1
i=1

i 2K, (14)

In summary, the overall objective is as follows:
Ls=Lee+ dlLg pLp; (15)
where g and , are the hyper-parameters.

3.2. Representation Learning Module

Benefiting from our style generation module, the represen-
tation learning module can be supervised by a simple cross-
entropy loss function and learn domain invariant represen-
tations. The loss for each sample pair is:

Lr :2::“:1 PRy T PR )y
X0
2 B Ex) Y

i=1
wherex; = ARC( %i.1; 1; 1); X' =ARC( %i2; 2; 2);
(16)

where x;” and x;* are synthesized from x; through distinct
parameters.

Table 1. Accuracy (%) of different methods on Digits. Each col-
umn title indicates the target domain.

Methods SVHN MNIST-M SYN USPS [ Avg.
ERM [15] 278 52.7 397 769 | 493
ADA [32]neuriPs 018 355 60.4 453 77.3 | 54.6
M-ADA [27]cver 020 426 67.9 490 785 | 595
ME-ADA [44]neurips °20 426 63.3 50.4 81.0 | 59.3
PDEN [20]cver 021 62.2 82.2 69.4 853 | 748
L2D [34]icey 21 62.9 87.3 637 840 | 745
NCDG [31]rpami 023 59.7 774 638 926 | 734
SADA [42]anal 23 68.5 75.6 729 893 | 76.6
Pro-RandConv [4]cver 023 69.7 82.3 79.8 937 | 814
UDP [10]ym 023 72.4 79.7 817 963 | 825
AdVST [45]anal 024 67.5 79.8 781 954 | 80.1
PSDG [40]kop 024 73.1 86.7 834 957 | 84.7
AdvFrequency [12]neurips 024 | 73.6 82.7 799 893 | 814
SAC 777 91.0 879 964 | 883

3.3. Training Pipeline

In real-world scenarios, since the styles of target domains
exhibit complexity, using a single generated domain may
not produce data with sufficient styles. To address this
limitation, we employ a progressively adversarial max-
min game to optimize the style generation and representa-
tion learning module. We use empirical risk minimization
(ERM) to pretrain the representation learning module with
original data. During training, we first fix the weights of
the representation learning module and train the style gen-
eration module S; using PAA and ARC to synthesize the
augmented data. Next, we fix the weights of the style gener-
ation module and utilize the original and augmented data to
optimize the representation learning module using Eq. (16).
This adversarial process is repeated several times until we
obtain K style generation modules fS;; Sy;:::; Sk gand a
trained representation learning module with good general-
ization ability. Finally, we use the representation learning
model to predict test data labels.

4. Experiments

4.1. Datasets and Implementations

To show the superiority of SAC for single domain gener-
alization, we conduct experiments on four datasets: Dig-
its [32], PACS [18], CIFAR10-C [13] and DomainNet [26].
Please see the supplementary material for more implemen-
tation details.

4.2. Comparison Methods

We compare SAC with 13 competitive methods, including
ERM [15], ADA [32], M-ADA [27], ME-ADA [44], PDEN
[20], L2D [34], NCDG [31], SADA [42], Pro-RandConv
[4], UDP [10], AdvST [45], PSDG [40], and AdvFrequency
[12]. Note that all baselines are compared using the same
structures and indicates our implementation.



Table 2. Accuracy (%) of different methods on PACS. Each col-
umn title indicates the source domain.

Methods Photo  Art Cartoon Sketch | Avg.
ERM [15] 42.0 709 76.5 53.1 | 60.7
ADA [32]neurips 018 417 6838 69.3 351 | 537
M-ADA [27]cver 020 431 68.0 719 339 | 54.2
ME-ADA [44]NeuriPs ©20 421 69.2 70.6 36.8 54.7
PDEN [20]cver 021 58.3 779 74.6 579 | 67.2
L2D [34]icev o1 523 769 779 53.7 | 65.2
NCDG [31]rpami 023 490 76.6 76.4 53.1 | 63.8
SADA [42]paar 023 512 778 769 57.8 | 66.2
Pro-RandConv [4]cyer 023 629 77.0 78.5 57.1 | 68.9
UDP [10]mm 023 56.7 77.1 776 575 | 67.2
AdVST [45]aaal 024 641 779 76.0 57.1 | 68.8
PSDG [40]kpp 024 62.1 782 78.3 63.0 | 70.4
AdvFrequency [12]neurips 024 | 58.4  75.7 78.6 58.9 67.9
SAC 617 79.2 79.2 64.6 | 71.2

4.3. Experimental Results

Comparisons on Digits. We evaluate the effectiveness of
SAC on the Digits dataset, as shown in Tab. 1. Compared to
the state-of-the-art baseline PSDG, SAC achieves an aver-
age accuracy of 88.3%, representing a 3.6% improvement.
This result demonstrates that SAC generates augmented
data with more diverse styles and captures more domain in-
variant representations than previous approaches. Notably,
SAC achieves the highest accuracy across all tasks, under-
scoring the effectiveness of our proposed PAA and ARC in
synthesizing complex styles, thereby facilitating the model
generalizing to the unknown domains. These remarked re-
sults indicate that SAC captures more generalizable infor-
mation than previous approaches, further highlighting the
advantage of both improving color and texture diversity.

Comparisons on PACS. Tab. 2 shows the experimental
results on PACS dataset, demonstrating the superior per-
formance of SAC compared to competing methods. We
first observe that SAC achieves a higher average accuracy
than the previous state-of-the-art method PSDG. Specif-
ically, SAC outperforms PSDG by an average of 0.8%,
which clearly demonstrates its effectiveness.  Notably,
SAC achieves impressive accuracy on the most challeng-
ing Sketch task, which uses simplistic images without back-
grounds as the training data. The impressive accuracy in
this task highlights the superiority of SAC. In addition, al-
though SAC performs a 2.4% lower accuracy in the Photo
task compared to AdvST, it achieves an overall average im-
provement of 2.4%, further demonstrating its enhanced gen-
eralizability relative to AdvST.

Comparisons on CIFAR10-C. As shown in Tab. 3, SAC
achieves state-of-the-art (SOTA) performance, significantly
outperforming competitors in accuracy. SAC demonstrates
notable improvements, achieving a high average accuracy
of 81.7%, which is a 1.6% increase over the previous SOTA
method, UDP. Furthermore, compared to UDP, our method
achieves substantial gains, with improvements of 3.9% for

Table 3. Accuracy (%) of different methods on CIFAR10-C under
different corruption categories at the level 5. Each column title
indicates the target domain.

Methods Weather Blur Noise Digit | Avg.
ERM [15] 67.3 56.7 30.0 623 | 54.1
ADA [32]neurips 018 727 67.0 40.0 66.6 | 61.6
M-ADA [27]cver o020 75.5 36.7 542 651 | 64.7
ME-ADA [44]neuriPs 020 74.4 714 66,5 70.8 | 70.8
PDEN [20]cver 021 78.6 767 786 731 | 76.8
L2D [34]iccv 021 76.0 702 733 720 | 729
NCDG [31]rpami 023 82.2 828 70.9 76.2 | 78.0
SADA [42]anar 023 79.1 824 714 784 | 77.8
Pro-RandConv [4]cver 023 77.8 786 76.8 80.7 | 785
UDP [10]mm 023 80.7 836 79.9 76.1 | 80.1
AdVST [45]aaal 024 81.5 784 765 794 | 79.0
PSDG [40]kpp 024 82.8 817 791 76.1 | 799
AdvFrequency [12]neurips 024 80.4 817 737 775 | 783
SAC 80.1 82.6 838 804 | 817

Table 4. Accuracy (%) of different methods on DomainNet. Each
column title indicates the target domain.

Methods Painting Infograph  Clipart Sketch  Quickdraw | Avg.
ERM [15] 38.3 14.0 35.3 22.9 21 225
ME-ADA [44]Neurips o20 39.0 14.0 41.0 253 43 247
PDEN [20]cvpr 021 39.0 13.1 38.9 29.7 47 25.1
L2D [34]icev o1 38.4 12.0 38.7 30.1 6.5 252
Pro-RandConv [4]cver 023 42.3 14.2 354 33.2 59 274
UDP [10]umwm o23 38.6 13.0 39.1 30.1 47 25.1
AdVST [45]paanal 024 423 14.8 415 30.8 59 27.1
PSDG [40]kpp 024 39.0 135 395 30.5 4.3 25.4
AdvFrequency [12]neurips 024 42.8 15.1 2.7 31.2 6.9 21.7
SAC 42.5 13.9 433 34.9 71 284

Noise and 4.3% for Digit. These impressive results high-
light the advantages of SAC.

Comparisons on DomainNet. To further evaluate the
superiority of SAC, we compare it with the recent methods
on the large-scale DomainNet benchmark. The results are
presented in Tab. 4. We can observe that SAC achieves the
highest average accuracy among all baselines. Additionally,
the methods that solely introduce Gaussian noise to improve
color diversity, such as UDP and PSDG, exhibit relatively
poor performance. We conjecture that generating images
with simplistic textures fails to simulate the complexity of
real-world images. While Pro-RandConv achieves compet-
itive accuracy by enhancing texture diversity, SAC still out-
performs it in terms of average accuracy. These results val-
idate the effectiveness of SAC, which simultaneously en-
hances both color and texture complexity.

4.4. Analysis Experiment

Ablation Study. We provide the ablation study on the Dig-
its dataset to evaluate the effectiveness of key components
in SAC, as shown in Tab. 5. Specifically, we introduce
some variants to analyze the contributions of SAC, ARC,
the Gaussian filter g, L4, and L ,. When we remove a com-
ponent, all others remain default settings. We first delete
ARC (SAC W/O ARC) to assess the effectiveness of pre-
serving object integrity. We observe that the performance



Table 5. Ablation study on Digits. Each column title indicates the
target domain.

Table 6. Accuracy (%) on Digits when SAC is applied to recent
methods as a plug-and-play component. Each column title indi-
cates the target domain.

Methods SVHN MNIST-M  SYN USPS | Avg.
SAC W/O ARC 64.1 79.1 75.1 927 | 717 Methods SVHN MNIST-M  SYN USPS | Avg.
SAC W/O PAA 74.9 85.3 86.0 96.1 | 85.3 PDEN [20] 62.2 82.2 69.4 853 | 74.8
SACW/O g 77.6 88.8 86.5 94.2 | 86.8 PDEN+SAC 73.8 86.7 815 90.1 | 83.0
SACW/O Ly 75.5 90.3 87.0 96.7 | 874 L2D [34] 62.9 87.3 63.7 84.0 | 745
SACW/O L, 74.9 89.7 86.7 96.7 | 87.0 L2D+SAC 59.8 82.2 706 931 | 764
SAC W/O Ada 76.3 90.5 855 954 | 86.9 PSDG [40] 73.1 86.7 834 957 | 84.7
SAC W/O Adamax 73.9 89.8 85.4 953 | 86.1 PSDG+SAC 75.8 90.8 85.0 96.3 | 87.0
SAC 77.7 91.0 87.9 96.4 | 88.3 RandConv [36] 62.1 87.9 639 844 | 746
RandConv+ARC 68.2 86.8 710 858 | 78.0
Pro-RandConv [4] 69.7 82.3 798 937 | 814
Pro-RandConv+ARC | 70.5 85.9 827 953 | 836

drops seriously, which indicates the harm of illogical tex-
tures. Next, to investigate the influence of PAA, we only
employ ARC (SAC W/O PAA) to generate images. The
lower accuracy compared to SAC suggests that focusing
solely on texture diversity is insufficient to enhance over-
all style diversity. We then remove the Gaussian filter g
(SAC W/O g) to evaluate its effectiveness in preserving
object integrity. The degraded performance demonstrates
that g can help maintain object integrity and prevent tex-
ture inconsistencies. Moreover, we see that eliminating L ¢
(SAC W/O Lg) or L, (SAC W/O L) would lead to infe-
rior performance compared to SAC, highlighting the impor-
tance of expanding the discrepancy at both the feature and
pixel levels. Finally, we remove Eqg. (9) (SAC W/O Ada)
and follow the settings in [4] by iterating the random con-
volutions T times, where T is sampled from the uniform
distribution U [1; 10]. The inferior accuracy indicates that
our proposed adaptive strategy effectively improves texture
diversity while preventing semantic distortion. To further
demonstrate its effectiveness in preserving semantic infor-
mation, we conduct an experiment in which T is fixed at 10
(SAC W/O Adamax ). The approximately 2% performance
drop confirms the importance of Eq. (9).

Complementarity with Other Approaches. SAC can
serve as a plug-and-play component to enhance the gener-
alizability of other methods. Specifically, we apply PAA
and ARC to the approaches of PDEN, L2D, RandConv, Pro-
RandConv, and PSDG, respectively. The experimental re-
sults on Digits are shown in Tab. 6. These results indicate
that ARC can serve as a general enhancer, improving the
generalizability of other methods. Notably, when we ap-
ply ARC to PDEN, we find that “PDEN+ARC” achieves an
8.1% improvement of average accuracy under default set-
tings compared to PDEN.

Comparative Analysis of Different Convolutions. In
Tab. 7, we evaluate the effectiveness of various convolution
types on the Digits dataset, including conventional convolu-
tion [17] (SAC-Conv), depthwise separable convolution [5]
(SAC-DSConv), wavelet convolution [8] (SAC-WTConv),
and deformable convolution [6] (SAC). SAC and its vari-
ants achieve outstanding performance, highlighting the ef-

Table 7. Performance comparison of different convolution on Dig-
its. Each column title indicates the target domain.

Methods SVHN MNIST-M SYN USPS | Avg.
SAC-Conv [36] 78.3 87.3 874 925 | 864
SAC-DSConv[5] | 787 89.1 87.4 924 | 869
SAC-WTConv [8] | 743 87.8 838 959 | 855
SAC 777 91.0 879 964 | 883

fectiveness of our proposed “Split-And-Combine” strategy.
Specifically, the conventional convolution and depthwise
separable convolution remain constrained to uniform grids,
limiting their ability to accurately capture object contours
and preserve object integrity. While the wavelet convolu-
tion expands the receptive field through wavelet transforma-
tion, it still extracts features within a uniform grid, making
it inherently constrained by grid boundaries. In contrast,
the deformable convolution overcomes these limitations by
allowing sampling points to deviate from a fixed uniform
grid, thereby capturing object shapes and structural details
more effectively and contributing to texture smoothing.

5. Conclusion

We present a novel “Split-and-Combine” method for single
domain generalization. Instead of applying style augmen-
tation to entire images, our method first performs patch-
aware augmentation, which conducts separate style gener-
ation to each patch of an image, enriching colors. Then,
we introduce adaptive random convolutions to enhance tex-
ture complexity while preserving object integrity. Through
these synergistic components, our model can synthesize
augmented data with different local colors and textures. Ad-
ditionally, we design an energy-based distribution discrep-
ancy score to assess distribution differences between the
original and augmented data, which can encourage SAC to
generate novel data with large distribution shifts. SAC con-
sistently achieves state-of-the-art performance across four
datasets, demonstrating the effectiveness of our method.
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