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(b) Dimension Trade-off Map

Prompt: A medium view of a river flowing 
strongly through a bunch of big black rocks. 
On left and right sides of the river, there are 
multiple trees that have dried out.

High Relation (0.71)
and High Realism (0.75)

High Relation (0.80)
and High Realism (0.87)

Prompt: A couple walking hand in hand, 
the man in the left of the woman with their 
shadows long behind them in the setting sun.

High Relation (0.70)
but Low Realism (0.25)

Low Relation (0.44)
but high Realism (0.76)

Correct Relation

High Realism

Low Realism

Wrong Relation

Trade-off !

i) Trade-off Analysis ii) Trade-off of Relation – Realism pairwise dimension

(a) Pairwise Dimensional 
Subset Results

iii) Fine-tuned output

Balance

Figure 1. Trade-off Overview. In Figure i), we use (a) Pairwise Dimensional Subset results and (b) Dimension Trade-off Map (DTM) to
uncover trade-offs among different dimensions. Figure ii) illustrates an example of the trade-off between Relation Alignment and Realism,
where each point represents an image generated by Janus-Pro [9], with the two axes indicating TRIGScores, our VLM-as-judge metric for
dimension-specific evaluation. The top image correctly aligns relations but lacks realism, while the bottom image has incorrect relations
(with male/female positions swapped) but higher realism, demonstrating the trade-off. In Figure iii), after fine-tuning on DTM, the generated
image demonstrates a mitigated trade-off.

Abstract

Model performance in text-to-image (T2I) and image-to-
image (I2I) generation often depends on multiple aspects,
including quality, alignment, diversity, and robustness. How-
ever, models’ complex trade-offs among these dimensions
have been rarely explored due to (1) the lack of datasets
that allow fine-grained quantification of these trade-offs,
and (2) using a single metric for multiple dimensions. To
address this gap, we introduce TRIG-Bench (Trade-offs
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in Image Generation), which spans 10 dimensions (Real-
ism, Originality, Aesthetics, Content, Relation, Style, Knowl-
edge, Ambiguity, Toxicity and Bias), contains 40,200 sam-
ples, and covers 132 Pairwise Dimensional Subsets. Fur-
thermore, we develop TRIGScore, a VLM-as-judge metric
that automatically adapts to various dimensions. Based
on TRIG-Bench and TRIGScore, we evaluate 14 cutting-
edge models across T2I and I2I tasks. In addition, we
propose the Relation Recognition System and generate the
Dimension Trade-off Map (DTM), which visualizes model-
specific capability trade-offs. Our experiments demonstrate
that DTM consistently provides a comprehensive under-
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standing of the trade-offs between dimensions for each type
of generation model. Notably, after fine-tuning on DTM,
the model’s dimension-specific impact is mitigated, and
overall performance is enhanced. Code is available at:
https://github.com/fesvhtr/TRIG.

1. Introduction
Modern generative models have revolutionized image synthe-
sis, from Text-to-Image (T2I) [8, 9, 32, 33, 55, 67, 68, 73] to
Image-to-Image (I2I) [6, 23, 33, 43, 46, 65, 77, 81, 82] gen-
eration. While such advanced models can generate adequate
images from complex prompts, balancing their performance
across multiple evaluation dimensions remains a significant
challenge. For example, as shown in Figure 1, Janus-Pro
[9] faces a complex trade-off between Realism and Relation
Alignment when optimizing image generation based on the
prompt. This raises an intriguing question: How do models
navigate multiple evaluation dimensions?

Benchmarks serve as essential tools for evaluating the
overall performance of models. However, existing Image
Generation benchmarks often focus on evaluating isolated
dimensions while neglecting the interplay between them.
T2I benchmarks (e.g., HEIM [34] and T2I-CompBench
[25]) evaluate multiple dimensions but lack cross-task ap-
plicability, failing to provide a comprehensive assessment;
meanwhile, I2I benchmarks (e.g., InstructPix2Pix [6] and
TEdBench [29]) primarily focus on editing precision while
overlooking other critical aspects of image generation. This
limitation arises mainly from two key issues: 1) Lack of
datasets for dimensional trade-offs: Existing benchmarks
fail to quantify how different dimensions interact, due to
the absence of datasets explicitly designed for paired di-
mension analysis. For instance, existing benchmarks lack
prompts that simultaneously investigate style and spatial
alignment (e.g., “a comic style painting of a castle in the left
of a river”), hindering the systematic analysis of trade-offs
between dimensions. 2) Using a single metric for multiple
dimensions: Prevailing benchmarks mainly employ single
metric to assess distinct dimensions (e.g., CLIPScore [19]
for both Alignment and Reasoning in HEIM). This issue
overlap distorts evaluations, as improvements in one aspect
may mask degradations in another.

To bridge these gaps, we propose a novel benchmark
called TRIG-Bench (Trade-offs in Image Generation),
which is specifically designed to reveal and analyze the
trade-offs between various dimensions in image generation.
TRIG-Bench contains 40,200 prompt sets that encompass
both T2I and I2I tasks. The dataset systematically defines
4 primary classes with 10 dimensions, further divided into
132 pairwise dimensional subsets for in-depth trade-offs
analysis across different tasks. Moreover, we introduce
a novel VLM-as-Judge dimension-specific metric named

TRIGScore, which utilizes effective prompting strategies to
individual evaluation dimension, enabling more precise and
independent assessments.

Using TRIG Dataset and TRIGScore, we benchmark 14
state-of-the-art generative models. To systematically ana-
lyze trade-offs across evaluation dimensions, we introduce
the Trade-off Relation Recognition System, which consists
of two key components: 1) Through correlation analysis,
we categorize trade-offs between dimension pairs into four
types: Synergy, Bottleneck, Tilt and Dispersion; 2) Based on
these trade-off patterns, we construct the Dimension Trade-
off Map (DTM), which visualizes the interactions among
dimensions and provides actionable insights for model per-
formance optimization. Moreover, we verify that models
fine-tuned using the DTM demonstrate substantial improve-
ments in dimensional evaluations and achieve more balanced
performance across various tasks. The key contributions of
this work are as follows:
1) New Dataset: We create TRIG-Bench, which covers
both T2I and I2I tasks. It comprises 10 dimensions and 132
pairwise dimensional subsets.
2) Novel Metric: We propose TRIGScore, leveraging
VLMs to enable precise evaluation of individual dimensions.
3) Comprehensive Evaluation with Trade-off Analysis:
We conduct extensive experiments on 14 generative models.
We also use the Trade-off Relation Recognition System
and DTM for a detailed analysis of how these dimensions in-
teract, aiming to optimize model performance across various
dimensions.

2. Related Work
Image Generation Benchmarks. T2I benchmarks have
evolved from early dataset-driven evaluations [12, 14, 15, 40,
51], which focused on simple object and attribute binding.
Holistic benchmarks [34, 34, 47] introduce multidimensional
evaluations that fail to reveal critical flaws in the model’s se-
mantic understanding.. Recently, T2I-CompBench [24, 25]
and MJ-Bench [10] have shifted towards compositional T2I
generation, improving attribute binding and object relation-
ships. GenAI-Bench [35] further extends evaluation to multi-
level reasoning, enhancing assessment of logical reason-
ing and causal inference. For I2I Benchmarks, such as
[6, 27, 29, 60, 61, 74] primarily focused on Local Editing,
where textual instructions modified specific image regions.
However, these benchmarks often neglected global attribute
adaptation. More recent efforts, such as EditBench [39],
EMU-Edit [54], and HQ-Edit [26], have expanded editing
tasks, enabling fine-grained local control while establish-
ing a comprehensive evaluation framework. Additionally,
human feedback mechanisms, as seen in HIVE [76] and
HumanEdit [2], enhance the semantic consistency between
editing instructions and generated images. Despite these
advancements, existing benchmarks still evaluate each task
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Benchmark Task # Pmts. / Edits # Dim. IQ. TA. D. R. Trade-off Analysis

HEIM [34] T2I 500k 12 ✓ ✓ ✓ ✓ ✗
HRS-Bench [3] T2I 45k 5 ✓ ✓ ✗ ✓ ✗
T2I-CompBench [25] T2I 6k 2 ✗ ✓ ✗ ✗ ✗
GenAI-bench [35] T2I 1.5k 2 ✗ ✓ ✗ ✗ ✗

InstructPix2Pix [6] I2I 313k 1 ✓ ✗ ✗ ✗ ✗
TEdBench [29] I2I 0.1k 2 ✓ ✓ ✗ ✗ ✗
HQ-Edit [26] I2I 197k 2 ✗ ✓ ✗ ✗ ✗
HumanEdit [2] I2I 5.9k 2 ✓ ✓ ✗ ✗ ✗

TRIG (ours) T2I & I2I 40.2k 10 ✓ ✓ ✓ ✓ ✓

Table 1. Comparison between TRIG and other existing benchmarks. TRIG is the first benchmark to encompass both T2I and I2I tasks,
specifically designed for trade-off analysis across evaluation dimensions. Here we clarify the abbreviation in the table. # Pmts. / Edits
means the number of prompts or (and) edits. (13.2k prompts for T2I and 27.0k prompts for I2I). Evaluation dimensions: IQ. for Image
Quality; TA. for Task Alignment; D. for Diversity; and R. for Robustness.

in isolation, overlooking interactions between different di-
mensions within the prompt.
Image Generation Metrics. Dimension-specific Metrics
refer to a comprehensive collection of indicators specifically
designed to quantify and benchmark individual capabilities
of image generation models by decoupling multifaceted eval-
uation dimensions. Perceptual metrics [20, 28, 52, 63] em-
ploy pre-trained neural networks to assess the visual fidelity
and perceptual quality of generated images. Additionally,
metrics for Originality [34, 53], Aesthetics [34, 53], and
Robustness, including dimensions such as Toxicity [44, 53]
and Bias [5, 12], serve as fundamental criteria in bench-
mark evaluations for generative models. However, these
metrics primarily focus on isolated attributes and often fail
to capture the holistic or semantic alignment between text
and image content. To overcome this limitation, CLIP-
Score [19] was introduced as a foundational text-image align-
ment metric, computing cosine similarity between image
and text embeddings. However, its global feature aggrega-
tion treats text as a “bag-of-words” representation, restrict-
ing its ability to capture compositional semantics and finer-
grained correspondences [56, 72, 78]. Recently, a series
of works under Assisted-alignment Metrics propose exter-
nal auxiliary mechanisms for more fine-grained and inter-
pretable semantic alignment evaluation. Human-feedback
Metric [30, 66, 70, 75] finetunes VLMs on human prefer-
ence datasets to align scoring with human judgment. Mean-
while, LLM-Parsed Metric [11, 21, 37, 71] leverages LLMs
such as ChatGPT to decompose text prompts into struc-
tured sub-components like QA pairs, enabling fine-grained
verification via specialized models. Building on this, VLM-
Reasoning Metric [13, 22, 41, 42] utilizes LLMs to trans-
form text prompts into workflows that guide VLMs for hi-
erarchical text-to-image alignment. Lastly, our TRIGScore
also draws upon VLM-based models, which serves as a
dimension-specific form of “VLM as judgment.” We employ
a VQA model (Qwen2.5-VL [59]) to compute the generative
likelihood of P

(
(prompts or/and edits), Dim | image

)
.

3. TRIG-Bench
3.1. Evaluation Dimensions
Based on HEIM [34] (a comprehensive T2I multi-
dimensional benchmark), we design 4 primary classes and 10
dimensions, aiming to uncover potential interactions among
them. Detailed definitions are provided in Table 2 and A.1.

Dimension Sub-dimension Definition

Image
Quality

Realism Similarity between the generated images
(IQ-R) and those in the real world.

Originality Novelty and uniqueness in
(IQ-O) the generated images.

Aesthetics Aesthetic level of the generated
(IQ-A) images for people visually.

Task
Alignment

Content Alignment of the image’s main objects and
(TA-C) scenes with those specified in the prompt.

Relation Alignment of the image’s spatial and semantic
(TA-R) logical relationships between humans and

objects with those specified in the prompt.

Style Alignment of the image’s style (scheme and
(TA-S) aesthetic) with that specified in the prompt.

Diversity

Knowledge Ability to generate images with complex
(D-K) or specialized knowledge.

Ambiguity Ability to generate images based on
(D-A) prompts that are ambiguous or abstract.

Robustness

Toxicity The extent to which the generated images
(R-T) contain harmful or offensive content.

Bias The extent to which the generated images
(R-B) exhibit biases.

Table 2. Evaluation Dimensions and Definitions.

3.2. Pairwise Dimensional Subsets
Design Principles. To facilitate better understanding of
trade-offs among dimensions, we need to ensure that each
prompt set effectively covers the specific dimension pair we
aim to evaluate. Thus, to enable a fine-grained quantitative
analysis, we construct the Pairwise Dimensional Subsets by
fully pairing all 10 dimensions across the three tasks. In
each subset, the carefully designed prompts will guide the
model to focus on the specific two dimensions, where we
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Logits

Probabilities

{𝑆′!"#$, 𝑆′%$#&}

DimensionSub-Prompts

Source Image

1st Stage: Caption
The rolled washcloth has a 
plush, fluffy texture with 
neatly curved edges, 
giving it a clean and 
inviting appearance. The 
white color signifies 
freshness and hygiene. 

i) Dataset Construction ii) Metric Computation

A folded and colourful washcloth 
interacting with light, its texture 
highlighted by subtle shadows on 
the marble surface, harmonizing 
with the chrome faucet at the 
back and echoing the room in the 
mirror's reflection  

Subject Item

Pairwise Dimensional Subset 𝐷!"#$,&$#'

iii) Trade-off Analysis

Dimension Tradeoff Maps (DTM)

𝑻𝑨 − 𝑹

a) Effective use of color 
contrast and gradients.
b) Cohesion between 
foreground and 
background elements.
c) … …

a) Coherent spatial 
positioning of objects 
and subjects
b) … …

𝑰𝑸 − 𝑨

𝑻𝑨 − 𝑹

𝑰𝑸 − 𝑨

Trade-off Relation 
RecognitionPrompt 𝑝

···

1) Synergy
2) Bottleneck
3) Tilt
4) Dispersion

··· ···

𝑰𝑸 − 𝑨

𝑻𝑨 − 𝑹

𝑰𝑸 − 𝑨

𝑻𝑨 − 𝑹

Figure 2. TRIG Framework. Figure i) shows the pairwise dimensional subset construction pipeline. Figure ii) illustrates the TRIGScore
evaluation pipeline. Given a prompt and generated image, the VLM is queried for a specific dimension with the instruction: “You need to
evaluate the {image} generated from {prompt}, focus on {dimension} and select one of these ratings as your evaluation: {rating tokens}.” In
this example, G denotes Good; M denotes Medium; B denotes Bad in the token set. After logits are filtered by the predefined rating tokens,
it is transformed into stable probability distributions via softmax, then mapped and weighted into robust, confidence-aware dimensional
scores. Figure iii) highlights the Trade-off analysis of the scatter plots obtained after the model is evaluated by TRIGScore, first employing
Relation Recognition to identify each set of pairwise dimensions (4 types), and ultimately generating the Dimension Trade-off Map.

aim to quantify the interaction. By analyzing all subsets, we
can further uncover the global trade-off pattern.
Pre-processing. TRIG’s original prompts and images are
selected in two steps to ensure a systematic and compre-
hensive approach. 1) Task Collection: We collect original
captions from MSCOCO [40], Flickr [48], and Docci [45]
for text-to-image task, and for image-editing and subject-
driven generation tasks, we select image-prompt pairs from
X2I [67], OmniEdit [64] and Subject200K [80]. 2) Image
Processing: In the I2I tasks, original or subject images play
a crucial role. We input original images into GPT-4o [1] for
quality assessment, ensuring they meet necessary criteria for
image-editing and subject-driven generation tasks.
Prompt Annotation. Our annotation follows a multi-stage
process to ensure quality, with details on the procedure and
dataset examples provided in Figure 3 and Appendix A.3.
1) For each dimension, we manually create a list of com-
ponents fit the dimension’s features, which we called Sub-
prompts (reference to existing datasets [18, 38, 45, 64, 80]).
2) For T2I, we use a semi-automated annotation process.
For structured dimensions like Style, prompts are generated
by combining the Sub-prompts with the source captions in
varied ways; for content-sensitive dimensions such as Con-
tent Alignment, GPT-4o refines the source captions based on
the Sub-prompt; for dimensions requiring human judgment
like Toxicity, we first expand prompts using DeepSeek [17]
before manually refining them for final adjustments.
3) In the I2I task, we provide GPT-4o with the dimension def-
initions and the corresponding Sub-prompts, incorporating
either the source image or the subject item image as addi-
tional visual input. GPT-4o first generates a caption, then,
based on it, formulates editing or subject-driven prompts that

match the dimension pairs.
Quality Control. To ensure the quality of the Pairwise Di-
mension Subsets, we performed a careful manual screening
process, verifying that each set of prompts or edits indeed
contains information pertinent to the corresponding two di-
mensions. The whole process was conducted by 10 annota-
tors (6 Males and 4 Females, aged 20–25, 2 months). Details
are shown in Appendix A.3.

3.3. Dataset Statistics
TRIG-Bench comprises 40,200 high-quality prompt sets
across 132 Pairwise Dimensional Subsets, covering 3 tasks:
Text-to-image: 13,200 extensive prompts in 42 subsets.
Image-editing: 13,500 image-prompt pairs in 45 subsets,
covering diverse editing scenarios and patterns.
Subject-driven Generation: 13,500 subject-prompt pairs
in 45 subsets, spanning 205 unique subject items.
Each prompt set covers a dimension pair, with two sub-
prompts specifying dimensional features, totaling over 80k
sub-prompts for dataset expansion and evaluation.

4. TRIG Metrics

4.1. TRIGScore
In order to fairly and efficiently evaluate across specific di-
mensions in different tasks, we introduce vision language
models (VLMs) as evaluators and propose a novel VLM-as-
Judge metric, TRIGScore, which assesses the dimensional
performance of generated images by leveraging VLM’s un-
derstanding and reasoning capabilities.

Since VLMs cannot provide granular and stable numer-
ical evaluations through textual responses [16], instead of
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A black metal round light fixture hangs 
from a black chain inside a white tent. 
Made of open metal circles, it holds three 
clear, unlit bulbs pointed in different 
directions. Gray marks and smears appear 
on the tent above, where light shines on the 
right and behind the fixture.

Modify the sunglasses to 
look like vintage aviator 
goggles and change the 
greenery into an open-
air aircraft museum with 
planes and exhibits.

Create a concept for a next-generation 
wearable device that integrates health 
monitoring with augmented reality

An individual is in the open view in 
the picture in a cubist style.

Replace the store with an 
antique bookstore. 
Transform the red roadster-
style vehicle into a futuristic 
hover car. Adjust pedes-
trians' attire to a mix of 
modern and vintage styles.

Modify the chart titled 
'TRAP THE JAP!' to 
display bar graphs 
instead of lines and dots, 
while maintaining the 
black and white palette 
and historical theme.

An Eames Lounge Chair 
with floating potted 
plants that defy gravity, 
suggesting a dream-like 
state in the modern room.

A Xenopus Frog in full 
leap surrounded by vivid 
sunset hues, where every 
water droplet is a prism of 
light, showcasing motion 
and environment.

A raven perched on a 
snow-draped branch in 
close-up, showcasing 
the gloss of its feathers 
with intricate ice 
crystal formations 
nearby.

Figure 3. Qualitative examples from the TRIG Dataset illustrating different Pairwise Dimensional Subsets. Model performance on
these subsets is evaluated using CLIPScore, TRIGScore, and human ratings for metric comparison. Traditional metrics like CLIPScore
is impossible to generate scores for different dimensions. TRIGScore built on the VLM-as-Judge framework, is dimension-specific,
effectively compares pairwise dimensions. (1) The directional arrows in each group signify consistent alignment between TRIGScore and
Human Evaluation at the pairwise dimension level. (2) The medal icons indicate that within the same dimension, TRIGScore maintains a
high degree of agreement with Human Evaluation.

relying solely on text or tokens, we aggregate the full logits
probability distribution to compute a soft score, ensuring
robustness and informativeness, as shown in Figure 2 ii).

For each sample from subset D we feed the task descrip-
tion, generated image, prompt, and specific dimensional
evaluation criteria into the VLM, instructing it to evaluate
the degree from a set of predefined rating tokens. Formally,
let the token set be T = {t1, t2, . . . , tn} where ti represents
a semantic rating (e.g., “Good”, “Medium”, “Bad”).

The model output is provided in the form of logits, which
can be expressed as L = {(x, z(x)) | x ∈ V}, where V
denotes the set of all possible tokens and z(x) is the logit
associated with token x. We select those rating tokens from
L that satisfy x ∈ T , forming the candidate token set as
U = {(t, z(t)) ∈ L | t ∈ T }. For each candidate token t in
U (with corresponding logit z(t)), the softmax function is

applied to convert the logits into normalized probabilities:

p̃(t) =
exp(z(t))∑

t′∈U exp(z(t′)) + ϵ
(1)

Define a mapping function s(t) that assigns each rating token
t a numerical weight, In a linear mapping case, we define:

slinear(ti) =
i− 1

n− 1
, i = 1, . . . , n

Using this s(t), the weighted sum of the normalized proba-
bilities is computed to obtain a preliminary score:

S =
∑
t∈U

s(t)p̃(t) (2)

To account for model uncertainty, we use a confidence
weight C and define the final score S′as:

C = max
i

p̃(ti), S′ = C · S (3)
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TRIGScore captures the model’s confidence in predicting
each predefined rating token. Instead of relying solely on
textual score outputs, TRIGScore converts raw logits into
a stable probability distribution, ensuring numerical robust-
ness. By employing the predefined score mapping function,
the contribution of each rating token can be flexibly quanti-
fied, which enhances the interpretability of the performance.
More detailed implement can be found in Appendix B.

4.2. Qualitative analysis with Human Consistency
To facilitate comparison, TRIG-Bench incorporates estab-
lished evaluation metrics across key dimensions such as
CLIPScore [19]. To further validate the reliability of
TRIGScore, we conduct a human evaluation by sampling
100 examples from each task (FLUX [32] for text-to-image,
HQEdit [26] for image-editing, and Omnigen [67] for
subject-driven generation). Each image is rated by 10 partic-
ipants on a [0,1] scale. As shown in Figure 3 (9 out of 300
samples of average ratings from 10 annotators, 6 Males and 4
Females), TRIGScore demonstrates strong consistency with
human judgment, confirming its effectiveness as a robust
evaluation metric.

5. Correlation Analysis Methodology
5.1. Trade-off Relation Recognition System
As shown in Figure 4, Let M1 and M2 be two dimensions,
and let P = {(x1, y1), ..., (xn, yn)} be the set of paired
measurements where xi and yi represent the values of M1

and M2 for the i-th sample respectively. We define Synergy
Region RS (green area) where both dimensions exceed the
synergy threshold (θs):

RS = {(x, y) ∈ P |x ≥ θs and y ≥ θs} (4)

Synergy density Ds is then calculated as: Ds = |RS |/|P |
We define Bottleneck Region RB (red area) as the area
where both dimension under the bottleneck threshold θb:

RB = {(x, y) ∈ P |x ≤ θb and y ≤ θb} (5)

Bottleneck density Db is then calculated as: Db = |RB |/|P |
The remaining area is defined as Trade-off Region RT (yel-
low area). For any pair of dimensions (M1,M2), we com-
pute their correlation coefficient ρ using Spearman’s rank
correlation. Let l(x) be the linear regression line of ρ. We de-
fine: Na = |{(xi, yi) ∈ RT |yi > l(xi)}|: number of points
above the regression line. Nb = |{(xi, yi) ∈ RT |yi <
l(xi)}|: number of points below the regression line. We
identify 4 types of trade-off R between dimension-pair:
1) Synergy represents a relationship in which two dimen-
sions consistently improve together: a high proportion of
data points fall in the Synergy Region (Figure 4 i).
2) Bottleneck represents a relationship in which both dimen-
sions are limited: a high proportion of data points fall in the

i) Synergy ii) Bottleneck

iii) Tilt iv) Dispersion

Figure 4. Trade-off type examples.
bottleneck region (Figure 4 ii).
3) Tilt represents a relationship in which a high score in one
dimension often comes with a low score in the other: a high
proportion of data points fall on one side of the regression
line (Figure 4 iii).
4) Dispersion represents a relationship where the perfor-
mance of the two dimensions is dispersed: in the Trade-off
Region, there is no linear relationship (or negative correla-
tion) between the two dimensions (Figure 4 iv).

The relationship R classification is determined as follows:

R(M1,M2) =


Synergy if Ds ≥ δs

Bottleneck if Db ≥ δb

Tilt if |Na|
|Nb| ≥ τd

Dispersion Other and ρ ≤ δt

(6)

where δs and δb are the correlation thresholds for synergy
(0.8) and bottleneck (0.5) relationships respectively. τd (1.5)
for the tilt ratio threshold, and δt (0.7) for the dispersion
correlation threshold.

5.2. Dimension Trade-off Map (DTM)
Based on 4 types of relationships between pairwise dimen-
sions, we can obtain the dimension trade-off map (DTM)
using the clustering method. DTM is helpful to explore the
dimensional relationship in both at the model level and task
level. More details are shown in Figure 5 and Figure 6.

6. Experiments
6.1. Experiment Setting
The image generation process and experiments are conducted
on a computing server equipped with 4 NVIDIA A100 80G
GPU, TRIG Score computation is served by vLLM [31].
Model Zoo. We evaluate 14 recent image generation models
(Table 3), covering various tasks, sources, structures, sizes,
and accessibility, all deployed with default settings (see C.1).

17261



Image Quality Task Alignment Diversity Robustness
Model Realism Originality Aesthetics Content Relation Style Knowledge Ambiguity Toxicity Bias

- Text-to-image Realism Originality Style Ambiguity

FLUX [32] 0.66 0.66 0.72 0.68 0.69 0.57 0.49 0.50 0.46 0.54
DALL-E 3 [55] 0.70 0.82 0.80 0.77 0.75 0.80 0.66 0.67 0.48 0.91
Janus-Pro [9] 0.68 0.73 0.72 0.69 0.69 0.63 0.56 0.60 0.33 0.44
OmniGen [67] 0.64 0.67 0.70 0.64 0.63 0.60 0.46 0.53 0.37 0.60
PixArt-Σ [8] 0.66 0.73 0.75 0.68 0.66 0.72 0.55 0.62 0.38 0.48
SD3.5 [57] 0.67 0.71 0.73 0.70 0.68 0.69 0.57 0.60 0.36 0.44
Sana [68] 0.57 0.70 0.71 0.64 0.63 0.69 0.49 0.58 0.35 0.48
Sana (w/ DTM) 0.60 0.72 0.72 0.65 0.67 0.70 0.50 0.62 0.37 0.66
- Image-editing Realism Originality Style Toxicity

FreeDiff [65] 0.59 0.58 0.63 0.50 0.51 0.58 0.46 0.54 0.59 0.87
InstructP2P [6] 0.59 0.60 0.66 0.54 0.53 0.59 0.45 0.54 0.55 0.81
OmniGen [67] 0.69 0.74 0.75 0.66 0.65 0.72 0.57 0.65 0.59 0.86
HQEdit [26] 0.70 0.73 0.74 0.64 0.63 0.72 0.59 0.66 0.63 0.97
HQEdit (w/ DTM) 0.72 0.74 0.74 0.64 0.66 0.72 0.61 0.71 0.64 0.98
- Subject-driven Generation Originality Style Knowledge Ambiguity

Blip-diffusion [37] 0.47 0.45 0.49 0.38 0.40 0.41 0.38 0.36 0.53 0.74
SSR-Encoder [77] 0.52 0.50 0.56 0.43 0.44 0.45 0.41 0.40 0.58 0.82
OmniGen [67] 0.68 0.71 0.74 0.66 0.63 0.63 0.57 0.52 0.62 0.96
OminiControl [58] 0.65 0.67 0.70 0.64 0.60 0.58 0.55 0.50 0.52 0.91
FLUX-IP-Adapter [69] 0.72 0.75 0.77 0.70 0.66 0.66 0.61 0.55 0.65 0.89
FLUX-IP-Adapter (w/ DTM) 0.72 0.78 0.79 0.71 0.67 0.66 0.62 0.66 0.67 0.93

Table 3. TRIG-Bench Results. All calculated by TRIGScore. The highlighted colors represent trade-off relation: blue indicates dispersion;
green and red signify a tilt (performance leaning toward green); and purple indicates a bottleneck.

Synergy (i): Content and Originality
Synergy (ii): Style and Aesthetics
Bottleneck (i): Realism and Toxicity
Bottleneck (ii): Style and Toxicity
Tilt (i): Realism to Style
Dispersion (i): Realism and Ambiguous
Dispersion (ii): Originality and Realism

Ambiguity 

Style

Originality

Content

Toxicity

Bias

Knowledge

Aesthetics
Relation

Realism

(c)  DTM of Overall Editing

(a)  DTM of Sana (T2I)

Realism
Knowledge

Style
Originality

Content

Toxicity

Bias

Ambiguous Aesthetics

Relation

Synergy (i): Originality & Content & Realism
Synergy (ii): Originality & Aesthetics & Content
Bottleneck (i): Realism & Toxicity & Knowledge
Bottleneck (ii): Originality & Toxicity
Tilt (i): Realism to Style
Dispersion (i): Realism and Ambiguous
Dispersion (ii): Realism and Relation

Synergy (i): Originality, Content and Realism
Synergy (ii): Originality and Aesthetics
Bottleneck (i): Realism and Toxicity
Bottleneck (ii): Knowledge and Toxicity
Tilt (i): Realism to Style
Dispersion (i): Realism and Ambiguous
Dispersion (ii): Realism and Relation

Realism

Ambiguity 

Style

Originality

Content

ToxicityKnowledge

Bias

Aesthetics

Relation

Synergy (i): Content and Style
Synergy (ii): Style and Aesthetics
Bottleneck (i): Knowledge and Ambiguity
Bottleneck (ii): Realism and Toxicity
Tilt (i): Realism to Style
Dispersion (i): Realism and Ambiguous

(d)  DTM of Overall Subject-Driven

Realism
Knowledge

Style
Originality

Content

Toxicity

Bias

Ambiguity Aesthetics

Relation

Synergy (i): Originality, Content and Realism
Synergy (ii): Originality and Aesthetics
Bottleneck (i): Realism and Toxicity
Bottleneck (ii): Knowledge and Toxicity
Bottleneck (iii): Content and Toxicity
Tilt (i): Realism to Style
Dispersion (i): Realism and Ambiguous

Realism

Ambiguity 

Style

Originality

Content

ToxicityKnowledge

Bias

Aesthetics

Relation

(b)  DTM of SD3.5 (T2I)

Figure 5. Overall Dimension Trade-off Map of T2I.

Metric Zoo. For TRIGScore, we use Qwen2.5-VL [59] as
the base model, also we support other VLMs like GPT4o [1]
and LLaVA-OneVision [36]. Besides, we implement several
general or specific metrics as described in 4.2. In Table 3,
we show the results of model zoo on TRIG-Bench.

6.2. Trade-off Analysis
Through rigorous analysis of cross-dimension trade-off pat-
terns using DTM, we uncover systematic relationships at

both model-intrinsic and task-extrinsic levels. The synthe-
sized overall T2I DTM (as shown in Figure 5), supported by
quantitative evidence in Table 3 and Appendix C.2, reveals
three critical insights that transcend individual model evalua-
tions. Our findings demonstrate TRIG’s unique capability in
simultaneously validating established metric correlations and
exposing previously overlooked optimization challenges.
Synergy from Conventional Evaluation Constraints. Our
findings demonstrate that the observed synergy among Re-
alism, Originality, and Content stems fundamentally from
the historical limitations of T2I evaluation protocols. These
three dimensions precisely correspond to the only quanti-
tatively measurable axes in mainstream benchmarks: FID
(Realism), Watermask (Originality), and CLIPScore (Con-
tent). The interdependence reflects a self-reinforcing cycle
where model optimization becomes confined to measurable
dimensions, while unquantified capabilities remain underde-
veloped. This metric-driven bias originates from standard
training paradigms: models are inherently incentivized to
prioritize loss functions aligned with existing metrics (e.g.,
CLIP-guided objectives for Originality), creating artificial
correlations between measurable dimensions. Consequently,
the technical maturity in these areas primarily manifests as
overfitting to conventional evaluation frameworks rather than
genuine multidimensional advancement.
Intuitive Trade-off in Creative Constraints. The observed
inverse correlation between creative uniqueness and stylistic
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expressiveness highlights an inherent constraint in gener-
ative capability. Models prioritizing original content gen-
eration tend to suppress nuanced stylistic rendering, due
to the resource competition between maintaining semantic
novelty and allocating capacity for style embeddings. This
phenomenon stems from the fundamental limitation of la-
tent space organization, where increased emphasis on novel
concept synthesis reduces the model’s ability to preserve
fine-grained stylistic patterns from training data.
Dispersion Effect in Competing Objectives. The diver-
gent performance between precision-oriented and ambiguity-
tolerant capabilities demonstrates a critical optimization
boundary. The inverse relationship between realism and
ambiguity prompt handling suggests models adopt conserva-
tive generation strategies when faced with uncertain inputs,
prioritizing safety over authenticity. This originates from
the inherent conflict in probabilistic modeling: enhancing
deterministic output quality (realism) requires reducing the
solution space, while accommodating ambiguity necessitates
broader distribution coverage, creating an irreconcilable ten-
sion in current architectures.
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Figure 6. DTM result of Model Zoo.

6.3. Fine-tune with DTM
DTM serves as an effective guide for balancing multiple
dimensions in generative image modeling, we explore two
strategies: 1) Motivated by [7], we regenerate a base train-
ing set Dbase that conforms to the TRIG standard, ensur-
ing coverage across the target dimensions to be optimized.
We then perform an evaluation over Dbase to derive a DTM
MDTM. Based on a predefined threshold τ , we select a subset
of dimension-balanced samples Dtrain to construct the final
training set for standard model fine-tuning. 2) Inspired by

DALL·E 3 [4], we employ a prompt engineering approach
to achieve efficient dimension balancing. Specifically, we
utilize the DTM derived from the model’s performance on
the TRIG result to construct system messages, guiding GPT-
4 [1] to refine prompts for optimized generation outputs.
The results in Table 3 show that prompt with DTM signifi-
cantly improves cross-dimension capabilities. Furthermore,
we give a visualization shown in Figure 7, which illustrate
how fine-tuning effectively mitigates undesirable trade-off.

FLUX FLUX (after fine-tuning)

Realism

Style

Realism

Style

Figure 7. Fine-tuning mitigates the tilt trade-off.

6.4. Ablation Experiments

Model Align. Qual. Aes. Ori. Rea. Know. Bias Tox.

SD v3.5 0.24 0.29 0.60 0.61 0.26 0.25 0.50 0.38
SD v3.5 (w/ DTM) 0.25 0.30 0.61 0.65 0.29 0.33 0.60 0.55

Table 4. Ablation Experiment on HEIM Dataset. The dimen-
sions are Alignment, Quality, Aesthetics, Originality, Reasoning,
Knowledge, Bias, and Toxicity. Detailed definitions (tiny differ-
ence with TRIG) please refer to HEIM [34] and C.3.

We conduct an ablation study of DTM on multi-
dimensional T2I benchmark — HEIM with the same test
set and metrics. Our results (in Table 4) show that after
fine-tuning on DTM, it exhibits improvements across all di-
mensions in subtleness (≤ 0.17), indicating that CLIPScore
is insufficient for cross-dimensional measurement.

7. Conclusion and Future Work
In this paper, we introduce TRIG, a novel multi-dimensional
benchmark that reveals the trade-offs between diverse dimen-
sions of image generation in both T2I and I2I tasks. Our Di-
mension Trade-off Map (DTM) and TRIGScore effectively
disentangle different dimensions, providing more holistic
evaluation and actionable insights for model optimization.
Through comprehensive experiments on fourteenth gener-
ative models, we demonstrated that fine-tuning with DTM
achieves significant and balanced improvements in multi-
dimensional performance. Moving forward, we foresee a
paradigm shift in the evaluation of image generation: rather
than confining evaluation to a single dimension or isolated
metric, TRIG paves the way for a richer, multi-dimensional
perspective. By providing an integrated framework that con-
nects diverse evaluation criteria, TRIG lays the groundwork
for developing generative models that perform well not only
on individual metrics but also in their nuanced trade-offs.
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