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Figure 1. Mesh generation process of VertexRegen (coarse-to-fine process) vs. previous work (partial-to-complete process). Prior work
generates meshes face by face, with the step count corresponding to the face count in the figure. In contrast, VertexRegen produces meshes
with a continuously increasing level of detail, where each step yields a valid mesh M.

Abstract

We introduce VertexRegen, a novel mesh generation frame-
work that enables generation at a continuous level of de-
tail. Existing autoregressive methods generate meshes in
a partial-to-complete manner and thus intermediate steps
of generation represent incomplete structures. VertexRegen
takes inspiration from progressive meshes and reformulates
the process as the reversal of edge collapse, i.e. vertex split,
learned through a generative model. Experimental results
demonstrate that VertexRegen produces meshes of compa-
rable quality to state-of-the-art methods while uniquely of-
fering anytime generation with the flexibility to halt at any
step to yield valid meshes with varying levels of detail.

1. Introduction

Meshes are essential for 3D asset representation and are
widely used in industries such as film, design, and gam-
ing due to their compatibility with most 3D software and

*Work conducted while the author was an intern at Meta.
Project page: https://vertexregen.github.io

hardware. However, manually creating high-quality meshes
is costly and time-consuming, prompting extensive re-
search into automated 3D content creation. Largely, these
approaches have used alternative representations such as
neural fields [11, 27, 31, 38], voxels [34, 51] or point
clouds [54, 59] which are later post-processed to meshes
instead of direct mesh modeling. Unfortunately, these
post-processed meshes often exhibit poor topology, over-
tessellation, and artifacts, lacking the quality of artist-
crafted meshes.

Recently, there has been a surge of approaches that di-
rectly generate meshes, using autoregressive models to rep-
resent meshes as sequences of triangles [2—4, 15, 37, 43].
These methods capture the high-fidelity and aesthetic qual-
ities of artist-created works without the need for post-
generation conversion. Although significant progress has
been made in improving tokenization schemes [2, 4, 37] and
network architectures [15], these approaches do not funda-
mentally alter a key characteristic of generation: namely, to
produce a valid mesh, the full sequence must be generated
to completion. Consequently, these methods offer no con-
trol over the level of detail during generation; early stopping
results in a mesh with missing faces. Simple extensions,
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such as face-count conditioning tokens in EdgeRunner [43],
have been proposed to introduce some coarse control over
the detail by pre-specifying a target face count. However,
each generation still must be completed in its entirety to
yield a complete mesh, and thus a single generation still of-
fers only a single level of detail.

To allow for a continuous level of detail generation, we
take inspiration from Hoppe’s progressive mesh formula-
tion [17]. Progressive meshes use two reversible operations
to transition between levels of detail. The edge collapse op-
eration simplifies a mesh into a coarser one by reducing one
edge at a time. The vertex split operation reverses this sim-
plification to add more detail by using information stored
during edge collapse. By starting with a coarse mesh and
keeping edge collapse records, this approach creates an ef-
ficient, lossless representation of the original mesh, allow-
ing for continuous resolution adjustments by applying any
number of vertex split operations.

In this paper, we build on this progressive mesh repre-
sentation by learning the vertex split, i.e. reversing the edge
collapse operation, as a generative problem. This allows the
resulting mesh generation to inherit the properties of pro-
gressive meshes and provides a solution for anytime mesh
generation, where the process can be stopped early to yield
a coarser mesh rather than an incomplete one. By properly
serializing the vertex split sequence, the entire generation
process can be modeled using a Transformer trained with a
next-token prediction objective, a widely adopted paradigm
in mesh generation. We evaluate VertexRegen on the task
of unconditional mesh generation, demonstrating superior
results both qualitatively and quantitatively. We further pro-
vide examples of shape-conditioned generation. These ex-
perimental results illustrate the ability of our method to gen-
erate compelling meshes at a continuous resolution.

Our contributions can be summarized as follows:

* Inspired by Hoppe’s progressive meshes [17], we reframe
mesh generation as the reversal of edge collapse opera-
tions, i.e. generating vertex splits.

* We formulate a token-efficient parameterization of a pro-
gressive mesh, through a half-edge data structure.

* We propose VertexRegen for continuous level of de-
tail mesh generation. VertexRegen creates meshes in
a coarse-to-fine fashion, rather than partial-to-complete,
uniquely providing a solution for anytime generation.

2. Related Work

3D Mesh Generation. Recent advancements in 3D shape
generation have explored various representations, includ-
ing point-clouds [30, 44, 52, 59], signed distance functions
(SDFs) [7, 19, 22, 23, 36, 53, 57], neural radiance fields
(NeRFs) [16, 18, 46, 55], and Gaussian splatting [14, 42].
These implicit representations require iso-surface extraction
techniques [24, 35, 47] to output meshes, often resulting

in over-tessellated and excessively smooth outputs, which
pose challenges for downstream applications such as geo-
metric processing and manipulation.

In contrast, direct mesh generation inherently produces
structured, well-defined geometry without the need for post-
processing or surface extraction, making it an increasingly
prominent approach in recent years. Early methods tackle
this task by generating meshes from surface patches [13],
deforming ellipsoids [45], predicting mesh graphs [8], or
employing binary space partitioning [6]. More recent tech-
niques leverage generative models, particularly diffusion
models and sequence-based approaches. PolyDiff [1] ap-
plies discrete diffusion, while PolyGen [29] autoregres-
sively predicts vertices and faces using two separate net-
works. The sequence modeling paradigm has been fur-
ther refined by representing the entire mesh as a single se-
quence. MeshGPT [37] introduces a tokenization scheme
based on a vector quantized variational auto-encoder (VQ-
VAE), while MeshXL [2] directly models discretized tri-
angle soup sequences without compression. MeshAny-
thing [4] extends MeshGPT by incorporating a point-cloud
encoder for shape-conditioned generation. PivotMesh [49]
introduces a hierarchical approach, generating pivot ver-
tices before producing the full mesh. Further research has
focused on optimizing tokenization and sequence modeling.
Adjacency-aware compression techniques [3, 43, 50] im-
prove tokenization efficiency and enable higher face counts
within fixed context windows, while Meshtron [15] lever-
ages Hourglass Transformers and sliding window attention
to scale MeshXL sequences more effectively.

Despite these advancements, most existing approaches
follow a partial-to-complete paradigm, where mesh regions
are constructed sequentially at a uniform level of detail. Our
work instead adopts a coarse-to-fine approach, continuously
increasing the level of detail as new tokens are generated,
achieving better control over geometric complexity.

Level of Detail Representations. Level of Detail [26]
(LOD) is a widely used technique in computer graphics
to optimize rendering performance by reducing the com-
plexity of 3D models based on their size, distance from the
camera, or importance in a scene. Different LOD strate-
gies depend on the underlying representation of 3D shapes.
For meshes, progressive meshes [17] generate a mesh se-
quence starting from a coarse base model, gradually refin-
ing it through a series of transformations that incrementally
add detail. Traditional mesh simplification methods [12, 20]
can be adopted to construct such sequences by iteratively re-
ducing polygon count while preserving geometric fidelity.
Progressive simplicial complexes [32] extend progressive
meshes to handle arbitrary meshes, including non-manifold
and non-orientable surfaces.

Recent studies have incorporated neural networks for
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Edge collapse

v

Vertex split

Figure 2. Illustration of edge collapse and its inverse operation,
i.e. vertex split. During edge collapse, vertex v is collapsed into
vs, resulting in two degenerate triangles (shaded in yellow), which
forms two new edges in the result mesh.

LOD representations.  Neural progressive meshes [5]
propose a learned approach supporting LOD with a
subdivision-based encoder-decoder.  Similar representa-
tions have been explored for reconstruction approaches
with signed distance functions (SDFs) [39-41] and neural
fields [28]. However, these approaches are not generative;
they typically encode and decode existing meshes [5] or
optimize the LOD representation per shape [39]. In con-
trast, our approach is purely generative. VertexRegen learns
to create meshes from scratch, progressively adding detail
through autoregressive sequence generation. This allows
us to generate new, high-fidelity meshes without relying
on pre-existing structures, distinguishing our method from
both traditional and neural LOD techniques.

3. Method

3.1. Progressive Meshes Overview

A progressive mesh [17] (PM) proposes an efficient and
lossless continuous-resolution representation for arbitrary
triangle meshes. The representation is built off two ob-
servations: (i) that a single mesh transformation, edge col-
lapse, is sufficient for effective simplification of meshes; (ii)
that edge collapse transformations are invertible via a vertex
split operation. In the following, we provide details of the
edge collapse operation and its inversion with vertex splits,
each illustrated in Fig. 2.

The edge collapse operation, ecol(vs, v ), unifies two ad-
jacent vertices v and v, into a single vertex vs. The oper-
ation results in the vanishing of two faces, {v;, v, v;} and
{vs,vt, v, }, as well as the vertex v;. In the general case, a
new position for v, is also specified; however, for the case
of half-edge collapse, the original position for v, is kept.

An initial mesh, M, can be simplified into a more coarse
mesh, M,,, by n successive edge collapse operations:

ecol ecol ecol, 1
Mo &0 pgy EolL L 0y

The order in which the edge collapse operations are per-
formed is determined such that each successive edge col-
lapse results in the minimum increase in Quadratic Error
Metrics (QEM) [12] with respect to the original mesh. This

process can be repeated until there are no candidate edge
collapses, e.g. without flipping face normals.

A vertex split, vsplit(vs, v, v,., v¢ ), defines the inverse of
edge collapse. It restores v; and the two faces, {vy, vs, v;}
and {vs, v, vy}, which vanished during edge collapse, as
well as v, to its original position. In case (vs, v¢) is a bound-
ary edge, either v; or v,- will not exist, and there is only one
face restored during the vertex split.

The combination of edge collapse and its inverse ver-
tex splits enables the progressive mesh representation,
PM(M) = (Mo, {vsplity, - - - , vsplit,,_;}) to express an
arbitrary triangle mesh, M, as a combination of a coarse
mesh, My, obtained through edge collapse, and the se-
quence of n vertex split records required to reverse them:

vsplit, vsplit, vsplit,,

Mo M,y M

3.2. VertexRegen

Traditional progressive meshes require starting an initial de-
tailed mesh to be simplified into a coarse mesh, M, and
recording each of these collapse steps as vertex split records
to form the representation. We observe that the formation
of the PM representation serves effectively as forward (edge
collapse) and reverse (vertex split) processes that enable
transition between detailed and coarse meshes.
VertexRegen frames the creation of a detailed mesh as
the generation of a PM representation. Analogous to de-
noising for diffusion models, we train a generative model to
reverse edge collapse. Concretely, VertexRegen first gener-
ates a coarse mesh, M, from scratch, before increasing the
level of detail through the generation of vertex split records.

3.2.1. Progressive Mesh Parameterization

We frame generation as an autoregressive sequential mod-
eling task, with the full mesh sequence taking the form:

M: [<bos>, [M.O0 sequence], <sep>, #M

[vsplit 0], ..., [vsplit.n-1], <eos>| #uvsplits
In the following, we will define the formation of the sub-
sequences [M_0 sequence] and [vsplit].

My: Coarse Mesh Tokenization. For the initial coarse
mesh, we follow the tokenization scheme defined in
MeshXL [2]. In this formulation, embeddings are learned
for discretized coordinates in an N2 grid. A vertex is rep-
resented via the sequential look-up of z-value, y-value, and
z-value. A face is then constructed as the concatenation of
its 3 vertices, totaling 9 tokens. The full mesh sequence is
then defined as the concatenation of its constituent faces.

v [<x>, <y>, <z>], #vertex
F:[[v1l], [v2], [v31], #face
M:[[F-1], [F2], ..., [FN]] #mesh
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Figure 3. Face count distribution of the coarsest mesh Mg and
original mesh M. The coarsest meshes (M) contain signifi-
cantly fewer faces than original (M), with an average of 18 and
457 faces, respectively.

Following [37], we sort vertices in z-y-z order (lower
to higher). Within each face, vertices are cylindrically per-
muted to have the lowest-indexed vertex be first.

Although MeshXL [2] leverages this tokenization
scheme to produce full detailed meshes, in VertexRegen
only the coarsest level of the mesh is parameterized in this
way. These coarse meshes consist of substantially fewer
faces than the full detailed mesh, as demonstrated in Fig. 3,
and the resulting coarse mesh only accounts for 5.68% of
the total sequence length on average.

Vertex Split Generation. Consider the k-th vertex split
operation vsplit,, which converts a lower-detailed mesh
My, into a higher-detailed mesh My, 1. We denote the
neighbor vertices of vertex v in My, as Ni(v). After de-
termining the target vertex vg to split (in My) and the
new vertex vy (in Myy1), we need to obtain Ny (vs)
and Ngy1(v;) from the vertex split record to connect vy
and v; with correct neighbor vertices in M1, which are
prohibitive to generate as the number of neighbor vertices
| Nigt+1(vs)| and | Ny41(ve)] is often large.

However, as mesh M, is generated from M1 during
edge collapse by merging v; into v, we have

Nit1(vs) N Ngga(ve) = {v, v} (D

Niy1(vs) U N1 (ve) — {vs, v} = Ni(vs)  (2)

which indicates we will only need to record vertex v; and v,-.
They split the vertex ring surrounding v, in My, where two
halves of the vertices on the ring (top and bottom vertices in
Fig. 2) belong to v; and v, respectively in My, 1. However,
an ambiguity arises in determining which half of the ring
corresponds to v;’s neighbors in My1. In the following,
we demonstrate how the half-edge data structure [48] can
be utilized to resolve this ambiguity.

Denote ’Hfj as a half-edge pointing from v; to v;, with
vy, being the third vertex in the associated face. As shown in

Face 0 V1 O V2

traversal
direction

@ Ny41(vs): Neighbors of vg in Mj,q

O Ni+1(ve): Neighbors of v, in My

U

Uy Collect into Stop
Niey1(vs) condition

¥
His™> HE—

Half-edge traversal order

Vy V3

Figure 4. Illustration of half-edge data structure and the traversal
process to determine the neighbors of vs and v in Myy1. Starting
from half-edge Hj,, we traverse the faces in clockwise direction
until 2., where we collect the vertices v1 and v into N1 (vs).

EIOOROOOOOOE
MOSe\c(}uence

OROEOENOOOEOMN®E ()
H_/H_/

vsplity vsplity vsplit,

2 4

’ O Vertex O New vertex v, (N) <nil> token ‘

Figure 5. Illustration of VertexRegen tokenization. The sequence
begins with base mesh M, followed by vertex split subsequences.
A special <nil> token indicates either v; or v, does not exist.

Fig. 4, we begin the traversal from H;, and proceed to the
twin of the next half-edge, H?,. This operation is repeated
until we reach H’,. Throughout this process, we traverse
the faces above (v;, vs) and (vs, v,-) clockwise, obtaining:

{’Uk; ‘H{Cs’ k 7& T} = Nk+1(’l}s) - {U[,UT,Ut} (3)

where H, is the half-edge encountered during traversal.

In conjunction with Egs. (1) and (2), Ni11(v;) can also
be determined. When (v, v;) is a boundary in M1, we
follow either H;, clockwise or H;, counterclockwise until
we reach a half-edge of the boundary.

After identifying the neighbors of vs and v; in the mesh
M1, we add the new vertex v, to the mesh M}, and re-
connect the vertices in Ny41(v¢) to v;. Finally, we restore
two faces, {vs, v;, v} and {v,, vs, v; }, which are associated
with the half-edges H!, and H!_, respectively. Using the
half-edge data structure, the orientation of the newly created
faces remains consistent with the rest of the mesh. When
(vs, v¢) lies on the boundary, only one face is restored.

Hence, with the above half-edge formulation, each ver-
tex split operation can be uniquely defined by the selection
of the target vertex v, and two neighbors v; and v,., as well
as the position to place the new vertex v;.

Vertex Split Tokenization. Although v,, v; and v, only
require references to existing vertices in the mesh, in prac-
tice we implement this reference as a raw prediction of each
vertex to avoid a vocabulary size proportional to the se-
quence length. Thus, in the majority of cases, each vertex
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Figure 6. Generation process for VertexRegen. M represents the predicted initial coarsest mesh, followed by subsequent meshes generated

through the predicted vertex split sequence.

split is represented by a subsequence of 12 tokens (or 10
tokens when (v, v;) is a boundary edge):

vsplit : [<s_x>, <s_y>, <s_z>, #vs
<1l.x>, <l_y>, <l_z>|<nil>, #u
<r_x>, <r.y>, <r_-z>|<nil>, #v,
<t_x>, <t_y>, <t_z>] #uy

where the special token <nil> signifies v; or v, does not
exist, and only one of v; and v, is allowed to be <nil> for
a valid vertex split subsequence. In Fig. 5 we illustrate the
entire tokenization process.

The above progressive mesh serialization can then be
trained with the standard next-token prediction target.

Vertex Split Decoding. The vertex split sequence must
be consistent with the actual geometry to be valid. We

maintain a state machine and perform vertex split on the
fly as new tokens are generated. After the coarsest mesh
M, is generated, we initialize the state. During each gen-
eration step, we enforce vg to be a vertex in the current
mesh My, (vs,v;), (vs,v,) are valid edges (if v; and v,
are not <nil>), and only one of v; and v, can be <nil>.
Lastly, we decode v;, and perform vertex split with gener-
ated vs, vy, v, v¢ information.

3.3. Conditional Generation

We consider generation conditioned on shapes. We adopt
a pre-trained point-cloud encoder [58]. A LLaVa-style [21]
projector is leveraged to project the condition features to the
token embedding space. The projected feature tokens are
prepended to the mesh sequence as the prefix. We super-
vise training with the next-token prediction objective while
masking the loss for the prefix tokens.
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COV MMD 1-NNA JSD

Method Tokenization

(%, 1) (x10%,]) (%) @)
MeshXL [2] Flattened Coords.  51.76 8.30 50.84  3.81
MeshAnything V2 [3] AMT 50.33 8.50 5225 4.84
EdgeRunner [43] EdgeBreaker [33] 51.39 7.81 4944  3.22
VertexRegen (Ours) Progressive 51.03 8.29 50.22  2.89

Table 1. Quantitative comparisons with state-of-the-art methods for unconditional mesh generation. Best results are bolded, second best
are underlined. VertexRegen can generate meshes with comparable quality while enjoying the benefits of continuous level of detail.

—»— MeshXL EdgeRunner MeshAnythingv2 —+— VertexRegen (Ours)
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Figure 7. Unconditional generation under face count constraints. VertexRegen achieves significantly better COV, MMD, and 1-NNA in
early stages of generation.

4. Experiments 4.2. Implementation Details
4.1. Datasets VertexRegen and all other baselines are built upon the pre-
trained OPT-350M [56], with newly initialized token em-
We pre-train our model and the baselines presented using beddings and position embeddings. We train our model on
two primary sources of meshes: Objaverse-XL' [9] and 64 H100 GPUs for approximately four days, with an effec-
an additional set of licensed artist-created meshes. Ini- tive batch size of 256. We use the AdamW [25] optimizer
tially, we select meshes containing fewer than 8,000 faces with a weight decay of 0.1, and betas (0.9, 0.95). A cosine
without applying decimation. We use the CGAL [10] li- scheduler is employed, starting with an initial learning rate
brary to implement edge collapse and vertex split opera- of 1 x 10* and gradually decreasing to 5 x 10°. We clip the
tions, where we modify the vertex placement to either v, or gradient norm to 1.0. During inference, we adopt the top-p
v¢. We filter out non-manifold meshes and those that can- sampling strategy with p = 0.95 by default.

not be processed, which results in a final dataset of approx-

imately 1.5M meshes with an average of 457 faces. For 4.3. Results

unconditional generation evaluation, we construct a high-

quality subset by further filtering with the alignment split of 4.3.1. Unconditional Generation

Objaverse-XL and with fewer than 800 faces. This yields We follow evaluation protocols from prior works [1, 2, 37],

approximately 18k meshes. We adopt a similar filtering pro- employing point-cloud-based metrics to assess uncondi-
cess for shape-conditioned experiments. tional generation. Specifically, we sample the same num-
We apply robust data augmentations to input meshes, in- ber of meshes as the evaluation dataset and randomly sam-
cluding random shift within range [—0.1, 0.1], random scal- ple 2,048 points per mesh. Coverage (COV) measures
ing between [0.9, 1.1], random rotation by 0°, 90°, 180°, the diversity of the generated samples, where higher val-
or 270°. During pre-training, we handle sequences exceed- ues indicate greater diversity. Minimum Matching Distance
ing the context window by discarding vertex split subse- (MMD) computes the average distance from each reference
quences, while for other baselines, we truncate the tok- sample to its nearest neighbor in the generated set, serv-
enized sequence directly. The set for quantitative evaluation ing as a measure of generation quality, with lower values
is chosen to avoid truncation for any method evaluated. being preferable. 1-Nearest Neighbor Accuracy (1-NNA)
evaluates both diversity and quality, where an optimal value

"We neither used assets from Sketchfab nor obtained any from the is achieved at 50%. Additionally, we compute Jensen-
Polycam website. Shannon Divergence (JSD) to directly quantify the sim-
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Figure 9. Qualitative results on shape-conditioned generation on meshes held out from training. The first column shows the point cloud
used as the condition, followed by the generation sequence progressing from the coarsest mesh My to the final output in the last column.
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ilarity between the generated and reference distributions.
We present results in Tab. 1. Our method can generate
meshes of comparable quality to other state-of-the-art meth-
ods, with the added advantage of a continuous level of de-
tail. We also show qualitative examples and their generation
process in Fig. 6, and more generation results comparing
with state-of-the-art methods in Fig. 8.

Generation with a face count constraint. We compare
our method with the baselines under varying face count con-
straints. Our approach allows for generation to be paused at
any point, accommodating the varying constraints. In con-
trast, to adapt to these constraints, baseline methods require
either: (i) directly truncating the generation process, yield-
ing incomplete intermediate meshes, or (ii) fine-tuning with
an additional face count condition token.

For the direct truncation version, we evaluate uncon-
ditional generation metrics w.r.t. different face count con-
straints and present the results in Fig. 7. Additionally, we
adopt a similar approach as proposed in EdgeRunner, where
we split [1, 800] range into 4 buckets and prepend the condi-
tioning token to the mesh sequence. We compare VertexRe-
gen and MeshXL fine-tuned with such conditioning scheme
at face constraint 400, as shown in Tab. 2.

Due to its ability to generate meshes with a continuous
level of detail from coarse to fine, VertexRegen effectively
captures the overall structure even with very limited face
counts, yielding significantly better COV, MMD, and 1-
NNA early in the process. As the face limit increases, all
methods demonstrate improved results. Notably, for base-
lines such as EdgeRunner, while they enhance tokenization
efficiency over MeshXL, they do not fundamentally address
continuous level-of-detail generation and thus follow a sim-
ilar trend to other baselines in the plot.

4.3.2. Conditional Generation

We show qualitative examples of shape-conditioned gener-
ation in Fig. 9. We condition on 4,096 sampled points with
normals from dense meshes. VertexRegen can generate a
coarse M, starting as simply as a tetrahedron, and progres-
sively refine it by generating a sequence of vertex splits.

4.4. Ablation Studies

Tokenization efficiency. We compute the tokenized se-
quence length of our proposed tokenization scheme
(Sec. 3.2.1) on our dataset and report the average compres-
sion ratio relative to MeshXL (9 tokens per face) in Tab. 3.
For VertexRegen, there are two primary sequence types:
(i) a MeshXL-style sequence for the initial coarsest mesh
M and (ii) sequences encoding vertex splits. The latter re-
quires 12 tokens for two non-boundary faces or 10 tokens
per boundary face. As a result, the highest compression is
achieved when M, is minimized and all vertex splits occur

Cov MMD 1-NNA JSD
@U0Fses gy pacty @ PV
VertexRegen 50.92 8.31 51.03 2.88 264 147

MeshXL (w/ FCC) 41.20 10.03 59.06 5.19 308 168

Table 2. Comparison between VertexRegen and MeshXL with
face count condition (FCC) when face count constraint is 400.

MeshAnything VertexRegen
MeshXL V2 EdgeRunner W/ HE  w/o HE
Compression 1.0 0.46 0.47 0.73 0.89

Table 3. Compression ratio of different tokenization schemes, Ver-
texRegen with and without leveraging a half-edge (HE) structure.

Guided ~COV ~ MMD  I-NNA JSD
Decoding (%, 1) (x10%, 1) (%) )

w/o 51.12 8.31 50.75 337 211 120
w/ 51.03 8.29 50.22 2.89 320 176

Table 4. Effects on geometry-guided decoding.

[El |V

on non-boundary faces. On average, VertexRegen achieves
a compression ratio of 0.73, approaching the theoretical
limit of 0.67. The discrepancy arises from the overhead in-
troduced by Mg (5.68% of all total tokenized length) and
boundary vertex splits (3.64% of all vertex splits).

Without the half-edge data structure, identifying which
half of the ring surrounding v, is associated with vs or vy
in My requires recording an additional vertex. This in-
creases the token count to 15 per two non-boundary faces
(or 13 per boundary face) and results in an average increase
of 22% in tokenized sequence length.

Guided decoding. In Tab. 4, we ablate the effects of
geometry-constrained decoding. As one step of the vertex
split operation is dependent on all the preceding operations,
predicting an invalid vertex split may break the chain and
end the generation prematurely. With guided decoding, the
model is able to generate longer sequences with more faces.

5. Conclusion

In this work, we introduced VertexRegen, a novel mesh gen-
eration framework that enables continuous levels of detail
through a generative process based on vertex splits. Un-
like conventional auto-regressive approaches that synthe-
size meshes in a partial-to-complete manner, VertexRegen
reinterprets mesh generation as the reversal of edge col-
lapse, providing an effectively anytime solution to mesh
generation. Our experimental results demonstrate that Ver-
texRegen achieves competitive performance compared to
state-of-the-art methods while offering the unique advan-
tage of halting generation at any stage to obtain meshes at
different levels of detail.
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