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Figure 1. Our synthetic-data-enhanced video generation model is capable of producing videos depicting human dancing (rows 1), scenes
featuring large camera orbiting around the object (row 2), and animals against solid-color backgrounds for matting (row 3).

Abstract

We investigate how to enhance the physical fidelity of video
generation models by leveraging synthetic videos derived
from computer graphics pipelines. These rendered videos
respect real-world physics, such as maintaining 3D con-
sistency, and serve as a valuable resource that can poten-
tially improve video generation models. To harness this po-
tential, we propose a solution that curates and integrates
synthetic data while introducing a method to transfer its
physical realism to the model, significantly reducing un-
wanted artifacts. Through experiments on three represen-
tative tasks emphasizing physical consistency, we demon-
strate its efficacy in enhancing physical fidelity. While
our model still lacks a deep understanding of physics, our
work offers one of the first empirical demonstrations that
synthetic video enhances physical fidelity in video synthe-
sis. Website: https://kevinz8866.github.io/
simulation/

*Corresponding author

1. Introduction

Video generation models [9, 17, 26, 36, 37] have demon-
strated strong capabilities in producing high-quality and vi-
sually compelling videos of real-world scenarios. Despite
their remarkable progress, these generation videos often
struggle to respect the underlying physical laws of the real
world, indicating a significant gap in applications where
physical fidelity is essential [31, 68, 69]. For instance, while
a video generation model can generate realistic-looking ob-
jects or humans within a scene, it may fail to maintain 3D
consistency when the camera moves or when the subjects
undergo deformation.

In this paper, we explore whether synthetically generated
videos can enhance the physical fidelity of video genera-
tion models. Specifically, we utilize synthetic videos ren-
dered through modern computer-generated imagery (CGI)
production pipelines used in gaming and film, such as
Blender [62] and Unreal Engine [19]. By utilizing stan-
dard computer graphics techniques, we can generate high-
quality, physically consistent video content at scale. CGI
production pipelines generate videos via precise 3D as-
set modeling, animation, and rendering based on predeter-
mined physical rules [13]. This approach allows for highly
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accurate scene configuration and ensures that the rendered
videos intrinsically respect real-world physics, provided the
setups and parameters are properly specified. As such, syn-
thetic video is highly configurable, allowing precise con-
trol over scene setup, objects, and motion. Additionally,
ground-truth descriptions can be easily obtained based on
the specifications of the 3D environment.

However, training video generation models using syn-
thetic video data presents several challenges. Synthetic
videos inherit an appearance gap, making them easily dis-
tinguishable from real videos. Further, the limited availabil-
ity of 3D assets, together with the complexity of their com-
position, restricts the diversity of synthetic video content.
As a result, leveraging synthetic video to enhance model un-
derstanding remains an active area of research [33, 40, 42].
Regarding video generation, to the best of our knowledge,
no prior work has specifically explored the use of synthetic
videos to enhance video generation models.

Therefore, we present an investigation into how syn-
thetic video enhances the physical fidelity of video genera-
tion models. As a pilot study, we examine three representa-
tive tasks known to be challenging even for state-of-the-art
video generation models. Figure 1 illustrates their gener-
ated videos which include: 1) Large human motion gener-
ation, where significant movements cause noticeable shape
deformations in body parts, such as breakdance or back-
flip. 2) Wide-angle camera rotation, where the camera spins
around a specific axis, capturing a broader field of view of
the object or actions. 3) Video layer decomposition, where
the model must generate a subject or motion against a green
screen background. This task evaluates whether the model
can effectively disentangle the subject from the background
during generation. These tasks are not exhaustive but serve
as a reasonable starting point for studying physical fidelity
in video generation.

We propose a solution that uses synthetic videos to en-
hance video generation models. At the data level, based on
computer graphics techniques, we begin by constructing a
synthetic video generation pipeline that offers diverse scene
configurations, assets, and animations. Next, we explore the
curation and integration of synthetic videos to transfer their
physical fidelity to the video generation model. Through ex-
tensive analysis and ablations, we identify key factors that
govern how well synthetic videos transfer physical fidelity
to real-world video generation, including visual distribu-
tion, asset quality, rendering quality, the role of synthetic
captions and the best blending strategy of synthetic videos
with their real counterparts.

At the model level, we propose a novel approach Sim-
Drop to reduce the introduction of undesirable rendering
artifacts into the final generation model by training a syn-
thetic reference model that solely captures the visual pat-
terns of synthetic video data. We show that with classifier-

free guidance [28], the reference model can work in auxil-
iary with the generation model to remove the visual artifacts
from synthetic data but keeps the physical fidelity.

To verify the effectiveness of our solution, we employ
two measurements inspired by related works [1, 32], as-
sessing fidelity in terms of 3D consistency and human pose
integrity. While these measurements are not perfect, they
offer meaningful indicators of the physical fidelity of video
generation. Additionally, human evaluations are incorpo-
rated to ensure alignment with human perception. Our ex-
periments demonstrates that by carefully crafting and inte-
grating synthetic video data, video generation models can
significantly reduce collapse and distortion in human mo-
tion and improve 3D consistency [1] of objects under large
camera movements. Moreover, our approach enables mod-
els to generate backgrounds of uniform color while main-
taining clearly separated, dynamically moving objects in
the foreground. It is worth noting that while our model im-
proves physical fidelity, it still lacks an understanding of the
underlying principles of physics, leaving significant room
for further improvement

In summary, we make the following contributions:
• We present a computer graphics-based synthesis pipeline

to generate videos for training video generation models.
• We identify key factors in curating synthetic video data

and propose strategies for effectively training video gen-
eration models on these datasets.

• To the best of our knowledge, our work provides one
of the first empirical demonstrations that incorporating
synthetic video data can improve the physical fidelity of
video generation models.

2. Synthetic Video Generation using Computer
Graphics Techniques

Augmenting datasets with synthetic data has been widely
adopted in the field of machine learning. Specifically, stan-
dard CGI production pipelines, such as those implemented
in Blender [62] or Unreal Engine [19], have long been em-
ployed to synthesize highly controlled and visually real-
istic image and video data. By explicitly modeling ob-
jects, cameras, environments, and illumination, they offer
fine-grained control over every aspect of a scene, enabling
the generation of large-scale, diverse, and visually realistic
video datasets.

Our data synthesis pipeline is built on such a CGI pro-
duction pipeline. We build a procedural 3D scene genera-
tor driven by a carefully chosen set of parameters, enabling
diverse 3D scene generation. Then, we couple it with the
open-source rendering engines Unreal Engine and Blender
to generate high-quality video outputs. Based on the three
aforementioned challenging tasks, we focus on generating
videos containing a single object per scene and aim to max-
imize diversity in both appearance and motion. Following
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Figure 2. Visualization of the pipeline to augment video generation model with synthetic video data. We first plan the synthetic videos
and generation descriptive tags for each elements (e.g. object, character, motion, etc). Then we combine the element descriptions to form
the caption for synthetic videos. During training, we mix the synthetic videos with real-world video data to improve physics fidelity in
challenging video generation tasks.

standard practice, we consider a 3D scene to include four
key components: (1) the 3D object, (2) the camera, (3) the
lighting conditions, and (4) the environment. Each compo-
nent is fully customizable through a set of predefined pa-
rameters, as detailed in Appendix A.1. Then, our pipeline
automatically converts the parameters into a 3D scene and
renders them into a video. Next, we will explain how we
effectively sample the parameter space to achieve our goal.

3. Method

Our goal is to investigate how data augmentation with syn-
thetic videos can enhance a video generation model to
produce physically consistent videos. As a pilot study,
this paper focuses on three specific generation tasks, each
representing a challenging generation task even for state-
of-the-art video generation models: large human motion,
wide-angle camera rotation, and video layer decomposition.
We assess quality primarily based on physical fidelity (see
Sec. 3.4 for metric definition), rather than the commonly
used visual fidelity or aesthetics.

Training video generation models with synthetic video
data presents challenges due to the distributional gap be-
tween synthetic and real videos. Our method addresses
the gap between synthetic and real videos through three
key techniques: data curation, a captioning strategy, and
a novel training approach. Figure 2 provides an overview
of our method, illustrating how these components work to-
gether to enhance video generation. In the following, Sec-
tion 3.1 presents the curation of the synthetic video pixels.
Section 3.2 explains how we caption the synthetic videos.
Lastly, Section 3.3 details our strategy and method to incor-
porate the synthetic data.

Training Data Human Motion Collapse Rate

(a) Random 87%
(b) Forward shot only 42%
(c) Forward + following shot 23%

Table 1. Randomly chosen camera configurations (a-b) lead to
high collapse rate for generated videos. Using configuration (c)
aligning with the real world greatly reduce the rate.

3.1. Curating Synthetic Pixels
This section explores strategies for narrowing the gap be-
tween real and synthetic videos by refining synthesis con-
figurations – including camera, background, object, light-
ing, and other visual factors – as well as a study examining
the impact of visual appearance brought by asset quality and
rendering quality.
Synthesis configurations Our generation tasks require
producing videos that maintain 3D consistency for objects
and ensure body coherence in human motion. To achieve
this, we synthesize videos that emphasize these aspects by
incorporating large object deformations (e.g., human dance)
and significant camera rotations (e.g., orbiting around ob-
jects). Additionally, it is beneficial to incorporate character-
istics of real videos such as common camera setups. For in-
stance, professional videographers often capture a subject’s
upper body from frontal angles when filming humans. To
align with this practice, we ensure that a significant portion
of our synthetic data follows similar configurations.

To demonstrate this, we examine the effectiveness of
synthetic videos with different camera configurations: ran-
dom, forward-shot only, frontal, and following shots. As
shown in Table 1, we find that synthetic videos incorporat-
ing both forward and following shots, which closely align
with real-world camera setups, significantly enhance the
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Training Data Gym Layer Spin shot

Default 83.3% 95% 85%
Low-quality asset - 92.5% 22.5%
Low-cost rendering 41.7% 17.5% -

Table 2. Success rates illustrating how asset and rendering quality
in synthetic videos affect physical fidelity. When asset or render-
ing quality is low, the physical fidelity in these synthetic videos is
less likely to transfer effectively to video generation models.

Figure 3. Visualizations of synthetic videos highlighting both
good- and poor-quality 3D assets (a) and rendering (b).

video generation model. This approach notably reduces the
collapse rate – defined as the proportion of generated videos
that exhibit body collapse – leading to more physically re-
alistic outputs.

We find that synthesizing objects against a clean back-
ground allows the model to focus on the subject with-
out diverting capacity to modeling the noisy backgrounds
that are inevitable in most real videos. However, using
a monotonous background with little variation can lead to
overfitting or undesirable associations between the back-
ground and the foreground objects. To address this, we
adopt a simple yet effective approach by incorporating di-
verse backgrounds with variations in color, texture, trans-
parency, lighting conditions, and environments (e.g., indoor
and outdoor settings). A similar strategy is applied to the
camera and object (see Appendix A.1). Empirically, we find
that this increased diversity leads to stronger model perfor-
mance, particularly in previously unseen scenarios.
Appearance Gap Ideally, we would like the appearance
of a rendered video to match that of real videos. However,
achieving this is challenging as the appearance gap arises
from multiple factors. First, real videos are captured by
physical cameras, which introduces imperfections such as
lens distortions. Second, inaccuracies in the rendered ma-
terials and object shapes in virtual environments create ad-
ditional discrepancies. Finally, rendering algorithms them-
selves approximate real-world lighting physics, further con-
tributing to the mismatch. In principle, one could hire a
large team of skilled artists to overcome these discrepan-
cies, but such a process would be highly resource-intensive.

To this end, we explore several rendering settings to bal-

ance this trade-off. Our experiments indicate that both low-
quality 3D assets and low-cost rendering quality (Figure 3
top) significantly decrease the success rate of the generated
videos, as shown in Table 2. When generating videos with
spin shot, the success rate is greatly decreased. For the layer
decomposition task, even though the success rate of gener-
ating a pure color background remains high, the objects that
appear in the output videos often look cartoonish (See Ap-
pendix A.3). Table 2 also illustrates that ensuring sufficient
quality in both the 3D assets and the rendering settings (Fig-
ure 3 bottom) is essential to achieve a high success rate.

3.2. Crafting Captions for Synthetic Videos
Conventional pipelines for building large-scale video-
caption datasets is to collect videos first and then generate
captions using Vision-Language Models (VLMs). In con-
trast, as synthetic videos are created from a cross combi-
nation of 3D objects, scenes, and camera movements dur-
ing video synthesis, we caption each element separately and
then merge the descriptions into a final caption for the ren-
dered video. This method is efficient and accurate: if we
have N objects, M scenes, and C camera setups, it requires
only (N + M + C) captions, whereas an existing approach
would need to caption N × M × C distinct videos. Such
decomposition also improves accuracy and the granularity
of the generated caption, as VLMs may produce inconsis-
tent or vague descriptions when confronted with challeng-
ing lighting conditions or camera viewpoints in real videos.
In contrast, our method ensures consistency by keeping de-
scriptions for the same element regardless of final scene.

As synthetic and real videos exhibit distinct visual char-
acteristics, we hypothesize that embedding special tags
(e.g., “animated” or “rendered,” as shown in Figure 11)
within synthetic video captions helps the model distinguish
the two domains and transfer only the desired physical fi-
delity into the generation. Through our ablations, we find
that explicitly tagging synthetic data promotes more effec-
tive cross-domain knowledge transfer (See Sec. 4.3).

3.3. Training with Synthetic Videos
We employ a diffusion transformer model based on the
MMDiT architecture [20], pretrained on over 200 M real
videos at their native resolutions [14] within the latent space
of a variational autoencoder (VAE) [34]. The model is pre-
trained [57] using the flow-matching objective [21, 41].

To enhance the physical fidelity for video generation, we
explore incorporating synthetic video data. While training
on a mix of synthetic and real videos can improve fidelity,
its effectiveness depends on the synthetic-to-real ratio and
training steps. Too much synthetic data risks introducing
artifacts, while too little yields minimal improvement. Sim-
ilarly, excessive training can cause overfitting, whereas in-
sufficient training fails to leverage synthetic data effectively.



Even with a well-tuned mixing ratio, synthetic video can
still introduce distinctive patterns and artifacts in the gen-
erated outputs. To mitigate this, we draw inspiration from
[22, 53, 60] and propose SimDrop. Based on [28], we can
guide the diffusion generation process toward the overlap-
ping distribution of synthetic and real videos while reducing
the influence of synthetic artifacts.

SimDrop begins by training a reference model, V! ,
which aims to capture the unique patterns (e.g., blinkering,
animated facials) of synthetic data that pair with render-
ing engines rather than the clearly defined visual concepts
like objects or scenes. Therefore, in training the reference
model, we build different captions that purposefully ignores
the desired aspect of the synthetic videos (e.g., human mo-
tion) so that it outputs latent only representing the visual
patterns but not correlating close to the objects or human
body formation during inference. This reference model then
work in auxiliary with the generation model V" trained on
mixture of synthetic and real data and aiming to remove the
patterns of synthetic data at each step of CFG. Formally, let
lk denote the denoised latent at step k, and we have:

lk = V" (lk ! 1, t) − !f
!
V! , lk ! 1, t̂, n̂

"
+ "f

!
V" , lk ! 1, t, n

"
,

where t, t̂ (respectively n, n̂) are positive (negative)
prompts for the synthetic-mixed and reference models, and
f" (V" , l, t, n) = V" (l, t) − V" (l, n). The terms ! and "
control the influence of each guidance. When ! equals 0,
the reference model is not used which gives us the orig-
inal mixed model and we fix " at 7.5 in all experiments.
Using the special tags discussed in Section 3.2, we can in-
corporate them into the negative prompts. Adding such tags
to negative prompts further offers additional benefits, albeit
limited.

3.4. Evaluating Physical Fidelity
Since there is no common standard on evaluating physical
fidelity in videos, we adopt the following metrics to assess
the physical fidelity, inspired by related work [1, 32, 55].
Although these quantitative metrics are not perfect, combin-
ing them with human evaluation can provide useful signals.
Human pose estimation confidence We employ a state-
of-the-art human vision model, Sapiens [32], to evaluate the
physical fidelity of the generated human motion. We use a
2B-parameter, 17-keypoint checkpoint to estimate the pose
of single-human motion outputs from each model on a per-
frame basis. The average confidence score #conf per key-
point per frame ranges from 0 to 1. Based on the assumption
of human vision models, a motion sequence with more re-
alistic body structures and clearer poses gives a higher con-
fidence score.
3D reconstruction error Based on a widely used 3D
sparse reconstruction tool, COLMAP [55, 56], we evalu-
ate the physical fidelity of the static objects in the videos

with large camera motion. Using a single pinhole camera
model and a sequential feature matching mode, COLMAP
reconstructs the scene from the video frames. Similar to
the work of [1], we use the following metrics as indica-
tors of physical fidelity: (1) the number of matched feature
points (N ), (2) the average track length (T ), and (3) the av-
erage re-projection error (#). In general, if the video frames
generated by a model provide a greater diversity of camera
viewpoints yet still maintain the 3D consistency, the num-
ber of matched feature points tends to increase. However,
the mean track length of each feature point is expected to
decrease due to the faster camera motion. Furthermore, a
model that is more physically consistent will yield a lower
re-projection error in the resulting 3D reconstruction.
Human evaluation For each prompt, we generate two
videos of different random seeds. For human evaluation, we
instruct our annotators to examine the outputs from different
models side-by-side for each prompt strictly following the
guideline that focus on physical fidelity of the video. In gen-
eral, a successfully generated video refers to one that follow
the text prompt without visible artifacts. For large human
motion, we let the human annotators focus on the integrity
of human body, such as limbs, hands, and neck, during the
large motion. For large camera motion, the annotators will
determine whether the camera motion is performed accord-
ing to the prompt and examine the object quality. For the
layer decomposition task, annotators judge the videos based
on two criteria: object quality and background quality. The
details of the guideline is in Appendix A.5. Afterwards, we
compute the successful rate and average the results across
all human evaluators.

4. Experiments

To evaluate the effectiveness of synthetic videos for improv-
ing the physical fidelity of video generation models, we as-
sess the trained model on three text-to-video tasks: (a) large
human motion (dancing and gymnastics), (b) camera spin
shots, and (c) layer decomposition (e.g., a moving animal
over a solid-colored background). For each task, we use
specific text prompts to test the model’s ability to accurately
generate the video content. During evaluation, we focus on
examining only the physical fidelity of the generated videos,
and our criteria do not include aesthetics.

4.1. Implementation Details

Synthetic Video Dataset Following the strategy we dis-
cussed in Sec. 3, we first render 32,847 videos of static
objects with diverse camera movements and scene setups
using Blender and 18,364 videos of humans performing di-
verse motions captured in simple indoor scenes with differ-
ent background colors using Unreal Engine for the experi-
ments. Additionally, we plan to release over 1.5M synthetic
videos on static objects and 300K synthetic videos on hu-



Figure 4. Visualizations of the videos generated by our improved model, trained using synthetic data. Rows 1,2 highlight wide-angle
camera motion; rows 3 display layer decomposition; and rows 4,5,6 demonstrate large human motion.

man motions that are outside of the scope of this research to
facilitate future research.
Experiment Setup To verify whether synthetic videos can
benefit video generation models, we combine the resulting
synthetic videos with real-world videos to train the video
generation model with 8B parameters, pretrained with only
real-world video data. In line with the tasks we aim to im-
prove, we adopt the optimal strategy found in Sec. 3. To
evaluate our trained model, we create 10 prompts each for
gymnastics, dancing, camera motion, and layer decompo-
sition, resulting in 40 prompts in total. Please refer to Ap-
pendix A.4 for details. We inference videos output with
resolution of 1280×720 and duration of 5s at 24 fps. We
use the same negative prompts for all inference queries. We
compare the outputs of our model trained with synthetic
data against the outputs of both the original checkpoint and
some of leading commercial models [9, 37, 54] at the same
setting and follows the evaluation method in Sec. 3.4.

4.2. Results

Large human motion Our model generates videos of hu-
mans performing dancing and gymnastics with significantly
reduced limb collapse. As shown in Table 3, the user study
indicates that our model produces fewer artifacts in gener-
ated videos compared with other models, including three
leading generation models and our pretarined model named
“Base Model”. In particular, our video generation model
greatly improves the success rate of gymnastics movements,
while other video generation models generate significantly
fewer successful cases. The human pose estimation con-

Model ! conf User Study
Gym! Dance! Gym! Dance!

Kling 1.6 [37] 0.715 0.812 10% 43%
Runway Gen-3" [54] 0.672 0.809 4% 14%
Sora [9] 0.722 0.813 15% 44%
Base Model 0.779 0.818 9% 30%
Our Model 0.791 0.837 61% 86%

Table 3. The average confidence score of human pose estimation
and user study results on the large human motion task.

fidence scores, discussed in Sec. 3.4), further support the
findings from the user study. Although the synthetic videos
used for training have less realistic shading, the model still
learns correct human body deformation from the synthetic
data and preserves the base model’s realism. Figure 4 visu-
alizes frames of our generated videos. We can see that our
model produces visually plausible shadows, a feature that
other video generative models have struggled to achieve.
Wide-angle camera rotation Our model can produce large
camera spins around static objects and animals, as illus-
trated in Figure 4. Our training set contains abundant syn-
thetic videos featuring such camera rotations around daily
objects. However, the objects used in our testing prompts –
including food, animals, and landscapes – lie entirely out-
side the distribution of our training data. Nonetheless, the
model successfully learns the general concept of extensive
camera movements and adapts it to previously unseen ob-
jects while preserving a high level of realism. As reported
in Table 4, the user study indicates that our model’s suc-
cess rate in producing the intended camera motion is sig-
nificantly higher than that of other methods. Furthermore,



Figure 5. Visualization of video frames with large human motion
generated by our model. The shadow of human body follows the
human motion.

Model N ! T " ! proj " !̂ proj " User Study!

Kling 1.6 [37] 13,328 36.34 0.972 0.298 20%
Runway Gen-3" [54] 13,199 36.21 1.181 0.361 26%
Sora [9] 14,443 33.62 1.244 0.318 25%
Base Model 16,548 31.84 1.159 0.437 20%
Our Model 42,895 12.93 1.077 0.135 80%

Table 4. 3D reconstruction metrics and user study results on the
large camera motion task. Note that the re-projection error ! proj

is computed over all extracted feature points, whereas ö! proj only
considers the 1,000 points with the smallest error in each case. The
latter metric offers a fairer comparison for methods that produce a
significantly higher volume of feature points.

3D reconstruction metrics, discussed in Sec. 3.4), confirm
that objects generated by our model exhibit the strongest
geometric consistency across different video frames. Our
approach yields the largest number of feature points and
the shortest track lengths, indicate that our videos have the
largest camera motion and meanwhile maintains best 3D
consistency. When these feature points are projected back
onto 2D images, our model’s error #̂proj is more than twice
as small compared with other approaches, demonstrating
the enhanced physical fidelity of our generated videos.
Layer decomposition As shown in Table 5, While the
baseline models largely fail, our model can produce out-
puts with a clear separation of the foreground object and the
background when tasked to generate videos on pure color
backgrounds. This decomposition is beneficial for com-
positing objects onto arbitrary backgrounds. Similarly to
the large camera motion scenario, our model shows this ca-
pability to objects not present in the training dataset. Fig-
ure 4 shows an example in which the requested object ap-
pears cleanly over a green background, suggesting that the
model has learned to decompose the scene effectively. Fur-
thermore, the model can even generate dynamic objects and
human motion in layers, decomposing the scene in both
spatial and temporal dimensions. Neither the original pre-
trained model nor other commercial models achieve such a
clear separation of layers.

Model Layer Decomposition↑

Kling-1.6 [37] 4%
Runway-gen3! [54] 1%
Sora [9] 4%
Base Model 26%
Our Model 84%

Table 5. User study results on the layer decomposition task. With
synthetic data augmentation, our model greatly outperforms lead-
ing commercial models and the original pretrained model.

Caption Type Uprock! Spin! Freeze!

a) Generic 2% 16% 0%
b) Fine-grained 98% 84% 66%

Table 6. Fine-grained captions on human motion achieve better
successful rate than generic captions on the large human motion
task. “Uprock”, “Spin”, “Freeze” are particular dance moves.

Caption Type Dance Move

a) No Special Tags 12.5%
b) Special Tags 90%
c) Special Tags+Special NP 92.5%

Table 7. Experiment results on the effect of special tags in syn-
thetic data captioning. Without special tags to differentiate the vi-
sual style of the synthetic videos, the video generated models will
more likely to generate animated characters or collapsed human
motions after training. Also, adding the special tags in negative
prompts during generation will help although marginally.

4.3. Ablation Studies
Ablations on synthetic captions We perform experiments
of different synthetic caption setups to verify our design
in Sec. 3.2. Experiments in Table 6 studies if the fine-
grained captions help video generation model better learn
human motion than their generic counterparts, typically
from a zero-shot VLM inference. We observe that for var-
ious dance moves (“Uprock”, “Spin”, “Freeze”), having
fine-grained caption (Figure 11) greatly reduce the video
generation model to generate videos that include collapse
and distortion of human body during large motions. Ta-
ble 7 summarizes the experiments on embedding special
tags in synthetic captions to distinguish synthetic videos
from the real videos. We found that without special tags,
the video generation model is much likely to output videos
of animated visual or collapsed human body. We further
added the special tags in negative prompts, but found only
marginal improvements.
Ablations on training with synthetic videos To examine
the mix rate of the synthetic and real videos. we perform the
experiment summarized in Table 8. We found that higher
mix rate share the same effect as longer training steps and



Percentage
#Steps 3000 5000 10000 15000

10% synthetic videos 20% 25% 40% 60%
50% synthetic videos 55% 75% 85% 80%

Table 8. Ablation results on synthetic data mix rate and training
steps. Here we measure the success rate which the trained founda-
tion model generates videos that follows the prompts but does not
include visual patterns in the synthetic videos. We found that large
proportion and longer training steps help transferring the proper-
ties in synthetic videos to the video generation model. However,
performance will saturate and failure cases will include visual pat-
terns of synthetic data.

over-training the model on synthetic data will not lead to
more performance increase. Instead, more patterns from
synthetic data will appear in the final output. We also ver-
ify the design of SimDrop in Table 9. We found that using
the captions in training the reference model to prompt them
will achieve the best result in terms of the visually preferred
cases rated by humans. It also reports the impact of the hy-
pereparameter ! value.

! Good Same Bad G-B↑

0.1 26.32% 71.05% 2.63% 23.69%
0.2 39.47% 52.63% 7.89% 31.58%

Table 9. Experiment results on SimDrop. Here, we compare the
output videos with SimDrop with the models without SimDrop.
Evaluators will choose the best out of two videos side-by-side. We
then compute the winning/same/losing rate against the baseline.

5. Related Work
Video generation Conditional video generation is a chal-
lenging task aiming to synthesize temporally coherent and
visually realistic video sequences from structured inputs
such as images and text prompts. Current video gen-
eration models can be broadly categorized into Genera-
tive Adversarial Networks (GANs) [5, 8, 25, 39], au-
toregressive models [35, 38, 71, 72], and diffusion mod-
els [17, 27, 29, 36, 70, 76]. These architectures in video
generation usually inherit their success in image genera-
tion [10, 20, 50, 73]. In recent years, rapid advancements
in video generation, represented by Sora [9], have been
significantly driven by the availability of large-scale web-
collected video datasets and the development of scalable
model architectures such as DiT [20]. State-of-the-art com-
mercial models [26, 36, 37, 54] have demonstrated the abil-
ity to generate highly realistic videos. These models lever-
age extensive training data to improve motion fluency, scene
reality and overall aesthetic quality in generating videos.
Physics in video generation Despite the effort in scal-
ing data and model size, problems remain in the physics of

generated videos after researchers’ evaluation [6, 31, 49].
Yet for video generation models, physics appears learn-
able directly from video data [11, 23, 47, 64] and is cru-
cial for these foundation models to serve as world mod-
els [1, 9, 16, 63]. Therefore, there are growing num-
ber of works [3, 42] in improving physics-grounding in
video generation and beyond [7, 46]. They mainly propose
model modifications by adding additional supervisory sig-
nals [12, 30, 43, 66], and mainly tailored for a certain as-
pect of physics such as motion [12, 44, 45] or sound in the
videos [61]. While such methods show more physically co-
herent results, they often require modifications to the dif-
fusion architecture itself and rely on manually specified
control signals. Our work focuses on physical fidelity and
differentiates by proposing a data-centric approach without
modifying the diffusion model architecture and harness the
potential of 3D rendering engines [13]. Our method build
synthetic video data that can benefit video generation mod-
els regardless of their architectures and improves on diverse
aspects of physics fidelity.
Synthetic data in AI Synthetic Data from simulation en-
gines has been widely applied in advancing many fields
of AI, such as autonomous driving [65, 77] and embodied
agents [52, 59, 75], or scene generation [58]. At the in-
tersection of synthetic data and video, most work focus on
understanding [33, 67, 74] and only a few early work [3]
explore how synthetic video data can help video genera-
tion in particular tasks such as camera control [4] or mo-
tion [24, 44]. We are the first work to systematically study
how synthetic videos from simulation engines can help im-
prove the physics fidelity of video generation model.

6. Conclusion
In this study, we investigate how to use synthetic video data
generated by CGI production pipelines (Blender [62] and
Unreal Engine [19]) to enhance physical fidelity of video
generation models. We verify our method on three tasks
necessitating realistic physical behavior, where our model
achieves superior results through synthetic data enhance-
ment. Our results demonstrate that the physical fidelity of
video generation can be enhanced using synthetic video.
Note that while our method improves physical fidelity and
aligns more closely with human perception, it still lacks an
understanding of the underlying principles of physics, leav-
ing significant room for further improvement.

Going beyond, future work may consider generating
more intricate physical effects [42], including complex in-
teractions among multiple objects and physically based
fluid simulations. Moreover, while we only focus on the
RGB color channel in this work, the synthetic rendering
pipeline offer much more information(e.g., depth, normals,
alpha masks) that could serve as supervisory signals, other-
wise not easily obtainable in real datasets.
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[46] Willi Menapace, Stéphane Lathuilière, Aliaksandr Siarohin,
Christian Theobalt, Sergey Tulyakov, Vladislav Golyanik,
and Elisa Ricci. Playable environments: Video manipulation
in space and time. In Proceedings of the IEEE/CVF Con-
ference on Computer Vision and Pattern Recognition, pages
3584–3593, 2022. 8

[47] Fanqing Meng, Jiaqi Liao, Xinyu Tan, Wenqi Shao, Quan-
feng Lu, Kaipeng Zhang, Yu Cheng, Dianqi Li, Yu Qiao,
and Ping Luo. Towards world simulator: Crafting physical
commonsense-based benchmark for video generation. arXiv
preprint arXiv:2410.05363, 2024. 8

[48] Meta Reality Labs Research. Digital twin catalog. https:
//www.projectaria.com/datasets/dtc/ , 2024.
13

[49] Saman Motamed, Laura Culp, Kevin Swersky, Priyank Jaini,
and Robert Geirhos. Do generative video models learn
physical principles from watching videos? arXiv preprint
arXiv:2501.09038, 2025. 8



[50] William Peebles and Saining Xie. Scalable diffusion models
with transformers. In Proceedings of the IEEE/CVF inter-
national conference on computer vision, pages 4195–4205,
2023. 8

[51] Poly Haven. Poly haven. https://polyhaven.com/ ,
2024. 14

[52] Xavier Puig, Kevin Ra, Marko Boben, Jiaman Li, Tingwu
Wang, Sanja Fidler, and Antonio Torralba. Virtualhome:
Simulating household activities via programs. In Proceed-
ings of the IEEE conference on computer vision and pattern
recognition, pages 8494–8502, 2018. 8

[53] Nataniel Ruiz, Yuanzhen Li, Varun Jampani, Yael Pritch,
Michael Rubinstein, and Kfir Aberman. Dreambooth: Fine
tuning text-to-image diffusion models for subject-driven
generation. In Proceedings of the IEEE/CVF conference
on computer vision and pattern recognition, pages 22500–
22510, 2023. 5

[54] RunwayML. Gen-3 alpha. https://runwayml.com/
research/introducing-gen-3-alpha , 2024. 6, 7,
8

[55] Johannes Lutz Schönberger and Jan-Michael Frahm.
Structure-from-motion revisited. In Conference on Com-
puter Vision and Pattern Recognition (CVPR), 2016. 5

[56] Johannes Lutz Schönberger, Enliang Zheng, Marc Pollefeys,
and Jan-Michael Frahm. Pixelwise view selection for un-
structured multi-view stereo. In European Conference on
Computer Vision (ECCV), 2016. 5

[57] Team Seawead, Ceyuan Yang, Zhijie Lin, Yang Zhao,
Shanchuan Lin, Zhibei Ma, Haoyuan Guo, Hao Chen, Lu
Qi, Sen Wang, et al. Seaweed-7b: Cost-effective train-
ing of video generation foundation model. arXiv preprint
arXiv:2504.08685, 2025. 4

[58] Yu Shang, Yuming Lin, Yu Zheng, Hangyu Fan, Jingtao
Ding, Jie Feng, Jiansheng Chen, Li Tian, and Yong Li. Ur-
banworld: An urban world model for 3d city generation.
arXiv preprint arXiv:2407.11965, 2024. 8

[59] Mohit Shridhar, Jesse Thomason, Daniel Gordon, Yonatan
Bisk, Winson Han, Roozbeh Mottaghi, Luke Zettlemoyer,
and Dieter Fox. ALFRED: A Benchmark for Interpreting
Grounded Instructions for Everyday Tasks. In The IEEE
Conference on Computer Vision and Pattern Recognition
(CVPR), 2020. 8

[60] Kihyuk Sohn, Nataniel Ruiz, Kimin Lee, Daniel Castro
Chin, Irina Blok, Huiwen Chang, Jarred Barber, Lu Jiang,
Glenn Entis, Yuanzhen Li, et al. Styledrop: Text-to-image
generation in any style. In 37th Conference on Neural Infor-
mation Processing Systems (NeurIPS). Neural Information
Processing Systems Foundation, 2023. 5

[61] Kun Su, Kaizhi Qian, Eli Shlizerman, Antonio Torralba,
and Chuang Gan. Physics-driven diffusion models for im-
pact sound synthesis from videos. In Proceedings of the
IEEE/CVF Conference on Computer Vision and Pattern
Recognition (CVPR), pages 9749–9759, 2023. 8

[62] The Blender Fundation. Blender. https : / /www.
blender.org/ , 2024. 1, 2, 8, 14

[63] Xiaofeng Wang, Zheng Zhu, Guan Huang, Boyuan Wang,
Xinze Chen, and Jiwen Lu. Worlddreamer: Towards general

world models for video generation via predicting masked to-
kens. arXiv preprint arXiv:2401.09985, 2024. 8

[64] Jiajun Wu, Erika Lu, Pushmeet Kohli, Bill Freeman, and
Josh Tenenbaum. Learning to see physics via visual de-
animation. In Advances in Neural Information Processing
Systems. Curran Associates, Inc., 2017. 8

[65] Ziyang Xie, Zhizheng Liu, Zhenghao Peng, Wayne Wu,
and Bolei Zhou. Vid2sim: Realistic and interactive sim-
ulation from video for urban navigation. arXiv preprint
arXiv:2501.06693, 2025. 8

[66] Qiyao Xue, Xiangyu Yin, Boyuan Yang, and Wei
Gao. Phyt2v: Llm-guided iterative self-refinement for
physics-grounded text-to-video generation. arXiv preprint
arXiv:2412.00596, 2024. 8

[67] Honghui Yang, Di Huang, Wei Yin, Chunhua Shen, Haifeng
Liu, Xiaofei He, Binbin Lin, Wanli Ouyang, and Tong He.
Depth any video with scalable synthetic data. arXiv preprint
arXiv:2410.10815, 2024. 8

[68] Shiyuan Yang, Liang Hou, Haibin Huang, Chongyang Ma,
Pengfei Wan, Di Zhang, Xiaodong Chen, and Jing Liao.
Direct-a-video: Customized video generation with user-
directed camera movement and object motion. In ACM SIG-
GRAPH 2024 Conference Papers, pages 1–12, 2024. 1

[69] Sherry Yang, Jacob Walker, Jack Parker-Holder, Yilun Du,
Jake Bruce, Andre Barreto, Pieter Abbeel, and Dale Schu-
urmans. Video as the new language for real-world decision
making. arXiv preprint arXiv:2402.17139, 2024. 1

[70] Zhuoyi Yang, Jiayan Teng, Wendi Zheng, Ming Ding, Shiyu
Huang, Jiazheng Xu, Yuanming Yang, Wenyi Hong, Xiao-
han Zhang, Guanyu Feng, et al. Cogvideox: Text-to-video
diffusion models with an expert transformer. arXiv preprint
arXiv:2408.06072, 2024. 8

[71] Lijun Yu, Yong Cheng, Kihyuk Sohn, José Lezama, Han
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