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Abstract

3D style transfer refers to the artistic stylization of 3D as-
sets based on reference style images. Recently, 3DGS-based
stylization methods have drawn considerable attention, pri-
marily due to their markedly enhanced training and render-
ing speeds. However, a vital challenge for 3D style transfer
is to strike a balance between the content and the patterns
and colors of the style. Although the existing methods strive
to achieve relatively balanced outcomes, the fixed-output
paradigm struggles to adapt to the diverse content-style
balance requirements from different users. In this work,
we introduce a creative intensity-tunable 3D style transfer
paradigm, dubbed Tune-Your-Style, which allows users to
flexibly adjust the style intensity injected into the scene to
match their desired content-style balance, thus enhancing
the customizability of 3D style transfer. To achieve this goal,
we first introduce Gaussian neurons to explicitly model the
style intensity and parameterize a learnable style tuner to
achieve intensity-tunable style injection. To facilitate the
learning of tunable stylization, we further propose the tun-
able stylization guidance, which obtains multi-view consis-
tent stylized views from diffusion models through cross-view
style alignment, and then employs a two-stage optimization
strategy to provide stable and efficient guidance by modu-
lating the balance between full-style guidance from the styl-
ized views and zero-style guidance from the initial render-
ing. Extensive experiments demonstrate that our method not
only delivers visually appealing results, but also exhibits
flexible customizability for 3D style transfer. Project page
is available at hitps://zhao-yian.github.io/TuneStyle.

1. Introduction

The technology of 3D style transfer holds promising appli-
cation value in the fields of artistic creation, gaming, and
entertainment. Conventional 3D style transfer approaches
model scenes based on explicit representations (e.g., Vox-
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Figure 1. (a) Existing fixed-output paradigm struggles to adapt to
the diverse content-style balance requirements. (b) Our intensity-
tunable 3D style transfer paradigm enables users to flexibly adjust
the style intensity to achieve the desired content-style balance.

els, meshes, and point clouds), and the quality of their styl-
ized results is limited by the fidelity of the appearance re-
construction. The advent of implicit neural representation,
i.e., Neural Radiance Fields (NeRF) [34], marks a paradigm
shift in the realm of 3D style transfer, inaugurating a new
era of enhanced visual art effects. However, the complexity
of implicit scene encoding results in time-consuming train-
ing and rendering for scene reconstruction, which hinders
its practical application.

Recently, 3D Gaussian Splatting (3DGS) [22] has at-
tracted considerable attention for its advanced reconstruc-
tion quality and efficient rendering pipeline, offering a new
technical pathway for 3D style transfer. However, a vital
challenge for 3D style transfer is to strike a balance be-
tween the content and the patterns and colors of the style.
Although existing methods [25, 30, 58] strive to achieve
relatively balanced outcomes, the fixed-output paradigm is
cumbersome to adapt to the diverse content-style balance
requirements from different users, as presented in Fig. 1(a).

To address this dilemma, we present a creative intensity-
tunable 3D style transfer paradigm Tune-Your-Style,
which enables users to flexibly adjust the style intensity in-
jected into the scene to match their desired content-style
balance, substantially enhancing the customizability and
practicality of 3D style transfer, as presented in Fig. 1(b).
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Nevertheless, achieving this goal remains non-trivial due
to the absence of explicit modeling and guidance for style
intensity in the scene. In response to this challenge, we
first propose Intensity-tunable Style Injection (ISI), which
introduces Gaussian neurons to explicitly model the style
intensity and parameterizes a learnable style tuner to flex-
ibly adjust the style intensity injected into the scene. To
facilitate the learning of the style intensity and tuner, we
further propose Tunable Stylization Guidance (TSG). TSG
employs a 2D diffusion model to perform style transfer on
rendered views and obtains multi-view consistent stylized
results through cross-view style alignment. Subsequently,
TSG adopts a two-stage optimization strategy to provide
stable and efficient guidance by modulating the balance be-
tween full-style guidance from the stylized results and zero-
style guidance from the initial rendering.

To verify the effectiveness of our approach, we performe
extensive comparisons and visualizations across multiple
scenes. Specifically, we first conduct qualitative and quan-
titative comparisons with existing 3DGS-based and NeRF-
based style transfer methods, and our approach exhibits
markedly superior performance in terms of visual qual-
ity and quantitative metrics. The widely collected user
study results also highlight the distinct advantages of our
method in user preference and visual appeal. Furthermore,
we present visualization results of two applications, i.e.,
intensity-tunable 3D stylization and multi-style combina-
tion, where our method exhibits impressive results and flex-
ible customizability.

The main contributions can be summarized as: (i). We
unfold a novel intensity-tunable 3D style transfer paradigm
that addresses the challenge of the existing fixed-output
paradigm being cumbersome to adapt to the diverse content-
style balance requirements. (ii). We construct an explicit
modeling of style intensity and parameterize a learnable
style tuner to achieve intensity-tunable style injection. (iii).
We design a tunable stylization guidance, which employs
a two-stage optimization strategy to guide the learning of
tunable stylization by modulating the balance between full-
style guidance from the stylized results and zero-style guid-
ance from the initial rendering. (iv). We conduct extensive
comparisons and visualizations, where our method exhibits
visually appealing results and flexible customizability.

2. Related Work
2.1. Image/Video Style Transfer

Image style transfer aims to create new artworks from
real images based on artistic paintings. The pioneering
work [13] opens up a CNN-based optimization approach.
Building on this, subsequent studies [7, 8, 18,21, 26, 28, 31,
37,43, 45, 47, 50, 56] have continuously innovated, striv-
ing for higher transfer efficiency and better stylized qual-

ity. Video style transfer focuses on addressing the issues of
inter-frame inconsistency and flickering artifacts in stylized
videos, which are typically achieved through the design of
temporal consistency constraints [3, 6, 12, 16, 27, 41, 46,
46, 49]. Both image and video style transfer only support
the stylization of 2D images and cannot be directly applied
to 3D representations.

2.2. 3D Style Transfer

3D style transfer aims to modify the appearance and ge-
ometry of a scene based on an image exemplar so that the
rendering matches the desired style while maintaining con-
tent similarity and multi-view consistency, which is more
challenging than image style transfer. Existing mainstream
methods can be categorized into two types: NeRF-based
and 3DGS-based.

NeRF-based. HyperNet [5] pioneers the 3D style transfer
based on NeRF, achieving appearance stylization through a
style hypernetwork. Subsequent works [9, 19, 35, 54] in-
troduce various techniques to enhance the stylization qual-
ity, including the unified implicit neural stylization frame-
work [9], the 2D-3D mutual learning strategy [19], the
alternate training strategy [35], and the nearest neighbor-
based feature matching (NNFM) loss [54]. More recently,
[15] and [11] achieve 3D style transfer from 2D diffusion
priors, and [44] enables text-driven 3D stylization based
on CLIP [39] features. StyleRF [29] develops zero-shot
3D style transfer. DeSRF [48] introduces a deformable
module and dilated sampling for efficient style transfer.
CoARF [52] provides fine-grained control over the resulting
scenes. Although these methods achieve impressive results,
they are limited by the time-consuming training of NeRF
and only support a fixed-output paradigm, making it diffi-
cult to adapt to various content-style balance requirements.
3DGS-based. Recently, 3DGS-based style transfer meth-
ods have gained attention for their efficient pipeline and
high-quality scene fitting. ReGS [32] achieves reference-
based scene stylization based on a content-aligned reference
image. StyleSplat [20] enables localized stylization of mul-
tiple objects within a scene. StylizedGS [53] achieves adap-
tive control of multiple perceptual factors of stylized results.
StyleGaussian [30] achieves instant style transfer using a
KNN-based 3D CNN on embedded high-dimensional fea-
tures. InstantStyleGaussian [51] leverages an improved it-
erative dataset update strategy to lift 2D diffusion priors for
3D style transfer. G-Style [25] integrates preprocessing and
multiple loss functions to obtain high-quality stylized re-
sults. Although these 3DGS-based methods reduce train-
ing and rendering times compared to NeRF-based methods,
they are also limited by the fixed-output paradigm. In con-
trast, our method introduces a novel intensity-tunable style
transfer paradigm and demonstrates visually appealing re-
sults, greatly enhancing the practicality of 3D style transfer.
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Figure 2. Overall framework. Our method comprise two pivotal components, namely Intensity-tunable Style Injection (ISI) and Tunable
Stylization Guidance (TSG). ISI introduces Gaussian neurons to explicitly model style intensity and parameterizes a learnable style tuner,
enabling users to flexibly adjust the style intensity injected into the scene. To facilitate the learning of the style intensity and tuner, TSG first
employs a diffusion model to perform style transfer on rendered views, and obtains multi-view consistent stylized results through cross-
view style alignment. Then, TSG adopts a two-stage optimization strategy to achieve stable and efficient tunable stylization guidance, with
full-style guidance in the stylized results and zero-style guidance in the initial rendering.

3. Method

In this section, we elaborate on the proposed method, which
comprises two pivotal components: Intensity-tunable Style
Injection (ISI) and Tunable Stylization Guidance (TSG), as
presented in Fig. 2. Specifically, ISI introduces Gaussian
neurons to explicitly model the style intensity and param-
eterizes a learnable style tuner to flexibly control the style
intensity injected into the scene. TSG first employs a 2D
diffusion model to perform style transfer on rendered views,
and obtains multi-view consistent stylized results through
cross-view style alignment. Subsequently, TSG adopts a
two-stage optimization strategy to provide stable and effi-
cient tunable stylization guidance by modulating the bal-
ance between full-style guidance from the stylized results
and zero-style guidance from the initial rendering. The de-
tails are as follows.

3.1. Preliminary: 3D Gaussian Splatting

3D Gaussian Splatting (3DGS) [22] introduces splatting-
based rasterization and provides a real-time differen-
tiable renderer. Specifically, 3DGS represents a scene
as a collection of 3D Gaussian primitives: © =
{(p;, Si, Ri,04,¢;) Y|, where N indicates the number
of primitives, and each primitive consists of a position
w; € R3, ascaling factor S; € R3, a rotation quaternion
R; € R*, an opacity 0; € R, and a color ¢; € R¥ (where
k indicates the degrees of freedom). Practically, these 3D
Gaussians can be effectively rendered to compute the color
C of each pixel within the camera planes by blending NV or-
dered Gaussians overlapping the pixel. For a more detailed
introduction, please refer to Appendix D.

3.2. Intensity-tunable Style Injection

Style Intensity Modeling. To model style intensity, we as-
sign a learnable neuron to each Gaussian primitive to pre-
dict its attribute offsets, which serve as the quantitative rep-
resentation of the style intensity. Unlike previous meth-
ods [30, 51] that typically only modify color attributes, we
predict offsets for all attributes to finely model the style
transfer of both geometry and appearance. Given a scene
O and a reference style image Sy, the Gaussian neurons G
predict the attribute offsets for all 3D Gaussians conditioned
on Sy, as presented in Eq. (1).

G(Sk,0) = {Axpt;, ApSi, ApRi, Aoy, Age; 1Ly (1)
The stylized scene O, is calculated as in Eq. (2).
Ok = O +G(Sk, 9). )

These Gaussian neurons parameterize the transformation
field of the scene with respect to the reference style, thereby
providing an explicit modeling of the style intensity.
Tunable Style Injection. Based on the explicit modeling of
style intensity, we further propose the tunable style injection
to adjust the injected style intensity. Specifically, we intro-
duce a style tuner with two endpoints corresponding to zero
style injection and full style injection. To parameterize the
style tuner, we define a staircase function H(-) that quan-
tizes and samples the continuous signal of the style tuner
to obtain encodable discrete signals. The staircase function
H(-) is presented in Eq. (3).

HB)=z2—-a, Q- 2<B<Q-(2+1), 3)

where /3 € [a, b] represents the input value of the style tuner,
a and b denote two endpoints, typically 0% and 100%,
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Q = b}"’ denotes the quantitative interval, Z denotes the

quantitative level, and z € {0, 1, ..., Z —1}. Subsequently,
we construct a bijective mapping f from discrete signals to
learnable embeddings, i.e., Vg = f(#(5)). In the context
of Vg, the stylized scene with the reference style Sy, is cal-
culated by Eq. (4).

07 =0+ Vs ®G(Sk,0), @)

where © represents the element-wise multiplication.

3D Gaussian Filter. In addition, we introduce a 3D Gaus-
sian filter to avoid assigning neurons to redundant 3D Gaus-
sians, which would otherwise cause artifacts in the stylized
scene. Concretely, we observe that redundant 3D Gaus-
sians commonly exist in scenes, which are not salient in
the original rendering but produce non-negligible artifacts
in the stylized rendering due to the reorganization of visi-
bility and relative occlusion relationships of 3D Gaussians.
Consequently, the filter is responsible for removing those
unimportant 3D Gaussians to reduce the impact on style
transfer. Inspired by [10], we calculate the importance score
1; of each 3D Gaussian in rendering all training views, as
calculated in Eq. (5).

C HxW i

%‘ZZ Z Ii(@i)'di'

J

1

(1—0y), ®)
1

where C, H, and W represents the number of training
views, image height, and width, respectively. x(©;) repre-
sents whether the i-th 3D Gaussian is hit when calculating
each pixel. Intuitively, 3D Gaussians with fewer total hits,
lower opacity, or occlusion contribute less to the rendering,
and thus they are assigned lower importance scores. The 3D
Gaussians are sorted according to their importance scores,
with the less significant ones being filtered out.

3.3. Tunable Stylization Guidance

Diffusion-based Stylization Guidance. Existing meth-
ods [25, 30, 53] typically align the VGG features [14] of
rendered views and style images via optimization, which in-
volves time-consuming encoder-decoder training. To avoid
the costly training process, we leverage the 2D diffusion
priors to efficiently guide the stylization of 3D scenes. For-
mally, given the image-conditioned diffusion model &, e.g.,
IP-Adapter [50], and a set of camera poses w = {m,|v =
1,2,...,C}, for any viewpoint v, we can render its view
Z,. Subsequently, we conduct a diffusion denoising pro-
cess on Z,, conditioned on the reference style image Sy, to
generate the stylized view Z¥. The reference style image
feature is selectively injected into the style-specific blocks
of £, which has proven effective in [45]. These stylized
views, which inherit the 2D diffusion priors, are utilized to
guide the update direction of the 3D model.

Cross-view Style Alignment. However, although the gen-
erated stylized views exhibit reasonable content and high-
quality aesthetic texture, there is a distinct 3D inconsis-
tency across different views, resulting in over-smoothing
and blurring of 3D texture. Existing 3D generation and
editing methods typically apply the Score Distillation Sam-
pling (SDS) loss [38] or construct an Iterative Dataset Up-
dates (IDU) process [15] to address this issue. Neverthe-
less, these strategies converge slowly due to the aggregation
of inconsistent information across views, and they are espe-
cially deficient in handling stylized views with more intri-
cate and detailed textures.

In response to this challenge, we propose the cross-view
style alignment to achieve the multi-view consistent styl-
ization guidance. Specifically, we first randomly select an
anchor view from the training views. Our goal is to align
the style texture of the other views with that of the anchor
view by injecting the features of the anchor view into the
other views. Inspired by [2], we inject the key and value
features of the anchor view into the self-attention layers of
other views during the diffusion process, and apply the mu-
tual self-attention [2] with the corresponding guery features
to guide the stylization of other views. However, we ob-
serve that directly applying mutual self-attention with the
anchor view tends to distort the generation results of the
current view due to the misalignment of features. The de-
gree of distortion escalates with the increase in view dif-
ference. Consequently, we further apply cross-view feature
matching to achieve content calibration. To warp the con-
tent feature of the anchor view Z,,, to the current viewpoint
v, we first back-project the feature into 3D space based on
the camera pose of m,, and the predicted depth map d,,.
Subsequently, we re-project the spatial feature to the current
viewpoint v, to obtain the warped content feature. Finally,
we concatenate the warped feature of the anchor view with
the feature of the current view to serve as the key and value
for mutual self-attention, which further improves the sta-
bility of content calibration. Note that the feature injection
is suggested to be applied to the latter layers of the model,
which tend to determine the image texture [2, 45]. In our
experiments, we apply it to the up_blocks of U-Net [40].
The mutual self-attention is calculated in Eq. (6).

56 ' ([quaava Kﬁc])T) . [Vt Vt ]
\/g Vg —>Vc? vrl?
(6)

where A? represents the calibrated attention map of the
current view Z,, at time step t, K} _,, and V! _ repre-
sent the warped key and value features of the anchor view,
[-, -] represents the concatenation.

Two-stage Optimization for Tunable Stylization. Based
on the multi-view consistent stylized results, we propose a
two-stage optimization strategy for guiding the tunable styl-
ization. In the first stage, we perform the full-style guid-

A, = softmax(
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Figure 3. Results of the qualitative comparison with 3DGS-based style transfer methods. Our method exhibits clearer style textures,
maintains more consistent color fidelity with the reference style, and produces fewer artifacts. Best viewed with zoom-in.

Method ‘ Short-range Consistency | Long-range Consistency | ‘ CLIPg T CLIPg,. T ‘ User Study T
StyleGaussian [30] 0.067/0.070 0.126/0.108 0.2134 0.2223 2.79 £ 0.16
G-Style [25] 0.044/0.059 0.093 /0.096 0.2406 0.2391 3.10 £ 0.40
InstantStyleGaussian [51] 0.053/0.062 0.108/0.113 0.2204 0.2160 2.06 £+ 0.22
Ours 0.033/0.035 0.062 / 0.067 0.2619 0.2881 3.97 £0.13

Table 1. Results of the quantitative comparison. For the short- and long-range consistency, we present the results in the “LPIPS / RMSE”
format. CLIPs represents the CLIP similarity, and CLIPs,, . represents the CLIP directional similarity. For the user study, we report the

average score and 95% confidence interval.

ance. To ensure stable optimization in the early steps of
training, the Gaussian neurons G are initialized with zeros
and the learnable embeddings of the style tuner are initial-
ized with ones, so that the initial predicted offsets are zero.
At this stage, the style tuner maintains a full offset position.
Therefore, only the neurons G and the style tuner embed-
ding corresponding to the full offset Vy,; are optimized.
Given the reference style image Sj, we calculate the £;
loss and the LPIPS [55] loss as objective functions between
the stylized view Z* and the rendered view Z!!, cf. Eq. (7).

L5 = Lo(T0 T8 + Lipips (T TE), (D)

where #; represents the iteration step of the first stage, L5
represents the full-style guidance. In the second stage, we
perform the tunable stylization guidance. At this stage, the
neurons and the style tuner embedding of full offset are
frozen, and only the other embeddings are optimized. To

provide tunable stylization guidance, we introduce zero-
style guidance as an auxiliary. Specifically, at each itera-
tion £o, we randomly sample the input of the style tuner Bi,
(except for two endpoints) and calculate the corresponding
embedding Vﬁt.2 according to Eq. (3). Subsequently, we cal-

culate the loss between the rendered view Z/? and the orig-
inal view Z, as the zero-style guidance, as well as between
T!2 and the stylized view Z* as the full-style guidance. The
weighted sum of these two guidance, modulated by the style
tuner value f3;,, is employed as the tunable stylization guid-
ance. For detailed formulas, refer to Eq. (8) and Eq. (9).

Aczero = ﬁl (I£2 ; Iv) + Elpips (Ifz ) Iv)7 (8)

P = L1(T2 I + Lipips(T2,TF), )

where L., is the zero-style guidance, ‘C?ul ; is the second
stage full-style guidance. The tunable stylization guidance
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Figure 4. Results of intensity-tunable 3D stylization. The style tuner is marked above each column of rendered results, with the style
injection intensity rising in proportion to the tuner value. Users can adjust the style tuner to their preferences to obtain desired results.

is calculated in Eq. (10).
Ltunable = (1 - /852) . Ezero + /652 . L?ulp (10)

4. Experiments

4.1. Implement Details

In our experiments, all of the original 3D Gaussians are
trained employing the method presented in [22], with
raw data from from Mip-NeRF [1], Tanks&Temples [24],
LLFF [33], and Instruct-N2N [15] datasets. We set the
quantitative level Z in the staircase function H(-) of the
style tuner to 10, and the two endpoints a and b to 0%
and 100% [57], respectively. We omit modeling the view-
dependency of the color for simplicity and filter out the least
important 50% of the Gaussian primitives based on their im-
portance scores. The Gaussian neurons used for modeling
style intensity are structured to match the number of pa-
rameters of the filtered Gaussian primitives. Leveraging the
highly optimized renderer of [22], these Gaussian neurons

achieve efficient optimization while maintaining low mem-
ory consumption. We utilize IP-Adapter-SDXL [50] as the
2D diffusion model to provide stylization guidance, and in-
ject the reference style image feature exclusively into the
first up_block following [45]. The two-stage optimization of
tunable stylization guidance comprises a total of 4000 steps,
with each stage consisting of 2000 steps. We use PyTorch
for implementation and a single 32GB NVIDIA V100 GPU
for training. The total training time for each scene is ap-
proximately 20 minutes.

4.2. Main Results

Qualitative Comparison. We first conduct a qualitative
comparison with existing 3DGS-based style transfer meth-
ods, as presented in Fig. 3. We compare our method with
StyleGaussian [30], G-Style [25], and InstantStyleGaus-
sian [51] on five commonly used scenes: face, truck, train,
lego, and garden. The stylization results of existing 3DGS-
based methods still exhibit inadequacies in terms of content
preservation and style texture details, and are also plagued
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Figure 5. Results of multi-style combination. We select two different styles to inject into the interior and exterior regions of the mask in
each instance, and we can independently adjust the injection intensity of each style, thus controlling the dominant style of stylized scene.

by blurring and artifact noise. In contrast, our method ex-
hibits clearer style textures, maintains more consistent color
fidelity with the reference style, and produces fewer ar-
tifacts. Additionally, we also conduct comparisons with
NeRF-based methods [19, 29, 54], with visualizations pre-
sented in Appendix A. By leveraging the diffusion-based
stylization prior, our method is able to produce more ratio-
nal and visually appealing stylized outcomes.

Quantitative Comparison. We further conduct a quanti-
tative comparison of 3D style transfer quality with existing
methods, c¢f. Tab. 1. Specifically, we first calculate the long-
and short-range multi-view consistency scores of the styl-
ized scenes following common practice [17, 19, 30]. We
also calculate the CLIP similarity and CLIP directional sim-
ilarity scores to evaluate the fidelity to the reference style.
The former measures the cosine similarity of CLIP features
between rendered views and text descriptions, while the lat-
ter measures the consistency of the change between ren-
dered views with text descriptions. Moreover, we conduct
a user study to evaluate the user preference for the stylized
results of different methods. For multi-view consistency,
we select 10 view pairs for each of the 5 scenes depicted
in Fig. 3. Among them, view pairs with an interval of 2
are utilized to calculate short-range consistency, while view
pairs with an interval of 10 are utilized to calculate long-

range consistency. We employ the same view warping al-
gorithm as [30], i.e., optical flow [42] estimation based on
softmax splatting [36], and calculate the LPIPS [55] and
RMSE scores for each view pair. We calculate the average
score of the five stylized scenes and present the results in
the “LPIPS / RMSE” format. Our approach exhibits op-
timal multi-view consistency. To calculate CLIP similar-
ity and directional similarity, we manually annotate the text
descriptions for the original scenes and the stylized scenes.
We employ CLIP ViT-L/14 as the feature extractor and also
report the average score of the five scenes. Our method also
demonstrates the strongest performance. The detailed an-
notation information for these scenes can be found in Ap-
pendix C.1. For the user study, we render 2 views for each
scene and provide the original scene, the reference style im-
age and the stylized scene to the participants. We request
participants to score on three dimensions: content consis-
tency, style consistency, and visual appeal, using a 5-point
scale. We provide the average score and the 95% confi-
dence interval, and the results demonstrate that our method
achieves the optimal user preferences. The detailed evalua-
tion criteria are provided in Appendix C.2.

Intensity-tunable 3D Stylization.  Subsequently, we
present the visualization results of the intensity-tunable 3D
stylization. For each style, we present the results from two
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Figure 6. Results of the ablation study on two-stage optimiza-
tion for tunable stylization. Best viewed with zoom-in.

viewpoints, each incorporating two different style intensi-
ties, as shown in Fig. 4. The style tuner is marked above
each column of rendered results, with the style intensity ris-
ing in proportion to the tuner. Users can adjust the style
tuner to their preferences to avoid over- or under-stylization,
delivering flexible customizability with visually appealing
results. More results can be found in Appendix B.
Multi-Style Combination. We also present the results of
the multi-style combination. For each scene, we employ
SAM [23] to segment multi-view images and subsequently
obtain 3D masks following [4]. We assign three reference
style images to each scene, from which we select two dis-
tinct styles to inject into the interior and exterior regions of
the mask, respectively, as shown in Fig. 5. Taking advan-
tage of the intensity-tunable design, we can individually ad-
just the injection intensity of each style, thereby controlling
the dominant style of the stylized scene.

4.3. Ablation Study

Two-stage Optimization for Tunable Stylization. To ver-
ify the effectiveness of the two-stage optimization strategy
for the tunable stylization guidance, we conduct an abla-
tion study on it. Specifically, we employ zero-style guid-
ance and full-style guidance to simultaneously optimize the
Gaussian neurons and the style tuner, with the results pre-
sented in “w/o Two-stage Optimization” of Fig. 6. The re-
sults demonstrate that removing the two-stage optimization
not only results in low-quality stylized outcomes (e.g., over-
stylization), but also compromises the style tuner’s ability to
adjust the intensity of style injection. This failure can be at-
tributed to the unstable supervision caused by the random
combination of zero-style guidance and full-style guidance,
which hampers the effective learning of the initial Gaussian
neurons and the style tuner. Conversely, the two-stage opti-
mization circumvents this issue, demonstrating high-quality
stylization outcomes and flexible intensity tunability.

Cross-view Style Alignment. To verify the effectiveness
of the cross-view style alignment, we perform comparisons
among three types of stylized views: the original stylized
views, those with feature injection, and those with content
calibration, as presented in Fig. 7. Although the original re-
sults generated from the 2D diffusion model all conform to
the reference style, they lack 3D consistency, which is not

Original

Stylized Views from 2D Diffusion Model

+ Feature Injection

+ Content Calibration

Figure 7. Results of the ablation study on cross-view style align-
ment. Best viewed with zoom-in.

conducive to optimizing 3D scenes. After applying the fea-
ture injection, the stylized views that are close in viewpoint
to the anchor view (the first column) can maintain consis-
tent style textures. However, as the distance from the anchor
viewpoint increases, the image content of the current view
tends to become distorted due to the significant differences
between the injected anchor view feature and the current
view feature. After incorporating content calibration, the
content and layout of the current view are preserved, while
maintaining consistent style textures with the anchor view.

5. Conclusion

In this work, we introduce a novel intensity-tunable 3D style
transfer paradigm, which enables users to flexibly adjust the
style intensity injected into the scene to match their desired
content-style balance, addressing the challenge posed by
the existing fixed-output paradigm that struggles to adapt
to diverse content-style balance requirements. We construct
an explicit modeling of style intensity and parameterize a
learnable style tuner to achieve intensity-tunable style injec-
tion, and we design a tunable stylization guidance to enable
efficient and stable optimization by modulating the balance
between full-style guidance and zero-style guidance. Ex-
tensive experiments demonstrate that our method not only
delivers visually appealing results but also exhibits flexible
customizability. We hope that our exploration can expand
the frontiers of research in 3D style transfer.
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