DNF-Intrinsic: Deterministic Noise-Free Diffusion for Indoor Inverse Rendering
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Figure 1. Performance of our method on indoor inverse rendering. By fine-tuning a pre-trained diffusion model on InteriorVerse [63],
a synthetic indoor scene dataset, we achieve state-of-the-art indoor inverse rendering that can robustly recover albedo, metallic, roughness,
normal, and depth from a single RGB indoor image. Taking albedo estimation as an example, as shown on the right, our method not
only obtains significantly better results (21.05 in PSNR with a single step) than existing methods, e.g., Inverselndoor [33], IndoorIR [63],
IntrinsicAnything [13], IntrinsicDiff [28], and RGBX [59], but also enjoys the fastest inference speed (0.1 seconds) and fewest trainable
parameters (18.87M). Note, the PSNR and runtime performance on the right are evaluated on the test set of the InteriorVerse dataset.

Abstract

Recent methods have shown that pre-trained diffusion mod-
els can be fine-tuned to enable generative inverse render-
ing by learning image-conditioned noise-to-intrinsic map-
ping. Despite their remarkable progress, they struggle to ro-
bustly produce high-quality results as the noise-to-intrinsic
paradigm essentially utilizes noisy images with deteriorated
structure and appearance for intrinsic prediction, while it
is common knowledge that structure and appearance in-
formation in an image are crucial for inverse rendering.
To address this issue, we present DNF-Intrinsic, a robust
yet efficient inverse rendering approach fine-tuned from a
pre-trained diffusion model, where we propose to take the
source image rather than Gaussian noise as input to directly
predict deterministic intrinsic properties via flow matching.
Moreover, we design a generative renderer to constrain that
the predicted intrinsic properties are physically faithful to
the source image. Experiments on both synthetic and real-
world datasets show that our method clearly outperforms
existing state-of-the-art methods. Our code is available at

*Corresponding author.

https://github.com/OnlyZZZZ/DNF-Intrinsic.

1. Introduction

Inverse rendering has long been a fundamental task in com-
puter vision and graphics since originated by Barrow and
Tenenbaum [5]. It aims to reverse the rendering process
by estimating the scene material (e.g., albedo, metallic, and
roughness), geometry (e.g., normal and depth), and lighting
from a single image. This task was widely studied as ac-
quiring these intrinsic properties allows a wide range of ap-
plications including AR/VR [38], segmentation and track-
ing [6, 45], relighting and material editing [58], as well as
robotics and autonomous driving [12].

Currently, inverse rendering remains a challenging open
problem due to the following reasons. First, the problem is
highly ill-posed, especially when only a single image with
complex appearance effects (e.g., inter-reflection and cast
shadows) is given. Second, there is a lack of large-scale
real-world datasets with ground-truth intrinsic properties in
this field, which makes it difficult to achieve inverse render-
ing of real-world scenes in a data-driven manner.
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Early methods often resort to hand-crafted priors to re-
duce the ambiguity of the problem [3, 4, 22]. However, as
these priors do not always hold in real-world images, they
may not work well for complex scenes. Benefiting from
the emergence of large-scale synthetic datasets [34, 52, 63],
learning-based methods [18, 32, 33, 35-37, 63, 65] casting
inverse rendering as fully supervised image-to-image trans-
lation later became mainstream, but they often do not gen-
eralize well to real-world images.

A recent trend that has received considerable attention
is to leverage the strong image prior of pre-trained diffu-
sion models to achieve non-deterministic inverse rendering
in a generative noise-to-intrinsic fashion. Following this
paradigm, some methods propose to tackle inverse render-
ing by fine-tuning pre-trained diffusion models using syn-
thetic data [13, 28, 42, 59]. However, they basically have
the following three limitations. First, they cannot robustly
produce high-quality results (see Table | and Figure 4) be-
cause the use of noise-to-intrinsic paradigm makes it im-
possible for them to exploit the complete image structure
and appearance information for intrinsic prediction. Sec-
ond, their inference speed is generally low, as a large num-
ber of denoising steps are usually required to map random
noise to intrinsic properties (see Figure 8). Finally, due to
the lack of explicit constraint on image reconstruction from
the predicted intrinsic properties, they may fail to achieve
physically convincing inverse rendering.

To address these limitations, we present DNF-Intrinsic,
a diffusion-based inverse rendering approach that allows for
robust, efficient, and physically convincing single-image in-
verse rendering of indoor scenes (see Figure 1). Instead of
learning image-conditioned noise-to-intrinsic mapping like
previous methods, we advocate for image-to-intrinsic map-
ping |, where we take the source image rather than Gaussian
noise as input to predict intrinsic properties in a determin-
istic manner using flow matching. This not only allows our
method to obtain better intrinsic prediction performance by
taking full advantage of the visual information in the source
image, but also helps avoid the high computational cost aris-
ing from a large number of denoising steps. A generative
renderer is further designed to achieve physically mean-
ingful inverse rendering by explicitly constraining that the
source image can be reconstructed from the predicted in-
trinsic properties. In summary, our main contributions are:

* We present a deterministic noise-free diffusion-based

approach that enables robust yet efficient single-image
inverse rendering of indoor scenes.

* We show that image-to-intrinsic mapping rather than
image-conditioned noise-to-intrinsic mapping is a
more effective choice for diffusion-based inverse ren-

! As verified by [2, 30, 43] and our experiments, the prior in pre-trained
diffusion model still holds when the model is fine-tuned with noise-free
image-to-target mapping.

dering. Besides, we design a generative renderer to
constrain the predicted intrinsic properties to be phys-
ically more reliable.

» Extensive experiments show that our method signifi-
cantly outperforms state-of-the-art approaches on both
synthetic and real-world datasets.

2. Related Work

Optimization/learning-based approaches. Early works
in this field focus on tackling intrinsic image decomposi-
tion (IID), a sub-problem of inverse rendering that aims
to separate an image into reflectance and shading. Con-
ventional IID methods mainly work by formulating opti-
mization based on hand-crafted priors [3, 22], while subse-
quent IID methods are mostly learning-based [9-11, 16, 17,
61, 62], due to the availability of various datasets [7, 29].
In addition to IID, other sub-tasks of inverse rendering
such as material/lighting estimation [24, 31] and geome-
try (e.g., depth and normal) prediction [1, 55, 56] also re-
ceive considerable research attention. However, these meth-
ods can only estimate one or two of the intrinsic proper-
ties. Although there are inverse rendering methods that
enable joint estimation of several intrinsic properties, they
are mostly tailored for single object [15, 19, 53] or re-
quire multi-view images as input [8, 37, 44, 64]. By train-
ing on large-scale synthetic datasets [34, 48, 50, 63], sev-
eral works achieve single-image inverse rendering of indoor
scenes [33, 36, 50, 54, 63, 65], but their performance may
severely deteriorate on real-world images due to the inher-
ent domain gap issue.

Diffusion-based approaches. A recent research trend in
this field is to leverage the powerful image prior learned by
pre-trained diffusion models for tasks including geometry
prediction [23, 27], material estimation [28], and inverse
rendering [13, 42, 59]. However, these methods mostly rely
on the image-conditioned noise-to-target paradigm, which
is sensitive to random noise initialization and may intro-
duces undesirable detail distortions. As shown by Tables |
and 2 as well as Figure 4, they fail to enable robust perfor-
mance and typically correspond to low inference speed due
to the requirement of a large number of denoising steps.

3. Method

Given a single RGB indoor image, the goal of our method is
to recover its multiple intrinsic properties including albedo,
metallic, roughness, normal, and depth via a single model
fine-tuned from a pre-trained diffusion model. Figure 2
shows the overview of our method.

3.1. Problem Formulation

Unlike text-to-image generation, inverse rendering is a de-
terministic image-to-image task. To leverage the power-
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Figure 2. Overview of our method. Given a single indoor image, we aim to recover albedo, metallic, roughness, normal, and depth by
learning deterministic image-to-intrinsic mappings triggered by text prompts. During training, instead of starting from noise as done in
previous diffusion-based methods, we employ a pre-trained VAE encoder £ to initialize the latent code Z of the input image as the starting
point of the flow trajectory. Then, the noised latent Z; at timestep ¢ is obtained by interpolation between Z and the latent intrinsic Z;.
Supervised by L f10., €ach noise latent and the corresponding text prompt are sent into a pre-trained diffusion transformer (DiT) with a
trainable LoRA block to predict the flow velocity toward each intrinsic space. In addition, based on the one step sampling of all intrinsic
properties, we develop a generative renderer to accordingly design a reconstruction loss L. to provide supervision from the input image.
During inference, starting from the latent code Z, we traverse each intrinsic flow triggered by its corresponding text prompt to obtain the
predicted latent intrinsic and recover the final intrinsic properties using a VAE decoder D.

ful diffusion prior, most previous diffusion-based inverse
rendering methods choose to follow text-to-image meth-
ods that formulate the task as a noise-to-intrinsic denoising
diffusion problem conditioned on the input image. Taking
albedo estimation as an example, the pre-trained diffusion
model is usually trained to learn the conditional distribution
D(A|I) over albedo A ~ RW*Hx3 \here the condition
I ~ RW>HX3 ig an input image. The training objective of
the diffusion model ¢y is formulated as:

T =V A+ V1 —ae,t €{0,1,...,T}, (1)
L=Ealeo(zi,t, 1) — €3, )

where &, refers to noise schedule, x; is the noised image
at timestep ¢ and € ~ A(0,I) represents Gaussian noise.
Next, the backward denoising process gradually remove the
noise in x4 to get ry_1:

d(zs) = /1 — au—1 — €0, A3)

(VL) ) e, ()

t

Tt—1 =

where 7 is a parameter to control the amount of injected
noise, and €9 = eg(xy,t, I) is the predicted noise. During
inference, it starts with a pure Gaussian noise image 7 and
gradually remove noise from ¢t € {T" ..., 1,0} via Eq. (4),
eventually leading to a clean albedo prediction.

Our motivation. Although the aforementioned image-
conditioned noise-to-intrinsic paradigm has demonstrated

promising results on material [13, 28, 42, 59] and geom-
etry estimation [23, 27, 57], there are still several issues
to be addressed. First of all, this paradigm learns to op-
erate on noisy images with deteriorated structure and ap-
pearance, which inevitably harms the overall performance
as structure and appearance information are known to be
crucial for inverse rendering [4, 14, 21]. Second, the in-
ference speed of this paradigm is mostly low due to the in-
herent difficulty of mapping noise to target and the curved
sampling trajectory defined by Eq. (4). Third, methods fol-
lowing this paradigm struggle to produce physically plau-
sible high-quality intrinsic properties because they are of-
ten trained without explicitly enforcing that the predicted
intrinsic properties are able to reconstruct the input image.
The existence of the above issues motivates us to develop a
diffusion-based inverse rendering method that learns image-
to-intrinsic mapping taking the source image as input to pre-
dict reconstruction-constrained high-quality intrinsic prop-
erties in a deterministic and more efficient manner.

3.2. Deterministic Image-to-Intrinsic Diffusion

To enable more robust and efficient inverse rendering, we
propose to learn a deterministic image-to-intrinsic mapping
via flow matching [39, 40], rather than DDPM [25] based
image-conditioned noise-to-intrinsic mapping like previous
methods. Specifically, we use an ordinary differential equa-
tion (ODE) model to transfer the latent code of input image
Z ~ 7 to the target latent intrinsic Z,, ~ m, via a short
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Figure 3. Qualitative comparison of inverse rendering on the synthetic InteriorVerse dataset [63]. Although both our method and
IndoorIR [63] enable metallic estimation, we here do not compare on metallic as Inverselndoor [33] cannot predict it. Please see the
supplementary material for more results and comparison on metallic estimation.

and straight trajectory, enabling prediction with only a small
number of sampling steps. During training, the noised la-
tent Z, is obtained by interpolation:

Zy=Zx(1—t)+ Z,*t,t €[0,1], (5)

where ¢ € [0,1] is a normalized timestep. Then, a neu-
ral network pg is employed to learn the flow velocity along
the path between the input image and each single intrinsic
property using the loss below:

Esingle = Et,Z,Zp ||ﬂ¢9(Zta t) - (Zp - Z)”; . (6)

To achieve holistic inverse rendering that jointly esti-
mates five intrinsic properties, we use the text prompt of
each intrinsic property as a trigger [23, 59] to adapt a sin-
gle pre-trained diffusion model for prediction of multiple
intrinsic properties, without modifying the network archi-
tecture. Specifically, we formulate inverse rendering as a
deterministic one-to-many distribution mapping problem,
starting from the same latent code Z and diverging along
different intrinsic trajectories towards various latent intrin-
sics Z;. Hence, we use the text prompt as a simple trigger to
control the direction of the intrinsic trajectories. The train-
ing objective is defined as:

N

Liiow =Erz2, Y lne(Zet.pi) — (Zi— 2)|5, @
=1

where N is the number of intrinsic types, p; € {“albedo”,
“metallic”, “roughness”, “normal”, “depth”} refers to the
text trigger representing the target intrinsic property, while

Z; is the corresponding latent intrinsic.

Note, unlike previous methods that mostly use UNet for
diffusion denoising, we experimentally found that Diffusion
Transformer (DiT) [46] is a more effective flow estimator,
as its utilization of global information is crucial to the suc-
cess of inverse rendering. Hence, a pre-trained DiT from
Stable Diffusion V3 [20] is fine-tuned to serve as our flow
estimator pg. Instead of fine-tuning the entire pre-trained
model or adding extra ControlNet branches [60], we retain
the original architecture of the pre-trained DiT and apply
LoRA [26] to fine-tune a very small number of parameters.

3.3. Generative Renderer

Although each intrinsic property is supervised by the cor-
responding ground truth in the training dataset, there is ac-
tually no direct constraint between these properties and the
input image, neglecting their potential relationship. To ad-
dress this issue, we first train a generative renderer [59] and
accordingly design a reconstruction loss to ensure that we
are able to reconstruct the input image from the predicted
intrinsic properties. Specifically, we use ControlNet [60] to
incorporate the five intrinsic properties as the control sig-
nal to a pre-trained model from Stable Diffusion [49] and
fine-tune it as the generative renderer R to render the input
image based on the given ground-truth intrinsic properties:

ZL’tZ\/O_[_tZ+\/1—O_ét€,tE{0,1,...,T}, (8)

L=Eyz|[Ro(xs,t, (A, M,R,N,D))) — €|z, (9

where Z is the latent code of the input image and the con-
dition signal is the combination of the five intrinsic prop-
erties including albedo (A), metallic (M), roughness (R),
normal (N) and depth (D). As the scene lighting is not
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Method Albedo Metallic Roughness Normal  Depth
etho PSNRT SSIMt LPIPS| PSNRT SSIMt LPIPS| PSNRf SSIM{ LPIPS| AE| AMRE|

Inverselndoor [33] 12.31 0.68 0.52 - - - 11.76 0.53 0.45 26.07 0.25
IndoorlR [63] 15.92 0.78 0.34 16.72 0.60 0.27 16.13 0.68 0.29 15.41 0.13
IntrinsicAnything [13]  13.79 0.67 0.36 - - - - - - - -
IntrinsicDiff [28] 17.42 0.80 0.22 16.46 0.50 0.29 13.33 0.57 0.34 - -
RGBX [59] 18.84 0.81 0.18 11.92 0.30 0.41 11.67 0.51 0.43 18.57 -
Ours 21.95 0.87 0.12 17.64 0.63 0.22 16.72 0.71 0.24 12.23 0.08

Table 1. Quantitative comparison of inverse rendering on the synthetic InteriorVerse dataset [63]. Note, “-”” means that the prediction

of a certain intrinsic property is not allowed by a method.

provided as a conditioning input, we instead model the
rendering process as property-conditioned noise-to-image
mapping with stochasticity (i.e., Gaussian noise) represent-
ing the unknown lighting conditions. Specifically, the pre-
trained generative renderer R is employed to formulate the
following reconstruction loss:

‘Crec = Et,Z,e ||R(\/6TtZ + V1 — aye, t,/,&g([))) - €H§ ’

(10)
where 119(I) = (A, M,R, N, D) refers to one-step esti-
mation of all five intrinsic properties while €; is a sam-
pled noise denoting the unknown lighting. Inspired by
DreamFusion [47], L. is implemented as the Score Dis-
tillation Sampling (SDS) loss to compute the gradient for
o without backpropagating through the generative ren-
derer R. Specifically, we compute the gradient of £ =
wo(I) - stop_gradient [L,...] with respect to the parameters
0. Then, the parameters can be updated using an optimizer.

Discussion. Note, to remedy the lack of lighting in the re-
construction loss, we sample various different lighting in
the training iterations, which is functionally equivalent to
integrating all the possible lighting. Therefore, by mini-
mizing the reconstruction loss, our model will be trained
towards the direction of removing the effect of lighting and
finally converges on lighting-independent intrinsic proper-
ties. Please see the supplementary material for more details
about the generative renderer.

3.4. Inference

As shown in Figure 2, during inference, the VAE encoder £
encodes the input image [ into the latent code Z. Then, the
directions of intrinsic trajectory are determined by specific
text prompt p. Starting from the initial point Zy = Z with
the prompt p;, we can gradually transition towards the target
latent intrinsic by:

1
ZH*% :Zt'i_E/iﬁ(Ztvtapi)v (11)

where K denotes the total number of sampling steps, which
is set as 10 in all our experiments. ¢t € {0,..., K —1}/K
is the normalized timestep. After obtaining the target la-

tent intrinsic, we utilize the VAE decoder D to recover the
corresponding intrinsic property.

3.5. Implementation details

We follow previous methods [28, 63] to train our model on
the synthetic InteriorVerse dataset [63] for 100 epochs. The
dataset contains ground truth for albedo, metallic, rough-
ness, normal, and depth, having a total of 45,073 samples
for training and 2,672 samples for testing. The encoder
€ and decoder D are from the pre-trained variational au-
toencoder (VAE) in Stable Diffusion V3 [20]. During train-
ing, we apply LoRA to fine-tune the attention layers in the
pre-trained diffusion transformer using the AdmaW opti-
mizer [41] with a learning rate of le-4 and a weight decay
rate of le-2. The rank of LoRA layer is set as 64 and the
weights are initialized using Gaussian distribution. Further-
more, to adapt to pre-trained VAE, we transform the input
image and intrinsic properties to the range of [—1,1]. For
single-channel intrinsic properties, e.g., metallic, rough-
ness, and depth, we replicate them across three channels
during training to simulate the RGB image and average the
output across channels during inference to recover them.

4. Experiments

4.1. Evaluation Datasets and Metrics

We evaluate our method on several benchmark indoor
datasets including the synthetic InteriorVerse dataset [63]
and several benchmark real-world indoor datasets, i.e.,
IW [7], DIODE [52], and NYUv2 [51]. For quanti-
tative evaluation of albedo, metallic, and roughness on
ground-truth available synthetic datasets, we employ the
commonly-used PSNR, SSIM, and LPIPS to evaluate the
prediction accuracy. We follow DSINE [1] to assess nor-
mal estimation by calculating the mean angular error (AE)
and use the Absolute Mean Relative Error (AMRE) intro-
duced in [27] for monocular depth evaluation. Note, for the
IIW dataset with relative human albedo annotations rather
than albedo itself, we follow [7] to use Weighted Human
Disagreement Rate (WHDR) to evaluate the performance
of albedo prediction.



Input IndoorIR [63] IntrinsicAnything [13] IntrinsicDiff [28] RGBX [59] Ours
Figure 4. Qualitative comparison of albedo estimation on real-world images.
Input Inverselndoor [33] IndoorlR [63] DSINE [1] RGBX [59] Ours
Figure 5. Qualitative comparison of normal estimation on real-world images.
Method aw NYUv2 DIODE els are not publicly available. For fair comparisons, we pro-
WHDR, AEl AMRE, AE| AMRE| duce results of the compared methods by fine-tuning their
InverseIndoor [33] 21.99 3851 028 4470 020 models on the InteriorVerse dataset [63].
IndoorIR [63] 2290 3438 023 3603 0.9
IntrinsicAnything [13]  27.75 - - - - Evaluation on synthetic data. Table 1 reports the quantita-
IntrinsicDiff [28] 22.02 - - - - . . Its of holistic i deri h
RGBX [59] 2180 3524 ) 4241 B tive comparison resu ts of holistic inverse rendering on the
Ours 2090 2840 007 2829 o1l synthetic InteriorVerse dataset. As shown, our method out-

Table 2. Quantitative comparison of albedo and geometry esti-
mation on real-world datasets. For fair comparison, all the meth-
ods here are not fine-tuned on these datasets.

4.2. Comparison with State-of-the-art Methods

Baselines. We compare our method with the following
state-of-the-art methods: (i) two CNN-based inverse ren-
dering methods, Inverselndoor [33] and IndoorIR [63], and
(i) three latest diffusion-based methods, IntrinsicDiff [28],
IntrinsicAnything [13] and RGBX [59]. Note, we do not
compare with other existing single-image inverse rendering
methods [36, 42, 50, 54, 65], as their codes and trained mod-

performs the compared methods on all five intrinsic prop-
erties. Figure 3 further presents visual comparison results,
where we can see that our method robustly produces high-
quality predictions closer to the ground truths while avoid-
ing the common blurring or ghosting artifacts, demonstrat-
ing the effectiveness and robustness of our method.

Evaluation on real-world data. In addition to synthetic
data, we also evaluate our method on real-world data.
Specifically, we evaluate albedo estimation on the IIW
dataset and conduct normal and depth comparisons on the
NYUv2 and DIODE datasets. As shown in Table 2, our
method exhibits a clear advantage over the compared meth-
ods on these real-world datasets. Figure 4 presents visual
comparisons on albedo estimation, where we can see that



Input Inverselndoor [33] IndoorlR [63]

Marigold [27] DepthAnything v2 [56] Ours

Figure 6. Qualitative comparison of depth estimation on real-world images.

(a) Real-world input

(f) UNet from SD2 (g) Ours with ControlNet

(b) SD3+Noise+Flow+LoRA (c) SD3+Image+DDPM+LoRA

(h) Fine-tuning all parameters

(d) UNet from scratch (e) DiT from scratch

Figure 7. Qualitative ablation study on real-world albedo estimation.

our method produces albedo predictions that are more faith-
ful to the input images. Visual comparisons on normal and
depth estimation are given in Figures 5 and 6, respectively.
As can be seen, despite that our method is fine-tuned on
the synthetic InteriorVerse dataset with only 45K training
images, it can produce very competitive normal and depth
prediction results, which are comparable to current leading
methods (basically trained on datasets significantly larger
than ours) specifically designed for normal [1] and depth
[27, 56] estimation. Please see the supplementary material
for more results as well as comparisons on roughness and
metallic estimation.

4.3. Ablation Study

Effect of deterministic image-to-intrinsic mapping. To
examine the effectiveness of our image-to-intrinsic map-
ping design, we compare it with several alternative de-
signs: (i) Noise+Flow+LoRA: image-conditioned noise-
to-intrinsic mapping learned by flow matching while fine-
tuning with LoRA. (ii) Image+DDPM+LoRA: image-to-
intrinsic mapping using v-prediction of DDPM while fine-
tuning with LoRA. As shown in Figure 7(b)-(c) and Table 3
(see 2nd and 3rd rows), our approach achieves better results

(i) Ours without Lyec () Ours
Method Params PSNRT SSIMt LPIPS|
SD3+Noise+Flow+LoRA 19M 18.25 0.73 0.22
SD3+Image+DDPM+LoRA 19M 17.62 0.81 0.18
UNet from scratch 100M 17.99 0.78 0.25
DiT from scratch 300M 18.80 0.81 0.17
UNet from SD2 13M 19.51 0.83 0.15
Ours with ControlNet 1000M  17.13 0.68 0.27

Ours fine-tuning all parameters 2047M  21.30 0.85 0.14
Ours w/o reconstruction 10ss L,.c.. 19M 21.03 0.82 0.14

Ours (SD3+Image+Flow+LoRA) 19M 21.95 0.87 0.12

Table 3. Quantitative ablation study on albedo estimation on
the Interior Verse dataset [63].

than the alternatives, validating the superiority of our deter-
ministic image-to-intrinsic mapping design.

Effect of diffusion prior. To evaluate the effectiveness of
the pre-trained diffusion prior, we compare our method with
two alternative models trained from scratch with UNet and
diffusion transformer (DiT), respectively. As shown in Fig-
ure 7(d)-(e) and Table 3 (see 4th and Sth rows), despite hav-
ing more trainable parameters, the two models trained from
scratch fail to produce satisfactory results, verifying the ef-
fectiveness of the diffusion prior.



Figure 8. Quantitative comparison of albedo estimation using
varying diffusion steps on the InteriorVerse dataset. Compared
to recent diffusion-based inverse rendering methods, our method
achieves better albedo estimation in fewer diffusion steps.

Figure 9. Qualitative comparison of albedo estimation using
different numbers of diffusion steps.

Effect of Diffusion Transformer (DiT). Figure 7(f) and
the 6th row in Table 3 provide a comparison between UNet
from Stable Diffusion v2 (SD2) and our utilized DiT from
Stable Diffusion v3 (SD3). As shown, replacing DiT with
UNet leads to an obvious performance drop.

Effect of different fine-tuning strategies. Figure 7(g)-(h)
and Table 3 (see 7th and 8th rows) provide comparisons be-
tween fine-tuning with ControlNet, fine-tuning all parame-
ters, and fine-tuning with LoRA (ours). As shown, our fine-
tuning with LoRA strategy achieves the best performance
while corresponding to the fewest trainable parameters.

Effect of the reconstruction loss £,... As shown in the
9th row in Table 3, the reconstruction loss L,... is beneficial
to obtain better results. Moreover, Figure 7(i) shows that
omitting the loss would lead to an albedo prediction with
clear shadow residuals on the wall.

Effect of different number of diffusion steps. We evalu-
ate the performance of our method with different numbers
of diffusion steps in Figures 8 and 9. In contrast to the
latest diffusion-based methods [13, 28, 59], our approach
achieves superior results using significantly fewer steps.

4.4. Applications

Thanks to the high-quality material and geometry proper-
ties recovered from a single image, our method enables var-

Figure 10. Applications. Our method allows to produce photore-
alistic object insertion, as well as lighting and material editing.

ious applications. As shown in Figure 10, our method can
produce visually pleasing results for object insertion, light-
ing, and material editing. Note, although our method itself
does not allow for lighting estimation because our training
dataset does not provide ground-truth for lighting, we can
estimate it via image reconstruction optimization. Specif-
ically, we use pre-integrated environment lighting param-
eterized by Spherical Gaussians (SG) for global illumina-
tion, along with 48 SG emission profiles to represent point
lights [28]. The SG parameters are then determined by opti-
mizing a reconstruction loss between the re-rendered output
and the input. With the estimated lighting, we can achieve
controllable lighting editing and 3D object insertion.

5. Conclusion

We have presented DNF-Intrinsic, a deterministic noise-
free diffusion-based approach that allows for robust yet effi-
cient single-image inverse rendering of indoor scenes. Un-
like previous methods that learn image-conditioned noise-
to-intrinsic mapping, we propose to take the source im-
age rather than Gaussian noise as input to learn determin-
istic image-to-intrinsic mapping via flow matching. By this
means, our method achieves more robust intrinsic predic-
tion performance by taking full advantage of the visual in-
formation in the source image while avoiding the high com-
putational cost from multiple denoising steps. A generative
reconstruction loss is also designed to ensure the resulting
intrinsic properties are physically meaningful. Experiments
show that our method outperforms previous approaches.
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