


1. Introduction

MLLMs [12, 44, 46, 53, 75] have made remarkable
progress with the development of Large Language Mod-
els (LLMs) [28, 70, 84]. They have greatly benefited var-
ious applications, including image and video understand-
ing [6, 44, 97], visual question answering (VQA) [12, 75],
and visual grounding [30, 60, 97]. Despite the advance-
ments of MLLMs with various capabilities [6, 12, 24, 33,
38, 64, 75], they often struggle with visual correspondence,
a fundamental ability that plays a key role in several vision
tasks, including tracking [34, 61], feature matching [5], and
reconstruction [21]. As shown in Fig. 1, even the GPT-
40 [53] cannot understand some simple matching questions
well. This limitation is critical, as it hinders MLLMs from
comprehending correspondence-aware information.

Based on this motivation, we aim to systematically ana-
lyze this problem in MLLMs [12, 44, 53, 75] and propose a
corresponding method to address it. First, a new and chal-
lenging benchmark on instance-level correspondence across
multiple images is required due to the lack of comprehen-
sive evaluations for this direction. Specifically, we collect
1,510 samples from both 15 public video datasets [3, 7,
14, 16, 17, 25, 26, 51, 52, 55, 56, 72, 74, 85, 87] and in-
ternet video platforms. These samples encompass various
scenes, including indoor environments, urban settings, car-
toons, drone footage, and various social activity scenarios.
Each sample is meticulously annotated with multi-image
QA pairs by three skilled annotators. The diversity of these
samples enables us to evaluate the visual matching capa-
bilities of MLLMs across multiple dimensions of matching
cues. We summarize eight types of matching cues (such as
color, markers), which are the most frequently encountered
by humans. (See the Sec. 3)

Then, we evaluate 36 state-of-the-art (SOTA) MLLM
methods on our benchmark. The quantitative evaluation
in our benchmark highlights the merits of our work, as the
strong model, Qwen2-VL-72B-Instruct [75], achieves only
38% overall accuracy. This indicates that current state-
of-the-art (SOTA) MLLMs exhibit notable matching short-
comings. Through quantitative experiments and PCA vi-
sualization analysis (Fig. 2), we identify two primary fac-
tors contributing to these visual shortcomings: 1) Although
current MLLMs possess a specific capability to recognize
objects’ appearances and positions, they lack the corre-
sponding data to teach them how to utilize this foundational
knowledge and these abilities for visual matching; 2) Cur-
rent MLLMs rely on CLIP models to understand images and
cannot comprehend fine-grained and discriminative visual
features.

These findings motivate us to develop an automatic
data generation pipeline for building a high-quality visual
matching SFT dataset (MMVM dataset). The MMVM
dataset includes 220k multi-choice QA pairs. Each is ac-

Figure 2. The PCA visualization of learned object embeddings
by InternVL2-4B and our CoLVA-4B. The object embeddings are
obtained by applying average pooling to the visual tokens using
mask annotations. The red star represents the query object in the
first image. The red dot represents the matched target in the sec-
ond image. The blues dots represent other candidates. More PCA
visualizations can be found in the appendix.

companied by matching rationales. We establish a simple
yet effective baseline, CoLVA, and fine-tune it using our
MMVM dataset. CoLVA integrates two simple yet effec-
tive techniques into existing SOTA MLLMs, such as In-
ternVL2 [12] and Qwen2VL [75], to enhance correspon-
dence training: a fine-grained vision expert with object-
level contrastive learning (OCL) and instruction augmenta-
tion (IA). Specifically, we perform object-level contrastive
learning between the MLLM visual encoder and the vi-
sion expert, motivated by previous works [18, 35]. This
enables the vision expert to learn discriminative features
within the semantic space of the MLLM. First, it pre-
serves fine-grained visual features since our benchmark in-
volves detailed visual prompts as inputs. In addition, it
achieves modality alignment through contrastive learning.
This dual-purpose design highlights the novelty of our OCL
strategy. Furthermore, we integrate the learned discrimi-
native object-level features into the instructions. This al-
lows gradients to be directly backpropagated through the
object-level features to the corresponding image features,
enabling the MLLM to learn the required discriminative
and fine-grained features more effectively. Moreover, this
enhances our ability to refer to multiple objects within the
images. Finally, extensive experiments demonstrate the ef-
fectiveness of our MM VM dataset and network design. Our
CoLVA-InternVL2-4B achieves improvements of 11.72%
and 7.15% over the open-source Qwen2VL-72B and the
proprietary GPT-4o, respectively.

To sum up, our contributions are four-fold:

e We establish a challenging benchmark for the visual
matching problem in Multimodal LLMs.

* We propose a high-quality MMVM dataset, which
contains 220k matching QA pairs with reasoning texts.

* We propose two simple, yet effective techniques for
correspondence learning.

» Extensive experiments demonstrate the effectiveness
of our proposed dataset and technical contributions.
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Figure 3. The proposed automatic visual matching data generation
pipeline. We begin by collecting various image pairs from open-
source video datasets. We then utilize the InternVL-76B model to
generate the reasons for object matching. Finally, we organize all
the image pairs and the generated matching reasons into a unified
format for multi-image VQA tasks.

2. Related Work

Multi-modal Large Language Models. With the devel-
opment of LLMs [1, 2, 4, 66, 69, 71], Multimodal LLMs
raise significant attention in image and video understand-
ing. Current MLLMs [12, 15, 44, 45, 75] explore adapter
layers to transfer visual features (CLIP [58]) into visual
token input for LLMs. LLaVA [44] is one representative
work that uses MLPs as a visual adapter. The follow-
ing works [8, 33, 45] mainly explore high-quality data for
both pre-training and instruction tuning. Meanwhile, sev-
eral works [6, 42, 80, 89] explore stronger visual cues or
inject fine-grained visual prompts into MLLMs. For exam-
ple, VIP-LLaVA [6] integrates arbitrary visual prompts into
LLaVA [44]. Several works have also studied MLLMSs in
video [39, 41, 49, 64, 92, 98] and 3D [24, 76, 81]. In partic-
ular, recent works on video MLLMs can be summarized in
two directions. One direction [38, 39] aims to compress vi-
sual tokens for longer video modeling. The other direction
designs stronger memory attention to achieve state-of-the-
art performance. Several works [57, 65, 73] explore video
grounding and provide strong text features for visual track-
ing. To our knowledge, no works explore fine-grained vi-
sual correspondence understanding in MLLMs. Our work
is the first step in a fine-grained correspondence understand-
ing of multi-images.

Visual Corresponding Learning. Learning instance dis-
criminative features is critical to many applications, includ-
ing object tracking, person re-identification, and multi-view
reconstruction. Several works [46, 50, 75, 100] explore the
cross-image understanding of MLLMs, and most works fol-
low the VQA pipeline. Our works are inspired by previous
visual corresponding learning [34, 36, 79, 93-96, 99] and
present a new learning framework with contrastive visual
tokens for current MLLMs.

Region Understanding of Multimodal LLMs. Under-
standing fine-grained information is also important to build
stronger MLLMs. Several works [42, 60, 89, 97] explore

Figure 4. The statistics of the MMVM benchmark. The left side
presents the statistics of the example counts for matching cues,
while the right side displays the statistics regarding the number of
candidates in the examples.

region-aware or mask-aware instruction tuning pipelines to
MLLMs. In particular, Osprey [89] adopts mask-aware
pooling into MLLMSs to understand fine-grained region fea-
tures. Meanwhile, several works [30, 60, 97] explore the vi-
sual grounding of MLLMs to make MLLMs output specific
locations. GLaMM [60] combines interactive segmentation
with LLaVA [44] and proposes grounded VQA and segmen-
tation in one framework. Our studies explore region-level
understanding in cross-image settings, which is orthogonal
to previous works.

Evaluating Multimodal LLMs. Earlier works mainly
focus on traditional VQA queries in general cases, such
as TextVQA [63], VQAV2 [22], and GQA [27]. Recent
works like MME [19], MM-VeT [88], and MM-Bench [47],
are designed to evaluate the specific features of MLLMs,
including hallucination, reasoning, robustness, OCR, and
chat analysis, Meanwhile, several works [67, 68] explore
the vision-centric features of MLLMs. We argue that our
benchmark is a solid complement to existing MLLMs, mak-
ing current MLLMs understand fine-grained matching abil-
ity without degradation of VQA tasks.

3. MMVM Dataset and Benchmark

We first introduce the strategy for constructing the MM VM
dataset (detailed in Sec. 3.1). We then detail the MMVM
benchmark in Sec. 3.2.

3.1. MMVM Dataset

To construct a large-scale visual matching dataset, we lever-
age existing video datasets to generate multiple-choice QA
pairs (Step 1) and collect reasoning texts for visual match-
ing by prompting advanced MLLMs (Step 2). Finally, we
organize the multi-choice QA pairs and reasoning texts into
a multi-turn dialogue format (Step 3).

Multiple-choice QA Generation. We filter and reorganize
the train sets of current video segmentation datasets, in-
cluding OVIS [56], YouTube-VIS 2021 [85], VIPSeg [51],
BDDI100OK [87], and BURST [3]. As illustrated on the
left side of Fig. 3, we sample frames at fixed 1-second in-
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Figure 5. Visualization of MMVM Benchmark. Our MMVM Benchmark contains 1,510 manually annotated multi-image QA pairs, 8
matching patterns, and 2 types of object referring methods. We collect the evaluation samples from 15 open-source video datasets and

various internet video platforms.

tervals for each video and subsequently organize adjacent
frames into image pairs. Each image pair contains multiple
objects, enabling the generation of multiple visual match-
ing QA pairs. We directly utilize existing mask annota-
tions to refer to objects and form multiple candidate options,
while leveraging existing matching annotations to construct
the answers. For image pairs lacking mask annotations,
we employ SAM [29] to automatically generate the cor-
responding mask annotations. In cases where image pairs
lack matching annotations, we utilize the Re-identification
method [34] to obtain the matching relationships between
objects. Thus, we generate 220K QA pairs in total, the en-
tire process is shown in left side of Fig. 3.

Reason Generation. Multiple-choice training data can
hardly provide text supervision for MLLMs. Inspired by
chain-of-thought [77], we append reasoning and explana-
tion for each multiple-choice question. For this purpose,
we design a pipeline to prompt MLLMs with mask anno-
tations and matching annotations to generate reasons auto-
matically. Although our experiments indicate that existing
MLLMs exhibit poor visual matching capabilities, within
our pipeline, MLLMs are not required to perform visual
matching themselves. Instead, they only need to summarize
visual cues that are beneficial for visual matching based on
the provided annotations. As shown in the middle of Fig. 3,
first, we prompt the stronger MLLM InternVL2-76B [12]
to annotate basic information for all query and candidate
objects, including color, size, position, posture, etc. Then,
we give both the answer (which two objects are the same)

and the objects’ basic information as conditions and prompt
InternVL2-76B to generate corresponding reasons. Finally,
we obtain 220K matching QA pairs with reasons.

Match VQA Formulation. As illustrated on the right side
of Fig. 3, we organize the multiple-choice QA pairs and rea-
soning texts generated in Step 1 and Step 2 into a two-turn
dialogue. The first turn requires the model to make a selec-
tion, whereas the second turn requires the model to provide
a reasoning for its chosen answer. Ultimately, we obtain a
dataset comprising 220k multi-turn dialogue samples.

3.2. MMVM Benchmark

To evaluate the visual matching capabilities of MLLMs,
we also collect image pairs from internet video platforms
and the validation splits of existing video datasets. These
pairs are manually annotated with mask annotations and
matching annotations by three experts. We specifically se-
lect challenging examples to form our MM VM benchmark,
which comprise a total of 1,510 examples.

Example Format. As shown in Fig. 5, we use text prompts
or visual prompts to specify objects. Considering that most
MLLMs cannot understand additional visual prompts, we
overlay the visual prompts onto the images using highlight
contours of different colors and a number tag. Each ex-
ample consists of image pairs (more than two images), a
question, and options. The MLLM must select the correct
answer from the given options based on the question and
image pairs.

Benchmark Statistics. Our MM VM benchmark comprise
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a total of 1,510 examples. Among these, 790 examples are
derived from 15 video segmentation, tracking, and multi-
view matching datasets (including OVIS [56], Youtube-
VIS 2021 [85], LVVIS [74], MOSE [16], BDD100k [87],
BURST [3], SportMOT [14], VideoCube [26], Multi-
viewX [25], VastTrack [55], MOT17 [52], LaSOT [17],
VIPSeg [51], WildTrack [7], and OxUvA [72]). To mitigate
potential overlap with MM VM training data (Sec. 3.1), we
exclusively selected image pairs from the validation splits
of these datasets and re-annotated them manually. To fur-
ther augment the diversity and complexity of the MMVM
benchmark, we manually gathered 720 videos from a vari-
ety of internet video platforms. The diversity of these 1,510
examples enables us to evaluate the ability of MLLMs to
discern and comprehend multiple matching cues. As illus-
trated in Fig. 4, we enumerate eight types of matching cues,
including: 1) Color (CL), 2) Shape or posture (SP), 3) Tex-
tual or LOGO markers (TM), 4) Size (SZ), 5) Relative posi-
tion in the scene (RP), 6) Object orientation and movement
(0O0), 7) Binding relationship with other objects (BR), and
8) Object Markers (OM). The examples of these matching
cues are shown in Fig. 5. Each example may exhibit mul-
tiple matching cues, but we annotate only the most salient
ones. CL and RP are the most prevalent cues. Each ex-
ample includes multiple candidate options, as depicted in
Fig. 4. The minimum, maximum, and average number of
choices per example are 2, 37, and 10, respectively.
Evaluation Metric. Following previous works [19, 22], we
adopt accuracy as the main evaluation metric. In addition
to calculating an overall accuracy, we also separately assess
accuracy for eight distinct matching cues.

4. Method
4.1. Analysis of Current MLLMs’ Shortcomings

We have evaluated multiple SOTA open-source and pro-
prietary MLLMs on the MMVM benchmark. However,
the results reveal a notable observation: none of the open-
source MLLMs achieve an overall accuracy exceeding 50%
(Tab. 1). This phenomenon suggests significant deficien-
cies in current MLLMSs’ performance on the visual match-
ing task. We argue that two main factors cause this phe-
nomenon: 1) Although current MLLMs possess a certain
capability to recognize objects’ appearances and positions,
they lack the corresponding data to teach them how to
utilize this basic knowledge and these abilities for visual
matching, even in a simple sense. This hypothesis is sup-
ported by two observations: First, in the annotation pipeline
of the MMVM dataset, InternVL2 can accurately identify
the basic information of query objects, yet it achieves a no-
tably low score on the MMVM benchmark, as illustrated
in Tab. 1. Second, when we fine-tune InternVL2 using
our MMVM dataset enriched with matching reasoning, its

performance improves significantly (+14.76%). 2) Current
MLLMs rely on CLIP models to understand images and
cannot comprehend fine-grained and discriminative visual
features, which are essential for visual matching since can-
didate objects often share extremely similar semantic infor-
mation. As illustrated in Fig. 2, we conduct a PCA visu-
alization analysis on the object embeddings learned by In-
ternVL2. The results show that the matched target (rep-
resented by a red dot) and other candidate objects (repre-
sented by blue dots) are clustered together, while being dis-
tant from the query object (represented by a red star). This
clustering pattern makes it challenging for MLLMs to dis-
tinguish the correct object.

4.2. CoLVA

To address the shortcomings summarized in Sec. 4.1, we
propose a novel Object-level Contrastive Learning (OCL)
strategy and introduce a fine-grained vision encoder to pro-
vide the discriminative and fine-grained visual features,
thereby improving the MLLM’s visual matching perfor-
mance. Additionally, we propose an instruction augmenta-
tion strategy to facilitate MLLM training. These two novel
technical designs will be detailed in the following.
Baseline. Due to its strong single and multi-image QA per-
formance, we select the SOTA MLLM InternVL2 [12] as
our baseline. We construct a strong baseline by fine-tuning
InternVL2 using a combination of LLaVA SFT data [45]
and our MM VM data.

Object-Level Contrastive Learning. Inspired by the suc-
cess of contrastive learning in visual tracking [10, 23, 54],
tracking [82, 83], and video segmentation [34, 36, 79, 86,
95], we introduce a novel object-level contrastive learn-
ing (OCL) strategy to help MLLM learn more discrimina-
tive features for better visual matching. Unlike previous
contrastive learning approaches that learning features us-
ing shared tracking heads, our method conducts contrastive
learning between two distinct vision encoders: the MLLM
visual encoder and an additional visual expert, as illustrated
on the left side of Fig. 6. This design allows the visual
expert to learn discriminative features within the semantic
space of the MLLM. On the one hand, it preserves fine-
grained visual features, while on the other hand, it achieves
modality alignment through contrastive learning. We em-
ploy the OCL strategy during the pre-training phase. As
shown in Tab. 5, the OCL strategy outperforms other pre-
training methods.

Firstly, we obtain the object-level representations using
masked average pooling based on the image feature. Then,
the object-level contrastive loss is conducted on the object-
level representations:

exp(O - OT)

L= exp(O - OF) + > 5- exp(O-07)’ M

where O denotes the object-level representation of the
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Figure 6. The overview of CoLVA. The left side shows how we use object-level contrastive loss to train the RADIO adapter to simultane-
ously obtain discriminative features and align the RADIO feature space with MLLM’s feature space. The right side shows how we integrate
the learned contrastive visual tokens into the MLLMs. We directly concatenate the learned contrastive visual tokens with the origin visual
tokens output from the MLLM’s visual encoder and feed them into the MLLM’s LLM for answer generation.

query object. O and O~ denote the representations of
positive and negative candidate objects, respectively.

Fine-grained Vision Expert. We find that directly apply-
ing OCL on MLLM’s vision backbone only achieves lim-
ited improvement (34.05 vs. 32.38, as shown in Tab. 4).
It is because MLLM’s CLIP-style backbone lacks fine-
grained visual features. Inspired by [62, 68], we incorpo-
rate an additional fine-grained vision expert, RADIO [59],
into the MLLM to provide more powerful visual represen-
tations. RADIO is distilled from the SAM [29] encoder, DI-
NOv2 [54], CLIP [58], and other vision foundation models,
thus possessing comprehensive capabilities such as fine-
grained visual features and good image-text alignment abil-
ity. Due to the significant gaps between RADIO’s and
MLLM’s feature spaces, we introduce an additional pre-
training stage to align them, and OCL can be easily inte-
grated into this process. As depicted on the left side of
Fig. 6, we incorporate RADIO into the MLLM. OCL is used
in the pre-training stage to simultaneously obtain discrim-
inative features and align the RADIO feature space with
MLLM’s feature space. For an input image pair, one im-
age is fed into the MLLM’s original visual encoder, while
another is input into the RADIO. We then apply OCL (de-
tails in Eq. 1) on all objects’ representations. Due to the
limited image pairs with segmentation annotations, we sim-
ulate many pseudo-video data with masklets based on im-
age segmentation datasets following [95].

In the pre-training stage, we freeze the InternVL2’s vi-
sual encoder, the InternVL2 adapter, and RADIO, focusing
solely on training the RADIO adapter. After the pre-training
stage, RADIO’s feature space is aligned with the MLLM’s.
The MLLM can perform the SFT stage the same as the pre-
vious methods [12, 44].

Instruction Augmentation. In the SFT stage, we use high-
lighted contours to mark the query and candidate objects
and draw corresponding ID tags. The instruction data can
be summarized in the format:

“<Edited_IMGs>\n<SYSTEM> < Question_Answer>"
where <SYSTEM> is: “Here are two images. In the second
image, I have marked several visual objects with their con-
tours in different colors, and each is identified by a white ID
against a background that matches the contour’s color.”

This instruction format allows the MMVM data to be
seamlessly compatible with InternVL2 [12] for direct train-
ing. However, it still has some drawbacks. 1) Editing the
image may disrupt the original object information, espe-
cially for small objects. 2) Since the tags are used indirectly
to refer to objects, gradients cannot be directly backpropa-
gated to the corresponding image features. To address these
problems, we designed a new instruction format to support
direct use of object-level representations to refer to objects:
“<Edited IMGs>\n<SYSTEM> < Object_Info><Question_Answer>"
where <Object_Info> is: “object-1: <Obj 1>, object-2: <Obj
2>, ..., object-n: <Obj n>", with “<Obj 1> to “<Obj n>"
replaced by the respective object-level representations. This
instruction format allows gradients to be directly backprop-
agated through the object-level representations to the corre-
sponding image features, enabling the MLLM to learn the
required discriminative and fine-grained features more ef-
fectively. We randomly use these two instruction formats to
organize the data, which we refer to as instruction augmen-
tation.

5. Experiments

Baselines and Datasets. We use the pre-trained InternVL2
4B [12] as the baseline. During the SFT phase, we utilize
the LLaVA SFT data [45] and our MMVM dataset. The
LLaVA SFT data comprises approximately 665k conversa-
tion entries, and our MMVM data includes around 220k.
Please note that all ablation experiments were conducted
using 30% of these data.

Implementation Details. Our model comprises three com-
ponents: a pre-trained MLLM InternVL2-4B [12], a fine-
grained vision expert RADIO [59], and a RADIO adapter.
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Table 1. MMVM Benchmark Results. Given that CL and RP are the two primary matching cues, we report the overall accuracy, CL
accuracy, and RP accuracy under four different settings: with 4, 8, 12, and all candidate options. The overall accuracy is computed across
all 1,510 evaluation samples. CL accuracy and RP accuracy are calculated separately on their respective samples. The full terms of the
matching type abbreviations can be found in Sec. 3.2. For MLLMs that only support single-image input, we simply concatenate all the

images vertically into a single image and then provide it as input.

Model Size ‘ Method ‘ Overall CL RP ‘ Overall-12  CL-12  RP-12 ‘ Overall-8 CL-8 RP-8 ‘ Overall-4 CL-4 RP-4
Qwen2-VL-2B-Instruct [75] 1569 1342 957 16.82 1457 11.71 19.93 17.68 16.28 3235 2897 30.86

~4B DeepSeek-VL-1.3B [48] 16.82 12.60 10.43 17.46 13.97 10.70 21.77 18.36 19.18 28.21 2596 23.58
InternVL2-4B [12] 17.62 1473 10.28 18.34 18.17  14.86 20.73 20.78 18.71 35.76 35.84 35.00
DeepSeek-VL-7b [48] 17.68  14.24 10.00 19.22 1479 11.98 23.04 18.70 16.29 27.01 24.13  20.56

4B~13B LLaVA-Next-Interleave-7B [33] 19.34 15.88  10.71 21.03 17.75 12.86 25.01 19.53  16.64 28.47 26.04 20.36
. LLaVA-OneVision-ov-7B [32] 2092  16.69 14.28 22.01 17.96 1547 25.85 2130 19.67 29.87 2546 2333
Qwen2-VL-7B-Instruct [75] 2748 2487 1785 28.34 2551 1897 30.04 2698 22.11 36.75 3321 2730
LLaVA-Next-34B [46] 15.03 11.29  8.71 15.86 12.33 9.22 19.79 16.84 11.79 24.97 2146 17.83

13B~40B VILA1.5-40B [40] 15.36 14.73  5.00 16.95 15.60 6.45 20.85 18.78 12.01 26.12 2437 1733
InternVL2-40B [12] 2603 24.88 16.86 27.99 26.13  19.46 32.63 30.70 24.97 37.35 3493 30.05
InternVL2-76B [12] 25.83  24.06 19.28 27.56 26.13  21.99 3276 30.07 2694 36.17 3496 30.54

40B LLaVA-OneVision-ov-72B [32] 29.34 2848 21.14 29.89 29.31 23.14 32.55 33.03 27.34 3743 35.20 30.34
InternVL2.5-78B [11] 3642 35.02 25.86 39.01 3572 3340 42.11 3931 3479 45.89 4341 3757
Qwen2-VL-72B-Instruct [75] 38.08 37.64 3228 39.77 3500 31.94 42.31 39.83 35.62 47.68 4523 39.23
Claude3-5V-Sonnet 40.20 34.21 34.86 41.75 3398 37.01 45.77 38.02 41.39 51.35 43.79 48.63

Unkown GeminiProl-5 4073 36.00 35.14 43.01 39.27 3698 46.66 41.97 38.07 52.62 50.30 45.13
GPT40-20240806 4265 3928 3228 4471 43.63  39.65 49.30 4537 4211 56.76 5324 4757

4B ‘ CoLVA-InternVL2-4B (Ours) ‘ 49.80 4272 44.86 ‘ 51.06 44.19  46.86 ‘ 53.38 46.48 49.71 ‘ 59.47 51.72  57.86

Table 2. The impact of CoLVA on the single-image VQA capabil-
ities of MLLMs.

POPE
Overall

BLINK
Overall

MMBench DEV
Overall

MME MME
Perception  Reasoning ~ Overall
54.40
53.47

MMStar  MMMU Val

MLLM Overall

CoLVA

47.56
44.11

84.52
86.11

45.76
47.24

77.40

x 1536.14
v 77.32

1552.82

533.93

InternVL2-4B [12] 549.64

Table 3. The impact of CoLVA on the multi-image VQA capabili-
ties of MLLMs.

NaturalBench ~ NaturalBench ~ NaturalBench ~ VideoRefer-Bench
Q-Acc I_Acc G_Acc Average

44.71 48.63 19.52 60.91
47.89 52.16 20.84 62.94

MLLM CoLVA ‘

InternVL2-4B [12]

X
v

We adopt Xtuner [13] codebase to implement our method.
Please refer to the appendix for the details.

5.1. Main Results

Results on MMVM benchmark. As shown in Tab. 1,
we report the average accuracy of multiple open-source
MLLMs of varying sizes, three proprietary MLLMs, and
our method on the MMVM Benchmark. In the MMVM
benchmark, none of the open-source or proprietary MLLMs
achieved an overall accuracy exceeding 50% under the set-
ting of all choice options. Compared to relative position
in the scene, these MLLMs demonstrate a stronger capa-
bility in perceiving and utilizing color as a matching cue,
as evidenced by the CL accuracy consistently surpassing
the RP accuracy across almost all settings. By introducing
object-level contrastive learning, fine-grained vision expert,
and instruction augmentation, our method achieved signif-
icant performance improvements, reaching state-of-the-art
performance and surpassing the previous highest accuracy
obtained by GPT40. Among all open-source MLLMs, In-
ternVL2 [12] achieved the highest accuracy in the sub-

4B and 13B~40B tiers, while Qwen2-VL [75] excelled in
the 4B~13B and above-40B tiers. Overall, Qwen2-VL-
72B [75] achieved the highest accuracy among all open-
source MLLMs, approaching the accuracy of the propri-
etary GPT4o (38.08 vs. 42.65).

Results on common VQA benchmarks. To investi-
gate whether CoLVA adversely affects the inherent gen-
eral visual question answering (VQA) capabilities of
MLLMs, we conducted tests across six relevant bench-
marks: MMBench [47], MME [19], MMStar [9],
MMMU [91], POPE [37], BLINK [20], NaturalBench [31],
and VideoRefer-Bench [90]. The results are presented in
Tab. 2 and Tab. 3. We used InternVL2-4B as the baseline
and integrated our CoLVA into this framework. The results
indicate that the negative impact of CoLVA on the general
VQA capabilities of MLLMs is minimal. In fact, it even
shows positive effects on the MME, POPE, BLINK, Natu-
ralBench, and VideoRefer-Bench benchmarks. Therefore,
our CoLVA does not compromise the original general VQA
capabilities of MLLMs and can be a good supplement to
current mainstream VQA datasets.

5.2. Ablation Study and Analysis

The Effectiveness of Data and Methods. As shown in
Tab. 4, we used InternVL2-4B as our base model, achieving
an overall accuracy of 17.62% on our MMVM benchmark.
By fine-tuning InternVL2-4B with LLaVA SFT data [45]
and our MMVM data, we observed a significant increase
in overall accuracy (+14.76%), validating the effectiveness
of our MMVM SFT data. We adopted this fine-tuned
InternVL2-4B as a strong baseline and integrated our meth-
ods, which include object-level contrastive learning, fine-
grained vision expert, and instruction augmentation. By
incorporating the fine-grained vision expert into the fine-
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Table 4. The effectiveness of our methods and MM VM data. Data
denotes using the combination of MMVM data and LLaVA SFT
data. OCL denotes object-level contrastive learning. VE denotes
fine-grained vision expert. IA denotes instruction augmentation.

Data OCL VE 1A | OA A

17.62 -
v 32.38
v v 34.05
v v 3225 -0.13
v v v 40.45
v v v v | 4583

tuned InternVL2 and using object-level contrastive learning
to pre-train its adapter, we observed an 8.07% improvement
in overall accuracy. We believe that VE provides the basic
knowledge necessary for object matching, such as recog-
nizing appearance, position, size, and other attributes. OCL
offers an appropriate training strategy to enable MLLM to
comprehend the knowledge provided by VE. Sufficient ob-
ject matching data is crucial for teaching the MLLM to uti-
lize this knowledge to perform object matching. Due to
the substantial gap between the feature space of the fine-
grained vision expert and that of the MLLM, directly us-
ing the visual features from the fine-grained vision expert
did not yield any significant impact (32.25 vs. 32.38). No-
tably, directly applying object-level contrastive learning to
the visual encoder of InternVL2 resulted in only a limited
improvement in overall accuracy (34.05 vs. 32.38), as the
CLIP-style vision backbone lacks fine-grained visual fea-
tures. Further augmentation of instructions led to an addi-
tional accuracy gain of 5.38%.

The Effectiveness of Object-level Contrastive Learning.
Our method employs object-level contrastive learning to
pre-train the RADIO adapter. As shown in Tab. 5, com-
pared to other standard methods that use image-text pairs
(Image-Text) or region-text pairs (Region-Text) to pre-train
the adapter by applying autoregressive training objective,
our method (Region-Region) demonstrates significant ad-
vantages (40.45 vs. 33.64, or 40.45 vs. 30.93).

The Alternatives of RADIO. Our method still works well
for vision self-supervised learning models. In particular, we
replaced RADIO with DINOv2 [54] and ConvNext-L [78].
As shown in Tab. 6, our method still proves effective for
vision-only SSL models, with a significant improvement in
accuracy (40.34 vs 32.38). However, there is a gap between
RADIO and DINOv2. This means both a semantic and
spatial-aware visual expert is needed to achieve better re-
sults. CoLVA with ConvNext CLIP demonstrates a superior
understanding of text markers (TM) compared to DINOv2
and RADIO but exhibits worse overall performance.

5.3. Generalization study of CoLVA

To validate the generalization of CoLVA on different
MLLMs, we integrate CoLVA into three distinct MLLMs:

Table 5. The effectiveness of object-level contrastive loss. Image-
Text/Region-Text means using image-text/region-text pairs for
pre-training. Region-Region means using contrastive loss for pre-
training.

Metric ‘ Baseline No Alignment Image-Text Region-Text Region-Region
Overall Acc. | 32.38 3225 33.64 30.93 40.45
Table 6. The alternatives of RADIO. The baseline is without any
fine-grained vision expert.

[Overal CL SP TM SZ RP 00 BR OM

Baseline 3238 2504 24.14 3271 7403 19.00 3520 43.18 36.57
RADIO [59] 4583 3830 31.03 41.12 76.62 41.71 5120 39.77 46.76
DINOV2 [54] 40.34 3372 44.83 4206 6494 3228 36.00 3580 39.81

ConvNext-L [78] | 39.80 31.59 3448 4299 7792 2657 4880 4432 4444

Table 7. The effectiveness of CoLVA on more MLLMs. OA de-
notes the overall accuracy.

MLLM CoLVA | OA  CL  RP
‘17.62 1473 1028

InternVL2-4B [12] 4583 3830 4171

15.69 1342 957
4748 4092 50.57

14.64 1244 8.00
36.56 29.13  26.14

Qwen2VL-2B [75]

AX S x s x

LLaVA1.5-7B [43]

InternVL2-4B [12], Qwen2VL-2B [75], and LLaVAl.5-
7B [45]. Their performance on the MMVM benchmark is
presented in Tab. 7. The results demonstrate that CoLVA
significantly improves the fine-grained visual matching ca-
pabilities across all three MLLMs. Notably, LLaVA1.5-
7B, which has not undergone multi-image training, exhib-
ited the smallest accuracy improvement after integrating
CoLVA. In contrast, both InternVL2-4B and Qwen2VL-2B,
having been trained with multiple images, showed substan-
tial accuracy improvements on the MM VM benchmark with
our CoLVA integration.

6. Conclusion

This paper presents the MM VM benchmark, the first cor-
responding fine-grained visual correspondence evaluation
benchmark for current MLLMs. The results demonstrate
all MLLMs perform poorly, with none achieving accuracy
above 50% under the setting of all candidate options, in-
cluding GPT-40. To address the significant weakness of
current MLLMs in visual correspondence, we design an
automatic annotation pipeline to generate a 220K visual
matching SFT dataset with reasoning. Furthermore, we pro-
pose CoLVA through two novel designs: combining object-
level contrastive learning with RADIO to obtain descriptive
visual features and an instruction augmentation strategy.
Experiments demonstrate that our novel designs improve
base MLLM by 13.45 OA. Benefiting from our SFT data
and the novel designs, our proposed CoLVA-InternVL2-4B
achieves 49.80 OA on the MM VM benchmark, surpassing
the baseline InternVL2-4B with a 32.18 OA performance
improvement.
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