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Abstract

End-to-end training of multi-agent systems offers significant
advantages in improving multi-task performance. However,
training such models remains challenging and requires ex-
tensive manual design and monitoring. In this work, we
introduce TurboTrain, a novel and efficient training frame-
work for multi-agent perception and prediction. TurboTrain
comprises two key components: a multi-agent spatiotem-
poral pretraining scheme based on masked reconstruction
learning and a balanced multi-task learning strategy based
on gradient conflict suppression. By streamlining the train-
ing process, our framework eliminates the need for man-
ually designing and tuning complex multi-stage training
pipelines, substantially reducing training time and improv-
ing performance. We evaluate TurboTrain on a real-world
cooperative driving dataset, V2XPnP-Seq, and demonstrate
that it further improves the performance of state-of-the-art
multi-agent perception and prediction models. Our results
highlight that pretraining effectively captures spatiotempo-
ral multi-agent features and significantly benefits down-
stream tasks. Moreover, the proposed balanced multi-task
learning strategy enhances detection and prediction.

1. Introduction
Autonomous driving systems, similar to human drivers,
face significant safety challenges in environments with oc-
clusions or limited perception range [14, 24, 38]. Multi-
agent systems mitigate these limitations by leveraging
Vehicle-to-Everything (V2X) communication to enable
connected and automated vehicles (CAVs) and infrastruc-
ture units to share complementary information [28, 60,
78]. Recent advancements have extended the multi-agent
paradigm from single-frame tasks (e.g., detection) [19, 27]
to multi-frame temporal tasks (e.g., tracking and prediction)
[42, 48, 79]. In this context, agents not only aggregate spa-
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Figure 1. Comparison of manual training strategy and TurboTrain
paradigm for multi-agent perception and prediction tasks. Unlike
the complex manual training strategy, TurboTrain is efficient and
stable in training with better performance and generalization.

tial information from neighboring agents but also integrate
temporal data across multiple frames, facilitating a compre-
hensive understanding of the environment.

End-to-end paradigms have gained prominence in
single-agent systems by enabling multi-task learning with
a unified model and reducing error propagation in decou-
pled systems [52, 71]. However, training end-to-end multi-
task frameworks remains challenging and often necessitates
multi-stage training to ensure stability [20, 25, 45]. The
issues become even more complicated in multi-agent end-
to-end systems with multiple tasks, because of two major
challenges: 1) Complex Spatiotemporal Features Across
Multiple Agents and Frames. Efficiently fusing shared fea-
tures across multiple agents and temporal frames is a signif-
icant challenge [39, 55, 59]. Simple spatiotemporal fusion
strategies and training paradigms often lead to suboptimal
performance or training instability due to complex feature
interactions and task conflicts. To address this, state-of-
the-art methods such as V2XPnP [79] and UniV2X [71]
employ multi-stage training pipelines with task-specific su-
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pervision, as shown in Fig. 1. However, these manual
training strategies hinder generalization to new tasks [47].
2) Limited Annotated V2X Data for Diverse Tasks. Un-
like single-vehicle datasets, V2X datasets are costly to col-
lect because of extensive sensor arrays and detailed an-
notations across multiple vehicles and infrastructure units
[22, 55, 56, 69, 80]. Scaling supervised learning with anno-
tated data to enhance multi-agent model performance, es-
pecially in multiple tasks, is prohibitively costly. Conse-
quently, a critical question arises: How can we efficiently
train a multi-agent, multi-frame, and end-to-end frame-
work to optimize multiple tasks using limited data?

To address these challenges, we propose TurboTrain,
the first efficient multi-task learning paradigm for multi-
agent end-to-end autonomy frameworks. TurboTrain is de-
signed based on pretraining and balancing, which stream-
lines the training pipeline and achieves superior multi-
task performance. In the pretraining stage, we integrate a
dedicated temporal and multi-agent fusion module to en-
able the model to capture long-term temporal dependencies
and effectively fuse spatiotemporal features across multi-
ple agents. In contrast, prior works, such as multi-agent
single-frame pretraining [47, 77] and single-agent temporal
pretraining [2, 50, 61], fail to fully capture the complex-
ity of multi-agent spatiotemporal features. Additionally,
we adopt a dual reconstruction learning strategy that cap-
tures both point-level and voxel-level features. Unlike BEV-
based reconstruction methods [47], which result in signifi-
cant information loss, our approach preserves fine-grained
geometric details for detection tasks and models static ob-
jects in sparse voxel representations for prediction tasks.
This design ensures that the pretraining stage learns task-
agnostic multi-agent features, equipping the model with
spatiotemporal understanding essential for downstream per-
formance. Notably, our pretraining method, when com-
bined with simple training, achieves performance compa-
rable to complex manually designed multi-stage training
strategies, as demonstrated in Fig. 2.

For balanced multi-task learning, while shared features
across tasks can enhance overall performance compared
to single-task learning [52, 76], conflicting feature de-
mands from different tasks can hinder training convergence
[31, 73]. Following prior works [2, 13, 48, 79], we fo-
cus on representative multi-task learning in multi-agent sys-
tems: cooperative detection (i.e., bounding box regression
and classification) and trajectory prediction. We propose a
conflict-suppressing gradient-alignment multi-task balancer
that dynamically resolves gradient conflicts during training.
Moreover, inspired by the role of randomness in escaping
local optima [21, 32, 74], our hybrid training strategy com-
bines balanced gradient descent with free training, to avoid
the 1.5× GPU overhead typically incurred by per-step bal-
ancing. This not only enhances training efficiency and sta-

bility but also achieves superior performance. We summa-
rize our key contributions as follows:
1. We identify the reason for performance collapse in train-

ing multi-agent, multi-frame, and multi-task frameworks
and introduce TurboTrain, the first efficient and balanced
multi-task learning paradigm, comprising task-agnostic
self-supervised pretraining and multi-task balancing.

2. We propose a multi-agent spatiotemporal pretraining
strategy that enhances feature learning across multiple
agents and frames, significantly improving training per-
formance for downstream tasks. Additionally, we de-
velop a gradient-alignment balancer to mitigate task con-
flicts and a hybrid training strategy to accelerate and sta-
bilize gradient-balanced optimization.

3. We conduct extensive experiments on the real-world
V2XPnP-Seq dataset and demonstrate that TurboTrain
significantly improves state-of-the-art methods in multi-
agent perception and prediction.

2. Related Work
Self-supervised Pretraining for Point Clouds. Self-
supervised pretraining has demonstrated significant ad-
vancements, especially in general feature learning with lim-
ited data [3, 10, 15, 29, 58]. Early efforts primarily fo-
cused on contrastive learning at the point level with high
computational overheads [68]. Although Bird’s-Eye-View
(BEV) contrastive learning methods have been proposed
[35, 43], they still struggle with performance and effi-
ciency compared to reconstructing masked points. More-
over, rendering-based methods are particularly difficult to
implement for sparse point clouds with high computational
costs [5, 65]. For single-agent pretraining, masked recon-
struction has proven effective in learning point clouds 3D
representations [41, 46, 64]. Recently, multi-agent pre-
training has shown superior performance over single-agent
methods by benefiting from an expanded perception field
and reduced occlusion. CORE [47] employed a multi-agent
BEV feature reconstruction task to support detection, while
CooPre [77] introduced the early fusion in Pretrain. How-
ever, most existing approaches in reconstructing masked
points focus on single-frame reconstruction and ignore the
temporal dependencies between frames. T-MAE [51] lever-
aged the attention module to capture ego temporal informa-
tion in reconstruction, but it is limited to using only two
frames (less than 0.5 seconds). Capturing multi-agent long-
term spatiotemporal features remains an open problem.
Multi-task Learning (MTL). Multi-task learning aims
to optimize multiple tasks simultaneously by leveraging
shared features to enhance performance and efficiency [21].
One research direction focuses on learning what to share
across tasks by incorporating auxiliary learning modules
that determine optimal sharing patterns [57]. However, this
approach is often difficult to train and lacks flexibility for
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Figure 6. Qualitative comparison of different training strategies applied to the V2XPnP model for multi-agent perception and prediction
tasks. The proposed TurboTrain framework significantly enhances both detection and prediction quality, yielding more accurate results.

Table 4. Influence of Multi-
agent Fusion Integration in
Pretrain stage on V2XPnP-
Seq-VC dataset.

Method AP@0.5 ↑ EPA ↑

No Pretrain 39.0 15.0
wo Mul. Fus. 65.1 40.8
w/ Mul. Fus. 70.3 43.4

Table 5. Analysis on Recon-
struction Loss with V2XPnP
model in Pretrain stage on
V2XPnP-Seq-VC dataset.

Loss AP@0.5 ↑ EPA ↑

Lrec 65.8 40.2
Locc 66.3 40.8
Both 70.3 43.4

The Balance stage facilitates multi-task learning. The re-
sults in Tab. 3 indicate that our Balance stage plays a critical
role in adapting and optimizing individual tasks from task-
agnostic features, as evidenced by the 4.8% improvement
over the no-balance setting. GradNorm primarily addresses
gradient dominance across multiple tasks but results in a de-
cline in EPA performance. In contrast, CAGrad leverages
convex optimization to mitigate gradient conflicts and im-
prove EPA. MoCo considers both factors but achieves only
moderate performance, suggesting that the primary chal-
lenge in multi-agent prediction and detection stems from
conflict rather than dominance. The superior performance
of our conflict-suppressing in TurboTrain further highlights
the impact of task conflicts and achieves a better overall bal-
ance in multi-task learning.

5.4. Ablation Studies
In this section, we present ablation studies that evaluate the
impact of our key technical components. Additional abla-
tion results are provided in the Supplementary Material.
Ablation on Multi-agent Module Integration in Pre-
train Stage. We evaluate the impact of integrating the
multi-agent fusion module during pretraining, as shown in
Tab. 4. The results indicate that excluding the multi-agent
fusion module during pretraining leads to learning failure
on V2XPnP, underscoring the necessity of the module.
Ablation on Reconstruction Loss in Pretrain Stage.
Tab. 5 presents the performance comparison under different
reconstruction loss configurations. We find that leveraging
both losses yields the highest performance, highlighting the
importance of incorporating both reconstruction objectives
to enhance feature learning.
Influence of Parameter Settings in Balance Stage. The

Table 6. Ablation studies of the iteration parameter n,m (free
training step number, balance step number) on V2XPnP-Seq-VC
dataset with V2XPnP pretrained model.

n,m AP@0.5 ↑ ADE ↓ FDE ↓ MR ↓ EPA ↑

Bal Per-step 0.0 - - - -
1000, 500 65.8 1.67 3.06 41.4 38.1
2000, 1000 72.2 1.49 2.75 35.0 45.5
3000, 1500 70.2 1.53 2.80 37.8 42.8

results in Tab. 6 reveal that applying balance at every gra-
dient step, especially from the very beginning, leads to
training failure. This is because, during the initial training
phase, task-specific heads require a degree of random ex-
ploration. Premature balancing constraints this exploration,
limiting their capacity to learn and potentially discard valu-
able pre-trained features. Moreover, implementing gradi-
ent balancing requires additional backward computations
for each task-specific head, which significantly increases
GPU memory consumption (1.5× times) and prolongs train-
ing time. Our hybrid free and conflict-suppressing strategy
with (n,m) = (2000, 1000) achieves the best performance
while maintaining a low training cost. A smaller interval
misleads the training process, while a larger interval causes
the balance mechanism to degrade.

6. Conclusion
In this work, we introduce TurboTrain, a novel learning
framework designed to address the challenges of end-to-end
multi-task learning in multi-agent autonomous driving sys-
tems. TurboTrain eliminates the need for complex multi-
stage training pipelines while significantly improving co-
operative detection and prediction performance. Our task-
agnostic pretraining strategy effectively captures spatiotem-
poral dependencies, enhancing feature learning across dif-
ferent tasks. Additionally, our gradient-alignment bal-
ancer mitigates multi-task conflicts, ensuring stable and ef-
ficient training without excessive computational overhead.
Through extensive evaluations on a large-scale real-world
V2X dataset, we demonstrate that TurboTrain further im-
proves the state-of-the-art cooperative methods in end-to-
end perception and prediction tasks.
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