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Figure 1. We propose KV-Edit to address the challenge of background preservation in image editing, thereby enhancing the practicality
of Al editing. Rather than designing complex mechanisms, we achieve impressive results by simply preserving the key-value pairs of the
background. Our method effectively handles common semantic editing operations, including adding, removing, and changing objects.

Abstract

Background consistency remains a significant challenge in
image editing tasks. Despite extensive developments, exist-
ing works still face a trade-off between maintaining similar-
ity to the original image and generating content that aligns
with the target. Here, we propose KV-Edit, a training-free
approach that uses KV cache in DiTs to maintain back-

*“Equal contribution.
Corresponding author.

ground consistency, where background tokens are preserved
rather than regenerated, eliminating the need for complex
mechanisms or expensive training, ultimately generating
new content that seamlessly integrates with the background
within user-provided regions. We further explore memory
consumption of KV cache during editing and optimize the
space complexity from O(N) to O(1) using an inversion-
free method. Our approach is compatible with any DiT-
based generative model without additional training. Exper-
iments demonstrate that KV-Edit significantly outperforms
existing approaches in terms of both background and image
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quality, even surpassing training-based methods.

1. Introduction

Recent advances in text-to-image (T2I) generation have wit-
nessed a significant shift from UNet [43] to DiT [39] archi-
tectures, and from diffusion models (DMs) [11, 48, 52] to
flow models (FMs) [1, 23, 64]. Flow-based models, such
as Flux [1], construct a straight probability flow from noise
to image, enabling faster generation with fewer sampling
steps and reduced training resources. DiTs [39], with their
pure attention architecture, have demonstrated superior gen-
eration quality and enhanced scalability compared to UNet-
based models. These T2I models [1, 14, 42] can also facili-
tate image editing, where target images are generated based
on source images and modified text prompts.

In the field of image editing, early works [12, 16, 36,
50] proposed the inversion-denoising paradigm to gener-
ate edited images, but they struggle to maintain background
consistency during editing. One popular approach is atten-
tion modification, such as HeadRouter [57] modifying at-
tention maps and PnP [50] injecting original features during
the denoising process, aiming to increase similarity with the
source image. However, there remains a significant gap be-
tween improved similarity and perfect consistency, as it is
challenging to control networks’ behavior as intended. An-
other common approach is designing new samplers [37, 38]
to reduce errors during inversion. Nevertheless, errors can
only be reduced but not completely eliminated and both
training-free approaches above still require extensive hy-
perparameter tuning for different cases. Meanwhile, excit-
ing training-based inpainting methods [26, 65] can maintain
background consistency but suffer from expensive training
costs and potential degradation of quality.

To overcome all the above limitations, we propose a
new training-free method that preserves background consis-
tency during editing. Instead of relying on regular attention
modification or new inversion samplers for similar results,
we implement KV cache in DiTs [39] to preserve the key-
value pairs of background tokens during inversion and se-
lectively reconstruct only the editing region. Our approach
first employs a mask to decouple attention between back-
ground and foreground regions and then inverts the image
into noise space while caching KV values of background
tokens at each timestep and attention layer. During the sub-
sequent denoising process, only foreground tokens are pro-
cessed, while their keys and values are concatenated with
the cached background information. Effectively, we guide
the generative model to maintain new content continuity
with the background and keep the background content iden-
tical to the input. We call this approach KV-Edit.

To further enhance the practical utility of our approach,
we conduct an analysis of the removal scenario. This chal-
lenge arises from the residual information in surrounding

tokens and the object itself which sometimes conflict with
the editing instruction. To address this issue, we introduce
mask-guided inversion and reinitialization strategies as two
enhancement techniques for inversion and denoising sepa-
rately. These methods further disrupt the information stored
in surrounding tokens and self tokens respectively, enabling
better alignment with the text prompt. In addition, we ap-
ply KV-Edit to the inversion-free method [23, 56], which
no longer caches key-value pairs for all timesteps, but uses
KV immediately after one step, significantly reducing the
memory consumption of the KV cache.

In summary, our key contributions include: 1) A new
training-free editing method that implements KV cache in
DiTs, ensuring complete background consistency during
editing with minimal hyperparameter tuning. 2) Mask-
guided inversion and reinitialization strategies that extend
the method’s applicability across various editing tasks, of-
fering flexible choices for different user needs. 3) Using the
inversion-free method to optimize the memory overhead of
our method and enhance its usefulness on PC. 4) Experi-
mental validation demonstrating perfect background preser-
vation while maintaining generation quality comparable to
direct T2I synthesis.

2. Related Work
2.1. Text-guidanced Editing

Image editing approaches can be broadly categorized into
training-based and training-free methods. Training-based
methods [1, 7, 20, 22, 26], have demonstrated impressive
editing capabilities through fine-tuning pre-trained genera-
tive models on text-image pairs, achieving controlled modi-
fications. Training-free methods have emerged as a flexible
alternative, with pioneering works [12, 16, 36, 50] estab-
lishing the two-stage inversion-denoising paradigm. Atten-
tion modification has become a prevalent technique in these
methods [4, 9, 25, 49, 57], specially Add-it [49] broad-
cast features from inversion to denoising process to main-
tain source image similarity during editing. Some other
work [21, 27, 37, 38, 53] focused on a better inversion sam-
pler such as the RF-solver [53] designs a second-order sam-
pler. The methods most similar to ours [3, 10, 29, 49] at-
tempt to preserve background elements by blending source
and target images at specific timesteps using masks. A com-
mon consensus is that accurate masks are crucial for better
quality, where user-provided inputs [20, 26] and segmenta-
tion models [6, 18, 34, 35, 41, 58, 59] prove to be more
effective choices compared to masks derived from atten-
tion layers in UNet [43]. However, the above methods fre-
quently encounter failure cases and struggle to maintain per-
fect background consistency during editing, while training-
based methods [1, 7, 20, 22, 26, 65] face the additional chal-
lenge of computational overhead.
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Figure 2. Overview of our proposed KV-Edit. Given an input image and mask, we separate the image into foreground and background.
Here, x and z denote intermediate results in inversion and denoising processes respectively. Starting from x¢, we first perform inversion

to obtain predicted noise x while caching KV pairs. Then, we choose the input z;

19 and generate edited foreground content z(; 9 based on

a new prompt. Finally, we concatenate it with the original background xgg to obtain the edited image with preserved background.

2.2. KV cache in Attention Models

KV cache is a widely-adopted optimization technique in
Large Language Models (LLMs) [5, 8, 30, 54] to improve
the efficiency of autoregressive generation. In causal atten-
tion, since keys and values remain unchanged during gen-
eration, recomputing them leads to redundant resource con-
sumption. KV cache addresses this by storing these inter-
mediate results, allowing the model to reuse key-value pairs
from previous tokens during inference. This technique has
been successfully implemented in both LLMs [5, 8, 30, 54]
and Vision Language Models (VLMs) [2, 17, 24, 31, 60—
62]. However, it has not been explored in image generation
and editing tasks, primarily because image tokens are typi-
cally assumed to require bidirectional attention [13, 15].

3. Method

In this section, we first analyze the reasons why the
inversion-denoising paradigm [12, 16] faces challenges in
background preservation. Then, we introduce the pro-
posed KV-Edit method, which achieves strict preservation
of background regions during the editing process according
to the mask. Finally, we present two optional enhancement
techniques and an inversion-free version to improve the us-
ability of our method across diverse scenarios.

3.1. Preliminaries

Deterministic diffusion models like DDIM [46] and flow
matching [28] can be modeled using ODE [47] to describe
the probability flow path from noise distribution to real dis-
tribution. The model learns to predict velocity vectors that
transform Gaussian noise into meaningful images. During
the denoising process, x; represents noise, Xg is the final

image, and x¢ represents intermediate results.

dx; = (f(xt,t) - %g%)vxt logp(xt)> dt,t € 10,1].

ey
where sg(x,t) = Vi, logp(x;) predicted by networks.
Both DDIM [46] and flow matching [28] can be viewed as
special cases of this ODE function. By setting f(x;,t) =

K g2() = 2B, (2), and sy(x,1) = — oL,

we obtain the discretized form of DDIM: ‘

Xi1= Q1 (W) + Bi—1€0(x4,1)  (2)
Both forward and reverse processes in ODE follow Eq. (1),
describing a reversible path from Gaussian distribution to
real distribution. During image editing, this ODE estab-
lishes a mapping between noise and real images, where
noise can be viewed as an embedding of the image, carrying
information about structure, semantics, and appearance.

Recently, Rectified Flow [32, 33] constructs a straight
path between noise distribution and real distribution, train-
ing a model to fit the velocity field vy(x,t). This process
can be simply described by the ODE:

dx; = vg(x,t)dt, t € [0, 1]. 3)

Due to the reversible nature of ODEs, flow-based models
can also be used for image editing through inversion and
denoising in less timesteps than DDIM [46].

3.2. Rethinking the Inversion-Denoising Paradigm

The inversion-denoising paradigm views image editing as
an inherent capability of generative models without addi-
tional training, capable of producing semantically different
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Figure 3. The reconstruction error in the inversion-

reconstruction process. Starting from the original image x¢,, the
inversion process proceeds to x;, . During inversion process, we
use intermediate images x;, to reconstruct the original image and
calculate the MSE between the reconstructed image x;, and the
original image x,.

but visually similar images. However, empirical observa-
tions show that this paradigm only achieves similarity rather
than perfect consistency in content, leaving a significant gap
compared to users’ expectations.This section will analyze
the reasons for this issue into three factors.

Taking Rectified Flow [32, 33] as an example, based on
Eq. (3), we can derive the discretized implementation of in-
version and denoising. The model takes the original image
x¢, and Gaussian noise x;,, € N(0,I) as path endpoints.
Given discrete timesteps t = {tx, ..., to }, the model predic-
tions vg(C, xy,,t;),i € {N,---,1}, where x;, and z;, de-
note intermediate states in inversion and denoising respec-
tively, as described by the following equations:

Xy,

i

=%y, , + (i —tic1)ve(C, x4, t5) 4

Ze, , =2, + (Lic1 — ti)ve(Cr 2, t5) )

Ideally, z,, should be identity with x,, when directly re-
constructed from x;, . However, due to discretization and
causality in the inversion process, we can only estimate
using vg(C,x¢,_,,ti—1) =~ vo(C, %y,,t;), introducing cu-
mulative errors. Fig. 3 shows that with a fixed number
of timesteps NN, error accumulation increases as inversion
timesteps approach ¢, preventing accurate reconstruction.
In addition, consistency is affected by condition. We can
divide the image into regions we wish to edit z{og and re-
gions we want to preserve zi’g, where “fg” and “bg” rep-
resent foreground and background respectively. Based on
these definitions, the background denoising process is:

'UQ(C, Ztivti) = U@(Cv z{ig7zg,igvti) (6)

Z?il = Z?;q + (ti—l — ti)vg(C, Z{ig, Z?ig, ti) (7

According to these formulas, when generating edited re-
sults, the background will be influenced by both the new
condition C' and new foreground ztfi 9. Fig. 4 demonstrates

edit
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Figure 4. Analysis of factors affecting background changes.
The four images on the right demonstrate how foreground content
and condition changes influence the final results.

that background regions change when only modifying the
prompt or foreground noise. In summary, uncontrollable
background changes can be attributed to three factors: error
accumulation, new conditions, and new foreground content.
In practice, any single element will trigger all three effects
simultaneously. Therefore, this paper will present an ele-
gant solution to address all these issues simultaneously.

3.3. Attention Decoupling

Traditional inversion-denoising paradigms process back-
ground and foreground regions simultaneously during de-
noising, causing undesired background changes in response
to foreground and condition modifications. Upon deeper
analysis, we observe that in UNet [43] architectures, the ex-
tensive convolutional networks lead to the fusion of back-
ground and foreground information, making it impossible to
separate them. However, in DiT [39], which primarily relies
on attention blocks [51], allows us to use only foreground
tokens as queries, generating foreground content separately
and then combined with the background.

Moreover, directly generating foreground tokens often
results in discontinuous or incorrect content relative to the
background. Therefore, we propose a new attention mecha-
nism where queries contain only foreground information,
while keys and values incorporate both foreground and
background information. Excluding text tokens, the image-
modality self-attention computation can be expressed as:

Qf9KT”
Vd
®)
where Q9 represents queries containing only foreground

tokens, (Kf9, K9) and (V/9,V?9) denote the concatena-
tion of background and foreground keys and values in their

Att(QT7, (K79, K"), (VI9, V) = §(
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Figure 5. Demonstration of inversion-free KV-Edit. The right
panel shows three comparative cases including a failure case,
while the left panel illustrates inversion-free approach Signifi-
cantly optimizes the space complexity to O(1).

proper order (equivalent to the complete image’s keys and
values), and S represents the softmax operation. Notably,
compared to conventional attention computations, Eq. (8)
only modifies the query component, which is equivalent to
performing cropping at both input and output of the atten-
tion layer, ensuring seamless integration of the generated
content with the background regions.

3.4. KV-Edit

Building upon Eq. (8), achieving background-preserving
foreground editing requires providing appropriate key-value
pairs for the background. Our core insight is that back-
ground tokens’ keys and values reflect their deterministic
path from image to noise. Therefore, we implement KV
cache during the inversion process, as detailed in Algo-
rithm 1. This approach records the keys and values at each
timestep and block layer along the probability flow path,
which are subsequently used during denoising as shown in
Algorithm 2. We term this complete pipeline “KV-Edit” as
shown in Fig. 2 where “KV” means KV cache.

Unlike other attention injection methods [4, 49, 50], KV-
Edit only reuses KV for background tokens while regen-
erating foreground tokens, without requiring specification
of particular attention layers or timesteps. Rather than us-
ing the source image as injected information, we treat the
deterministic background as context and the foreground as
content to continue generating, analogous to KV cache in
LLMs. Since the background tokens are preserved rather
than regenerated, KV-Edit ensures perfect background con-
sistency, effectively circumventing the three influencing
factors discussed in Sec. 3.2.

Previous works [9, 12, 16] often fail in object removal
tasks when using image captions as guidance, as the origi-
nal object still aligns with the target prompt. Through our
in-depth analysis, we reveal that this issue stems from the
residual information of the original object, which persists
both in its own tokens and propagates to surrounding to-

Algorithm 1 Simplified KV cache during inversion

1: Input: t;, image x;,, M-layer block {i; }7 ,» fore-
ground region mask, KV cache C
Output: Prediction vector vg;,, KV cache C
for j = 0to M do
Q. K,V =Wq(zt,), Wk (z¢,), Wy (24,)
ijg, ng K[1 —mask > 0], V[1 — mask > 0]
C <+ Append(Kijg7 ng)
xy, = Xy, + Attn(Q, K V)
end for
Vot;, = MLP($ti,ti)
Return vg,,, C

R e A A

._
e

Algorithm 2 Simplified KV cache during denosing

1: Input: ¢;, foreground z;; J9_ M -layer block {11
cache C
Output: Prediction vector v,
for j =0to M do
QY9 K19, V19 = Wo(2f9), Wi (]9), Wy (2]9)
bijga ng = CK[Zvj]a CV[Za]}

K,V = Concat(Kbg K19), Concat(Vi?-g,Vfg)
29 =29 + Awn(Q'9, K, V)

Jl’

fg

end for
th = MLP(z] q, t;)
fg

R A U

Return v

4

kens through attention mechanisms, ultimately leading the
model to reconstruct the original content.

To address the challenge in removing objects, we intro-
duce two enhancement techniques. First, after inversion, we
replace z,,, with fused noise z; . = noise-ty+2;, -(1—tx)
to disrupt the original content information. Second, we in-
corporate an attention mask during the inversion process,
as illustrated in Fig. 2, to prevent foreground content from
being incorporated into the KV values, further reducing the
preservation of original content. These techniques serve as
optional enhancements to improve editing capabilities and
performances in different scenarios as shown in Fig. 1.

3.5. Memory-Efficient Implementation

Inversion-based methods require storing key-value pairs for
N timesteps, which can pose significant memory constraints
when working with large-scale generative models (e.g., 12B
parameters [1]) on personal computers. Fortunately, in-
spired by [23, 56], we explore an inversion-free approach.
The method performs denoising immediately after each in-
version step, computing the vector difference between the
two results to derive a probability flow path in the ¢ space.
This approach allows immediate release of KV cache after
use, reducing memory complexity from O(N) to O(1).
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Figure 6. Qualitative results on PIE-Bench. Unlike existing methods, our method demonstrates superior performance by strictly main-
taining background consistency and simultaneously following users’ text prompt. The comparison also showcases a user-friendly workflow.

However, the inversion-free method may occasionally
result in content retention artifacts as shown in Fig. 5 and
FlowEdit [23]. Since our primary focus is investigating
background preservation during editing, we leave more dis-
cussion about inversion-free in supplementary materials.

4. Experiments

4.1. Experimental Setup

Baselines. We compare our method against two cate-
gories of approaches: (1) Training-free methods includ-
ing P2P [16], MasaCtrl [9] based on DDIM [46], and RF-
Edit [53], RF-Inversion [44] based on Rectified Flow [33];
(2) Training-based methods including BrushEdit [26] and
FLUX-Fill [1], which are based on DDIM and Rectified

Flow respectively. In total, we evaluate against six preva-
lent image editing and inpainting approaches.

Datasets. We evaluate our method and baselines on nine
tasks from PIE-Bench [21], which comprises 620 images
with corresponding masks and text prompts. Following [26,
56], we exclude style transfer tasks from PIE-Bench [21] as
our primary focus is background preservation in semantic
editing tasks such as object addition, removal, and change.

Implementation Details. We implement our method based
on FLUX.1-[dev] [I], following the same framework as
other Rectified Flow-based methods [23, 44, 53]. We main-
tain consistent hyperparameters with FlowEdit [23], using
28 timesteps in total, skipping the last 4 timesteps (N = 24)
to reduce cumulative errors, and setting guidance values
to 1.5 and 5.5 for inversion and denoising processes re-
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Method ‘ Image Quality ‘ Masked Region Preservation ‘ Text Align
etho
| HPS x1027 AST | PSNRT  LPIPS q0: |  MSE 404 | | CLIPSim?  IR,y01

VAE* ‘ 24.93 6.37 ‘ 37.65 7.93 3.86 ‘ 19.69 -3.65
P2P [16] 25.40 6.27 17.86 208.43 219.22 22.24 0.017
MasaCtrl [9] 23.46 591 22.20 105.74 86.15 20.83 -1.66
RF Inv. [44] 27.99 6.74 20.20 179.73 139.85 21.71 4.34
RF Edit [53] 27.60 6.56 24.44 113.20 56.26 22.08 5.18
BrushEdit [26] 25.81 6.17 32.16 17.22 8.46 22.44 3.33
FLUX Fill [1] 25.76 6.31 32.53 25.59 8.55 22.40 5.71
Ours 27.21 6.49 35.87 9.92 4.69 22.39 5.63
+NS+RI 28.05 6.40 33.30 14.80 7.45 23.62 9.15

Table 1. Comparison with previous methods on PIE-Bench. VAE™ denotes the inherent reconstruction error through direct VAE
reconstruction. P2P and MasaCtrl are DDIM-based methods, while RF Inversion and RF Edit are flow-based. BrushEdit and FLUX fill
represent training-based methods. NS indicates there is no skip step during inversion. RI indicates the addition of reinitialization strategy.
Bold and underlined values denote the best and second-best results respectively.

Method | Image Quality | Text Align

|HPS 192 T AS 1|CLIP Sim * | IR}, |
KV Edit (ours) 26.76 6.49 25.50 6.87
+NS 26.93 6.37 25.05 3.17
+NS+AM 26.72 6.35 25.00 2.55
+NS+RI 26.73 6.34 24.82 0.22
+NS+AM+RI 26.51 6.28 24.90 0.90

Table 2. Ablation study for object removal task. CLIP Sim* and
IR* represent alignment between source prompt and new image
through CLIP [40] and Image Reward [55] to evaluate whether
remove particular object from image. NS indicates there is no skip
step during inversion. RI indicates the addition of reinitialization
strategy. AM indicates that using attention mask during inversion.

spectively. NS in tables and charts represent no skip step
(N = 28). Other baselines retain their default parameters
or use previously published results. Unless otherwise spec-
ified, “Ours” in tables refers to the inversion-based KV-Edit
without the two optional enhancement techniques proposed
in Sec. 3.4. All experiments are conducted on two NVIDIA
3090 GPUs with 24GB memory. More implementation de-
tails can be found in our supplementary material.

Metrics Following [20, 21, 26], we use seven metrics
across three dimensions to evaluate our method. For im-
age quality, we report HPSv2 [63] and aesthetic scores [45].
For background preservation, we measure PSNR [19],
LPIPS [63], and MSE. For text-image alignment, we report
CLIP score [40] and Image Reward [55]. Notably, while
Image Reward was previously used for quality assessment,
we found it particularly effective at measuring text-image
alignment, providing negative scores for unedited images.
Based on this observation, we also utilize Image Reward to
evaluate the successful removal of objects.

4.2, Editing Results

We conduct experiments on PIE-Bench [21], categorizing
editing tasks into three major types: removing, adding, and
changing objects. For practical applications, these tasks
prioritize background preservation and text alignment, fol-
lowed by overall image quality assessment.

Quantitative Comparison. Sec. 4 presents quantitative re-
sults including baselines, our method, and our method with
the reinitialization strategy. We exclude results with the
attention mask strategy, as it shows improvements only in
specific cases. Our method surpasses all others in Masked
Region Preservation metrics. Notably, as shown in Fig. 6,
methods with PSNR below 30 fail to maintain background
consistency, producing results that merely resemble the
original. RF-Inversion [44], despite obtaining high im-
age quality scores, generates entirely different backgrounds.
Our method achieves the third-best image quality, which
has been higher than the original images, and perfectly pre-
serving the background at the same time. With the reinitial-
ization process, we achieve optimal text alignment scores,
as the injected noise disrupts the original content, enabling
more effective editing in certain cases (e.g., object removal
and color change). Even compared to training-based in-
painting methods [1, 26], our approach better preserves
backgrounds while following user intentions.

Qualitative Comparison.  Fig. 6 demonstrates our
method’s performance against previous works across three
different tasks. For removal tasks, the examples shown re-
quire both enhancement techniques proposed in Sec. 3.4.
Previous training-free methods fail to preserve back-
grounds, particularly Flow-Edit [23] which essentially gen-
erates new images despite high quality. Interestingly,
training-based methods like BrushEdit [26] and FLUX-
Fill [1] exhibit notable phenomena in certain cases (first and
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Figure 7. Ablation study of different optional strategies on ob-
ject removal task. From left to right, applying more strategies
leads to stronger removal effect and the right is the best.

third rows in Fig. 6). BrushEdit [26], possibly limited by
generative model capabilities, produces meaningless con-
tent. FLUX-Fill [1] sometimes misinterprets text prompts,
generating unreasonable content like duplicate subjects. In
contrast, our method demonstrates satisfactory results, suc-
cessfully generating text-aligned content while preserving
backgrounds, eliminating the traditional trade-off between
background preservation and foreground editing.

4.3. Ablation Study

We conduct ablation studies to illustrate the impact of two
enhancement strategies proposed in Sec. 3.4 and the no-skip
step on our method’s object removal performance. Tab. 2
presents the results in terms of image quality and text align-
ment scores. Notably, for text alignment evaluation, we
compute the similarity between the generated results and
the original prompt using CLIP [40] and Image Reward [55]
models. This metric proves more discriminative in removal
tasks, as still presenting of specific objects in the final im-
ages significantly increases the similarity scores.

As shown in Tab. 2, the combination of NS (No-skip)
and RI (Reinitialization) achieves the optimal text align-
ment scores. However, we observe a slight decrease in im-
age quality metrics after incorporating these components.
We attribute this phenomenon to the presence of too large
masks in the benchmark, where no-skip, reinitialization,
and attention mask collectively disrupt substantial informa-
tion, leading to some discontinuities in the generated im-
ages. Consequently, these strategies should be viewed as
optional enhancements for editing effects rather than uni-
versal solutions applicable to all scenarios.

Fig. 7 visualizes the impact of these strategies. In the
majority of cases, reinitialization alone suffices to achieve

ours vs. ‘ Quality? Backgroundt Text! ‘ Overallt
Random* | 50.0% 50.0% 50.0% | 50.0%
RF Inv. [44] 61.8% 94.8% 79.6% | 85.1%
RF Edit [53] 54.5% 90.5% 75.0% | 73.6%
BrushEdit [26] | 71.8% 66.7% 68.7% | 70.2%
FLUX Fill [1] 60.0% 53.7% 58.6% | 61.9%

Table 3. User Study. We compared our method with four popular
baselines. Participants were asked to choose their preferred option
or indicate if both methods were equally good or not good based
on four criteria. We report the win rates of our method compared to
baseline excluding equally good or not good instances. Random™
denotes the win rate of random choices.

the desired results, while a small subset of cases requires
additional attention masking for enhanced performance.

4.4. User Study

We conduct an extensive user study to compare our method
with four baselines, including the training-free methods RF-
Edit [53], RF-Inversion [44], and the training-based meth-
ods BrushEdit [26] and Flux-Fill [1]. We use 110 images
from the “random class” in the PIE-Bench [21] (excluding
style transfer task, images without backgrounds, and con-
troversial content). More than 20 participants are asked to
compare each pair of methods based on four criteria: im-
age quality, background preservation, text alignment, and
overall satisfaction. As shown in Tab. 3, our method sig-
nificantly outperforms the previous methods, even surpass-
ing Flux-Fill [1], which is the official inpainting model
of FLUX [1]. Additionally, users’ feedback reveals that
background preservation plays a crucial role in their final
choices, even if RF-Edit [53] achieves high image quality
but finally fails in satisfaction comparison.

5. Conclusion

In this paper, we introduce KV-Edit, a new training-free
approach that achieves perfect background preservation in
image editing by caching and reusing background key-
value pairs. Our method effectively decouples foreground
editing from background preservation through attention
mechanisms in DiT, while optional enhancement strate-
gies and memory-efficient implementation further improve
its practical utility. Extensive experiments demonstrate
that our approach surpasses both training-free methods and
training-based inpainting models in terms of both back-
ground preservation and image quality. Moreover, we hope
that this straightforward yet effective mechanism could in-
spire broader applications, such as video editing, multi-
concept personalization, and other scenarios.
Acknowledgements. This work was supported by Guang-
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