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Figure 1. Overall pipeline of the ReflectionFlow framework with qualitative and quantitative results of scaling compute at inference time.

Abstract

Recent text-to-image diffusion models achieve impressive
visual quality through extensive scaling of training data
and model parameters, yet they often struggle with com-
plex scenes and fine-grained details. Inspired by the self-
reflection capabilities emergent in large language models,
we propose ReflectionFlow, an inference-time framework
enabling diffusion models to iteratively reflect upon and re-
fine their outputs. ReflectionFlow introduces three comple-
mentary inference-time scaling axes: (1) noise-level scal-
ing to optimize latent initialization; (2) prompt-level scal-
ing for precise semantic guidance; and most notably, (3)
reflection-level scaling, which explicitly provides actionable
reflections to iteratively assess and correct previous gener-
ations. To facilitate reflection-level scaling, we construct
GenRef, a large-scale dataset comprising 1 million triplets,
each containing a reflection, a flawed image, and an en-
hanced image. Leveraging this dataset, we efficiently per-
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form reflection tuning on state-of-the-art diffusion trans-
former, FLUX.1-dev, by jointly modeling multimodal inputs
within a unified framework. Experimental results show that
ReflectionFlow significantly outperforms naive noise-level
scaling methods, offering a scalable and compute-efficient
solution toward higher-quality image synthesis on challeng-
ing tasks. All code, checkpoints, and datasets are available
at https://diffusion-cot.github.io/reflection2perfection.

1. Introduction

Recent advances in text-to-image (T2I) diffusion mod-
els [1, 12, 16, 27, 54, 60, 68] have led to remarkable
progress in image synthesis. With the scaling of training
resources, their capability to create high-resolution and pho-
torealistic images steadily improves. Despite their success,
their performance across various domains remains inconsis-
tent, especially when tasked with generating complex hu-
man poses, multiple-object compositions, or scenes with
complicated lighting and shadows. To alleviate these lim-
itations, it is necessary to exponentially scale the training
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compute, model parameters, and data size, according to es-
tablished scaling laws at training time [23].

This motivates us to rethink the prevailing paradigm: in-
stead of continuously scaling pretrained models, how to
effectively exploit the full capabilities of existing diffusion
models during inference? We hypothesize that while T2I
models may struggle to generate desirable images within
a fixed compute budget, their performance can be signif-
icantly improved through an iterative refinement process.
This idea of leveraging additional computational resources
to enhance performance during inference has been validated
in large language models (LLMs) [49]. Modern LLMs have
demonstrated the ability to improve their outputs by reflect-
ing on intermediate outputs and subsequently refining their
responses [26, 36, 47], leading to superior performance on
complex tasks such as math problem solving and code gen-
eration. However, current inference-time optimizations for
diffusion models [35, 48, 61] focus on parallelized noise-
space search strategies, leaving sequential self-refinement
paradigm that could enable diffusion models to reflect upon
and correct their own mistakes largely unexplored.

In this paper, we introduce ReflectionFlow, a novel
inference-time self-refinement framework for diffusion
models leveraging iterative reflection. Our approach ex-
plores three dimensions for scaling inference-time compu-
tation: (1) noise-level scaling, which searches for better
noise initialization; (2) prompt-level scaling, which opti-
mizes input prompt for precise semantic guidance; and (3)
reflection-level scaling, which constructs explicit reflections
to iteratively assess and correct previously generated out-
puts. Integrating these dimensions enables diffusion mod-
els to flexibly exploit additional computational resources at
inference-time, continuously improving the image quality
through an iterative process as illustrated in Fig. 1.

A fundamental challenge underlying our approach is:
how to empower T2I diffusion models with self-refinement
capabilities? Currently, no existing diffusion model is able
to accurately interpret reflection prompts and leverage pre-
viously generated images for iterative refinement. Reflect-
ing on the intrinsic similarity between self-refinement and
image editing tasks, we observe that both involve generat-
ing a new output, jointly conditioned on textual and visual
contexts. Inspired by the training paradigm of efficiently
adapting diffusion priors to image editing [7, 56], we hy-
pothesize that adopting similar methods could enable diffu-
sion models to achieve self-refinement. However, another
critical challenge arises: the absence of dedicated datasets
specifically designed for reflection-guided refinement.

Motivated by this insight, we propose GenRef, the first
large-scale image reflection dataset comprising 1 million re-
flection triplets in multiple domains. To ensure the valid-
ity of these triplets (e.g., flawed images accurately capture
potential errors, the reflections offer effective and action-

able editing suggestions, and the good images exhibit suffi-
ciently higher quality), we design a scalable, fully automatic
data construction pipeline with four distinct data sources,
leveraging verifiable objectives, ensemble reward models,
and diverse rollout strategies. We further create a chain-
of-thought (CoT) reflection subset, named GenRef-CoT,
providing 227K high-quality progressive annotations from
GPT-4o [21] and Gemini 2.0 [53]. We then employ an effi-
cient reflection tuning tailored for T2I diffusion transform-
ers, such as FLUX.1-dev [27]. In our approach, the original
prompt, reflection prompt, flawed image, and high-quality
image are concatenated into a single unified sequence to
perform joint multimodal attention, thereby eliminating the
need for additional modules [64, 66]. Note that beyond lay-
ing the foundation for reflection tuning, our carefully cu-
rated dataset can also serve broader applications, such as
general preference tuning [55] and reward modeling [33].

Through experiments, ReflectionFlow demonstrates the
potential for enhancing image generation quality without
requiring additional large-scale training. Compared to
naive noise-level scaling, ReflectionFlow achieves signif-
icantly better performance under identical inference bud-
gets, with performance consistently improved using better
verifiers. Additionally, we explore the flexible trade-off be-
tween search width and reflection depth, as well as overall
inference budgets. Further evaluation shows that our ap-
proach achieves particularly substantial gains on challeng-
ing prompts. Qualitative analyses illustrate how our model
iteratively reflects on and corrects its outputs, progressively
converging to superior solutions.

In summary, (1) we propose ReflectionFlow, a reflection-
based inference-time scaling framework for diffusion mod-
els, integrating three scaling axes, i.e., noise-, prompt-,
and reflection-level; (2) we propose a scalable pipeline for
collecting high-quality image reflection data and introduce
GenRef, the first large-scale dataset containing 1 million
triplets, along with an additional 227K CoT reflection anno-
tations; (3) we employ an efficient reflection tuning method
for diffusion transformers with a tailored training strategy;
(4) extensive experiments demonstrate that ReflectionFlow
substantially boosts performance via scaling inference-time
compute, unlocking reasoning capability.

2. Method

2.1. Problem Formulation

We first formalize the iterative refinement framework for the
text-to-image (T2I) generation task. Given a textual prompt
y and a T2I generator Gθ, we initially generate an image
x0 ∼ Gθ(· | z, y) from random noise z ∈ N (0, I). Sub-
sequently, during each refinement iteration i, we introduce
a corrector model Cϕ to produce an improved image xi ∼
Cϕ(· | z, y, xi−1, ri−1), conditioned on the previous itera-
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Figure 2. Construction pipelines and statistics of our GenRef dataset. We collect our reflection triplets (flawed images, enhanced images,
textual reflections) from four distinct data sources, including: rule-based data, reward-based data, long-short prompt data, and editing data.

tion’s image xi−1, the original textual prompt y, and a tex-
tual reflection ri−1 prompt describing previous shortcom-
ings and improvement directions. Specifically, we utilize
external evaluation modules such as reward models [18, 62]
and multimodal large language models (MLLMs) [4, 21]
to assess the quality of generated image at iteration i − 1
and produce an instructive reflection ri−1 ∼ R(· | xi−1, y).
Through this iterative refinement process, the original T2I
generation task is reformulated into a sequential generation-
and-refinement paradigm, expressed mathematically as:

Gθ(xN | z, y) = Gθ(x0 | z, y)

NY
i=1

Cϕ(xi | z, y, xi−1, ri−1).

(1)
A central challenge in this iterative refinement approach

lies in effectively training the corrector model Cϕ to rec-
ognize and rectify its own errors based on textual reflec-
tions. Inspired by recent advances [7, 56] in image editing,
we observe that the objective of our corrector Cϕ defined
in Equation 1 closely resembles the general image editing
problem, i.e., transforming an input image into a desired
target based on textual instructions. Thus, we conceptualize
the self-correction task, guided by textual reflections, as a

generalized editing problem. By constructing a dedicated
reflection dataset (Section 2.2) and performing efficient re-
flection tuning (Section 2.3), we enable a foundational T2I
diffusion model to effectively learn to refine and iteratively
improve its own generations (Section 2.4).

2.2. Reflection Dataset
The key to enabling a T2I diffusion model to learn self-
refinement lies in constructing an appropriate dataset. How-
ever, there is currently a lack of suitable open-source
datasets specifically curated for image refinement tasks
guided by textual feedback. To bridge this gap, we intro-
duce GenRef, the first large-scale T2I refinement dataset
comprising 1 million triplets of the form (flawed image,
high-quality image, reflection) collected across multiple do-
mains using our scalable pipeline, as illustrated in Fig. 2.
Additionally, we gather 227K chain-of-thought (CoT) im-
age reflections annotated by closed-source APIs [21, 53],
which provide detailed pairwise analyses, preference anno-
tations, and reflections. These annotations form the foun-
dation for training a dedicated MLLM verifier capable of
reward modeling and reflection generation, thereby being
beneficial beyond the task of T2I self-refinement. We pro-
vide samples of our datasets in Appendix B.
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Principles. Inspired by recent advances in self-refinement
dataset construction from the LLMs literature [39], we first
establish several guiding principles that our dataset must
satisfy: (1) the “flawed images” should comprehensively
cover common errors encountered by the generator Gθ dur-
ing inference, (2) the “high-quality images” should clearly
exhibit substantial quality improvements relative to their
corresponding “flawed images” evaluated in diverse as-
pects, and (3) the textual reflections should accurately de-
scribe the observed shortcomings and provide actionable
guidance for refinement. Guided by these principles, we
develop an automated and scalable pipeline for construct-
ing the dataset, spanning four distinct domains below.
Rule-based Data. Recent studies, such as Deepseek-
R1 [11], have demonstrated that high-quality, rigorously
verified datasets constructed via rule-based verifiers sig-
nificantly enhance model capabilities. Inspired by these
methodologies, we first employ GPT-4o [21] to brainstorm
a diverse list of common object categories along with their
associated attributes, such as colors and spatial positions.
We subsequently composite these objects and attributes us-
ing rule-based methods to construct unique textual prompts.
We rigorously filter these prompts to guarantee there is no
overlap with test samples from existing benchmarks [15].

Next, we utilize FLUX.1-dev [27] to generate 10 can-
didate images per prompt. Each candidate is verified by
Grounded SAM [44] to detect and localize individual ob-
jects, subsequently evaluating attributes such as color and
quantity with respect to the provided prompt. Based on
these evaluations, each image is assigned either a binary
correctness label or a continuous correctness score rang-
ing between 0 and 1, along with explicit identification of
the reasons for any detected errors. Afterward, we estimate
the difficulty of each prompt defined by the fraction of cor-
rect samples. We then bin the difficulty into three quantiles,
where prompts yielding predominantly correct or incorrect
images, indicating insufficient or excessive difficulty, are
discarded. For the remaining challenging prompts, we con-
structed image refinement pairs by randomly pairing the
highest-scoring images with the lowest-scoring images.
Reward-based Data. While the rule-based triplets pri-
marily emphasize object-centric text-image alignment, aes-
thetic quality, visual fidelity, and alignment with general
user prompts are equally essential for a universal image re-
finement model. To address this, we collect a diverse set
of general-purpose prompts, including both image captions
and real user-generated prompts. For each prompt, we gen-
erate 10 candidate images and assess each generated image
based on an ensemble scoring strategy utilizing multiple re-
ward models, e.g., HPSv2 score [58], CLIP score [18], and
PickScore [25], to comprehensively evaluate their overall
quality and alignment with the provided prompts. We con-
struct refinement pairs by randomly pairing images from the

top-k and bottom-k subsets for each prompt.
Long-Short Prompt Data. Recent studies [5, 8, 46] in-
dicate that, for the same intended content, generated im-
age quality consistently improves as textual prompts be-
come more detailed and descriptive. Motivated by this ob-
servation, we fine-tune an MLLM specifically to condense
detailed prompts annotated by GPT-4o into shorter, more
concise versions. Images generated from these two prompt
variants naturally form corresponding image pairs, with the
detailed prompt-generated images serving as higher-quality
instances. To ensure the quality and effectiveness of these
pairs, we also generate multiple samples in parallel and em-
ploy the ensemble-reward scoring approach for filtering.
Editing Data. Finally, we augment our dataset with exist-
ing image editing datasets to further enhance its diversity
and richness. Image editing data inherently provides paired
images accompanied by textual editing instructions. By
treating the caption of the edited image as the input prompt,
and the source and edited images as flawed and high-quality
counterparts respectively, we seamlessly integrate editing
data into our refinement dataset paradigm. Although the
editing domain differs from our primary image refinement
tasks, the precise and explicit nature of editing instructions
can effectively enhance the model’s ability to follow tex-
tual guidance and understand precise correspondences be-
tween source and target images. Concretely, we select high-
quality editing samples from the OmniEdit dataset [56] and
generate detailed synthetic captions for each edited image
using our in-house captioning model.

2.3. Reflection Tuning
After having constructed a suitable dataset, we turn our at-
tention to efficiently training a corrector model Cϕ that im-
proves the quality of generated images. Analogous to image
editing tasks, we treat self-refinement as a conditional gen-
eration problem and employ an efficient fine-tuning strategy
tailored for pretrained diffusion transformers (DiTs), with-
out introducing any additional modules.
Efficient Fine-tuning for DiT. The MMDiT architec-
ture [12] has become a de-facto for the recent T2I gener-
ation models. In these models, image tokens and textual
embeddings are concatenated into a unified sequence, al-
lowing joint multimodal attention within each transformer
block. Inspired by recent advances in conditional genera-
tion [30, 52, 59], we similarly concatenate textual inputs y,
the flawed image xl, and the refined image xw into a single
fused sequence, enabling multimodal attention:

MMAttention(z) = softmax
�

QK⊤
√

d

�
V, (2)

where the Q, K, and V are linearly projected from the con-
catenated token sequence z = [y; xl; xw], with y being a
concatenation of the original input prompt and the reflec-
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tion prompt. This unified attention mechanism naturally fa-
cilitates bidirectional information exchange across multiple
modalities without requiring specialized modules such as
ControlNet [66] or IP-Adapter [64].

Under this framework, the flawed image xl serves as
conditioning information and thus does not require applying
the noise schedule and can be further downsampled to lower
resolutions (from 1024 to 512) to boost computational effi-
ciency during both training and inference. Consequently,
we can directly apply standard diffusion (or flow-matching)
loss [31, 34] on the refined target image xw:

L = Et,ϵ,xt

�
∥Cϕ(xt, t, y, xl) − (xw − ϵ)∥2

2

�
dt, (3)

where the noise ϵ ∼ N (0, I) is sampled from a standard
Gaussian distribution and xt is sampled from p(xt|ϵ, xw).
Training Strategy. We observe that directly training on
our proposed dataset could cause distributional drift from
the pretrained base model, subsequently degrading the qual-
ity of generated images. To mitigate this issue, we design
a specialized training strategy to enhance model robust-
ness and maintain alignment with the pretrained distribu-
tion. First, we randomly drop the original prompt, reflection
prompt, and flawed input image with certain probabilities
during training. The reflection prompt and flawed image
are dropped simultaneously with a relatively high probabil-
ity. In this way, the training objective effectively reverts to
standard T2I generation, ensuring the model does not devi-
ate excessively from its pretrained distribution.

Additionally, we adopt a “task warm-up” approach to dy-
namically adjust the sampling probabilities of multiple data
domains throughout the training process. Initially, editing
data is sampled with higher probability, facilitating rapid
acquisition of accurate instruction-following capabilities.
As training progresses, we gradually increase the sampling
probabilities of the other three data domains. This gradual
adjustment effectively improves the model’s overall perfor-
mance and compensates for potential visual quality degra-
dation inherent in editing data by leveraging high-quality
synthetic datasets.

2.4. Test-Time Scaling via Iterative Refinement
Leveraging the trained corrector model, we aim to maxi-
mize the generative capability of the diffusion model at in-
ference time. In this section, we propose revisiting test-time
scaling for T2I diffusion models along three distinct yet
complementary dimensions: noise-level scaling, reflection-
level scaling, and prompt-level scaling, as illustrated in
Fig. 3. These three dimensions seamlessly integrate within
our proposed ReflectionFlow framework.
Noise-Level Scaling. We first introduce noise-level scal-
ing, inspired by recent works focused on noise-space op-
timization [2, 41, 67]. These approaches aim to identify
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Figure 3. Illustrations of three different inference-time scaling di-
mensions for text-to-image diffusion models.

superior initial noise or intermediate noisy images through
various search strategies. Within our framework, we define
the number of different initial noise samples explored per
generation round as the search width N . By increasing N ,
one can fully explore the diversity embedded in the diffu-
sion model’s learned distribution. However, since the gen-
eration processes for these N initial noise are independent
and heavily reliant on feedback from a task-dependent ver-
ifier, simply scaling up N can result in diminishing returns
in terms of computational efficiency.
Reflection-Level Scaling. Reflection-level scaling builds
upon our trained corrector model by iteratively refining pre-
viously generated images to progressively improve their
quality. We define the number of iterative refinement rounds
as the reflection depth M . Specifically, each refinement it-
eration follows the process defined in Section 2.1, where
the images generated in the previous iteration are refined it-
eratively with reflection. If the corrector model is effective,
scaling the reflection depth M can significantly enhance the
model’s overall performance.
Prompt-Level Scaling. Finally, considering that T2I diffu-
sion models rely not only on noisy image inputs but also on
user-provided textual prompts, we design the prompt evolv-
ing process in our test-time scaling framework. We find
that prompt expansion can substantially improve generation
quality, especially for concise prompts. At each iterative
round, we leverage an MLLM to refine the textual prompt
based on the original user prompt, the previously generated
images, and their evaluation scores. This prompt refinement
procedure, performed without explicit gradient information,
can produce precise and effective prompts for subsequent
image generation iterations.
ReflectionFlow. Integrating all the aforementioned com-
ponents, we propose ReflectionFlow framework, referring
to Appendix C for detailed algorithm. Specifically, we first
employ a generator, implemented via offloading of LoRA
weights, to produce an initial set of N candidate images.
Subsequently, at iteration i, we utilize an MLLM verifier to
comprehensively evaluate and rank the N images generated
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Methods Samples Overall Single Two Counting Colors Position Attribution

Text-to-Image Models

SDXL [40] 1 0.55 0.98 0.74 0.39 0.85 0.15 0.23
DALLE 3 [5] 1 0.67 0.96 0.87 0.47 0.83 0.43 0.45

SANA-1.5 4.8B [61] 1 0.72 0.99 0.85 0.77 0.87 0.34 0.54
Lumina-Image 2.0 [54] 1 0.73 0.99 0.87 0.67 0.88 0.34 0.62

SD3 [12] 1 0.74 0.99 0.94 0.72 0.89 0.33 0.60
Playground v3 [32] 1 0.76 0.99 0.95 0.72 0.82 0.50 0.54
Janus-Pro-7B [10] 1 0.80 0.99 0.89 0.59 0.90 0.79 0.66

Inference Time Scaling

SANA-1.0-1.6B [60] 1 0.66 0.99 0.77 0.62 0.88 0.21 0.47
+ Noise Scaling† [35] 20 0.80 1.00 0.93 0.79 0.91 0.55 0.62

+ Reflect-DiT [28] 20 0.81 0.98 0.96 0.80 0.88 0.66 0.60

FLUX.1-dev [27] 1 0.67 0.99 0.81 0.75 0.80 0.21 0.48
+ Noise Scaling† [35] 32 0.85 1.00 0.96 0.91 0.91 0.52 0.78

+ Noise & Prompt Scaling 32 0.87 0.99 0.94 0.85 0.91 0.80 0.71
+ ReflectionFlow 32 0.91 1.00 0.98 0.90 0.96 0.93 0.72

Table 1. Quantitative comparisons of our ReflectionFlow framework against standard text-to-image models and different inference-time
scaling approaches evaluated on the GenEval benchmark. The notation † denotes results obtained using only noise-level scaling, which is
equivalent to the random search strategy introduced in Ma et al. [35].

in the previous iteration across multiple dimensions. Based
on these evaluation scores and previously generated images,
the MLLM generates textual reflections aimed at correcting
identified errors and then refines the user prompts. These
reflections and improved prompts jointly serve as inputs to
our trained corrector model with LoRA, producing a refined
set of N images for the next iteration. Finally, we use the
verifier to select the best image for each refinement chain
and then select the best image across all chains.

Our ReflectionFlow allows flexible adjustment of both
the search width N (number of parallel chains) and re-
flection depth M (number of iterative refinement rounds).
This flexibility empowers users to effectively balance per-
formance and computational efficiency according to the re-
quirements and constraints of various downstream tasks.

3. Experiments
3.1. Setup
Training Details. We select FLUX.1-dev1 [27], a 12B-
parameter flow-based diffusion transformer for text-to-
image generation, as our base generator. To train the correc-
tor model, we utilize our GenRef dataset, resizing and crop-
ping all target images to 1024 × 1024 and all conditional
images to 512 × 512. To enable efficient fine-tuning, we
employ LoRA [20] with a rank of 32. The model is trained
using a batch size of 64 and optimized using the Prodigy
optimizer [37], with safeguard warmup and bias correction
enabled, following practices outlined in OminiControl [52].

1https : / / huggingface . co / black - forest - labs /
FLUX.1-dev

The entire fine-tuning procedure is conducted over 6,000
optimization steps on 8 NVIDIA A100 GPUs.

For our reflection generator, we utilize Qwen2.5-VL-
7B [4] as the backbone model and apply full fine-tuning
with a learning rate of 1 × 10−6 for a total of 45,000
steps. Considering that the image reward modeling task
is comparatively easier, we select Qwen2.5-VL-3B [4] as
the backbone of our verifier. Following the configura-
tion of VideoAlign [33], we optimize the verifier using the
Bradley-Terry (BT) loss, fine-tuning LoRA [20] parameters
of the language model and fully updating parameters of the
vision encoder. Training is conducted for 10,080 steps with
a learning rate of 2 × 10−6.
Evaluation. We evaluate ReflectionFlow framework on
GenEval benchmark [15], following the official evaluation
protocol. The GenEval dataset comprises 553 prompts, with
four images generated per prompt. All images are generated
at a resolution of 1024 × 1024, guidance scale of 3.5, and
30 sampling steps. We use the SANA verifier2 introduced in
SANA-1.5 [61] to assess generated images in our main ex-
periments, and use our fine-tuned Qwen2.5-VL-7B to pro-
duce reflection. We also test additional verifiers, including
our verifier and GPT-4o, which is included in our verifier
comparison experiments. The detailed GPT-4o prompt is
provided in the Appendix.

3.2. Main Results
We first validate the effectiveness of our proposed Reflec-
tionFlow framework on the GenEval benchmark. Specifi-

2https://huggingface.co/Efficient-Large-Model/
NVILA-Lite-2B-Verifier
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Figure 4. Left: The choice of verifier significantly impacts the effectiveness of inference-time scaling methods. Middle: By efficiently
scaling the inference-time budget, ReflectionFlow achieves substantial performance improvements, requiring 10 times fewer samples
compared to naive noise-level scaling. Right: ReflectionFlow demonstrates notably greater performance gains on challenging samples.

cally, we progressively introduce three complementary scal-
ing dimensions defined in our method: noise-level scaling,
prompt-level scaling, and reflection-level scaling. We com-
pare ReflectionFlow with the baseline FLUX.1-dev and sev-
eral state-of-the-art text-to-image models. Our main exper-
iments are done under the setting of 32 samples.
ReflectionFlow Boosts Generation Quality. Tab. 1 sum-
marizes the quantitative results. Starting from the baseline
FLUX.1-dev model (score of 0.67), we observe that intro-
ducing noise-level scaling significantly improves the score
to 0.85. Further incorporating prompt-level scaling pro-
vides a slight improvement, reaching a score of 0.87. Fi-
nally, when we integrate three levels of scaling together,
ReflectionFlow can achieve a substantial leap in perfor-
mance, reaching an overall score of 0.91. These results
demonstrate that naive noise-level scaling alone is ineffi-
cient without explicit guidance, while dynamically refining
prompts along generation facilitates a clearer understand-
ing of complex semantic attributes, such as spatial arrange-
ments. The substantial performance gain achieved by incor-
porating reflection-level scaling further confirms that tex-
tual reflections from verifiers provide valuable feedback,
enabling the corrector model to iteratively refine its outputs.

Moreover, we compare our method with a concurrent
reflection-based work, Reflect-DiT [28]. From Fig. 4, either
SANA verifier or our verifier’s 16 samples results are better
than Reflect-DiT’s performance of 0.81, which is achieved
with 20 samples per prompt. This comparison highlights the
efficiency and effectiveness of our ReflectionFlow frame-
work, owing to the better dataset, reflection model training,
as well as the overall inference-time scaling framework.

3.3. Ablation Studies
Exploring Different Verifiers. To explore the potential of
ReflectionFlow under various verifiers, we performed ex-
periments using three distinct verifier settings: GPT-4o ver-
ifier, our fine-tuned verifier, and SANA verifier, which is
specifically designed for the GenEval benchmark. Addi-

tionally, we utilized the oracle results from the GenEval
evaluation pipeline to estimate the upper bound of current
performance. The results are shown in Fig. 4.

When using GPT-4o as the verifier, the performance
curve quickly approaches its limit with only 32 samples per
prompt. In contrast, when using our verifier trained with
BT loss, we observe a steady increase in performance as
the number of samples per prompt increases. Notably, this
configuration does not yet reach the limit of inference-time
scaling, indicating further potential for improvement. Fur-
thermore, by adopting the SANA verifier, which was de-
signed for the GenEval dataset, we achieve even higher per-
formance. Specifically, with 32 samples per prompt, our
ReflectionFlow achieves a GenEval score of 0.91. For com-
parison, using the oracle results from the GenEval bench-
mark as an upper bound, we find that the model can achieve
a score of up to 0.98, demonstrating the significant head-
room for performance improvements with better verifiers.

These results show the strong inherent abilities of our
ReflectionFlow, as its performance consistently improves
with increasingly better verifiers with little sign of satura-
tion. While the choice of verifier plays a critical role in
unlocking this potential, the steady performance gains ob-
served across different verifier settings highlight the robust-
ness and scalability of our model.
Scaling Inference-time Budgets. We then investigate how
the allocated inference-time budget influences the perfor-
mance of our ReflectionFlow framework. Specifically, we
fix the search width to 2 and progressively increase the re-
flection depth as we scale up the total budget. This allows
us to explicitly examine the capability of ReflectionFlow to
iteratively reflect and correct its previous mistakes.

Results shown in Fig. 4 demonstrate that ReflectionFlow
rapidly improves performance as the budget increases from
1 to 4, after which the improvement slows down, ultimately
reaching a final GenEval score of 0.91 with 32 samples for
each prompt. The baseline approaches, including “Noise
Scaling” and “Noise & Prompt Scaling” consistently un-
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Figure 5. Visualization of complex reasoning. Starting from initially incorrect generations (the first image), ReflectionFlow iteratively
reflects on and corrects errors, progressively producing images that accurately align with the provided prompts and reflection instructions .

derperform relative to ReflectionFlow across all budgets,
indicating the limited effectiveness of simpler methods.
We capped our evaluation at 32 samples for each prompt;
however, the upward trajectory of ReflectionFlow’s perfor-
mance suggests that it has not yet reached its full potential,
leaving room for further improvement with larger budgets.

3.4. Analysis and Discussion
Reflection Capability for Difficult Tasks. Previous stud-
ies in LLMs demonstrate that inference-time scaling, partic-
ularly via longer reasoning and reflection chains, improves
performance on more challenging tasks [36, 47]. Inspired
by these observations, we explore whether ReflectionFlow
framework exhibits similar behavior in diffusion models.
Leveraging the difficulty estimated in Sec. 2.2, we divide
the prompts from GenEval benchmark into three difficulty
levels according to their initial correctness: hard prompts
with correctness between 0 and 0.3, medium prompts with
correctness between 0.4 and 0.7, and easy prompts with cor-
rectness between 0.8 and 1.0. Fig. 4 summarizes the perfor-
mance of ReflectionFlow across these three difficulty levels.

ReflectionFlow achieves the largest improvement on
hard prompts, substantially increasing correctness from
0.10 to 0.81. Medium prompts exhibit moderate improve-
ment, increasing correctness from 0.55 to 0.85, whereas
easy prompts show minimal change, slightly increasing
from 0.95 to 0.97. These results clearly indicate that Re-
flectionFlow shares a similar property with reflection-based
scaling strategies in LLMs, where deeper iterative reflection
is particularly beneficial for challenging tasks. This demon-
strates the potential for future work to dynamically allocate
inference-time compute based on prompt difficulty, lever-
aging the flexibility of ReflectionFlow.
Qualitative Examples. To intuitively illustrate the effec-
tiveness of ReflectionFlow, we present qualitative exam-
ples of generated images and corresponding reflection pro-
cesses. As shown in Fig. 5, initial generations by our base-

line often fail to capture detailed nuances or complex re-
lations described in prompts. Through our iterative reflec-
tion, the model progressively identifies and corrects these
issues, resulting in improved final outputs. Moreover, our
method naturally produces interpretable reflection chains,
which are similar to chain-of-thought reasoning in LLMs,
demonstrating how the model explicitly reasons about and
resolves visual inconsistencies, stylistic mismatches, and
compositional inaccuracies step by step. Please refer to the
Appendix for more qualitative results.
Additional Analysis. We provide baseline comparisons,
compute budget analysis, and diversity evaluation in the
Appendix. ReflectionFlow shows superior correctness and
efficiency over SFT-based and scaling baselines, with mod-
erate runtime overhead as shown in Tab. 2. Furthermore,
diversity experiments in Fig. 12 show that reflection tuning
maintains output diversity while improving performance.

4. Conclusion

In this work, we present an inference-time framework, Re-
flectionFlow, that equips text-to-image diffusion models
with iterative self-refinement capabilities. Central to our
approach is the construction of GenRef, a large-scale im-
age reflection dataset consisting of one million triplets of
flawed images, high-quality images, and textual reflections.
By formulating self-refinement as a generalized image edit-
ing problem and employing efficient fine-tuning strategies
for pretrained diffusion transformers, ReflectionFlow effec-
tively enhances performance without deviating from pre-
trained distributions. Furthermore, our framework inte-
grates inference-time scaling across noise, reflection, and
prompt dimensions, providing flexibility to balance com-
putational efficiency and generation quality. We believe
our work offers a promising direction for advancing self-
refining generative models, contributing to more reliable
and adaptive visual generation systems.
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