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Supplementary Material

A. Method Details
In this section, we provide additional explanations on
the methodology introduced in Sec. 4. Specifically,
we describe details about employed Lipschitz MLPs [4]
(Sec. A.1) and Visvalingam-Whyatt algorithm [12] for
keyframe reduction algorithm(Sec. A.2), respectively.

A.1. Lipschitz Regularization
Lipschitz MLP [4] regularizes a multilayer perceptron
(MLP) by bounding the Lipschitz constant c (Eq. (3)). By
constraining the network’s Lipschitz constant, we enforce
the network to learn smoother mapping between input and
output feature space. Lipschitz constant c is calculated as
the product of norms of the linear layers’ weight matri-
ces:

∏
i ∥Wi∥p. Since this bound depends solely on train-

able parameters Wi, this regularization method efficiently
avoids gradient vanishing problem. Authors suggest using
∞-norm can enhance computational efficiency.

Additionally, we follow original implementation which
employs weight normalization technique for further encour-
age robustness of the network. Specifically, the authors con-
duct row-wise normalization where k-th row of matrix Wi

is normalized through

Ŵi,k = Wi,k ·min(1,
softplus(∥Wi∥p)

∥Wi,k∥p
), (5)

where the function softplus(y) is defined as log(1+ey). As
a result, i-th layer of Lipschitz MLP is defined as

gθ,i(x) = σ(Ŵix+ bi). (6)

The overall Lipschitz regulrization loss Llip of the network
is then computed as the product of norms,

Llip =
∏
i

softplus(∥Wi∥p). (7)

We recommend to see the further descriptions in the original
paper [4].

A.2. Keyframe Reduction Algorithm
Although our method is agnostic to specific keyframe re-
duction algorithms, we select the Visvalingam-Whyatt algo-
rithm [12] as our primary method. The Visvalingam-Whyatt
algorithm is a line simplification method that reduces the
number of vertices in a polyline while preserving its over-
all shape. It works by iteratively removing the vertex with
the smallest effective area, defined as the area of the trian-
gle formed by that vertex and its adjacent vertices. For a

given vertex vi with neighbors vi−1 and vi+1 (coordinates
(xi−1, yi−1), (xi, yi), and (xi+1, yi+1)), the effective area
Ai is computed as

Ai =
1

2

∣∣∣∣∣∣det
xi−1 yi−1 1

xi yi 1
xi+1 yi+1 1

∣∣∣∣∣∣ . (8)

which equals the area of triangle △(vi−1, vi, vi+1). After
running this algorithm until the end, we obtain a priority
list of indices, where the higher priority means the latter the
point is removed. By cropping certain length from the start,
we can get most reliable points that can effectively repre-
sent the input geometry. Here, the reduction rate determines
the length to crop, i.e. the number of keyframes. We find
60% to 80% of reduction rate often extracts plausible sets
of keyframes for motions with 20 Frames per second (FPS).
However, we note that the optimal values can be different
depending on the dataset.

To apply the Visvalingam-Whyatt algorithm to keyframe
selection, we first define a suitable feature for each frame.
Through empirical observation, we find that using joint po-
sitions in the root coordinate space yields effective results.
Specifically, for the SMPL-based HumanML3D dataset [2],
we compute local positions pj ∈ R3 for all J = 23
joints. Additionally, we append an additional dimension for
the frame index, which leads extracting evenly distributed
keyframes along temporal axis. Consequently, each frame
is represented as a 64-dimensional vector, and we run the
algorithm directly in this 64-dimensional space to identify
keyframes.

B. Implementation Details
For reproducibility, we additionally provide detailed expla-
nations on the implementation for Sparse Motion Diffu-
sion Model (sMDM, Sec. B.1) and Sparse Diffusion Planner
(sDiP, Sec. B.2), respectively.

B.1. Sparse Motion Diffusion Model (sMDM)
We leverage the Transformer-based architecture [11] from
the baseline MDM [9]. This implementation employs
Transformer layers from PyTorch [6], and provides options
between Transformer encoder and decoder for denoising
network. Following the original implementation, we use 8
layers of Transformer layers, while employing 4 heads for
multi-head attention structure. Each transformer layer in-
troduces Dropout layers [8] with 0.1 of dropout probability.
Also, we allocate 512 dimension for the intermediate fea-
tures space, i.e. using 512-dimensional vector for latent rep-
resentation. For additional robustness, we use customized



self-attention layer, where key feature are quantized through
finite scalar quantization (FSQ) [5]. Unlike to regular vector
quantization [10], this scalar quantization does not employ
additional loss terms. Lastly, we exclude Lipschitz regular-
ization as the model without it produces better result.

B.2. Sparse Diffusion Planner (sDiP)
We also follow the official codebase of Diffusion Plan-
ner (DiP). As DiP largely borrows model structure from
MDM [9], we use the same hyperparameters in Sec. B.1
for architectural design. Unlike regular MDM, DiP aims to
generate motions in a real-time controller scenario, which
demands fast inference time. Following original implemen-
tation, we train this model with 10 diffusion steps, which
employing 20 frames (1 sec.) for the past trajectory while
40 frames (2 sec.) for future trajectory (denoising target).
Also, for the target-conditioning example, we employ a lin-
ear layer with a Sigmoid Linear Unit (SiLU) activation to
encode multiple conditioning joint trajectories. As demon-
strated in Table 2, we exclude dynamic mask update during
the inference, as this strategy is not much effective with the
model with the small diffusion step.

C. Additional Results
C.1. Different Transformer Layers
We evaluate our approach’s generalizability across differ-
ent Transformer architectures. Although our method is
architecture-agnostic, we specifically validate performance
improvements on Transformer encoder layers. To directly
measure our method’s impact, we retrain the baseline MDM
from scratch rather than using the pre-trained model. Re-
sults are shown in Table 5.

Method
R-Precision ↑

FID↓ MM-
Dist↓

Div→
Top1 Top2 Top3

Real 0.511 0.703 0.797 0.002 2.794 9.503

MDM (enc) 0.463 0.656 0.755 0.495 3.206 10.050
sMDM (enc) 0.503 0.697 0.793 0.284 3.007 9.955

Table 5. Text-to-motion results of MDM [9] and sMDM, imple-
mented with Transformer encoder, on HumanML3D dataset [2].
Both models are trained with 50 diffusion steps. We use the same
evaluation metrics in Table 1.

As shown in Table 5, our method consistently outper-
forms the baseline, confirming that our approach effectively
generalizes across different Transformer architectures.

We further validate the generality of our method by ap-
plying it to MotionDiffuse[13], namely Sparse MotionDif-
fuse (sMotionDiffuse). To ensure fairness, we directly mod-
ified the original MotionDiffuse codebase and retrained the
model from scratch. Similar to sMDM, we apply an 80%

reduction rate for keyframe selection, keeping all other set-
tings unchanged. During implementation, we corrected
an error in the original diffusion loss term, where invalid
frames were not properly masked. Table 6 shows quanti-
tative improvements after integrating our sparse keyframe
approach.

Method
R-Precision ↑

FID↓ MM-
Dist↓

Div→
Top1 Top2 Top3

Real 0.511 0.703 0.797 0.002 2.794 9.503

MotionDiffuse 0.459 0.648 0.753 1.096 3.262 9.073
sMotionDiffuse 0.483 0.674 0.776 0.698 3.110 9.375

Table 6. Text-to-motion results of MotionDiffuse and sMotionDif-
fuse, implemented with Transformer encoder, on HumanML3D
dataset [2].

Results indicate consistent improvements across all eval-
uation metrics, demonstrating that our approach is broadly
applicable to Transformer-based motion diffusion frame-
works, independent of the specific architectural details.

C.2. Different Interpolation Methods
As described in Section 4.1, we use linear interpolation to
reconstruct the full sequence in the feature space. This
guides the denoising network with full-length ground-truth
motion and improves text-to-motion quality, as verified in
our ablation study (Table 1). Our batched linear interpo-
lation is fast, differentiable, and easily integrated into the
training pipeline. Although interpolating directly in the raw
motion space can be an alternative, we observe that it some-
times fails to recover detailed motions, likely due to the
complex, nonlinear nature of raw motions. To test further
interpolation option, we replace a linear interpolation with
differentiable cubic-Hermite spline interpolation and report
the results below.

Method
R-Precision ↑

FID↓ MM-
Dist↓

Div→
Top1 Top2 Top3

DiP 0.457 0.670 0.781 0.214 3.187 9.409
sDiP (linear) 0.469 0.677 0.789 0.186 3.130 9.419
sDiP (spline) 0.466 0.676 0.786 0.196 3.146 9.427

Table 7. Text-to-motion results using Diffusion Planner (DiP) with
different interpolation methods.

As shown in the table, our approach consistently outper-
forms the baseline regardless of interpolation method. In-
terestingly, simple linear interpolation slightly outperforms
cubic-Hermite spline. We attribute this to the fact that
overly flexible spline interpolation may cause subtle dis-
tortions in the feature space, whereas linear interpolation
maintains a more stable structure. This suggests that, de-



spite its simplicity, linear interpolation is highly effective
for our setting.

C.3. U-Net based Architecture

We also present preliminary results to assess the general-
ization of our approach to motion diffusion models with U-
Net-based architectures [7].

Although initial motion diffusion models, such as
MDM [9] and subsequent works, primarily utilized
Transformer-based architectures, recent studies have ex-
plored U-Net alternatives. Notably, Guided Motion Diffu-
sion (GMD) [3] showed that U-Net architectures are par-
ticularly effective for motion representations involving ab-
solute root coordinates. Specifically, GMD highlights the
advantages of using U-Net when editing motion data with
the conditioning trajectories in a global coordintates. In-
spired by GMD, CondMDI [1] modify the suggested model
with imputation technique in order to conduct flexible mo-
tion in-betweening.

Since CondMDI demonstrates the state-of-the-art perfor-
mance with U-Net structure, we choose CondMDI as the
baseline to test our approach. We summarize three com-
ponents where CondMDI mainly differs from MDM: (1)
Architecture of Denoising Network. Although both archi-
tectures employ attention layers, U-Net in CondMDI can
not exclusively use sparse keyframes during the calculation.
This is because U-Net heavily relies on 1D convolutional
layers along temporal axis, which assumes dense sequence
as input. (2) Data Representation. CondMDI uses mod-
ified representation of HumanML3D dataset [2]. It uses
absolute positions rather than localized velocities for root
representation. (3) Imputation. As CondMDI presents mo-
tion diffusion model tailored to motion in-betweening task,
it explicitly employs imputation process during the training.
In contrast to MDM which uses noised motions xt as input,
CondMDI imputates noised frames with the clean input x0,
resulting

x̂t = M · x0 + (1−M) · xt, (9)

where M corresponds to the keyrame mask. Different from
our approach, the authors of CondMDI propose random se-
lections to create a keyframe mask during the training.

As U-Net with 1D convolution cannot fundamentally
accept sparse frames as input, our sparse version, namely
sCondMDI, simply replaces uninformative keyframes with
the learnable embeddings. Also, we employ similar ge-
ometric losses [9] that are originally introduced to pre-
vent foot skating or jerk. For keyframe selection, we
use keyframes selected from Visvalingam-Whyatt algo-
rithm [12] with dynamic reduction rate in a range of [90%,
95%]. We evaluate the motion in-betweening, which mea-
sures generation quality given 5 conditioning keyframes, in
Table 8.

Method R-Pre ↑ FID↓ MM-
Dist↓

Div→ Keyframe
Error↓

Skating
Ratio↓

Real 0.797 0.002 2.794 9.503 - -

CondMDI 0.669 0.153 5.127 9.457 0.081 0.067
w/o geometric 0.669 0.322 5.157 9.031 0.096 0.098

sCondMDI 0.667 0.551 5.059 9.075 0.218 0.082

Table 8. Motion in-betweening results of CondMDI and sCond-
MDI. For evaluation, we sample keyframes from test split of Hu-
manML3D dataset [2] using Visvalingam-Whyatt [12] algorithm.

Along with the evaluation metrics for generation (R-
Precision (Top 3), FID, Multi-Modal Distance, Diversity),
we additionally measure the keyframe errors and skating ra-
tio, following the original work. As demonstrated in the ta-
ble, our approach exhibits degraded performance compared
to the baseline. We attribute this that our preliminary modi-
fication cannot focus on the sparse keyframes. Future work
could explore further architectural modifications to more
naturally accommodate sparsity.

C.4. Runtime Efficiency
Our method is computationally efficient since only a subset
of frames is processed by the self-attention layers, reduc-
ing computation time during the inference. This efficiency
gain is due to our use of uniform keyframe intervals at in-
ference, eliminating the need for masking operations. In-
terpolation is performed only at the final diffusion step dur-
ing inference. During training, we use a masking strategy
for loss function, which maintains computational complex-
ity similar to standard approaches. We report inference time
comparisons for MDM (50 diffusion steps) and DiP (10 dif-
fusion steps) when generating a batch of 64 samples (RTX
4090).

MDM sMDM (ours) Dip sDiP (ours)

Time (s) 1.937 0.725 0.174 0.164

Table 9. Inference time during the generation of 64 samples.

With the same setting, we also find that our approach
reduces GPU memory usage by 230 MB and 45 MB for
sMDM and sDiP, respectively. Although dynamic inference
(Section 4.2) increases inference time due to the keyframe
reduction algorithm, it is an optional technique mainly for
models with large diffusion steps. Models with fewer steps
do not require it, so our approach maintains its inference
speed advantage.

C.5. User Study
We conducted a user study where participants rated 12 sam-
ples with Likert scale (1-5) based on three criteria: (1) Nat-
uralness (smoothness and realism), (2) Text-Motion Align-
ment (accuracy to the prompt), and (3) Expressiveness (rich-



ness and vividness). We collected 35 responses, and the av-
eraged scores are summarized below. A number inside the
parenthesis indicates standard deviation.

Method Naturalness ↑ Alignment ↑ Expressiveness ↑

MDM 3.14 (1.18) 2.89 (1.21) 2.81 (1.14)
MotionGPT 3.10 (1.25) 2.90 (1.42) 3.36 (1.07)

sMDM (ours) 3.64 (1.17) 4.22 (0.94) 3.92 (0.95)

Table 10. Results of user study.

The results are consistent with the quantitative evalu-
ations (Table 1), where our model significantly improves
upon baseline MDM across the conventional metrics. Our
model is particularly effective at generating vivid and ex-
pressive motions, such as dance. We attribute this capabil-
ity to the use of keyframes, which can efficiently summa-
rize motion dynamics and allow the model to learn com-
plex patterns more effectively. Please refer to supplemen-
tary videos.
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