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A. Detailed Setup

A.1. Datasets

We conducted our experiments on four primary datasets:
UK Biobank. A more comprehensive dataset of 51,761 full-
body MRIs from more than 50,000 volunteers [16], capturing
diverse physiological attributes across a broad demographic
spectrum. UK Biobank MRIs are resampled to be isotropic
and cropped to a consistent resolution (501 × 160 × 224).

BRATS. The largest public dataset of brain tumours con-
sisting of 5,880 MRI scans from 1,470 brain diffuse glioma
patients, and corresponding annotations of tumours [1, 2, 12].
All scans were skull-stripped and resampled to 1 mm
isotropic resolution. All images have resolution 240 × 240
× 155. Tumours are annotated by expert clinicians for three
classes: Whole Tumour (WT), Tumour Core (TC), and En-
hanced Tumour Core (ET).

BTCV. BTCV (Beyond the Cranial Vault) abdomen dataset
[5]. This dataset involves 30 training and 20 testing subjects
and 13 labelled organs: spleen, right kidney, left kidney,
gallbladder, esophagus, liver, stomach, aorta, inferior vena
cava, portal vein and splenic vein, pancreas, right adrenal
gland and left adrenal gland. We combine the left and right
adrenal gland into one. Scans are resampled to consistent
resolution (224× 224×85) and intensity scaled in the range
[-175,250] Hounsfield Units (HU).

AMOS. AMOS Abdomen MRI [10] from the MICCAI
AMOS Challenge, which consists of segmentation of ab-
dominal organs from 100 MRI scans split equally into train
and test sets. The organs include the liver, spleen, pancreas,
kidneys, stomach, gallbladder, esophagus, aorta, inferior
vena cava, adrenal glands, and duodenum. Scans are resam-
pled to consistent resolution (256 × 256 × 125) and scans
normalised for intensity channel wise in the range [0,1].

A.2. Evaluation Metrics
• Dice Score The Dice Score, or Dice Coefficient, is a sta-

tistical measure used to assess the similarity between two
samples. It is widely utilized in medical image analysis
due to its sensitivity to variations in object size. The Dice
Score is calculated by doubling the area of overlap be-
tween the predicted and ground truth segmentations and
dividing by the total area of both. The formula is:

Dice =
2×Area(Spred ∩ Sgt)

Area(Spred) + Area(Sgt)

This metric ranges from 0 to 1, with a value of 1 indi-
cating perfect agreement between the prediction and the
ground truth. The Dice Score is particularly robust against
variations in the size of the segmented objects, making
it extremely useful in medical applications where such
variability is common.
Both IoU and Dice Score offer comprehensive insights
into model accuracy, with the Dice Score being especially
effective in scenarios involving significant variations in
object size.

• Hausdorff Distance The Hausdorff Distance is a metric
used to measure the extent of discrepancy between two
sets of points, often applied to evaluate the accuracy of
object boundaries in image segmentation tasks. It is par-
ticularly useful for quantifying the worst-case scenario of
the distance between the predicted segmentation boundary
and the ground truth boundary.
The Hausdorff Distance calculates the greatest distance
from a point in one set to the closest point in the other set.
In image segmentation, this involves finding the largest
distance from any point on the predicted boundary to the
nearest point on the ground truth boundary, and vice versa.
The mathematical definition is:

HD = max

{
sup
p∈P

inf
q∈Q

d(p, q), sup
q∈Q

inf
p∈P

d(p, q)

}
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Figure I. Per-Class Performance Comparison with Specialized
Segmentation models. We compare the Dice Score performance
of our Swin-BOB model and baselines Swin-UNetr[7] and nn-
UNet[9] on abdominal organ segmentation (BTCV) and brain tu-
mour segmentation (BRATS).

where P and Q are the sets of boundary points of the
predicted segmentation and the ground truth segmentation,
respectively, and d(p, q) represents the Euclidean distance
between points p and q.

A.3. Segmentation Details

We perform a series of experiments to determine the best
segmentation model on UKBOB using state-of-the-art multi-
resolution CNN (UNet [15], SegResNet [13], nn-UNet [9])
and transformer-based networks (TransUNet [4], UNetr [8],
Swin-UNetr [7]). We report segmentation performance in
Table VII where Swin-UNetr outperforms baselines by a
margin, followed by nn-UNet. We show visual examples of
the 72 class labels in UKBOB in Figure IV and Figure V.

We also show detailed baseline comparison for BTCV and
AMOS in Table I and Table II respectively. We provide
radar plot in Figure I that summarizes the performance of
our segmentation model Swin-BOB compared to baseline
segmentation models on different classes from BTCV and
BRATS23 class average.

We show visual comparison on BRATS (Figure III) of our
model segmentation relative to ground-truth.

We also show the t-sne visualization of the features in Fig-
ure II illustrating the quality of the features.

Model Mean Dice Score Mean Hausdorff Distance
UNet[15] 0.782 8.374

SegResNet[13] 0.794 7.912
TransUNet[4] 0.838 6.258

UNetr[8] 0.856 4.317
Swin-Unetr[7] 0.869 3.801

nn-UNet[9] 0.802 6.782
AttentionUNet[14] 0.816 5.848

Table I. Comparison of segmentation model performance on
BTCV (n = 12 classes).

Model Mean Dice Score

TransBTS[19] 0.792
UNETR[8] 0.762
nnFormer[20] 0.790
SwinUNETR[7] 0.880
3D UX-Net[11] 0.900

Table II. Comparison of Segmentation Models for AMOS Seg-
mentation (n = 14 classes).

Model Mean Dice Score Mean Hausdorff Distance

ϵ = 3 0.891 7.126
ϵ = 2 0.884 7.528
ϵ = 1 0.792 8.247
ϵ = 4 0.766 8.594
ϵ = 5 0.745 8.972

Table III. Effect of Filtration Threshold on Segmentation Perfor-
mance on manual annotated set of abdomen organs (300) from
UK Biobank. The 11 abdomen organs and bones that have been
manually annotated represent the overlap organs with BTCV[5]
and UK Biobank[6].

Dataset Mean Dice Score Hausdorff Distance

AMOS 0.831 7.647
BTCV 0.837 5.138

Table IV. Zero-shot performance on external datasets.

B. Dataset Filtration Details
B.1. Threshold Selection
Full ablation experiments for threshold selection is available
in Table III. Results on impact of filtration on BTCV and
AMOS are reported in Table V. We therefore ensure high-
quality labels by removing outliers adequately.

B.2. Zero-Shot Generalization
Our zero-shot evaluation on the AMOS and BTCV datasets
highlights the robustness of filtered labels. Metrics are de-



Configuration Spleen R.Kid L.Kid Gall. Eso. Liver Stom. IVC AG Aorta
AMOS 0.9084 0.9311 0.9421 0.6516 0.6582 0.9581 0.8216 0.8740 0.5292 0.9062

AMOS + filtering 0.9102 0.9397 0.9508 0.6582 0.6673 0.9662 0.8315 0.8824 0.6209 0.9183
BTCV 0.883 0.884 0.932 0.795 0.790 0.946 0.885 0.871 0.784 0.799

BTCV + filtering 0.889 0.889 0.941 0.813 0.825 0.949 0.893 0.883 0.799 0.869

Table V. Zero-shot 3D Segmentation Performance of Swin-BOB on AMOS external MRI data and CT (BTCV) for same organ
classes.

Figure II. Distribution of Feature Embeddings on BTCV organs
and BRATS23. Each category is represented with a unique color.
We reduce features embeddings to 2D for each class using t-sne [17].
The low dispersion of the clusters between each other indicates that
the features of different classes probably share similar patterns and
this explains the beneficial effect of large pre-training.
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Figure III. Qualitative Performance on BRATS. We show the
ground-truth top and output bottom of our pre-trained Swin-BOB
model for 3D segmentation on the brain tumour BRATS dataset
with 3 tumour class labels [1]. .

tailed in Table IV.

B.3. Residual Label Noise

While filtration reduces label noise, some false positives
persist. To further improve the quality of the segmentation,
we could incorporate human-in-the-loop approaches that
turned efficient as shown in [3, 6].

BTCV AMOS BRATS
Method Dice HD Dice HD Dice HD

no TTA 0.883 8.261 0.847 8.105 0.882 8.624
TENT [18] 0.887 7.940 0.852 7.861 0.886 8.042
ETTA (ours) 0.892 7.381 0.864 7.191 0.894 7.130

Table VI. TTA baselines. Comparison of Dice Score and Hausdorff
Distance across three benchmarks using Swin-Bob model.

B.4. Filtering Out Patients Abnormalities

One concern of automatic filtration is that it might filter
out some natural abnormalities or pathologies in the pa-
tients, mistaken as wrong labels. We visualize some of these
filtered-out labels in Figure 9 (main paper) and show that
indeed lack quality labels rather than the patients have ob-
vious abnormalities. To quantify this behavior, we measure
the 50-sample average LPIPS distance (the lower the more
similar) between any two 3D mid-abdominal slices from
full UKBOB (0.315), between filtered/filtered-out samples
(0.329), between filtered/filtered samples (0.303), and be-
tween filtered-out/filtered-out samples (0.339). This shows
that all the distances are almost identical, indicating mostly
homogeneous organs in the dataset partitioning and hence
the filtration is mostly about the quality of the labels rather
than filtering out patients with abnormality.

C. Entropy Test-Time Adaptation (ETTA)

C.1. Algorithm Details

In this section, we detail the algorithmic process for our test-
time adaptation (ETTA). It works by refining predictions
minimizing entropy:

Lent = −
1

N

N∑
i=1

C∑
c=1

pi,c log pi,c.

During test time, only batch normalization parameters are
fine-tuned while keeping other parameters fixed. The method
is simple, and efficient computationally since it does not
require retraining the full model. We show detailed step by
step procedure in Algorithm 1.



Figure IV. Visualisation of UKBOB Segmentation Coronal Plane. We show an example of 3D MRI from UKBOB for on coronal plane.

Figure V. Visualisation of UKBOB Segmentation Sagittal Plane. We show an example of 3D MRI from UKBOB for on sagittal plane.

D. Dataset Access and Code for Reproducibility
The dataset and pre-trained Swin-BOB models will be made
available publicly via UK Biobank.



Figure VI. UKBOB Distribution of Labels with our Filtration. We show the distribution mean normalised volumes of 72 labels before
and after filtration.



Model ResUNet UNetr nnUNet Swin-UNetr MedFormer
spleen 0.91 0.92 0.94 0.94 0.93

kidney right 0.87 0.89 0.91 0.92 0.90
kidney left 0.88 0.90 0.92 0.93 0.91
gallbladder 0.82 0.84 0.85 0.85 0.84

liver 0.94 0.96 0.97 0.96 0.96
stomach 0.88 0.89 0.90 0.91 0.89
pancreas 0.85 0.87 0.89 0.90 0.88

adrenal gland right 0.81 0.83 0.84 0.86 0.84
adrenal gland left 0.81 0.83 0.84 0.86 0.83

lung upper lobe left 0.93 0.94 0.96 0.96 0.95
lung lower lobe left 0.94 0.95 0.96 0.96 0.94

lung upper lobe right 0.94 0.95 0.96 0.96 0.94
lung middle lobe right 0.93 0.94 0.96 0.96 0.95
lung lower lobe right 0.93 0.95 0.96 0.96 0,95

esophagus 0.86 0.88 0.9 0.91 0.89
trachea 0.87 0.89 0.92 0.92 0.91

thyroid gland 0.74 0.75 0.76 0.77 0.75
intestine 0.87 0.91 0.93 0.92 0.91

duodenum 0.81 0.84 0.86 0.87 0.85
urinary bladder 0.89 0.93 0.95 0.96 0.94

prostate 0.91 0.92 0.94 0.94 0.94
sacrum 0.91 0.92 0.96 0.95 0.04
heart 0.92 0.96 0.97 0.97 0.96
aorta 0.91 0.93 0.95 0.94 0.93

pulmonary vein 0.87 0.89 0.91 0.92 0.91
brachiocephalic trunk 0.83 0.86 0.88 0.89 0.88
subclavian artery right 0.81 0.85 0.86 0.88 0.86
subclavian artery left 0.81 0.85 0.86 0.88 0.86

common carotid artery right 0.81 0.83 0.84 0.86 0.86
common carotid artery left 0.81 0.83 0.85 0.87 0.85
brachiocephalic vein left 0.82 0.85 0.88 0.89 0.85

brachiocephalic vein right 0.83 0.85 0.87 0.88 0.85
atrial appendage left 0.79 0.82 0.84 0.84 0.83
superior vena cava 0.89 0.91 0.93 0.93 0.91
inferior vena cava 0.89 0.90 0.92 0.92 0.90

portal vein and splenic vein 0.76 0.79 0.82 0.82 0.80
iliac artery left 0.83 0.85 0.87 0.87 0.85

iliac artery right 0.82 0.84 0.86 0.86 0.84
iliac vena left 0.85 0.88 0.91 0.91 0.89

iliac vena right 0.85 0.88 0.90 0.90 0.88
humerus left 0.90 0.93 0.94 0.93 0.93

humerus right 0.90 0.93 0.94 0.94 0.93
scapula left 0.86 0.89 0.91 0.91 0.89

scapula right 0.88 0.89 0.91 0.91 0.89
clavicula left 0.86 0.88 0.90 0.90 0.88

clavicula right 0.86 0.88 0.90 0.90 0.88
femur left 0.91 0.94 0.97 0.96 0.95

femur right 0.90 0.93 0.96 0.95 0.93
hip left 0.92 0.95 0.97 0.98 0.96

hip right 0.91 0.94 0.96 0.97 0.95
spinal cord 0.85 0.87 0.88 0.90 0.88

gluteus maximus left 0.93 0.95 0.98 0.98 0.95
gluteus maximus right 0.93 0.95 0.98 0.98 0.95

gluteus medius left 0.94 0.97 0.98 0.98 0.97
gluteus medius right 0.94 0.97 0.97 0.97 0.97
gluteus minimus left 0.94 0.97 0.94 0.95 0.97

gluteus minimus right 0.94 0.97 0.94 0.95 0.97
autochthon left 0.94 0.96 0.97 0.97 0.96

autochthon right 0.94 0.96 0.97 0.97 0.96
iliopsoas left 0.92 0.94 0.96 0.96 0.95

iliopsoas right 0.91 0.93 0.96 0.96 0.95
sternum 0.86 0.88 0.92 0.92 0.89

costal cartilages 0.85 0.87 0.90 0.91 0.88
subcutaneous fat 0.89 0.92 0.95 0.96 0.93

muscle 0.91 0.93 0.96 0.97 0.94
inner fat 0.86 0.88 0.90 0.91 0.89

IVD 0.86 0.88 0.90 0.91 0.88
vertebra body 0.89 0.92 0.94 0.94 0.93

vertebra posterior elements 0.82 0.84 0.86 0.88 0.85
spinal channel 0.87 0.89 0.91 0.91 0.89

bone other 0.82 0.84 0.86 0.87 0.84

Table VII. 3D Segmentation Performance on UK Biobank dataset. We compare our UKBOB on 3D medical segmentation task on the UK
Biobank test set (n=10,353) with 5-fold cross validation compared to other methods using the average Dice score and average Haussdorff
Distance (HD) per class as metric. Standard deviations are shown next to the mean Dice Score and HD values.



Algorithm 1 Algorithm for Test-Time Adaptation Using
Batch Normalization
Require: Pre-trained segmentation model M , test dataset

Dtest, loss functionL (optional), optimizer O (optional),
epochs Nepochs (optional)

Ensure: Adapted model M ′

1: Function FREEZEEXCEPTBN(M ):
2: For each parameter p in M :
3: If p does not belong to a BatchNorm layer:
4: p.requires_grad← False
5: End For
6: End Function
7: Function UPDATEBNSTATISTICS(M,Dtest):
8: Set M to training mode: M.train()
9: FREEZEEXCEPTBN(M )

10: For each batch x ∈ Dtest:
11: Compute predictions: M(x)
12: End For
13: End Function
14: Function FINETUNEBN(M,Dtest,L, O,Nepochs):
15: Set M to training mode: M.train()
16: FREEZEEXCEPTBN(M )
17: For epoch← 1 to Nepochs:
18: For each batch (x, ytrue) ∈ Dtest:
19: Compute predictions: y ←M(x)
20: Compute loss: ℓ← L(y, ytrue)
21: Zero gradients: O.zero_grad()
22: Backpropagate: ℓ.backward()
23: Update parameters: O.step()
24: End For
25: End For
26: End Function
27: Define Function INFER(M,Dtest):
28: Set M to evaluation mode: M.eval()
29: For each batch x ∈ Dtest:
30: Compute predictions: y ←M(x)
31: End For
32: End Function
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