CogNav: Cognitive Process Modeling for Object Goal Navigation with LLMs
Supplementary Material

This document offers a detailed explanation of our ap-
proach, along with additional experimental results, pre-
sented in the following structure:

¢ Technical details (§A)

* More Experiments (§B)

A. Technical details
A.l. Notation in paper

We provide a lookup table of notations and their description
mentioned in this paper in Table 1 for reference.

A.2. Cognitive Map in paper Sec.3.1.

Details of Scene Graph. The scene graph S; comprises in-
stance nodes ; and relationship edges &;. The construction
of node N is based on an online open-vocabulary segmen-
tation method [10] to obtain the 3D instances. Unlike [10],
we employ a more accurate and stable detection and seg-
mentation framework, OpenSEED [17] as our foundation
model and replace point cloud object representation with
a voxel grid for clearer object boundaries and better align-
ment with the 2D occupancy map M. At each time ¢, we de-
tect and segment objects from I, 7 ® and reconstruct a voxel
grid in global coordinates by I7°?"" and 6, synchronously.
Each node \; contains the 3D voxel grid coordinates, the
detected category, the semantic features of the instance, and
the semantic features corresponding to the detected cate-
gory. The fusion strategy in [10], which simply matches
and fuses newly detected objects at time ¢ with the object
nodes N;_; from previous frames, may suffer from under-
segmentation. This limitation can lead to under-detection
of small objects, posing challenges for navigation tasks. To
address over-segmentation and under-segmentation issues,
we utilize Vision-Language Models (VLMs). To uniquely
represent each instance n € N in the scene graph, we uti-
lize SoM [14], which masks and marks the instance with
a node number at the center of its mapping in the image.
For ambiguous cases where it is unclear whether two in-
stances should be merged, we use SoM to generate an im-
age containing both instances, as illustrated in Figure 1(a).

Objects that do not match any existing instances from pre-
vious frames are treated as new instances and are added as
separate nodes in NV;.

After constructing A;, we leverage VLMs with spatial

context of objects to update edges &£;. We only update edges
between object fused or created at time ¢ with surrounding
objects considering the time cost. Edges that can be rea-
soned from spatial context will be directly computed like
“on top of” or 'under’, edges that cannot be reasoned from
spatial context are obtained by querying the VLMs. We use
SoM [14] to mask and mark the two instances whose rela-
tionship needs to be queried on an image. The VLM is then
prompted with this image to determine the relationship be-
tween the two objects, considering observations from two
different viewpoints. The VLM selects one of the candidate
set { "next to’, “on top of’, ’inside of”, "under’, "hang on’},
with an additional *none’ indicating that two nodes have no
relationship. We show the edge generation by VLM in Fig-
ure 1(b).
Details of Landmark Graph. At time ¢, we construct a
landmark graph £; using a semantic occupancy map M
to guide agent navigation. The landmark graph £; is de-
rived from a processed Reduced Voronoi Diagram(RVD)
extracted from the occupancy map M. We first construct a
top-down semantic occupancy map M using I;, similar to
[7]. It is represented as a M x M x 3 tensor with M x M
as map size and 3 channels including an obstacle and an ex-
plored channels from Ifep th, with an semantic map, where
each mask is aligned with the voxel grid of nodes A; and
each channel stores the unique label of the aligned node.
The semantic occupancy map is updated in real-time with
each frame during navigation.

After constructing the semantic occupancy map, we re-
fer [16] to cluster frontiers and refer [13] to extract a
Generalized Voronoi Diagram(GVD) by skeletonizing the
traversible areas. We remove redundant nodes and retain
only the intersections and all leaf nodes in GVD to generate
a Reduced Voronoi Diagram(RVD), different from the re-
duction strategy in [13], which only keeps the frontier end
points. We propose a landmark-instance mapping D, such
that each leaf node in RVD corresponds to the node label or



Notation Type/Unit Description

t number a time step

c string the category of the target object

779 Matrix (640 x 480 x3) a RGB image by agent observation at ¢

zierth Matrix (640 x 480) depth image by agent observation at ¢

Dt (e, ye, 01) current pose of agent, including the planar coordinates and rotation angle at ¢
T <Itrgb, et pt> posed RGB-D image at ¢

a; an action an action that agent executes in scene

ng dict an instance dict in scene, including its semantic and spatial context at ¢
et a spatial relationship between two n,  a relationship in [ "next to’, *on top of”, ’inside of”, ’under’, "hang on’ ]
N, {n:} the set of instance n; in scene at ¢

& {e:} the set of relationship e; between two nodes in \; at ¢

S; (N%, &) the scene graph composed of N; and &; at ¢

M number The map size with a grid resolution of Scm

M Matrix(M x M x 4) the top-down occupancy map at ¢

Uy (e, Yti) a 2D location coordinate extracted from a Voronoi node graph at ¢

Ly {l¢,:} a landmark graph extracted from the Voronoi node graph at ¢

Ce (Spy My, L4) a coordinate-aligned heterogeneous cognitive map at ¢

Dy dict a dict mapping the leaf node to n; or a frontier area

Ye,i string the room type [; belongs to at ¢

Ot bool the frontier property of [; at ¢

Ut mow (Tt nows Yt now) a 2D coordinate which the agent locates at

Ne dict anode in S; whose object category is ¢

Ly frontier et The subset of £; whose 6; ; is True

Li relative St The subset of £; who are relative to the target object

Li target set The subset of £; who are directed to n..

Ly verify set The subset of £; who are directed to n. and not explored before
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Table 1. Summary of Mathematical Notation
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represent the same object
in the image, which
appears to be window
40 in the image represent blinds orshades. They can
the same object and can  be fused together as they
fuse together. are parts of the same
object.

=

SoM-GPT4V

The object with the ID 2,
which is a couch, and the
object 3, which is a pillow
are two separate objects.
They are not the same

Are 2 and 3 the separate
objects or two parts of

5 ©

SoM-GPT4V

Analyze semantic
information of the image
and input object tags to
give the <relationship>.
What is the relationship
of6and "wall " ?

SoM-GPT4V

Analyze semantic
information of the image
and input object tags to

The relationship between
objects 6 and " wall " is "
hanged on".

The lamp (6) is
positioned directly
beside the " wall ",
indicating that the lamp
is " hanged on" the wall.

The relationship
between objects 0 and 2
is "on top of."

Object 0 is the vase, and
object 2 is the green
cabinet. The vase (0) is

- one object? object. give the <relationship>. placed on top of the
Under-Seg What is the relationship cabinet (2), indicating
of 0 and 2? that the vase is " on top
of " the cabinet.
(a) (b)

Figure 1. Fusion and Relationship Query in Cognitive Map. We use GPT-4v prompted by SoM image to solve the problem of fusion
and relational edges in Cognitive Map. Column (a) shows how to confirm whether two partitions are the same instance. Column (b) shows
the relationship generation between two adjacent instances.



frontier area in semantic map pointed to by the edge con-
necting this leaf node in the graph. We fuse leaf nodes that
point to the same object or frontier and are close to each
other on RVD, and ensure that at least two leaf nodes point
to the same object, which helps in the candidate verifica-
tion process in Sec.3.3. The landmark graph £, at time ¢
is generated by fusing leaf nodes and subsequent reduction
strategy on RVD, where each node [ € L; is a reachable
landmark that agent can navigate to as a long-term goal.
Our GVD has a residual situation due to the fact that it only
collects information about the scene from a single view, and
therefore needs to update with the navigation process, un-
like [13] that uses panorama views to be able to build a com-
plete GVD in the area centered on the agent.

A.3. Cognitive Map Prompting in paper Sec.3.2.

Map-to-landmark prompts. For each landmark [, ; € £,
we integrate the scene information to understand the envi-
ronment of landmark [, ;. The information includes sur-
rounding objects along with their relationships, the room
type 7, and the frontier property d;;. We select object
nodes Ny ;, C N, within a certain distance threshold from
landmark I; ; in the scene graph S; as the surrounding ob-
jects. Each node is prompted not only with its own infor-
mation, including category name and semantic information
but also with the information of its adjacent nodes within
S, linked by edges that define the relative relationship.
This prompting approach leverages the structural informa-
tion of scene graph to provide a deeper understanding of
surrounding environment. The room type <y ; is determined
by querying the Vision-Language Model(VLM), which se-
lects the most suitable option from a set of indoor room
candidates based on the current image and surrounding ob-
jects. This result is then combined with the room types of
nearby landmarks that have already been queried.The fron-
tier property d; ; is a boolean variable obtained by querying
the landmarks which point to the frontier in the landmark-
instance mapping D;.
Agent-to-landmark prompts. The navigable message is
encoded relative to the landmark ; ,,,,, where the agent is
currently located. We calculate the distance and path from
l¢ now to It ; on the landmark graph £, by means of Dijk-
stra Algorithm. The distance, combined with the direction,
forms the navigable message of landmark I, ;, e.g. as "Lo-
cation: Direction: Up, Path: 2 — 0 — 1 — 3, Distance:
3.2m”. For navigation history, we set up a boolean vari-
able explored property € ; representing whether the agent
has explored this landmark before, avoiding repetitive ex-
ploration.

The detail description of our state transition prompt and
landmark selection prompt are shown in Figure. 4 and Fig-
ure. 5, respectively.

HM3D

LLM VLM
SR (%) 1t SPL (%) 1 DTG (m){

LLaMa3 CogVLM2 62.6 17.2 2.357

GPT-3 CogVLM2 64.1 18.3 1.882

LLaMA3 GPT-4v 69.4 222 1.694

QwQ-32B GPT-4v 70.9 23.6 1.583

GPT-3 GPT-4v 72.5 26.2 1.255
Table 2. Comparison of various large language models on

HM3D [12]. We replace GPT models [4, 5] in CogNav with
Llama3.1-8B-Instruct [8] and Cogvlm2-llama3-chat-19B [11].

A 4. State-related landmarks in paper Sec.3.3.

* Broad Search (BS): The landmark candidate in state
BS are landmarks where the frontier property is True:
Et,frontier = {lt,i S Lt | 5t,i = True}.

¢ Contextual Search (CS): The landmark candidate is
changed to the landmarks which surrounding the
relative instance node n, or the room type -,
which may contain the target object: Li reiative =
{le;i € Lo | Di(le i) = np Vv = Y )

* Observe Target (OT): In state OT, landmarks in candi-
date are whose value of instance node which category
is the target one c in landmark-instance mapping D;:

Lt target = {li;i € Lt | De(le i) =ne}.

e Candidate Verification (CV): When state CV
is transformed, the landmark candidate se-
lects landmarks in state OT however ex-
cludes landmarks explored before: Liyerify =
{lt,i S Et ‘ Dt(ltﬂ‘) =n.A Eti = False}.

* Target Confirmation (TC): While the instance n. is
confirmed to be the target, the landmark closest to
ne is chosen as the next term goal: i target =
argming, ;er, ,o.ge A(lt,is e ), where d(lz ;,n.) is the
ground distance between the object n. and the land-
mark /; ;. The navigation ends while the agent achieves
this landmark.

B. More Experiments

B.1. Results on Different LLMs of HM3D dataset

We further replace the LLM and VLM to evaluate the rea-
soning and decision-making abilities of different large mod-
els in navigation. As shown in Table 2, GPT (row 1) demon-
strates superior analysis and decision-making capabilities
in navigation tasks. Note that, after replacing it with two
open-source large models (rows 1-3), our method still out-
performs others on HM3D.
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Figure 2. The comparison of each category’s success rate on
MP3D [6] with other three methods.

limit of 500 is reached, leading to an increased number of
LLM queries. While the GPT-4V query process incurs a
higher time overhead per query, its lower frequency mini-
mizes its overall impact. The scene graph updating process
accounts for the majority of the time overhead, primarily
due to the high frequency of segmentation and detection op-
erations performed by OpenSEED [17]. Despite these fac-
tors, our framework ensures effective real-time navigation
in unknown environments.

Components Avg. Time (s) Avg. Frequency
Scene graph Updating 2.1 230
Landmark Graph Updating 0.85 26
Room-type Query with GPT-4v 1.8 23
Cognitive Map Prompting 0.6 15
Cognitive Process Modeling with GPT-4v 34 15

Tartget: bed

Previous methods Our method

Fig 3. Target sofa is misclassified to bed (Col.1), previous methods
totally believe the result and stop when approach (Col.2). While,
our method verify it in another view and correct the error (Col.3).

B.2. More Results of MP3D dataset

We calculate the success rate (SR) of each category on the
MP3D dataset [6] and compare with three methods Cow [9],
ESC [18] and SG_Nav [15]. The results are demonstrated
in Figure 2. Our success rate of category fireplace and
picture are lower than SG-Nav [15] because of the un-
recognizable of these two categories in some viewpoints.
In other categories, our framework have the highest success
rate, especially in category bed, plant, bathtub and
sofa, our success rate metric is far superior to other three
methods. More qualitative results can be fount in the first
lines of Figure. 6

We also provide an example of navigational reasoning in
Fig. 3, where our method demonstrates error correction ca-
pability (with candidate verification) compared to previous
approaches.

For fail case, we analyze in HM3D (Val) with 277/1008,
among which 35.7% are due to persistent failures in ob-
ject detection, 64.3% because of target inaccessibility (e.g.
mesh artifacts, stairs).

B.3. Time Analysis of Our Framework

We measured the time overhead of different components in
our framework, calculating the average time per execution
step and the average frequency per episode for each com-
ponent. The results, summarized in Table 3, represent av-
erages across all episodes on HM3D. Note that our time
overhead computation includes failure cases where the step

Table 3. The average time and frequency cost in each part of all
episodes on HM3D.

B.4. Real-World Experiment Details

Real-World Setup. To deploy CogNav in the real world,
we build a custom robot comprising an automated guided
vehicle, robotic arm, an RGB-D camera and a master con-
trol computer. For the automated guided vehicle, we uti-
lized Water II [3], which features a single-wire lidar for
implementing indoor navigation algorithms and localiza-
tion. The robotic arm selected is the EO5 [1], providing
flexibility and convenience for adjusting camera poses. The
RGB-D camera used is the Microsoft Azure Kinect DK [2].
The master control computer are equipped with an Intel®
Core™ i7-10700K @ 2.9GHz x 8. We run the memory
building phase on the control workstation with an Nvidia
GeForce RTX 3090Ti GPU with 24GB of memory, paired
with an Intel® Core™ i9-12900K @ 3.9GHz x 16 and
32GB of RAM. The system operates on ROS Noetic Nin-
jemys as the software platform. In an object navigation
episode, the master control computer transmits the RGB-
D data stream and the 2D pose from the automated guided
vehicle to the control workstation via ROS topics. The
workstation processes this information as input for CogNav.
Upon receiving the target landmark’s 2D pose from Cog-
Nav, the workstation directs the robot to move to the spec-
ified location. These operations repeat iteratively until the
target object is successfully located. We also validate our
pipeline on a Unitree quadruped, the navigation processes
are demonstrated in the demo video.

Qualitative Results. To simulate a home environment, we
organized a room of approximately 60m? into distinct func-
tional areas, including a work area, a rest area, and a dining
area, separated by partitions. To validate the feasibility of
CogNav on robots, we carefully selected target objects of
varying sizes, categories, and properties within the scene.
Additional qualitative results from the real-world experi-
ments are shown in the last line of Figure 6.



Cognitive Map Prompting for State Transition

Goal: Sofa
Current State: Broad Search
Agent Now: Landmark 11

The Landmarks:

Landmark 7:
Frontier Landmark: False
Surrounding objects: a desk which next to a chair, under a flower and next to the wall .
Room: living room.

Landmark 9:
Frontier Landmark: True
Surrounding objects: a vase which next to the wall.
Room: living room.

Landmark 11:
Frontier Landmark: False
Surrounding objects: a cabinet which next to a vase, next to a wall.
Room: living room.

Landmark 19:
Frontier Landmark: False
Surrounding objects: a lamp which is next to a window.
Room: living room.

Landmark 28:
Frontier Landmark: False
Surrounding objects: a chair which is next to a chair and next to a desk.
Room: living room.

Landmark 37:
Frontier Landmark: False
Surrounding objects: a vase which is under a flower, next to a bed and next to a wall.
Room: bedroom.

Landmark 46:
Frontier Landmark: False
Surrounding objects: a couch which is next to a chair, next to a lamp under the desk.
Room: living room.

Landmark 55:
Frontier Landmark: False
Surrounding objects: a picture which is hanged on the wall, under the light.
Room: hallway.

Cognitive Map Prompting for State Transition

{

"Result": Transition to state ‘Contextual Search’.

}

Fig 4. State Transition Prompting of CogNav and LLM Results. We provide state transition prompting and state transition by LLM in
an episode finding a sofa. The result by LLM is transited to state ’Contextual Search’.



Cognitive Map Prompting for Landmark Selection

Goal: Sofa
State: Contextual Search
Agent Now: Landmark 11

The Landmarks candidate:
Landmark 7:
Frontier Landmark: False
Location— —Direction to 11: Up-right; Path from 11 to 7: 11 ->2 ->3 ->10 ->1; Distance from 11 to 7: 27.03
Surrounding objects: a desk which next to a chair, under a flower and next to the wall .
Room: living room.  Explored: False
Landmark 9:
Frontier Landmark: True
Location— —Direction to 11: Up-right; Path from 11 to 9: 11 ->2 ->10 ->9; Distance from 11 to 9: 15.16
Surrounding objects: a vase which next to the wall.
Room: living room.  Explored: False
Landmark 19:
Frontier Landmark: False
Location— —Direction to 11: Down-left;
Surrounding objects: a lamp which is next to a window.
Room: living room.  Explored: False
Landmark 28:
Frontier Landmark: False
Location— —Direction to 11: Up-left; Path from 11 to 28: 11 ->2 ->33 ->16 ->17->28; Distance from 11 to 28: 48.06
Surrounding objects: a chair which is next to a chair and next to a desk.
Room: living room.  Explored: False
Landmark 46:
Frontier Landmark: False
Location——Direction to 11: Down-left
Surrounding objects: a couch which is next to a chair, next to a lamp under the desk.
\_ Room: living room. Explored: False Yy,

LLM Reasoning of the Next Landmark

-

{
"Result": Landmark 46,

"Prompting Reason": "Landmark 46 is chosen due to descriptions indicating the presence of
a couch, a potential match to the target object—sofa. The proximity of the couch strengthens
the likelihood of a nearby sofa. Furthermore, Landmark 46 lies within the living room and is
unexplored, increasing the chances of discovering the target object in a relevant setting.
This Landmark, despite lacking the 'Frontier' status, serves well in alignment with the search
goal due to the promising object association and location context."

. J

Fig 5. Cognitive Map Prompting of CogNav and LLM Results. We provide landmark selection prompting and landmark selection by
LLM in an episode finding a sofa. The current state is contextual search, we prompt the landmarks L reievant as candidates for next
landmark selection.



Landmaker 5:

‘There is a tv on the
upper left side, with the 5 o, =
distance 5.8m, hanging on % .
the wall i

‘Room-type: Hallway’
‘Frontier: False’

MP3D

(Landmaker 5:

'The landmark is on the y 1.8 " - a cabinet, verify
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2.8m of the agent.’ p b { 3 CEEShtheRtarget
'Path from agent to
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Goal Category : Cabinet >

Landmaker 6: ?1
‘There is a cabinet on )@1 (‘%l
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the distance 1.8m, with e

books in it. . . . . .’
‘Room-type: Living room’

‘Frontier: False’

MP3D
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'The landmark is on S .
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with distance 2.2m of %
the agent.’

‘Path from agent to Step 10 Step 21 Step 60 Step 80 Step 100
landmark: 0->7->6'

'Explored before: False’ Broad Search Context Search Observe Target Candidate Verification Target Confirmation
Y,

Goal Category : Stool >

many stools, walk Change another
in and observe. iewpoint to verify.

i

Landmaker 4:

‘There is a table on
the upper and left
side, with a bottle on
ite o o0 .. !
‘Room-type: Unknown’

‘Frontier: False’

Real-world

(Landmaker 4: 1 > luggage

'The landmark is on 5 See bed, verify if
@ A luggage, may hav t
bed E I

the upper left side it is the target
with distance 5.2m of nearby.

the agent.’
'Path from agent to Step 52
landmarkl: 2->3->7->4'

Step 137 Step 237 Step 249 Step 304
"Explored before: False’ Broad Search Context Search Broad Search Candidate Verification Target Confirmation
\ J

Goal Category : Bed =

Fig 6. Navigation process visualization of CogNav. We provide visual results of navigation process for one synthetic scene and one

real-world one. Cognitive maps encode scene information and facilitate landmark prompting, enabling the agent to explore environments
efficiently and identify target objects accurately.



LLM Response
Goal: Stool

State: Broad Search

Reasoning : “Landmark 3 is chosen because it is the nearest frontier Landmark with a

direct path from the current location (Landmark 6)"

Identification

Exploration
Broad Contextual Observe Candidate
Search Search Target Verification J

Target
ConfirmationJ

LLM Response
Goal: Stool

State: Contextual Search

Reasoning : "Landmark 1is chosen because it is in a living room which contains a couch. It
offers quick access to the stool by minimizing movement time of encountering it."

Exploration

Identification

-

Broad

Contextual Observe

Search Search Target

Fig 7. State transition in navigation process of finding a stool.

Candidate

Verification
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Target
Confirmationj
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LLM Response
Goal: Stool

State: Broad Search

Reasoning : " No relative Landmarks unexplored in living room, go to Landmark 5 to
explore other areas."

Exploration Identification
Broad Contextual Observe Candidate Target
Search Search Target Verification Confirmation)
~N—_ 7

x L nt ¥
- -\ ° e -
i\ £ ~; / % i y =V
,v" s‘ 23 ;‘.?' =

N - 4 T o
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LLM Response
Goal: Stool

State: Observe Target

Reasoning : "See many stools, go Landmark 10 to nearly observe them. "

Exploration

Broad
Search

Identification

Observe Candidate Target
Target Verification Confirmation

~N_ 7

Contextual
Search

J

Fig 8. State transition in navigation process of finding a stool.




LLM Response
Goal: Stool

State: Candidate Verification

Reasoning : "Go Landmark 16 for more observation."

Exploration Identification
Broad Contextual Observe Candidate Target
Search Search Target Verification Confirmation
— —— —
5

LLM Response
Goal: Stool

State: Target Confirmation

Reasoning : "Make sure this is the target stool, go to the nearest Landmark 19 to end the
navigation."

Exploration Identification
Broad Contextual Observe Candidate Target
Search Search Target Verification Confirmation
= —
6

Fig 9. State transition in navigation process of finding a stool.
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