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Supplementary Material

In this supplementary material, we provide additional
details about:
1. Details of the tasks addressed in this paper.
2. Details of the architectures of the models to which the

proposed method has been applied.
3. Details of training time.
4. Detials of the VideoLLaMA2 prompt.
5. Analysis of the proposed method through additional ex-

periments.

1. Tasks
In this study, we deal with three major navigation tasks.

1.1. Object-goal Navigation (ObjNav)

Object-goal navigation is the most primary navigation task.
In this task, the agent must consider where a given object
is likely to be and navigate to the location based on visual
information.

Formally, an episode is defined by {E,Ls, θs, Lg, Cg}
where E is the scene environment, Ls ∈ R2 and θs ∈
[0, 2π) are the starting point and rotation of the agent re-
spectively, Lg ∈ R2 is the goal position, and Cg is the goal
object category. There are 21 categories that include, for
example, bed or chair. At each time t, the agent has a visual
observation, a first-person RGBD image Vt ∈ R480×640×4

and a goal category, and information on its own pose pt =
(x, y, θ) ∈ R3. The action space is defined by A =
{MoveForward, TurnLeft, TurnRight, Stop}. Select-
ing MoveForward will move forward by 0.25 m, and se-
lecting TurnLeft, TurnRight will rotate 30 degrees to
the left or right respectively. Also, selecting Stop will end
the episode. Navigation is successful if Stop is selected
within a radius of 1.0 m of the goal object.

1.2. Vision-and-langauge Navigation (VLN)

In vision-and-language navigation [2], the agent must navi-
gate in an indoor environment while observing visual infor-
mation according to given a natural language instruction.

Formally, an episode is defined by {(V, E), Ls, Lg,W}
where (V, E) is an undirected graph, V, E are navigat-
able nodes and connectivity edges respectively, and W =
{w1, . . . , wL} is a sentence. At each time t, the agent
has its current node Vt ∈ V and a visual observation, a
panorama view composed by 36 d-dimentional image fea-
tures Rt = {rti}3i=16 ∈ Rd×36. The action space A is de-
fined by the union of set {Stop} and its neighboring nodes
N (Vt). Navigation is successful if Stop is selected within
a radius of 3.0 m of the goal position Lg .

1.3. Semantic Audio-visual Navigation (SAVNav)

In semantic audio-visual navigation [4], the agent must nav-
igate to a sounding object by observing visual and audi-
tory information. The agent must infer what sound is being
played from auditory information and navigate by consider-
ing where the goal object will likely be located, even if the
sound stops.

As in object-goal navigation, an episode is formally
defined by {E,Ls, θs, Lg, Cg}. In this task, there are
21 sound categories that include, for example, the sound
of water dropping in a sink or a bed creaking. The
length of the sound differs depending on the category.
At each time t, the agent has a visual observation, a
first-person RGBD image Vt ∈ R128×128×4, an audi-
tory observation, a binaural sound spectrogram At ∈
R65×26×2, and information on its own pose pt =
(x, y, θ) ∈ R3. The action space is also defined by A =
{MoveForward, TurnLeft, TurnRight, Stop}. Select-
ing MoveForward will move forward by 1 m, and select-
ing TurnLeft, TurnRight will rotate 90 degrees to the
left or right respectively. Also, selecting Stop will end the
episode. Navigation is successful if Stop is selected within
a radius of 1 m of the goal object.

1.4. Action Description Generation

In addition to solving these navigation task, we also solve
the task of describing its own actions in natural language.
In the conventional task, at time t, the robot receives the ob-
servation described above and outputs only the next action
at ∈ A. On the other hand, in this study, the robot outputs
an action description sentence Dt = (wt

1, . . . , w
t
lt
) that ver-

balizes its own actions and thoughts in addition to the next
action at. Here, for each i ∈ {1, . . . , lt}, wt

i represents the
ith word of the sentence Dt.

2. Network Architecture Details
This section provides detailed descriptions of the architec-
tures of the three models to which the proposed method has
been applied.

2.1. SMT w/ DescRL for ObjNav

The architecture of the proposed method applied to SMT
[7] is shown in Fig. 7. The major differences from SAVi w/
DescRL are that sound information is not input and there is
no Goal Descriptor Network to predict the position L̂t and
category Ĉt of the goal object. Instead, a true goal category
C is given. By embedding this C, we obtain the vector vta
for input to the policy and the vector Eŵt
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Figure 7. Overview of DescRL applied to SMT [7], which is a method for ObjNav. The reinforcement learning agent receives visual
observation Vt, posture pt, previous action at−1 and the category of the goal C at time t and outputs the next action at and the action
description D̂t.

Table 7. Details of the transformer architecture used within the
SMT w/ DescRL. Hyperparameters for implementation in Py-
Torch. TF represents Transformer.

Module d model nhead num layers dim feedforward dropout

TF Encoder for ADGen 512 8 3 512 0.3
TF Decoder for ADGen 512 8 3 512 0.3

Shared TF Encoder 256 8 2 256 0.0
Shared TF Decoder 256 8 2 512 0.2

TF Decoder for Policy 256 8 1 256 0.0
TF Decoder for ADPred 256 8 1 512 0.2

sentence (BOS) token for input to ADPredictor. Based on
these, an action at and an action description D̂t are output.
ADGenerator: The hyperparameters for each module are
as follows. CNN for processing images consists of 3 convo-
lutional blocks, each with a kernel size of 8×8, 4×4, 3×3
and strides of 4 × 4, 2 × 2, 2 × 2. The respective output
channels are 32, 64, 64. An activation function ReLU is ap-
plied to each layer. The final layer is flattened and passed
through a linear layer so that the output size is 508. The
structure of each transformer is as shown in rows 1 and 2 of
Table 7. Adam [8], where lr = 1.0×10−4,weight decay =
5.0 × 10−4, betas = (0.9, 0.98), eps = 1.0 × 10−9, was
used to update parameters.
RL model: The hyperparameters for each module are as
follows. CNN for processing images consists of 3 con-
volutional blocks, all with a kernel size of 8 × 8 and a
stride of 4 × 4, each with 32, 64, 64 output channels. An
activation function ReLU is applied to each layer. The fi-
nal layer is flattened and passed through a linear layer so
that the output size is 508. The structure of each trans-
former is as shown in rows 3 to 6 of Table 7. Adam [8],
where lr = 2.5 × 10−4,weight decay = 0.0, betas =
(0.9, 0.999), eps = 1.0× 10−5, was used to update the pa-
rameters.

Table 8. Details of the transformer architecture used within the
ADGenerator and ADPredictor used in DUET w/ DescRL. Hyper-
parameters for implementation in PyTorch. TF represents Trans-
former.

d model nhead num layers dim feedforward dropout

768 8 3 768 0.1

2.2. DUET w/ DescRL for VLN

The architecture of the proposed method applied to DUET
[5] is shown in Fig. 8. ADPredictor and ADGenerator are
newly added, and the rest of the structure is exactly the same
as in the original paper [5].

ADGenerator: The detailed structure of the ADGener-
ator is shown in Fig. 9. The input is a topological map
that is created sequentially based on the agent’s observation.
In order to process it, Coarse-scale Cross-modal Encoder
[5] excluding cross-attention is used. The reason cross-
attention is excluded here is that no instruction is input to
the ADGenerator. Also, a transformer decoder is added to
generate an action prediction. The detailed hyperparame-
ters for this are shown in the row 1 of Table 8. AdamW
[10], where lr = 1.0 × 10−5, betas = (0.9, 0.999), eps =
1.0×10−8,weight decay = 1.0×10−2, was used to update
the parameters.

RL model: ADPredictor is represented by a transformer
decoder, the detailed structure of which is shown in the row
2 of Table 8. AdamW [10], where lr = 1.0×10−5, betas =
(0.9, 0.999), eps = 1.0 × 10−8,weight decay = 1.0 ×
10−2, was used to update the parameters.
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Figure 8. Overview of DescRL applied to DUET [5], which is a method for VLN. The imitation learning agent receives a topological map
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Figure 9. Structure of ADGenerator for VLN. It is based on Coarse-scale Cross-modal Encoder in DUET [5].

2.3. SAVi w/ DescRL for SAVNav

The detailed hyperparameters for each module are as fol-
lows. The CNN for processing sounds is also built with
three convolutional blocks, each with a kernel size of 5 ×
5, 3 × 3, 3 × 3 and strides of 2 × 2, 2 × 2, 1 × 1. The re-
spective output channels are 32, 64, 64. An activation func-
tion ReLU is applied to each layer except the final layer.
The final layer is flattened and finally passed through a lin-
ear layer so that the final output size is 128. The CNN for
processing the image also consists of three convolutional
blocks, each with a kernel size of 8×8, 4×4, 3× and strides
of 4× 4, 2× 2, 2× 2. All other details are the same as SMT
w/ DescRL.

3. Training Time

Training times for experiments are shown in Table 9. Our
methods take a long runtime. This is mainly due to the
autoregressive generation of natural language sentences by
ADGenerator.
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Figure 10. Exemplar input and output of VideoLLaMA2 [6].

4. VideoLLaMA2 Prompt

The prompt provided to VideoLLaMA2 is shown in the top
of Fig. 10. The example output is shown in the bottom of
Fig. 10.



Table 9. Training time. The unit is GPU hour.

Section Method Time

?? SMT [7] 160
?? ADGenerator 96
?? ADPredictor for SMT 220
?? SMT w/ DescRL 384
?? DUET [5] 24
?? ADGenerator for DUET 20
?? ADPredictor for DUET 2.6
?? DUET w/ DescRL 24
?? ScaleVLN [12] 24
?? ADGenerator for ScaleVLN 10.5
?? ADPredictor for ScaleVLN 0.5
?? ScaleVLN w/ DescRL 24
?? SAVi [4] 76
?? ADGenerator for SAVi 96
?? ADPredictor for SAVi 300
?? SAVi w/ DescRL 180
?? KSAVEN [11] 64
?? ADGenerator for KSAVEN 96
?? ADPredictor for KSAVEN 384
?? KSAVEN w/ DescRL 208
?? Other auxiliary tasks 76
?? ADPredictor for VideoLLaMA2 [6] 192
?? DescRL w/ VideoLLaMA2 192
?? ADPredictor for Qwen2.5-VL [3] 240
?? DescRL w/ Qwen2.5-VL 240

5. Additional Experiments
5.1. Incorporating the action description to zero-

shot baseline

We investigated whether the proposed method is effective
even for zero-shot navigation methods. We incorporated the
action-description into NavGPT [14], a typical method for
solving VLN with zero-shot. We used Llama3.3 70B for
LLM. In the case of the future action description and past
action description, we added to the prompt “Describe how
you should move around the indoor environment to achieve
the given instruction in the future in 40 words or less.” and
“Describe how you have already moved around the indoor
environment since you started navigating in 40 words or
less.”, respectively. As shown in Table 10, the proposed
method leads to a substantial improvement in both SR and
SPL. This result indicates that our method is also effective
in zero-shot settings

5.2. Quantitative Evaluation of Action Description

Evaluation method: We perform a quantitative evaluation
of the generated action descriptions. We input the gener-
ated action descriptions into a VLN model and check how
well the VLN model follows the trajectory of the original

Table 10. Incorporating the action description to zero-shot base-
line.

Method NE ↓ SR ↑ SPL ↑
NavGPT 8.35 15.0 12.9

w/ Past-DescRL 8.75 19.0 15.2
w/ Past-Future-DescRL 8.46 22.0 18.7

w/ F-DescRL 8.42 20.0 17.1
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Figure 11. Overview of the method for qualitative evaluation of
action descriptions.

Table 11. Quantitative evaluation of action descriptions on VLN.

Val Seen Val Unseen

Method Model VLN-SR ↑ VLN-SPL ↑ VLN-SR ↑ VLN-SPL ↑

1) Human - 82.57 77.09 78.63 69.15

2) ADGen DUET [5] 73.95 68.18 73.82 62.50
3) ADPred DUET [5] 74.93 67.11 72.16 60.15

4) ADGen ScaleVLN [12] 71.20 65.01 65.26 53.34
5) ADPred ScaleVLN [12] 64.74 56.83 67.48 56.03

navigation model (Fig. 11). The first step in the process
is to determine the original navigation model. Specifically,
first, in the original navigation task, we obtain all observa-
tions o1, . . . , oT in the Past settings or the first few obser-
vations in the Future setting by selecting actions according
to the optimal policy (Fig. 11 left). Second, by inputting
them to an agent, ADPredictor generates an action descrip-
tion D̂. Finally, by inputting this action description D̂ into
the learned vision-and-language model, we check whether
this model can follow the optimal trajectory followed by
the original agent (Fig. 11 right). The SR and SPL of
this VLN model to the goal of the original agent are called
VLN-SR and VLN-SPL, respectively. These values indi-
cate how well the system is able to generate action descrip-
tion sentences that are faithful to its own actions. It should
be noted, however, that the poor performance of the learned
vision-and-language model may result in poor performance



Table 12. Quantitative evaluation of action desciptions on SAV-
Nav. CNN-TF, VL2, and FT VL2 mean using ADGenerator based
on CNN+Transformer, VideoLLaMA2 [6] and VideoLLaMA2
fine-tuned by R2R dataset. Step 1 represents the result at step 1
of phase 2, i.e., when the agent has not yet learned navigation.
Here, each method is evaluated using CMA [9] on VLN in Con-
tinuous Environment [9]. Note that Human results are on the R2R
dataset, so there is a domain gap between VLN and SAVNav.

Heard Unheard

Method ADGen Model VLN-SR ↑VLN-SPL ↑VLN-SR ↑VLN-SPL ↑

1) Human - 30.2 28.2 30.2 28.2

2) ADGen CNN-TF 7.7 6.4 7.7 6.4
3) VL2 6.6 5.6 6.6 5.6
4) FT VL2 6.9 5.8 6.9 5.8

5) Past ADPred CNN-TF : Step 1 4.5 3.5 4.3 3.1
6) CNN-TF : Step 2 5.5 4.6 6.6 5.4
7) VL2 : Step 1 6.4 5.2 5.6 4.5
8) VL2 : Step 2 6.6 5.6 6.7 5.4

9) Future ADPred CNN-TF : Step 1 5.2 3.9 5.4 4.1
10) CNN-TF : Step 2 7.0 5.8 6.4 5.4

of VLN-SR and VLN-SPL.
Results: We tested the VLN agent and the SAVNav agent,
comparing the performance of ADGenerator and ADPre-
dictor, and comparing the performance of ADPredictor in
Step 1 and Step 2 of Phase 2, to see how navigation learn-
ing can affect action description generation learning.

In the VLN setting (Table 11), we found that ADPre-
dictor is better performance in the Val Unseen than AD-
Generator in the ScaleVLN, where navigation performance
is higher. This suggests that better navigation learning is
associated with better action description generation learn-
ing. Also, when comparing the performance of ADGener-
ator and ADPredictor in Table 11, ADGenerator tends to
perform better in DUET-based cases (rows 2, 3), while in
ScaleVLN-based cases (rows 4, 5), ADGenerator performs
better in Val Seen and ADPredictor performs better in Val
Unseen. This may seem inconsistent at first glance, but
from the perspective explained below, this is not inconsis-
tent. When we look at the ScaleVLN-based ADGenerator
result (row 4), the value is excessively high for Val Seen and
excessively low for Val Unseen. This indicates that over-
fitting has occurred. If the simultaneous learning of navi-
gation and action description generation reduces the gradi-
ent bias, the ADPredictor would have better generalization
performance than the ADGenerator. This would result in
lower performance for Val Seen but higher performance for
Val Unseen. Our conclusion is that when the generaliza-
tion performance of the ADGenerator is high, the results
exhibit a trend similar to those based on DUET. Conversely,
when the generalization performance of the ADGenerator
is low, the results align more closely with those based on
ScaleVLN.

In the SAVNav setting (Table 12), we found that step 2

Table 13. Comparison of varying the size of the image observed
by the agent. Size represents the size of the image. NSD indicates
the number of sharing decoders.

Heard Unheard

Method SizeNSD SR↑SPL↑SNA↑DTG↓SWS↑SR↑SPL↑SNA↑DTG↓SWS↑

SAVi [4] 128 - 31.6 28.5 24.6 11.8 12.5 24.7 22.4 18.9 11.8 10.2
336 - 33.1 30.3 26.6 11.3 13.5 22.1 19.8 17.4 11.4 8.7

Ours 128 0 37.6 32.6 28.0 7.8 18.6 26.6 23.7 20.3 8.7 11.2
336 0 37.1 32.3 26.5 8.5 20.1 29.5 25.1 20.1 9.0 15.9
128 2 37.4 32.4 28.0 8.4 19.1 31.4 26.9 22.5 8.7 15.1
336 2 33.3 29.7 24.2 8.6 15.2 25.2 21.5 17.0 9.4 12.1

Table 14. Quantitative evaluation of action description on SAV-
Nav. Size represents the size of the image. Here, each method
is evaluated using CMA [9] on VLN in Continuous Environment
[9]. Note that Human results are on the R2R dataset, so there is a
domain gap between VLN and SAVNav.

Heard Unheard

Type Size NSD VLN-SR ↑VLN-SPL ↑VLN-SR ↑VLN-SPL ↑

- Human - 30.2 28.2 30.2 28.2

ADGen 128 - 7.7 6.4 7.7 6.4
336 - 6.4 5.2 6.4 5.2

Past ADPred 128 0 6.8 5.8 7.0 5.8
336 0 8.7 7.2 6.8 5.6
128 2 5.5 4.6 6.6 5.4
336 2 7.6 6.1 6.5 5.4

is consistently better performance than step 1 overall. This
suggest that the introduction of navigation learning is asso-
ciated with better action description generation learning.

5.3. Increasing Image Size

In the original SAVNav paper [4], the input image size is
128×128. Here, however, this was scaled up to 336×336 to
investigate the impact of resolution on action descriptions.
It is expected that increasing the image quality will improve
the performance of object recognition and environment un-
derstanding, thereby increasing generating action descrip-
tions performance.
Quantitative evaluation of navigation: The impact on
navigation is shown in Table 13. First, the proposed method
outperforms the baseline method even as image size im-
proves. Second, we also found that when the number of
decoder shares is 0, the performance tends to improve fur-
ther in the Unheard setting, while when the number of de-
coder shares is 2, the overall performance decreases. When
decoders as well as encoders are shared, it becomes more
important to embed the observation information in a space
common to the policy and ADPredictor. In addition, when
the number of pixels is large, the input information in-
creases and the process of processing it becomes more com-
plex. This makes it more difficult to embed the observed
information into the space common to the policy and the



Table 15. Comparison of Past-DescRL with and without Replay
Buffer for ADPredictor (RB-ADP). NSD indicates the number of
sharing decoders.

Heard Unheard

RB-ADPNSD SR↑SPL↑SNA↑DTG↓SWS↑SR↑SPL↑SNA↑DTG↓SWS↑

× 0 37.6 32.6 28.0 7.8 18.6 26.6 23.7 20.3 8.7 11.2
✓ 0 34.8 31.1 23.9 7.9 18.3 29.1 25.4 19.9 8.5 14.7

× 2 37.4 32.4 28.0 8.4 19.1 31.4 26.9 22.5 8.7 15.1
✓ 2 34.7 30.4 25.6 7.9 16.1 31.2 26.5 21.7 8.4 16.0

ADPredictor, which may describe why the performance did
not improve.
Quantitative evaluation of action descriptions: The im-
pact on action descriptions is shown in Table 14. We found
that in the heard setting, larger size increased action descrip-
tion performance, while in the unheard setting it had little
effect. This suggests that for action description generation,
it is important to improve recognition performance not only
for visual information but also for auditory information.

5.4. Replay Buffer for ADPredictor

In the above experiments, since the policy was updated us-
ing the on-policy method DD-PPO [13], ADPredictor was
also updated using the on-policy method. In other words,
the batch for updating ADPredictor is collected by the cur-
rent policy π̂k. In the Past setting, the data dt for updating
the ADPredictor consists of the observations {o0, . . . , ot}
of the agent, and X(o0, . . . , ot), which is a linguistic rep-
resentation of them by the ADGenerator. Suppose we have
data dt+1 = ({o0, . . . , ot, ot+1}, X(o0, . . . , ot, ot+1)) that
is off by one step. At this time, there is little difference
between X(o0, . . . , ot) and X(o0, . . . , ot, ot+1). Thus, two
data dt, dt+1 that are off by one step have almost no differ-
ence, since both the input and output are almost the same.
Therefore, when updating ADPreditor using the on-policy
method, data with almost no difference like this are fre-
quently included in the batch. This raises the concern that
the diversity within the batch will be insufficient, the gradi-
ent will be biased, and ADPredictor will fall into a locally
optimal solution.

Here, since ADPredictor does not necessarily need to be
updated in an on-policy manner, Replay Buffer for ADPre-
dictor (RB-ADP) can be introduced (Fig. 12 (b)). That is,
data Dπ̂k collected by the current policy π̂k is stored in RB-
ADP, and ADPredictor is updated with batch data Sk sam-
pled from this RB-ADP. This allows the batch for updating
ADPredictor to include a variety of episode data obtained
by all past polices π̂1, . . . , π̂k.
Quantitative evaluation of navigation: The impact on
navigation is shown in Table 15. First, we found that in the
Unheard setting, the performance was better with RB-ADP
when the decoder was not shared, but when the decoder was

Table 16. Quantitative evaluation of action descriptions on SAV-
Nav. Here, each method is evaluated using CMA [9] on VLN in
Continuous Environment [9].

Heard Unheard

RB-ADPNSD VLN-SR ↑VLN-SPL ↑VLN-SR ↑VLN-SPL ↑

× 0 6.8 5.8 7.0 5.8
✓ 0 5.7 4.6 5.8 4.6

× 2 5.5 4.6 6.6 5.4
✓ 2 8.2 6.9 6.9 5.7

shared, there was little change in performance. This may be
because the lack of diversity was not a major issue when
the decoders were shared, since the ADPredictor could use
the gradient for policy. Second, in the Heard setting, we
found that RB-ADP reduced performance. This suggests
that overfitting was suppressed due to the diversity created
in the batch.
Quantitative evaluation of action descriptions: The im-
pact on action descriptions is shown in Table 16 We found
that when the decoder is shared, performance is better with
RB-ADP, but when the decoder is not shared, performance
is better without RB-ADP. This may be due to the better
quality of data collected on the current policy than on past
policies. It is expected to be difficult for the ADGenera-
tor to verbalize trajectories collected by near-random, un-
learned policies. Thus, the RB-ADP may contain a lot of
poor quality data. This may have worsened action descrip-
tion performance when the decoder is not shared. On the
other hand, when the decoder is shared, ADPredictor may
have mitigated this problem because information on the cur-
rent policy can be obtained from the policy network.

5.5. Additional Qualitative Evaluation of Action De-
scription

5.5.1 Finetuned VideoLLaMA2

Figure 13 shows the results of fine-tuning VideoLLaMA2
on the R2R dataset using QLoRA, an efficient approach for
fine-tuning large models. Although the sentence is mostly
accurate, it occasionally commits word-level errors. Indeed,
although both a statue and a fireplace appear in the video,
the statue is not of a woman, nor does the sequence involve
passing through a fireplace.

5.5.2 ADGenerator

Figure 14 shows the qualitative evaluation of generating ac-
tion description performance of ADGenerator consisting of
CNN and transformer. We found that there are many mis-
takes between right and left. Also, although there is no re-
frigerator, we found that the silver object near the kitchen
is associated with a refrigerator in step 13. In addition, rep-
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Figure 12. Overview of replay buffer for ADPredictor. π̂k and p̂k represent the policy and ADPredictor updated k times, respectively.
Also, Update(A,B) represents updating A with the batch B.

Finetuned VideoLLaMA2: walk 
past the statue of the 
woman and turn right. walk 
past the fireplace and stop 
in front of the couch. 

Figure 13. When a video composed of these images is input,
the fine-tuned VideoLLaMA2 generates the sentence shown in the
lower right.

etition of sentences and the same sentences being output
between similar steps were observed.

5.5.3 Vision-and-language Navigation

Figure 15 and ?? show the results of the qualitative eval-
uation of action descriptions of ScaleVLN [12] w/ Past-
DescRL on VLN. Here, it is evaluated with Val Unseen
dataset. Figure 15 shows the results for successful nav-
igation and Fig. ?? shows the results for failed naviga-
tion. In Fig. 15, the agent generated the sentence “turn
right” even though it did not actually turn right. Like this,

hallucinations regarding its own behavior were sometimes
observed. In the episode in Fig. ??, although no stairs
were observed in the observations, the word “stairs” is often
found in action descriptions. This may be because the agent
has learned the common sense that stairs are often found in
hallways.

5.5.4 Semantic Audio-visual Navigation

Figure 16 and 17 show the results of the qualitative evalu-
ation of action desciptions of SAVi [4] w/ Past-DescRL on
SAVNav. Here, it is evaluated with Unheard dataset. Figure
16 shows the results for successful navigation and Fig. 17
shows the results for failed navigation.

In SAVNav, we found that the agent’s ability to generate
action descriptions was comparatively low. In particular, er-
rors such as object misrecognition and left-right misrecog-
nition were common. For example, the word “bed” is often
seen in Step 3, 4, 5, 6 in Fig. 16 even though it does not
exist. This is assumed to be due to the misrecognition of a
desk as a bed, which is slightly observed in Step 1. Also,
“enter the room in your right” in Step 22 and “turn right” in
Step 23 in Fig. 16 show that the left and right are misrecog-
nized. In addition, action descriptions that have nothing to
do with the agent’s actions, such as the action description in
Step 18 in Fig. 16 and “walk down the stairs” in Step 19 in
Fig. 17, or hallucination, was also frequently observed.

The reasons for these results are, first, that the genera-
tion of action descriptions is a more difficult task in SAV-
Nav than in VLN because of the large amount of observed
information. In SAVNav, the number of steps is relatively
high because the actions are low-level. As a result, long
time-series information must be properly converted into



language, making the task of generating action descriptions
difficult. In addition, while in VLN the input is given in
the form of a graph, in SAVNav the agent deals with low-
level actions, which may have made it difficult to recognize
space. Furthermore, in VLNs, agents observe visual infor-
mation for 360 degrees, whereas in SAVNav, only 90 de-
grees of visual information is observed. As a result, objects
are often seen only partially rather than completely, which
is thought to have increased object misrecognition.

A possible way to address these problems is to in-
crease the amount of instructions data created by humans.
By increasing the data, it is expected that learning diffi-
cult tasks will become possible, and misrecognition will
be reduced. Alternatively, knowledge distillation from a
higher-performing VLM could be improved by the pro-
posed method.

5.5.5 Trajectory Comparison

Here, as in the quantitative evaluation of action descrip-
tions, first, the SAVNav w/ Past-DescRL agent navigated
and the action description was input to the learned VLN
agent (BEVBERT [1]) to perform a qualitative evaluation to
see if it could follow the same trajectory. We qualitatively
check how well the learned VLN agent is able to follow
the SAVNav agent, and qualitatively check how faithful the
description is. If the accuracy of BEVBERT is 100% (ac-
tually 58.2%) and the SAVNav agent is able to provide a
completely faithful description of actions, then these two
trajectories are considered to be the perfectly same.

The results shown in Fig. 18 indicate that the two tra-
jectories often do not coincide perfectly. This is often likely
due to the fact that BEVBERT does not perform 100% accu-
rate. On the other hand, if we look at the bottom left of Fig.
18, the VLN model turns right for a moment, then turns left
and enters another room. The action description of SAVNav
agent at this point is “go straight until you get to the couch.
turn right and go out the door. wait near the bed.” In reality,
the agent did not go through the door after turning right, but
it did output “turn right and go out the door.” Therefore, it
is assumed that this caused the VLN model to momentarily
turn to the right, then turn back to the left, take the door,
and enter the room on the left. In other words, in this case,
the VLN model chose the wrong path because the SAVNav
agent’s action description was incorrect. Thus, the limited
action description performance of the agent may be one of
the reasons why these two trajectories do not match.
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Step 2: walk straight across the room and enter the closet. enter 
the pantry and wait by the sink.

Step 1: exit the pantry then enter the pantry then turn left and 
enter the pantry then then enter the pantry and then stop by the 
pantry.

Step 3: walk straight past the fireplace then turn right and wait by 
the sink.

Step 4: walk straight across the room passing the fireplace on your 
right. enter the next room and wait by the sink.

Step 5: walk straight across the room and into the hallway. wait by 
the mirror on the left.

Step 6: walk straight down the hallway and into the first door on 
the left.

Step 7: walk straight down the hallway and into the first door on 
the right.

Step 8: walk straight down the hallway and into the first door on 
the right.

Step 9: walk straight down the hallway and then turn right into the 
living room. wait by the desk.

Step 10: walk straight down the hallway and then turn right into the 
living room. wait by the desk.

Step 11: walk straight out of the room and then turn right and enter 
the living room. wait by the desk.

Step 12: walk out of the office and into the living room. in the 
living room take a right into the living room. stop next to the first 
chair on the right.

Step 13: walk out of the office and into the living room. walk into 
the dining room and take a right into the kitchen. stop next to the 
refrigerator.

Step 14: walk out of the office and into the living room. turn right 
and walk into the dining room. wait by the desk.

Step 15: walk through the office area and into the living room area. 
walk through the living room and into the kitchen area. walk down the 
hall and turn right into the kitchen area.

Step 16: walk out of the office and into the living room. turn right 
and walk into the kitchen area. walk past the dining room table and 
chairs and turn right. walk into the kitchen area.

Results of XGenerator
Step 17: walk out of the office and into the living room. turn right 
and walk into the kitchen area. walk past the dining room table and 
chairs and turn right. walk into the kitchen area.

Step 18: walk out of the office and into the living room. turn right 
and walk into the kitchen area. walk past the dining room table and 
chairs and turn right. walk into the kitchen area.

Step 23: walk out of the office and into the living room. turn right 
and walk into the kitchen area. walk past the dining room table and 
chairs and turn right. walk into the kitchen area.

Step 22: walk out of the office and into the living room. turn right 
and walk into the kitchen area. walk past the dining room table and 
chairs and turn right. walk into the kitchen area.

Step 21: walk out of the office and into the living room. turn right 
and walk into the kitchen area. walk past the dining room table and 
chairs and turn right. walk into the kitchen area.

Step 20: walk out of the office and into the living room. turn right 
and walk into the kitchen area. walk past the dining room table and 
chairs and turn right. walk into the kitchen area.

Step 19: walk out of the office and into the living room. turn right 
and walk into the kitchen area. walk past the dining room table and 
chairs and turn right. walk into the kitchen area.

Figure 14. Qualitative evaluation of generating action description performance of ADGenerator consisting of CNN and transformer.
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Figure 16. Qualitative evaluation of generating action description performance of SAVi [4] w/ Past-DescRL on SAVNav. In this episode,
the agent successfully navigated. The agent observes the RGBD image on the left. The top-down map on the right is not observed. The red
and light blue dots on the map represent the true goal location and the goal location predicted by the agent in the Goal Descriptor Network
in SAVi, respectively. The red and light blue letters represent the true goal category and the goal category predicted by the Goal Descriptor
Network in SAVi, respectively.
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Figure 17. Qualitative evaluation of generating action description performance of SAVi [4] w/ Past-DescRL on SAVNav. In this episode,
the agent failed to navigate. The goal category is cabinets, but we can see that it has stopped in front of another cabinet. The action
description generation does not learn the specific type of cabinet, such as shape. Therefore, we believe that the proposed method cannot
solve a problem such as stopping in front of different instances of the same category.
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Figure 18. Comparison of SAVi [4] w/ Past-DescRL trajectories in SAVNav and trajectories of a learned VLN agent following the output of
the ADPredictor. The blue trajectories represent the trajectories of SAVi w/ Past-EPRL, and the orange trajectories represent the trajectories
of the VLN agent.


