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A. Supplementary Materials for MDPS
A.1. MDPS Algorithm
In this section, we present detailed algorithm (Algorithm 1)
of Minimum Distance Prediction Sampling (MDPS).

1. Minimum Distance Curve Estimation Minimum dis-
tance curve estimation starts by performing FPS for 1/10 of
the original number of iterations. The key difference be-
tween original FPS and this operation (Line 3-11) is that
the maximum of minimum distance (i.e., max(dists)) must
be saved at each iteration. These values serve as input to the
minimum distance curve estimator, which predicts the rest
of the curve. The computed and estimated values are then
concatenated to form the complete curve (Line 13).

2. Distance Curve Segmentation We divide the distance
curve into nseg segments and find the points within a speci-
fied radius of segment boundaries (i.e., mdc[n∗seg/nseg])
for each input point. Distance between an input point P [i]
and a query point P [j] is calculated (Line 18), and the index
of query point is added to the exclusion list if the distance is
smaller than the corresponding threshold (Line 19-21). Dis-
tance computation between points (Line 18) is performed
outside the loop, ensuring that the amount of distance com-
putation remains independent of nseg.

3. Sampling with Predicted Distance After initializing
the bitmap for all segments to 1 (Line 24), sampling begins.
Sampling consists of three main stages: bitmap update,
sampling, and sampling availability check. First, we check
the entry of exclusion list that corresponds to the previously
selected point (Line 30) and update the bitmap with value 1
according to the entry (Line 31-32). Note that we update not
only the bitmap of current segment, but also the bitmap of
subsequent segments. This ensures that the bitmaps for all
subsequent segments remain up to date, facilitating smooth
transitions to the next segment during sampling. Next, we
sample any point that is available by finding the index of a

bitmap entry with a value of 1 (Line 33). If no such entry is
found, the process moves to the next segment by increment-
ing the value seg (Line 34-36). When the final segment is
exhausted, we terminate the sampling process and proceed
to Early Termination stage (Line 26-28).

4. Early Termination If the sampling stage terminates
before acquiring the desired number of points n, we make
a transition to Farthest Point Sampling (FPS). For this tran-
sition, the FPS distance matrix is initialized with the min-
imum distances between the input points and the already
sampled point set. To optimize this process, instead of com-
puting all-to-all distances, we leverage the exclusion list
from the first segment (i.e., excl list1) to limit the search
space when identifying the closest sampled point for each
input point (Lines 43–46). Once the distance matrix is up-
dated, the standard FPS algorithm is applied to complete the
remaining iterations (Lines 48–53).

A.2. Analysis on Exclusion List Construction
In this section, we analyze the computational complex-
ity of exclusion list construction and compare it with that
of the baseline FPS. The exclusion list construction re-
quires all-to-all distance calculations, resulting in a com-
putational complexity of O(N2), while FPS has a complex-
ity of O(Nn), where N and n denote the number of input
points and sampled points, respectively.

Despite the higher theoretical complexity, MDPS is sig-
nificantly faster than FPS due to two key factors: its high
degree of parallelism (as discussed in the paper) and its effi-
cient utilization of GPU Streaming Multiprocessors (SMs).

FPS only utilizes single SM since parallelizing the dis-
tance matrix update across SMs requires frequent SM-to-
SM communication every iteration, incurring considerable
latency overhead. In contrast, exclusion list construction
has no such restriction and fully leverages available SMs.

Thus, considering the utilization of SMs, the com-
plexity of MDPS becomes O(N2/p) (where p represents
the number of SMs), while the FPS remains bound by
O(N2/stride) (where n=N/stride). This translates to
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Algorithm 1 Minimum Distance Prediction Sampling
Input P : input point cloud, n: number of points to sample,
N : number of original points
Output sampled idx: indices of sampled points

1: // 1. Minimum Distance Curve Estimation
2: // 1-1. 1/10 FPS iterations
3: sampled idx[0]← seed
4: dists[i]←∞ for i = 0, ..., N − 1
5: for i← 1 to n/10 do
6: for j ← 0 to N − 1 do // Parallelized
7: dnew ← dist(P [sampled idx[i− 1]], P [j])
8: if dists[j] > dnew then
9: dists[j]← dnew

10: sampled idx[i]← argmax(dists)
11: mdc[i]← max(dists)
12: // 1-2. Estimation
13: mdc← concat(mdc[0 : n/10], E(mdc[0 : n/10]))
14:
15: // 2. Distance Curve Segmentation
16: for i← 0 to N − 1 do // Parallelized
17: for j ← 0 to N − 1 do // Parallelized
18: d← dist(P [i], P [j])
19: for seg ← 0 to nseg do
20: if d < mdc[n ∗ seg/nseg] then
21: excl listseg[i].append(j)
22:
23: // 3. Sampling with Predicted Distance
24: bitmapseg[i]← 1 for i = 0, ..., N − 1, seg = 1, ..., nseg
25: for i← 1 to n− 1 do
26: seg←max(div(i, n/nseg), seg)
27: if seg > nseg then
28: last idx← i
29: break // Early Termination
30: for l← seg to nseg do // Parallelized
31: list← excl listl[sampled idx[i− 1]]
32: for j ← 0 to len(list) do // Parallelized
33: bitmapl[list[j]]← 0

34: sampled idx[i]← findAnyOne(bitmapseg)
35: if sampled idx[i] == −1 then // No point available
36: seg← seg + 1
37: i← i− 1

38:
39: // 4. Early Termination
40: // 4-1. Distance Matrix Update
41: for i← 0 to N − 1 do // Parallelized
42: for j ← 0 to len(excl list1[i]) do
43: if excl list1[i][j] in sampled idx then
44: dnew ← dist(P [i], P [excl list1[i][j]])
45: if dists[i] > dnew then
46: dists[i]← dnew

47: // 4-2. Remainder FPS
48: for i← last idx to n− 1 do
49: for j ← 0 to N − 1 do // Parallelized
50: dnew ← dist(P [sampled idx[i− 1]], P [j])
51: if dists[j] > dnew then
52: dists[j]← dnew

53: sampled idx[i]← argmax(dists)

Method Dataset MAPE (%)

MLP
S3DIS 1.0194

ScanNet 0.7663
SemanticKITTI 1.9318

Power Function
S3DIS 1.4746

ScanNet 1.8816
SemanticKITTI 6.6118

Table 1. Comparison of MAPE values for MLP and Power func-
tion based estimators across datasets.

considerable speedup considering the large number of SMs
in GPUs (81 in RTX 3090) and typically smaller downsam-
pling stride values in point cloud models (stride ≤ 4 for
all OpenPoints library models).

A.3. Minimum Distance Curve Estimator
To develop a minimum distance curve estimator, we explore
various models, including power functions and multi-layer-
perceptrons (MLPs).

For the power function-based estimator, the equation
y = a

xn yields the best results. Here, n determines the
decreasing speed of the curve while a reflects the density
of each input point cloud. The parameter n is determined
by fitting the power function to the entire curve obtained
from the training split of each dataset. In contrast, a is de-
termined dynamically during inference, using only the first
1/10 segment of the curve.

For the MLP-based estimator, we use a lightweight
three-layer MLP (32-128-128-64). The estimator is trained
to take the first 1/10 segment of the curve (i.e., represented
by 32 values) as input, and estimate the remaining curve
(i.e., represented by 64 values). Training is performed us-
ing input-output pairs derived from the minimum distance
curves of each training dataset. Training is conducted for
20 epochs on both S3DIS and ScanNet, and 30 epochs on
SemanticKITTI. We use a batch size of 1 and the SGD op-
timizer with a learning rate of 0.01 for all datasets.

For evaluation, we use the validation split of each dataset
and measure Mean Absolute Percentage Error (MAPE) be-
tween the predicted curve and the real curve. Results in
Table 1 demonstrate that MLP-based method significantly
outperforms power function-based methods, especially on
SemanticKITTI dataset. These results highlight the MLP-
based method’s superior ability to handle the varying point
density and distribution of outdoor datasets. Based on these
results, we adopt the MLP-based method as our primary ap-
proach for minimum distance curve estimation.

A.4. Comparison with L-FPS
The L-FPS [6] algorithm is designed to accelerate the FPS
process in the training pipeline of PointNet-based models.
L-FPS performs FPS once prior to training to find out the
minimum distance between the sampled points. L-FPS then



Model Dataset
Accuracy (mIoU)

Baseline
(FPS)

Grid
Sampling Diff.

PV-L

S3DIS 71.33 70.19 -1.14

ScanNet 70.70 69.84 -0.86

Semantic
KITTI 50.91 51.66 +0.75

PMB-L

S3DIS 69.72 69.16 -0.56

ScanNet 70.86 70.04 -0.82

Semantic
KITTI 52.19 51.28 -0.91

Table 2. Accuracy comparison of models using FPS and Grid
Sampling in both training and inference.

filters out points that are closer than this distance threshold
to produce the sampling results for each epoch. While this
approach effectively speeds up training, it is not suitable for
inference, as the minimum distance value cannot be deter-
mined in advance in inference scenarios. Additionally, L-
FPS relies on a single threshold (i.e., minimum distance at
the final iteration of FPS) during filtering, which results in
inferior sampling results compared to FPS (i.e., comparable
to 1 segment results in Figure 5).

B. Additional Experiments
B.1. Model Performance Comparison with FPS and

Grid Sampling
In this section, we train PointNet++ based models with Grid
Sampling and compare the model performance with those
trained with FPS (i.e., baseline). While Grid Sampling oc-
casionally achieves better results (e.g., PointVector on Se-
manticKITTI), FPS generally outperforms Grid Sampling
in most cases with a significant performance gain. This
consistent trend highlights the robustness of FPS in adapt-
ing to various datasets and tasks. Given that MDPS closely
matches the performance of FPS, it demonstrates a distinct
advantage over Grid Sampling in this context.

B.2. Latency Breakdown of MDPS
Table 3 provides a detailed latency breakdown of four ma-
jor operations involved in the MDPS: Minimum Distance
Curve Estimation, Distance Curve Segmentation, Sampling
with Predicted Distance, and Early Termination. For all
datasets, Minimum Distance Curve Estimation accounts for
the largest portion of the overall latency, ranging from ap-
proximately 40% to 50%. This is due to the high la-
tency of initial FPS iterations required for estimation. Dis-
tance Curve Segmentation and Sampling with Predicted
Distance each contribute a smaller portion of the latency
(each 20-30%), highlighting the effectiveness of increased

Task S3DIS ScanNet
Semantic

KITTI

Minimum Distance
Curve Estimation 48.52% 52.39% 39.48%

Distance Curve
Segmentation 23.23% 24.96% 26.78%

Sampling with
Predicted Distance 20.09% 20.34% 27.17%

Early Termination 8.16% 2.31% 6.57%

Table 3. Latency breakdown of MDPS on various datasets.
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Figure 1. Sampling speedup of MDPS and QuickFPS.

parallelism in distance computation and reduced overhead
in sampling. Lastly, Early Termination has the smallest
portion, comprising less than 10% of the overall latency.
This indicates that significant overestimation rarely occurs,
underscoring the high accuracy of our minimum distance
curve estimator.

B.3. Speedup of MDPS
Figure 1 demonstrates the speedup specific to the sam-
pling operation. Across the S3DIS [1], ScanNet [3], and
SemanticKITTI [2] datasets, FastPoint achieves significant
improvements in sampling latency, achieving a geomean
speedup of 4.75× compared to FPS. When QuickFPS [4, 5]
is integrated with MDPS (i.e., FPS used in minimum dis-
tance curve estimation is replaced with QuickFPS), MDPS
achieves geomean speedup of 6.08× compared to baseline
FPS and 2.00× compared to standalone QuickFPS. The
high portion of minimum distance curve estimation in to-
tal MDPS latency (Table 3) explains the substantial im-
provement in sampling speed enabled by the integration of
QuickFPS.

B.4. Speedup of Redundancy Free Neighbor Search
In this section, we report the speedup specific to the
neighbor search operations (i.e., Ball Query, k-NN). Fig-
ure 2 highlights the significant latency reduction for neigh-
bor search operations achieved through Redundancy Free
Neighbor Search. Thanks to the reuse of exclusion list
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Figure 3. Speedup-mIoU curve of various sampling methods. PV
and PMB stand for PointVector and PointMetaBase.

in Ball Query and search space reduction in k-NN, we
achieve an impressive geomean speedup of 3.99× across
the S3DIS, ScanNet, and SemanticKITTI datasets. These
results confirm that FastPoint is not only effective in achiev-
ing speedup for sampling but also excels in accelerating
neighbor search operations.

B.5. Latency-Accuracy Comparison with Other
Sampling Methods

In this section, we compare latency and accuracy of Fast-
Point with other sampling methods. The speedup-mIoU

p=0.2 p=0.1 p=0.05

Est. Error (%) 0.72 0.77 1.46
Smpl. Q. (%) 99.3 99.35 99.01

mIoU (%) 70.95 70.89 70.83
E2E Speedup 2.70× 3.38× 3.82×

Table 4. Ablation study for initial FPS iterations. PointMetaBase-
L model and ScanNet dataset is used.

S3DIS ScanNet SemanticKITTI
no aug aug no aug aug no aug aug

Est. Error (%) 1.02 0.98 0.77 0.93 1.93 2.05
Smpl. Q. (%) 99.45 99.40 99.35 99.10 98.36 98.30
mIoU diff (%) +0.02 -0.03 +0.03 0 -0.1 -0.11

Table 5. Robustness on augmentation. PointMetaBase-L is used
when measuring mIoU.

plot (Figure 3) demonstrates that FastPoint lies above the
Pareto front, while both Adjustable FPS [7] and EdgePC [9]
exhibit suboptimal performance. Although Grid sampling
achieves higher speedup than FastPoint, it suffers notable
loss in mIoU compared to FastPoint. For a more com-
prehensive comparison, we also evaluate a hybrid ap-
proach combining two existing state-of-the-art sampling al-
gorithms: FPS and Grid sampling. To the best of our knowl-
edge, FastPoint is the fastest sampling method that main-
tains both accuracy and sampling quality on par with FPS.

B.6. Ablation Study for Initial FPS Iterations

We perform an ablation study on the impact of the number
of initial FPS iterations used for estimation. Table 4 demon-
strates estimator error, sampling quality, model accuracy,
and end-to-end speedup for different values of p, where p
represents the ratio of the initial FPS iterations to the to-
tal iterations. As p decreases, end-to-end speedup improves
due to reduced estimation time, while sampling quality and
model accuracy decline due to the increased estimator error.
To balance error and efficiency, we select p = 0.1.

B.7. Robustness of FastPoint

To evaluate the robustness of FastPoint against data aug-
mentations, we apply the same training augmentations (i.e.,
jitter, rotation, scaling, and point dropping) to the validation
set. As shown in Table 5, these augmentations have mini-
mal impact on estimator error, sampling quality, and model
accuracy. This is because the minimum distance curve’s
smoothness is preserved despite the augmentations, which
is the key of predictability. Considering that data augmen-
tations used during training typically reflect the real-world
variations, the experimental results substantiate the claim
that FastPoint is robust in practical scenarios.



ScanNet
Estimator

S3DIS
Estimator

SemanticKITTI
Estimator

Est. Error (%) 0.77 1.42 2.24
Smpl. Q. (%) 99.35 99.28 98.89

mIoU (%) 70.86 70.92 70.93

Table 6. Cross-dataset applicability of FastPoint. Experiments are
performed on PointMetaBase-L model, ScanNet dataset.

FPS Grid FastPoint FastPoint+QuickFPS

mIoU (%) 70.85 70.34 70.74 70.74
E2E speedup 1× 2.97× 2.16× 2.27×

Table 7. Speedup and mIoU on Point Transformer, S3DIS dataset.

B.8. Cross-Dataset Applicability of FastPoint
To explore the cross-dataset applicability of estimator,
we apply estimator trained on S3DIS and SemanticKITTI
dataset to ScanNet dataset. The estimator trained on S3DIS
performed well on ScanNet, while the SemanticKITTI es-
timator had a relatively higher error and lower sampling
quality, indicating better compatibility within similar indoor
datasets but challenges in cross-environment generalization.
Still, the sampling quality loss is minimal (< 2%) in all
cases, demonstrating no impact on model accuracy.

B.9. Visualizing Minimum Spacing Distribution
Figure 4 illustrates the distribution of minimum spacing be-
tween sampled points using FPS, Random Sampling, Grid
Sampling, and MDPS. MDPS demonstrates a distribution
highly similar to that of FPS, confirming its effectiveness in
resembling the high sampling quality of FPS. In contrast,
Grid Sampling and Random Sampling exhibit distributions
that deviate significantly from FPS, indicating lower sam-
pling quality.

B.10. Scalability to Non-PointNet++-Based Models
FastPoint is a model-agnostic technique accelerating FPS
and neighbor search. It is applicable to any point cloud
models that use these operations. We applied FastPoint
to Point Transformer model adopting FPS [11], achieving
2.16× end-to-end speedup without sacrificing accuracy as
shown in Table 7. Furthermore, several recent Mamba-
based models with FPS [8, 10] achieve state-of-the-art per-
formance on various datasets, substantiating that FastPoint
has the potential to accelerate a wide range of emerging
point cloud models.
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(a) Minimum spacing distribution for S3DIS.
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(b) Minimum spacing distribution for ScanNet.
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Figure 4. Minimum spacing distribution of each sampling method
for S3DIS, ScanNet, and SemanticKITTI.
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