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This document contains additional implementation de-
tails for our training and evaluation as well as more results
and ablations. We also provide a video demo for our results
in a separate MPEG-4 file along with this document and we
encourage readers to watch it.

A. Implementation Details

A.1. Video Representation Learning

Diffusion Model Preliminaries Diffusion models [6]
have emerged as a powerful class of generative models
that achieve state-of-the-art performance in various gener-
ation tasks. These models operate by defining a stochas-
tic Markov process that progressively transforms data into
noise and then learns to reverse this process to generate re-
alistic samples. Formally, a diffusion model consists of a
forward process (a.k.a., the diffusion process) and a reverse
process (a.k.a., the denoising process). The forward process
is defined as a Markov chain that iteratively adds Gaussian
noise to a data sample z0 ∼ q(z) over T steps*:

q(zt|zt−1) = N (zt;
√
αtzt−1, (1− αt)I), (1)

where {αt} are variance schedule parameters controlling
the noise level at each step. By applying this process
iteratively, the data distribution gradually approaches an
isotropic Gaussian distribution. The reverse process, pa-
rameterized by a neural network θ, aims to learn the condi-
tional distribution:

pθ(zt−1|zt,C) = N (zt−1;µθ(zt, t,C),Σθ(zt, t,C)).
(2)

where C is the condition signal to guide the denoising pro-
cess. In our case, the conditional signal comes from our
disentangle encoder T , i.e., C = (m, c) = T (z0). [6] has
revealed that by doing simplification and using parametriza-
tion trick, we can derive a closed form estimation for z0

*We omit the video timestep here for simplicity. The subscript t de-
noted the denoising timestep.

from Eq. (1) and Eq. (2):

z0 ≈ 1√
ᾱt

(zt −
√
1− ᾱtϵθ(zt, t,C)), (3)

where ᾱt =
∏t

s=1 αs. Sampling is performed by iteratively
denoising from xT ∼ N (0, I) back to x0.

The added gaussian noise ϵθ(xt, t,C) is predicted by the
denoising decoder D.

The model is trained by predicting the noise ϵ added at
each step. Specifically, the training loss is formulated as:

L(θ) = Ex0,ϵ,t

[
∥ϵ− ϵθ(xt, t)∥22

]
, (4)

where xt is obtained by perturbing x0 with noise ϵ ∼
N (0, I) according to the forward process. This training ob-
jective effectively reduces to a denoising autoencoder loss,
enabling the model to learn an implicit score function that
guides the reverse process.

Data pre-processing. We further apply a 2x temporal
down-sampling to all video data during training. This is
mainly to increase the maximum motion range the model
can see during training under limited computational re-
sources. All input video sequences are cropped and split
into 4-second clips. Our cross-driven strategy (see main
text) of splitting a clip in half assumes minimal content
changes within each training clip, which can be ensured
through data preprocessing.

Model Architecture and Hyper-parameters. For our
disentangle encoder which extracts motion and content si-
multaneously, we adopt the T5 Encoder equipped with rela-
tive positional encoding. For diffusion denoiser, we use DiT
architecture and insert temporal blocks in certain layers (as
listed in temporal block indices of Tab. A4 and Tab. A5),
the temporal blocks and spatial blocks follow the original
design of DiT blocks [7]. The motion feature m is inserted
into the decoder D by modulating the activations of each
layer h using the Adaptive Group Normalization layers in
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each DiT block:

AdaGN(h,m, t) = ms(tsGroupNorm(h) + tb) +mb

(5)
where (ts, tb) and (zs, zb) are obtained by linear projec-
tions from the sinusoidal timestep embedding of denoising
timestep t and the motion feature m respectively. The con-
tent feature c is directly concatenated to the input zt.

Hyper-parameters for our representation learning model
are listed in Tab. A4 and Tab. A5. Given the distinct
data domains and dataset scales between the talking head
dataset LRS3 and the synthetic cartoon characters dataset
Sprites, we employ different hyperparameters for the re-
spective models. Additionally, instead of utilizing a pre-
trained VAE in the Sprites model, we directly process the
video in the pixel space.

A.2. Auto-regressive motion generation
Data processing. Our auto-regressive motion generation
model is trained on sequences of motion tokens; we gen-
erate these tokens from our pre-trained BCD model. The
clip-wise content token is prepended to motion token se-
quences as the first sequence element, serving as a content
prompt. To increase the motion diversity for both large mo-
tion and subtle motion, we implement data augmentation
by downsampling videos temporally by a factor of 2 with a
50% probability.

Implementation. We use the GPT2 implementation from
huggingface [10]. We modify the output head of GPT2
to match our grouped codebook outputs, i.e., we output
the probability distribution of the next motion token across
multiple codebooks, resulting in multi-group probability
logits. We calculate the cross entropy loss between these
probability distributions for each codebook with the ground
truth motion tokens (in terms of codebook IDs) of the next
timestep. The average of these cross-entropy losses serves
as the loss function for our model. For inference, we sample
predicted logits with the largest probability. Output video
frames are generated by running our diffusion denoiser with
predicted motion sequences and content features. Hyper-
parameters for our motion generation model are listed in
Tab. A6.

B. Additional Results

B.1. Motion Transfer and Generation
Our demo video showcases a comparison of cross-identity
motion transfer results alongside motion generation out-
comes. For a detailed view, please refer to our accompa-
nying video file. We show more motion transfer results on
Sprites in Fig. A1. Following previous methods, we also
quantitatively assess disentanglement quality by measuring
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Figure A1. Additional motion transfer results on Sprites test set.

the attribute accuracy of videos generated by our model, us-
ing the pre-trained video classification network from [1].
Tab. A1 reports the motion and content accuracy for each
attribute category, demonstrating that our method produces
correct disentanglement results and achieves state-of-the-art
performance on par with C-DSVAE [1].

Table A1. Cross-driven attributes accuracies(%) of different meth-
ods on Sprites test set. “Action” represents the motion attribute and
the others are content attributes.

Methods Action↑ Skin↑ Pants↑ Top↑ Hair↑
C-DSVAE 100.00 100.00 100.00 100.00 100.00

Ours 100.00 100.00 100.00 100.00 100.00

Table A2. Quantitative comparison for motion transfer with dif-
ferent content feature frames.

Frames FID↓ CSIM↑ Shape error↓
×10−1

Motion error↓
×10−2

Cross error↓
×10−2

1 87.9 0.692 0.47 3.13 3.81
5 86.0 0.685 0.43 3.50 4.21
15 85.6 0.685 0.43 3.47 4.14
20 86.6 0.688 0.44 3.20 3.78

all 86.0 0.692 0.41 3.13 3.67

Table A3. Ablation study of the usage of bitrate loss.

Method FID↓ CSIM↑ Shape error↓
×10−1

Motion error↓
×10−2

Cross error↓
×10−2

w/o bitrate loss 92.7 0.70 0.59 4.81 6.21

Ours 86.0 0.69 0.41 3.13 3.67

B.2. Additional Ablation Studies
Number of frames for content extraction. Our method
is able to extract content information from an arbitrary
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Figure A2. Ablation study on target bitrate selection. Column 1-2: Content and motion reference. Column 3-7: Motion transfer results
under different target bitrate. Bitrate 4kbps achieves the best tradeoff between image fidelity and disentanglement.

length of video. We analyzed the result of extracting con-
tent with different lengths of input and the results are shown
in Tab. A2. Overall, the overall motion transfer quality is
quite robust to the number of content frames with slight dif-
ferences in terms of error metrics, while using more con-
tent reference frames improves the identity preservation and
cross-identity motion transfer effect.

Effects of different bitrate. In the main paper, we quan-
titatively analyzed the effect of different bitrate. We addi-
tionally qualitatively visualize the effect in Figure A2: re-
sults under a lower bitrate (e.g. 2kbps) leads to degradation
of some motion, while results under larger bitrate (>8kbps)
demonstrate worse disentanglement of identity.

The usage of bitrate loss. We introduced bitrate loss dur-
ing training to improve bitrate convergence. Ablation stud-
ies (see Tab. A3) show that removing it degrades perfor-
mance, confirming its effectiveness.

C. Evaluation Metrics
To provide a more thorough evaluation of our method and
other baselines on the cross-identity motion transfer task,
we proposed additional metrics. These metrics are used to-
gether with existing metrics such as CSIM for evaluation re-
sults in the main paper. Here we explain the motivation for
these additional metrics and their implementation details.

3D Face Fitting. All additional metrics rely on a dense
reconstruction of 3D face meshes from both target and in-
put videos. For this purpose, we utilize the method de-
scribed in Wood et al.[5, 12] for several reasons. Firstly, it
employs an optimization-based approach using dense land-
mark observations, ensuring accurate face reconstructions.
In contrast, single-pass feed-forward reconstruction meth-
ods like those in Deng et al.[2] lack a per-video optimiza-
tion process and fail to guarantee accurate reconstructions
across videos with significant head pose and motion varia-
tions. Secondly, the parametric face model in [12] incorpo-
rates detailed blendshape expression bases within a contin-
uous space, facilitating the assessment of expression trans-
fer. Lastly, the dense landmark predictions and the paramet-
ric 3D face model from Wood et al. [12] are trained using
high-quality synthetic face images covering a wide range of
identities, expressions, head poses, genders, and races, min-
imizing potential ethical biases and privacy concerns dur-
ing evaluation. In practice, the average fitting error of the
face reconstruction method [12], as measured by reprojec-
tion error in pixel space on our test videos, is less than 1.5
pixels—indicative of high reconstruction quality.

The 3D face reconstruction of a given input video
sequence V with n frames is characterized by identity
coefficients β ∈ Rc, per-frame expression coefficients
ψ ∈ Rn×m, per-frame pose vector (in Euler angle) θ ∈



Rn×3, and per-frame translation vector t ∈ Rn×3. The
computation of 3D mesh vertices from these coefficients
leverages the parametric mesh model described in [11]:
M(β, θ, ψ, t) : Rc×m×3 → Rv×3. For a comprehensive
mathematical explanation, we direct readers to the work of
[11, 12].

Shape Error. The shape error es is calculated as the mean
squared error (MSE) distance between the identity meshes
of the content reference video and the target video. An
identity mesh Mid is derived by setting the pose θ, expres-
sion ψ, and translation t to zero, i.e.,

Midentity = M(β, 0, 0, 0) (6)

es =MSE(Mref
identity,M

dst
identity) (7)

Thus, the shape error es isolates and quantifies the identity
discrepancy between the target and the reference input, ex-
cluding all other variables.

Motion Error. Likewise, the motion error em is deter-
mined by calculating the average MSE distance between
motion meshes of the motion reference video and the target
video. This calculation is achieved by setting the identity
coefficients to zero:

Mmotion = M(0, θ, ϕ, t) (8)

em =MSE(Mref
motion,M

dst
motion) (9)

It is important to note that head poses are also incorporated
into the motion mesh calculation.

Cross Transfer Error. Finally, the cross transfer error ec
is calculated to evaluate the overall quality of the cross-
identity motion transfer task by utilizing the fully fitted
meshes:

Mfull = M(β, θ, ϕ, t) (10)

ec =MSE(Mref
full,M

dst
full) (11)

Discussion. Existing methods evaluate identity preserva-
tion using cosine similarity (CSIM) [3, 4, 8, 9]. However,
we have found these methods to be often unreliable and un-
predictable for evaluating motion on a larger scale. CSIM
tends to underestimate identity similarity in cases of sig-
nificant head poses and overestimate it when face images
exhibit warping distortions that alter facial shape. Figure
A3 presents some illustrative examples: images of the same
individual with large poses show low CSIM scores, while
images with noticeable warping artifacts receive high CSIM
scores. Our metric for measuring shape error complements
the CSIM metric and offers greater robustness against pose
variations.

Evaluating motion accuracy in cross-identity motion
transfer poses a significant challenge due to the difficulty in

Reference CSIM=1.000 CSIM=0.299 CSIM=0.501

Reference CSIM=1.000 CSIM=0.211 CSIM=0.559

Reference CSIM=1.000 CSIM=0.210 CSIM=0.504

Figure A3. CSIM analysis. Images with the same identities but
different poses compared to the reference images get low CSIM,
but images with obvious warping artifacts achieve high CSIM, in-
dicating the probably unreliable evaluation results of the CSIM
metric.

obtaining ground truth results for this generative task. Ex-
isting methods have resorted to indirect metrics, with ARD
(average rotation distance)[3, 4] and AUH (average facial
action unit hamming distance)[3, 9] being the most com-
monly used. The ARD metric focuses exclusively on head
poses, particularly head rotations, whereas the AUH metric,
as proposed in [3], quantifies the binary hamming distance
between two boolean vectors derived from a subset of the
facial action coding system (FACS). Our motion error met-
ric offers a comprehensive assessment of head poses, facial
expressions, and additional motion nuances.

Finally, we have observed that each metric proposed in
previous studies is capable of evaluating only a single aspect
of cross-identity motion transfer quality. Our cross-transfer
error metric addresses this gap by assessing the overall qual-
ity of cross-identity motion transfer.



Table A4. Hyperparameters of representation learning model on LRS3 dataset.

Hyperparameter Value

Disentangle Encoder
Architecture T5 Encoder
Transformer hidden size 512
Transformer feed-forward dimension 2048
Transformer layers 12
Attention heads 8

Denoise Decoder
Architecture DiT-B/4
Resolution 32
Input channels 4
Patch size 4
Transformer hidden size 768
Transformer feed-forward dimension 3072
Transformer layers 12
Attention heads of spatial block 12
Attention heads of temporal block 12
Temporal block indices [0, 2, 4, 6, 8, 10]
Classifier-free guidance masking rate 0.1

Sampling
Strategy EDM
Classifier-free guidance 1.5
Diffusion denoising steps 128

Bitrate-controlled Vector Quantization
Codebook numbers 64
Code dimension per codebook 16
Number of entries per codebook 32
Target bitrate 4kbps
Maximum of gumbel-softmax temperature 1.5
Minimum of gumbel-softmax temperature 0.1
Temperature decaying rate 0.9999972

Optimization
Optimizer AdamW
Learning Rate 2e-4 for denoise decoder,

1e-4 for others
Batch size 32 (4×A100 GPU×8)
Weight Decay 0.01
β (0.9,0.999)



Table A5. Hyperparameters of representation learning model on Sprites dataset.

Hyperparameter Value

Disentangle Encoder
Architecture T5 Encoder
Transformer hidden size 384
Transformer feed-forward dimension 1536
Transformer layers 12
Attention heads 6

Denoise Decoder
Architecture DiT-S/8
Resolution 64
Input channels 3
Patch size 8
Transformer hidden size 384
Transformer feed-forward dimension 1536
Transformer layers 12
Attention heads of spatial block 6
Attention heads of temporal block 6
Temporal block indices [0, 2, 4, 6, 8, 10]
Classifier-free guidance masking rate 0.1

Sampling
Strategy EDM
Classifier-free guidance 1.5
Diffusion denoising steps 50

Bitrate-controlled Vector Quantization
Codebook numbers 1
Code dimension per codebook 384
Number of entries per codebook 64
Target bitrate 150bps
Maximum of gumbel-softmax temperature 2.0
Minimum of gumbel-softmax temperature 0.5
Temperature decaying rate 0.9999972

Optimization
Optimizer AdamW
Learning Rate 5e-5
Batch size 128
Weight Decay 0.01
β (0.9,0.999)



Table A6. Hyperparameters of motion generation model on LRS3 dataset.

Hyperparameter Value

Model
Architecture GPT-2
Hidden size 1024
Layers 12
Heads 8

Optimization
Optimizer AdamW
Learning Rate 0.0001
Batch size 256 (8×H100 GPU × 32)
Weight Decay 0.01
β (0.9,0.999)
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