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Figure 3. DUSt3R sometimes fails to generate a reasonable point-
cloud on ambiguous scenes. This in turn affects our optimization
quality.

1. Implementation Details
We provide additional implementation details for some of
the models and systems described in the main paper. All op-
timization and fine-tuning are performed on a single Nvidia
RTX A5000 GPU, except for Stage 2, which is carried out
using two A5000 GPUs.

1.1. Repair Model
Similar to GaussianObject [12], the leave-one-out strategy
is applied by introducing the left-out view after 6000 itera-
tions of optimization. The optimization continues until iter-
ation 10000, thereby obtaining training pairs for the repair

model. We then fine-tune the repair model using these train-
ing pairs for 1800 iterations.

1.2. Inpainting Model
We adapt the RealFill [9] methodology to fine-tune the Sta-
ble Diffusion inpainting model on the sparse input views.
Due to unavailability of code by the original authors, we
utilize a third-party implementation by Nguyen [5]. Con-
sistent with the referenced GitHub repository, we fine-tune
the model for 2000 iterations.

1.3. Optimization
We run the Stage 1 optimization for 4000 iterations, utiliz-
ing 8 evenly distributed novel repaired views in addition to
the input training images. The repaired views are refreshed
every 400 iterations.

Similarly, Stage 2 optimization runs for 4000 iterations.
During this stage, we sample 10 evenly distributed views
every 200 iterations. For each sampling cycle, we sequen-
tially inpaint and project every other view (5 views) before
rendering and repairing all 10 views. Inpainting is per-
formed up to iteration 2800, after which only the repair pro-
cess is carried out to address minor artifacts.

2. Additional Results
We provide additional results on the Mip-NeRF 360 [1] and
CO3D [6] dataset for the 3-, 6- and 9-input setting. For both
datasets, we utilize the training cameras provided by Re-
conFusion [10] in our evaluation. In addition to the numer-
ical results presented by ReconFusion and CAT3D [3], we
compare against recent state-of-the-art 3D Gaussian based
sparse novel view synthesis methods including FSGS [15],
CoR-GS [14] and DNGaussian [4]. In contrast to Mip-
NeRF 360 dataset [1], which contains long range general
scenes with large missing regions, most CO3D scenes are
close up photos of objects in front of a simple background,
e.g., a wooden table or floor. This limits the need for and
the performance improvement gained from high-quality in-
painting. As shown in Table 1, we outperform previous
approaches including ReconFusion in terms of perceptual
quality (LPIPS) while being competitive with CAT3D. We
also provide visual comparisons in Fig. 5. Our approach
generates complete and consistent results compared to other
3DGS-based approaches. We provide video comparisons
for both MipNeRF 360 and CO3D in the supplementary
video.

We provide an additional ablation result (Fig. 2) illus-
trating how the number of training views affects the out-



3-view 6-view 9-view
Method PSNR ↑ SSIM ↑ LPIPS ↓ PSNR ↑ SSIM ↑ LPIPS ↓ PSNR ↑ SSIM ↑ LPIPS ↓
DiffusioNeRF∗ [11] 15.65 0.575 0.597 18.05 0.603 0.544 19.69 0.631 0.500
FreeNeRF∗ [13] 13.28 0.461 0.634 15.20 0.523 0.596 17.35 0.575 0.561
SimpleNeRF∗ [8] 15.40 0.553 0.612 18.12 0.622 0.541 20.52 0.672 0.493
Zip-NeRF∗ [2] 14.34 0.496 0.652 14.48 0.497 0.617 14.97 0.514 0.590
ZeroNVS∗ [7] 17.13 0.581 0.566 19.72 0.627 0.515 20.50 0.640 0.500
DNGaussian† [4] 16.95 0.497 0.463 19.59 0.601 0.425 20.68 0.647 0.408
CoR-GS† [14] 14.09 0.487 0.501 16.93 0.545 0.463 17.86 0.544 0.458
FSGS† [15] 15.92 0.544 0.443 19.75 0.641 0.351 21.25 0.677 0.316
ReconFusion [10] 19.59 0.662 0.398 21.84 0.714 0.342 22.95 0.736 0.318
CAT3D 20.57 0.666 0.351 22.79 0.726 0.292 23.58 0.752 0.273
RI3D (Ours) 18.72 0.628 0.385 20.53 0.673 0.311 21.32 0.704 0.277

Table 1. We quantitatively compare our approach against other sparse view synthesis methods on CO3D dataset. PSNR and SSIM measure
pixel-wise error and as such ReconFusion and CAT3D score higher in most cases, since these metrics favor blurrier results. We outperform
the previous approaches in terms of perceptual quality (LPIPS) while being competitive with CAT3D, a concurrent approach. The numbers
for approaches marked by ∗ are directly grabbed from ReconFusion. CAT3D results are also obtained from the original paper. The methods
marked by † are initialized using DUSt3R to improve their results.

put quality. As expected, increasing the number of training
views leads to better reconstruction quality

3. Limitations
As discussed in the main paper, the quality of our dense ini-
tialization and consequently the final reconstruction is in-
fluenced by the accuracy of the depth maps produced by
DUSt3R. In cases where DUSt3R generates highly inac-
curate depth estimates, our optimization procedure cannot
fully compensate for the resulting misalignments, leading
to noticeable ghosting artifacts, as shown in Fig. 3. How-
ever, due to the modular design of our method, DUSt3R
can be readily replaced with more accurate depth estima-
tion models as they become available which mitigates this
limitation.
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Figure 4. We compare our approach against the other state-of-the-art sparse view synthesis methods on a few scenes from the Mip-NeRF
360 dataset.
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Figure 5. We compare our approach against the other state-of-the-art sparse view synthesis methods on a few scenes from the CO3D
dataset.
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