DeGauss: Dynamic-Static Decomposition with Gaussian Splatting for
Distractor-free 3D Reconstruction

Supplementary Material

A. Detailed Loss Function Formulation

Loss function design is important to maintain the balance of
the dynamic-static decomposition task. For example, directly
adding SSIM loss could improve the overall reconstruction
quality but often leads to a larger gradient magnitude in
the static region with fine details. As a result, this often
leads to the over-expressiveness of foreground gaussians that
undesirably models the static fine details. As the densifi-
cation of process of gaussian is controlled by loss gradient
magnitude, we propose a loss function that comprises two
components L., and Lyto decouple parameter updates
and the adaptive densification process. While both L ,;, and
Ly contribute to the background and foreground gaussian
feature updates, only the gradient of L, is used for the
densification process. The main loss component is defined
as:

Emain = £1 + ﬁrcg + Ediversity + Ef + Eb + Edcpth, (1)
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denotes the £, loss between the fully composed rendered
image C and the ground truth image C ;. The regularization
loss L,¢g enforces time smoothness and k-plane total vari-
ations, following the settings in [3, 5, 6, 31]. Furthermore,
to encourage a higher foreground probability P for the
foreground render C ¢ at region which exhibits significant
structural differences relative to the detached background
render Cy, similar to [20], we employ a diversity loss based
on the structural component of the SSIM loss :
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where 1(p,-p_ } is the indicator function and P is the
probability threshold, o denotes the variance, and c3 is a
constant to stabilize the loss. To refine the regions assigned
to the background and foreground, we further introduce
updating losses Ly and Ly, defined as:

Le=1ip.>p,y (Hce — Cytll1
+O.1£SSIM(CS,Cgt))7 e € {f7 b} 3)

This loss term is scaled down 4 times compared to the
L1 loss between foreground render and background ren-
der to suppress their contribution to gaussian densification

process. Additionally, to softly regularize the spatial re-
lationship between foreground-background gaussians and
encourage a distractor-free background reconstruction, we
introduce depth-related loss Lepn, defined as:

‘Cdepth = Lsnlooth + ﬁsepa (4)

where Lsmooth 18 an edge-aware total variation loss [9, 30]
that encourages smooth depth predictions for static back-
ground Gaussians, particularly in regions with small color
variance:
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Here, N denotes the total number of pixels, and Dbij rep-
resents the depth value at pixel (¢, j) of the rendered back-
ground depth image, normalized by the scene bounding box
to account for the scale ambiguity of colmap[23] reconstruc-
tion. Moreover, the depth separation loss is defined as:
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The first loss term encourages the rendered foreground to be
positioned closer to the camera, thereby preserving occlu-
sion relationships with the static background. In addition,
the second loss term pushes the utility gaussians with low
foreground render contributions to be further away from the
camera to prevent their presence during novel view render-
ing. This term efficiently regularizes floaters for datasets
with sparse fixed camera input as Neu3D dataset [14].

L4 1s introduced to stabilize training, promote fine re-
construction, and enhance separation without contributing to
the densification process:

‘Culti = ‘CSSIM (C7 Cgt) + Eentropy + ‘Cbrightness + £s~ (8)

The SSIM loss Lgsiv, computed between the composed
render C and the ground truth image C,;, improves recon-
struction quality of fine detailed region; Additionally, the
entropy loss is defined as a binary cross-entropy loss that en-
courages the foreground probability P s to converge toward
either O or 1:

‘Centropy = - Z Pf : 10g(Pf) 9
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Furthermore, to promote the update of brightness control
mask B in the early stage, we define the brightness loss as:

Lbrightness = C“'”B"‘Cb_cgt”l"‘(1_0‘)'HB_1”1, (10)

where C; denotes the novel view rendered from the back-
ground branch (detached from gradient propagation), and
« is a coefficient that increases linearly with training itera-
tions. The first term ensures an accurate prediction of the
brightness control mask, while the second term acts as a reg-
ularizer. Finally, the scale loss £, penalizes spiky Gaussians,
as defined in [32].

The loss coefficients set to balance each loss term is set
to 4 for main £ loss, 1 for L and Ly, 0.01 for Lenyopy and
0.1 for the rest components.

B. Additional Pruning for Dynamic Scene mod-
eling

In our setting, there are utility gaussians that do not con-
tribute to dynamic rendering but are utilized for probabilistic
mask and brightness control mask rasterization. Therefore,
we could optionally further control the number of utility
gaussians with foreground visibility-based pruning.

Specifically, a Gaussian is discarded if the maximum
value of the product of its opacity ¢ and its foreground
mask elements m’f—computed across all input views and
timestamps—falls below a predefined threshold 7. This
procedure effectively eliminates Gaussians that contribute
negligibly to the overall dynamic representation for dynamic
scene modeling tasks.

C. Detailed Dataset preparation

Aria Glass Recordings [2, 16, 18] feature egocentric video
captured at 20-30 FPS, encompassing intensive human-
object, human-scene, and human-human interactions, along
with challenges such as rapid camera motion and motion
blur. We used NerfStudio [28] to preprocess fisheye camera
frames from Project Aria, with camera mask and distortion
parameters, and camera vignetting mask provided [8, 11].
The original resolution of an Aria frame is 1415 x 1415
after fisheye undistortion. To balance rendering quality and
speed and avoid excessive training time for the nerf baseline
neuraldiff, we downsample the frames to 707 x 707. The
first 50 frames of each sequence are omitted to allow the
camera stream to stabilize.

Epic-field Dataset [29] builds upon the EPIC-Kitchen
dataset [4], which comprises long egocentric video record-
ings of human activities in a kitchen recorded at 50 FPS. We
use the point clouds and camera poses provided in [29]. To
keep a consistent frame rate with aria recordings, we take
testing segments of 10,000 consecutive frames and down-
sample by 2, which leads to 5000 frames in the end.

NerF On-the-Go Dataset [20] we prepare the Nerf

On-the-go dataset following the setting of SpotlessS-
plats [22]. The dataset was originally captured with
high-resolution images and downscaled 4 times for patio set
and 8 times for others, following [13, 20, 22]. We follow the
camera undistortion setting of [22]. Neu3D Dataset [14]
Following the setup of [31], the resolution is downscaled to
1352 x 1014. We compute the camera poses and generate
a dense point cloud using COLMAP [23, 24] based on the
first frame of each video.
HyperNerf dataset As noted in [10], the camera poses are
considerably inaccurate, which diminishes the reliability of
quantitative comparisons. Therefore, we run colmap[23] to
recompute camera poses and focus primarily on qualitative
visualizations for this dataset.

D. Implementation Details

Initialization During initialization, for the background
branch, Gaussians are derived from point clouds generated
using COLMAP [24, 24] or from sparse perception point
clouds provided by the ARIA project [11]. The scene bound-
ary is determined based on the range of the background
points, with an additional padding equal to 0.3 times the
diagonal length of the camera trajectory. Foreground Gaus-
sians are initialized from randomly generated points within
this 3D scene boundary.

Coarse Training Stage In the coarse training stage, we
disable the deformation module in the foreground branch and
train both the foreground and background models for 1,000
iterations. For longer sequences (containing thousands of
frames), the number of coarse training iterations is adjusted
so that each image is processed exactly once. During this
stage, the standard color loss £; in Equation 1 is replaced
by a combination of foreground and background losses:

Leoarse = ||(P p+Cp+Py#BxCy)—0.9 C gy |1 +]|Cy—Cye 1

The discount factor of 0.9 applied to the ground truth further
regularizes the expressiveness of the foreground Gaussians,
particularly in featureless regions (e.g., walls) that are often
associated with poor structural reconstruction in COLMAP.
Fine Training Stage In the fine training stage, we jointly
optimize the foreground and background branches. For short
video clips and image collections, training is performed for
20,000 iterations; for longer video clips, training extends to
120,000 iterations.
Parameters set up We generally follow the parameter set up
in [31]. With the basic resolution of Hexplane set to 256 for
egocentric recordings and 64 for other scenes, upsampled by
2 and 4 The learning rate of set to Hexplane is set to 6 x 10™4
and decays to 2 x 1075 during training. The deformation
learning rate is set to 1.6 x 10~* and decays to 1.6 x 10~
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Figure 1. Visualization for Flame Steak Sequence of Neu3D [14] dataset. Our method achieves accurate dynamic-static decomposition with

high reconstruction quality.

during training. The deformation learning rate for mask up-
date is set to 1.6 x 10~° and decays to 1.6 x 106 during
training. Generally, the batch size is set to 2 as [31]. For low-
resolution image collections in [20], we set the batch size to
4 for the dynamic branch and additionally accumulate the
update of 4 batches for the background gaussians to account
for the low resolution and loose temporal correlations.

Baseline Evaluation For 4DGS [31] experiments, we follow

the instruction of their official repo and dataset preparation.

For the HyperNerf [ 19] dataset, we use the colmap calculated
camera poses and point cloud for initialization, the same as

our method. For experiments with 3DGS [33] and [22], we
use the official repo of [22] and follow their setup. For the
Nerf on-the-go dataset [20], EPIC-Field dataset, we use stan-
dard colmap initialization. For Aria sequences, the sensor
perception point clouds are without color, which leads to
unstable initialization for [22]. Therefore, we triangulate
with COLMAP [23] using camera poses provided by [11] to
obtain colored point cloud to better evaluate this method.
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Figure 2. Visualization of dynamic modeling on peel banana and chicken sequence on HyperNerf Vrig dataset [19] dataset. Our methods
reconstruct high-quality dynamic scenes with an efficient dynamic-static decoupled representation.

Figure 3. Qualitative comparison of baseline methods[13, 22] on
Nerf-On-the-go dataset.

E. Efficiency Analysis on Neu3D [14] dataset

Our dynamic-static hybrid representation enables:(a) Much
higher FPS: The time critical process of deformation predic-

tion in 4DGS scales with the number of dynamic Gaussians.
Table 1 shows we render 3x faster than 4DGS with supe-
rior quality by minimal dynamic element modeling with
our dynamic-static decoupling design. (b) Better Quality
We achieve much higher LPIPS and finer details in static
(no stray motion) and dynamic (better handling disappear-
ing gaussians), as reported in our paper and project page:
https://batfacewayne.github.io/DeGauss.
io/. Even on Coffee Martini, Flame Salmon with very
far objects that poses challenges to gaussian splatting meth-
ods, our LPIPS and details remain best. (¢) Applications
The decoupled static with 3DGS seamlessly enables diverse
applications as editing/styling.

F. Strict Monocular Input

Monocular reconstruction is extremely challenging. And
compared to NeRF methods [19], dynamic gaussian meth-
ods [15, 31, 33] are highly expressive but much harder to
regularize, generalizing poorly to novel views [27]( Fig. 4).
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Table 1. Quality and efficiency evaluation on all scenes of
Neu3D [14] dataset tested on a RTX4090.t: trained densify grad
threshold x2 to reduce number of gaussians.

Method ~ [PSNR(t) SSIM(1) LPIPS(])| Training Time({)|FPS(1) Dyna. Gaussian num(|)

NeRFPlayer [26]| 30.29  0.909  0.151 6 hours 0.045
HyperReel [1] | 30.72  0.931 0.101 9 hours 2.0
HexPlane [3] | 30.00 0922 0.113 12 hours 0.2
KPlanes [6] 31.63 0964 0.117 5.0 hours 0.3
SWinGS [25] | 31.12  0.941  0.095 - 71 -
4DGS [31] 3112 0937 0.058 0.85 hours 53 124,197
4DGST [31] 2872 0919  0.078 0.67 hours 68 62298
Ours 3152 0942 0.047 2.1 hours 71 56,533
Ours’ 31.56 0942 0.047 2 hours 157 22,479

This actually enables our gaussian-based decoupled design,
to fast and robustly separate dynamic/static modeling for a
wide range of inputs, and our explicit static modeling leads
to much better generalizability of novel view synthesis for
dynamic scene modeling( Fig. 4).

Figure 4. Comparison with baseline methods on novel view synthe-
sis with causal strict monocular input of dycheck-iphone dataset [7].

G. Additional Experiment on Bonn RGBD
dataset [17]

To further demonstrate generalizability our method, we
evaluate on the Crowd scene of a SLAM dataset-Bonn
RGBD [17], preprocessed with SFM and MVS pipeline
of [23, 24]. We qualitatively show the distractor-free static
scene reconstruction and dynamic-static decoupling results
in Fig. 5.
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Figure 5. Evaluation on 928 frames long highly dynamic Crowd
scene of Bonn RGBD dataset [17](with only RGB as input).

Table 2. Quantitative results on RobustNerf [21] dataset. Our
method shows best overall performance and significantly better
LPIPS score over all baseline methods.

Method Android Crab2 Statue Yoda
PSNRT SSIM LPIPS}|PSNRT SSIMT LPIPS||PSNRT SSIMt LPIPS||PSNRT SSIM{ LPIPS

2332 0794 0.159
24.67 0.828 0.151
2420 0.810 0.159
2454 0.813 0.083

3176 0925 0.172
30.52 0909 0.213
33.90 0933 0.169
3448 0952 0.076

20.83  0.830 0.148
22.54 0.863 0.129
21.97 0821 0.163
23.08 0861 0.097

2892 0905 0.192
30.55  0.905 0.202
3424 0938 0.156
3348 0947 0.082

3DGS [12]
WildGaussians [13]
SpotLessSplat [22]
Ours

H. Additional Experiment on RobustNerf [21]
dataset

We additionally report the performance of our method on
RobustNerf [21] in Tab. 2 and Fig. 6.
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Figure 6. Qualitative result on RobustNerf dataset [21].

I. Additional Visualizations

We show additional visualizations in Fig. |, Fig. 2 and Fig. 3.

J. Discussion

Dynamic-Static Elements. While our method effectively
handles semi-static objects, there is an inherent ambiguity
when certain subjects—like people or objects—remain static
most of the time in long video recordings. In this work,
we focus on a self-supervised approach that ensures robust
decomposition across diverse scenarios. For specific down-
stream applications, it may be beneficial to integrate our
method with additional semantic information for even more
accurate separation.



Camera Pose Optimization. Our approach generally as-
sumes reasonably accurate camera poses to facilitate static-
dynamic decomposition. Nonetheless, we observe that even
when camera poses are suboptimal (as in HyperNeRF [19]),
our method can still separate dynamic and static regions. An
interesting direction for future research is to leverage our
predicted masks to optimize camera poses based on regions
identified as static.

Efficient Dynamic Scene Representation. In this work,
we showed that we could achieve high-quality and efficient
dynamic representation by a decoupled dynamic-static gaus-
sian representation, which largely reduces the number of
gaussian in the time-consuming deformation step. However,
as there are numerous utility gaussian to model probabilis-
tic and brightness control mask. Exploring ways to mini-
mize this overhead could be a promising avenue for future
work.
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