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1. Dataset Details and Comparisons
A sample of our dataset is detailed in Fig. 1.And as shown
in Tab. 1, our dataset is the largest text-annotated multi-view
human dataset to date, containing significantly more identi-
ties than MVHumanNet—the only comparable dataset with
textual annotations. Moreover, our annotations are more ac-
curate and comprehensive than previous datasets.

Dataset Frames ID View Text Caption

HuMMan 60M 1000 10 55
HUMBI 26M 772 107 55
DNA-Rendering 67.5M 500 60 55
MVHumanNet 645.1M 4500 48 51

THuman2.1 - 2500 Free 55
2K2K - 2050 Free 55

Ours 2.4M 100K 24 51

Table 1. Comparisons of datasets.

2. Data Caption
Since it is challenging for a large language model to output
accurate labels of varying lengths in a single conversation,
we annotate text over three rounds of dialogue. Precisely, to
capture as much information as possible from the input im-
ages, we prompt the Qwen-2.5VL model in the first round
to provide detailed descriptions of four orthogonal views
of the human body, including various pertinent details. In
this round, Qwen-2.5VL outputs a comprehensive descrip-

Figure 1. Details of our dataset Figure 2. An example of our captioning process.



tion; however, to meet the input text length requirements of
the CLIP model, these verbose descriptions must be con-
densed. In the second round, we feed the output from the
first round into the Qwen2.5 model and request that it sum-
marize the detailed description into a long annotation of no
more than 40 words. Finally, to further enrich the textual
content, we ask Qwen2.5 to further condense the outputs
from the first two rounds into five descriptions of varying
lengths, with the longest being no more than 16 words and
the shortest containing at least 8 words. During training,
one of these five short descriptions or the 40-word long an-
notation is randomly selected as the condition.The complete
text annotation process is illustrated in Fig. 2.

3. Architecture of Distillation Decoder
The distillation decoder consists of a UV code decoder and
a Gaussian attribute decoding head. The UV code decoder
includes two transposed convolution layers and two convo-
lution layers, with an input feature size of 256 × 256 × 32
and an output code size of 1024 × 1024 × 32. The output
code from the UV encoder-decoder is split into two parts:
the first 16 channels are regarded as the geometry code, and
the remaining 16 channels as the texture code. The Gaus-
sian attribute decoding head consists of three convolutional
heads, each comprising two or three convolutional layers.
These Gaussian attribute decoding heads are responsible for
decoding the geometry code and texture code into five 3D
Gaussian attributes in the SMPL-X texture space.

Figure 3. Additional qualitative comparisons with general 3D
methods.

4. More Comparisons
As far as we know, SDS-based models are the only avail-
able text-to-3D-avatar methods. We have evaluated addi-
tional baselines of general 3D reconstruction methods, in-
cluding LGM (text → multi-view → 3DGS), GVGen (di-
rect 3D), and DiffSplat (2D-diffusion → 3D) in Fig. 3; all
deliver lower visual fidelity and weaker prompt adherence

than TeRA. Our representation simplifies the learning of the
target distribution and enables downstream applications.

5. More Results
We show more renderings of our generated models with in-
put text description in Fig. 4 and Fig. 5.



Figure 4. More results of text-guided generation



Figure 5. More results of text-guided generation



Figure 6. More results of text-guided virtual try-on
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