
Supplementary: VRU-Accident: A Vision-Language Benchmark for Video
Question Answering and Dense Captioning for Accident Scene Understanding

A. Supplementary Organization
We organize the supplementary material as follows:
• Section B: VRU-Accident Details
• Section C: Qualitative Examples
• Section D: Prompts for VRU-Accident Curation
• Section E: Reproduction of Experiment
• Section F: Acknowledgements

B. VRU-Accident Details
B.1. Task-Specific Prompts
We present the input prompts used for MLLMs for each
of the two tasks in VRU-Accident: VQA and Dense Cap-
tioning. The prompts are designed to elicit informative
and structured responses from the models when paired with
video inputs.

Prompts for VQA task For each question category in the
VQA task, we provide a specific prompt. The prompts used
are:
• Weather and Light Condition: What’s the weather and

lighting? Choose the correct option (A, B, C, or D) with-
out any explanations.

• Traffic Environment: Where did the accident happen?
Choose the correct option (A, B, C, or D) without any
explanations.

• Road Configuration: What type of road is shown?
Choose the correct option (A, B, C, or D) without any
explanations.

• Accident Type: What kind of accident occurred? Choose
the correct option (A, B, C, or D) without any explana-
tions.

• Accident Cause: Why did the accident happen? Choose
the correct option (A, B, C, or D) without any explana-
tions.

• Accident Prevention Measure: How could this accident
be prevented? Choose the correct option (A, B, C, or D)
without any explanations.

Prompts for Dense Captioning task To generate textual
descriptions that match the level of detail and narrative style

of the ground truth dense captions in VRU-Accident, we
used the following prompt for all MLLMs:
• Provide a detailed description of this accident video.

Use clear and complete sentences with appropriate traf-
fic and accident-related terminology. Include descriptions
of weather conditions, road type, and vehicle or pedes-
trian appearance (such as clothing and posture). Men-
tion vehicle speed, trajectory, and movements, as well
as any changes in the pedestrian’s behavior. Focus on
the dynamics of the collision, including vehicle approach,
pedestrian movement, and final impact.

B.2. Evaluation Metrics
In this section, we supplement explanation of evaluation
metrics used for both VQA and Dense Captioning tasks in
the main manuscript.

VQA Evaluation Metrics We evaluate the performance
of models on the VQA task using standard classification ac-
curacy per category. For each category j, we define the
accuracy Accj as Accj = N correct

j /N total
j where N correct

j de-
notes the number of correctly predicted samples, and N total

j

is the total number of samples for category j. Note that, un-
like conventional classification tasks where a model selects
from a fixed set of global class labels, each question qj in
our benchmark is associated with a dynamically constructed
candidate set Ŷj that includes one correct answer and three
counterfactual distractors. This makes the task more chal-
lenging, as models must perform fine-grained reasoning to
distinguish the correct answer from contextually plausible
but incorrect alternatives.

Dense Captioning Evaluation Metrics We select well-
accepted and reliable metrics, including SPICE [1], ME-
TEOR [6], COMET [11], and ROUGE scores [9], to quanti-
tatively evaluate the generated descriptions from the VLMs.

First of all, the SPICE metric evaluates caption quality
by comparing semantic content in the form of tuples ex-
tracted from scene graphs. Each caption is parsed into a
set of tuples representing objects, attributes, and relations.
The SPICE F1 score is computed as the harmonic mean of
tuple-level precision and recall:
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SPICEF1 = 2 · Precision · Recall
Precision + Recall

, (1)

where Precision and Recall are defined as:

Precision =
|Tgen ∩ Tref|

|Tgen|
, (2)

Recall =
|Tgen ∩ Tref|

|Tref|
, (3)

with Tgen and Tref denoting the sets of tuples from the gen-
erated and reference captions, respectively.

Secondly, METEOR captures both precision and recall
of matching words, balancing linguistic precision and se-
mantic recall. The METEOR score is calculated using the
following formula:

METEOR =
Precision × Recall

Precision + α× Recall + (1− α)
(4)

Precision represents the proportion of words in the gener-
ated text that match the reference text, while Recall indi-
cates the proportion of words in the reference text that are
captured in the generated text. The parameter α functions
as a weighting factor, balancing linguistic precision and se-
mantic recall to provide an adaptive evaluation of the gener-
ated text’s fidelity and coverage compared to the reference.

Thirdly, COMET is a neural-based metric that lever-
ages pre-trained multilingual language models to predict
human judgment scores for machine-generated text. Un-
like surface-level metrics that rely solely on n-gram over-
laps, COMET evaluates the semantic adequacy and fluency
of the generated captions by comparing them against refer-
ence texts using contextual embeddings. Formally, COMET
operates by encoding the source (S), reference (R), and hy-
pothesis (H) using a pre-trained model and passing them
through a regression head to produce a quality score:

COMET(S,R,H) = fθ(Enc(S),Enc(R),Enc(H)) (5)

where Enc(·) denotes the encoder output from the language
model and fθ represents the learned regression layer that
maps the embeddings to a scalar score. COMET provides
a more human-aligned assessment of caption quality, espe-
cially in capturing nuanced semantic differences that tradi-
tional metrics may overlook.

Finally, the ROUGE score is a set of metrics used to eval-
uate the summarization quality, specifically through preci-
sion (P), recall (R), and harmonic mean (F) scores based
on n-gram overlaps. We report ROUGE-1, ROUGE-2, and
ROUGE-L scores, corresponding to unigram overlap, bi-
gram overlap, and longest common subsequence (LCS), re-
spectively. For each variant, we compute precision, recall,
and F1 as follows:

PrecisionROUGE-n =
|n-gramgen ∩ n-gramref|

|n-gramgen|
, (6)

RecallROUGE-n =
|n-gramgen ∩ n-gramref|

|n-gramref|
, (7)

F1ROUGE-n = 2 · Precision · Recall
Precision + Recall

, (8)

where n ∈ {1, 2} for ROUGE-1 and ROUGE-2, and
n-gramgen, n-gramref denote the sets of n-grams in the gen-
erated and reference captions, respectively.

For ROUGE-L, which is based on the longest common
subsequence (LCS), the scores are defined as:

PrecisionROUGE-L =
LCS(gen, ref)

|gen|
, (9)

RecallROUGE-L =
LCS(gen, ref)

|ref|
, (10)

F1ROUGE-L = 2 · Precision · Recall
Precision + Recall

. (11)

B.3. Annotation Detail
Our VRU-Accident benchmark is designed to evaluate two
core tasks: Video Question Answering (VQA) and Dense
Captioning. The goal of the VQA task is to select the most
appropriate answer from concise options—typically repre-
sented as short phrases a word, while the Dense Captioning
task aims to generate detailed natural language descriptions
that capture the full spatio-temporal context of a traffic acci-
dent. Given that real-world accident scenarios often involve
complex and intertwined physical, environmental, and be-
havioral elements, it is inherently difficult to fully represent
such events using concise options alone. Therefore, we pro-
vide annotation guidelines below that clarify how we deter-
mined the ground truth labels for each VQA category, while
noting that richer, time-dependent contextual information is
separately captured in the dense caption annotations.

Weather & Light Condition This category is annotated
based on how the weather and lighting conditions plausibly
contributed to the accident. For instance, if visibility is gen-
erally clear and there is no evidence of severe shadows or
rain, the condition is annotated as a “sunny day” even if the
sunlight appears diffused. Conversely, if the road surface
appears wet or snow-covered—even in the absence of on-
going precipitation—we annotate the condition as “rainy”
or “snowy” due to the increased risk of slipping and re-
duced friction. These decisions are made from a safety-
critical perspective, prioritizing conditions that affect ve-
hicle control or pedestrian stability. More detailed visual
cues regarding surface wetness, lighting, or reflections are
included in the dense caption descriptions.



Figure 1. Word frequency per each category in the VRU-Accident benchmark.

Traffic Environment Accidents involving VRUs gener-
ally occur in either urban or rural settings. The environmen-
tal classification is relatively straightforward based on vi-
sual cues such as infrastructure density, type of roadside el-
ements, and presence of intersections or buildings. In most
cases, the classification is unambiguous.

Road Configuration Although many videos provide a
clear view of the road structure, the moving dashcam per-
spective can sometimes obscure precise location categoriza-
tion. For example, if a vehicle is approaching an inter-
section, the same video segment may contain both arterial
roads and the intersection itself. In such cases, we annotate
the configuration based on where the key event (e.g., col-
lision or near-miss) occurs. If the impact takes place just
before entering the intersection, the label is set to “arterial
road”; if the event occurs within the crossroad, it is labeled
as “intersection.” The sequential progression and transitions
in road context are described in detail within the dense cap-
tions.

Accident Type While most accident types can be clearly
and concisely described (e.g., “car hits pedestrian,” “bicy-
cle falls”), there are borderline or ambiguous cases. For
instance, when a dashcam-equipped vehicle rapidly ap-
proaches a pedestrian and the pedestrian narrowly avoids
contact by sidestepping, it becomes unclear whether to clas-
sify the event as an actual collision or a near-miss. In such
cases, we annotate based on the interaction and directional-
ity of the entities involved. If a pedestrian avoids a moving
ego-vehicle by inches, the event is still annotated as “ego-
car hits a pedestrian” for the sake of interpretability and
consistency. Similarly, if a cyclist accidentes into a parked

vehicle, it is labeled as “car hits cyclist,” following common
conventions seen in prior datasets such as [4, 5]. These nu-
ances are captured more fully in the dense captions, where
the dynamic unfolding of the scenario is described.

Accident Cause Causality in traffic accidents is often
multi-factorial and temporally distributed. It is difficult
to capture such complexity within a short answer choice.
Therefore, our annotations focus on the most immediate and
visually interpretable cause of the accident—such as driver
inattention, sudden lane change, or pedestrian jaywalking.
These labels are selected based on high-salience cues that
directly precede the event. The dense caption annotations,
however, elaborate on the sequence of road user actions, de-
lays in reaction, or misjudgments over time that contributed
to the accident.

Accident Prevention Measure This category is anno-
tated based on what preventive action could have reason-
ably avoided the accident, considering the behavior of all
involved road users. Rather than speculating on counterfac-
tuals involving unrealistic interventions, we focus on plau-
sible, context-aware measures that align with traffic norms
and human capabilities. For example, if a vehicle acceler-
ated despite a pedestrian entering the crosswalk, the pre-
vention measure might be “driver should yield to pedes-
trian.” In another case, if a cyclist riding without a hel-
met crosses the road illegally during rainy conditions and
collides with a vehicle, the core cause of the accident is
the illegal crossing. Among multiple plausible prevention
strategies—such as “cyclist should wear a helmet,” “cyclist
should wear bright clothing,” “cyclist should reduce speed,”
and “cyclist should use designated crosswalk”—we anno-



Figure 2. Distribution of ground truth of the VQA task in the VRU-
Accident benchmark.

tate the most direct and effective preventive measure, in this
case: “cyclist should use designated crosswalk.” This en-
ables our benchmark to assess whether models can move
beyond reliance on visually salient but potentially mislead-
ing cues, and instead demonstrate high-level understanding
by identifying the true cause of the accident and articulat-
ing the most appropriate preventive action. In other words,
it evaluates the model’s ability to reason about causality in
safety-critical scenarios rather than simply describing visu-
ally correct but contextually irrelevant information.

B.4. VQA Statistics

Word Distribution per Category As illustrated in Fig-
ure 1, the answer options across six VQA categories ex-
hibit a wide range of lexical diversity. Each category—
ranging from Weather & Light Condition to Accident Pre-
vention Measure—contains semantically rich and diverse
phrases. This diversity increases the difficulty of answer se-
lection, requiring high-level scene understanding and con-
textual reasoning beyond keyword matching. Therefore, the
benchmark provides a suitable evaluation setting for prob-
ing the generalization capability and multimodal grounding
ability of MLLMs.

Balanced Ground Truth Distribution Figure 2 presents
the overall distribution of ground truth answers (A–D) in the
VRU-Accident benchmark. The distribution remains rela-
tively balanced across all four options, with less than 5%
deviation between the most and least frequent labels. This
balance mitigates bias toward any specific answer index and
ensures reliable evaluation without prior answer frequency
bias, making the benchmark statistically robust for multi-
choice classification tasks.

Figure 3. Comparison of average Q-A cosine similarity for ground
truth answers and distractors across VQA categories in VRU-
Accident benchmark.

Semantic Similarity Between Question and Answers
To assess the semantic relevance between questions
and answer options in VRU-Accident, we compute the
cosine similarity between their embeddings using the
all-MiniLM-L6-v2 model [16]. We denote the embed-
ding model as a function F (·), which maps each sentence
into a fixed-dimensional vector. For a given question q and
its four answer options a1, a2, a3, a4, the cosine similarity
between the question and each option is calculated as:

sim(q, ak) =
⟨F (q), F (ak)⟩

∥F (q)∥ · ∥F (ak)∥
, (12)

where k ∈ {1, 2, 3, 4}. For each option k, we evaluate
the average similarity of category j between the question
and the ground truth answer over all N samples. This aver-
age ground truth similarity is computed as:

SimGT
j =

1

N

N∑
i=1

sim(q(i), a
(i)

g(i)), (13)

where a
(i)

g(i) is the ground truth answer for the i-th sam-
ple. To assess the relevance of distractors, we take the three
incorrect options for each sample, compute their similarity
to the question, and average them across the dataset:

SimDist
j =

1

3N

N∑
i=1

4∑
k=1

k ̸=g(i)

sim(q(i), a
(i)
k ). (14)

Figure 3 shows that distractors in several categories ex-
hibit comparable or even higher similarity to the question
than the ground truth. This demonstrates that the distrac-
tor options are semantically plausible and not easily dis-
tinguishable without detailed reasoning. Therefore, this
benchmark poses a challenging evaluation setting for as-
sessing the semantic discrimination and contextual under-



standing capabilities of multimodal large language models
(MLLMs).

C. Qualitative Examples

To further analyze model performance, we present qualita-
tive comparisons between the ground truth annotations in
VRU-Accident and the responses generated by state-of-the-
art MLLMs [2, 3, 7, 8, 10, 12–15, 17, 18] for both the VQA
and dense captioning tasks. Figure 4 illustrates a represen-
tative set of cases, offering insight into the models’ capa-
bilities and limitations in understanding complex accident
scenarios.

We observe that many models correctly identify basic
visual attributes (e.g., rainy day or urban setting). How-
ever, several limitations remain evident. For instance, while
dense captions often include fluent descriptions of the scene
layout and pedestrian appearances, models frequently hallu-
cinate motion trajectories or misattribute collision responsi-
bility, especially in complex scenarios involving occlusion
or sudden movements.

These examples underscore the value of VRU-Accident
as a challenging benchmark. It not only requires vi-
sual recognition but also demands high-level temporal and
causal reasoning. By contrasting ground truth annotations
with model predictions, our qualitative analysis reveals both
the current capabilities and the remaining gaps in modern
MLLMs’ ability to comprehend and explain real-world ac-
cidents involving vulnerable road users.

D. Prompts for VRU-Accident Curation

Prompts for VQA Curation Figure 5 illustrates the de-
tailed prompt used to curate the VQA benchmark in VRU-
Accident. Human annotators first reviewed each event
video and manually labeled the correct answer for each rea-
soning category. Based on this ground truth and the corre-
sponding question, GPT-4o was employed to generate three
plausible but incorrect options (distractors) that preserve se-
mantic relevance but differ from the correct answer. The
example in Figure 5 involves a rainy-day accident where
a pedestrian suddenly emerges from between parked ve-
hicles, resulting in a collision. For the Accident Reason
category, the ground truth is “C. The ego-car’s vision is
blocked or blurred, and there is no time to brake.” GPT-4o
generates the following distractors: “A. Poor road condi-
tions led to the accident,” “B. The brakes failed unexpect-
edly during the drive,” and “D. A cyclist suddenly crossed
the road.” Option A, while weather-related, is incorrect be-
cause the road condition was not the direct cause. Option B
is wrong as the brakes were functioning, and D is incorrect
since the involved road user was a pedestrian, not a cyclist.
These semantically plausible yet incorrect choices help as-
sess whether MLLMs can go beyond surface-level cues and

demonstrate high-level causal reasoning.

Prompts for Dense Caption Curation Figure 6 shows
the prompt used to curate dense accident descriptions. The
prompt instructs the model to describe each accident video
with detailed and coherent narratives, covering weather
conditions, road type, vehicle and pedestrian appearances,
vehicle dynamics (e.g., speed and trajectory), pedestrian be-
havior, spatial and temporal relationships among road users,
and final collision outcomes. GPT-4o takes the input video
and prompt rules to generate a single paragraph that mir-
rors the descriptive style and level of detail found in human-
written annotations. This design ensures that the generated
captions are not only visually grounded but also demon-
strate temporal reasoning and contextual understanding of
the accident dynamics. As a result, the VRU-Accident
benchmark enables qualitative assessment of MLLMs’ abil-
ity to comprehend and articulate complex accident scenar-
ios beyond mere visual recognition.

E. Reproduction of Experiment
To encourage widespread use of our VRU-Accident bench-
mark and to support reproducibility of our experiments, we
release all necessary resources used for all experiments in
the main manuscript. This includes the inference scripts,
model outputs, and evaluation results. Please visit our
Github1 and refer the ReadMe file for reproduction.
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Figure 4. Qualitative comparison of VQA and dense captioning outputs from MLLMs on the VRU-Accident benchmark. Each example
shows the ground truth annotation (top row) and the responses from models.



Figure 5. Prompt used for curating VRU-Accident VQA benchmark, including category-specific rules and a generated multiple-choice
question with one correct answer and three semantically plausible distractors.



Figure 6. Prompt used for curating dense caption annotations in VRU-Accident. The prompt guides the model to describe accident videos
with detailed references to weather, road configuration, agent appearance, kinematic features, and collision dynamics.
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