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Abstract

W¤olf�in�s �ve principles offer a structured approach to
analyzing stylistic variations for formal analysis. However,
no existing metric effectively predicts all �ve principles in
visual art. Computationally evaluating the visual aspects
of a painting requires a metric that can interpret key el-
ements such as color, composition, and thematic choices.
Recent advancements in vision-language models (VLMs)
have demonstrated their ability to evaluate abstract im-
age attributes, making them promising candidates for this
task. In this work, we investigate whether CLIP, pre-trained
on large-scale data, can understand and predict W¤olf�in�s
principles. Our �ndings indicate that it does not inher-
ently capture such nuanced stylistic elements. To address
this, we �ne-tune CLIP on annotated datasets of real art
images to predict a score for each principle. We evaluate
our model, WP-CLIP, on GAN-generated paintings and the
Pandora-18K art dataset, demonstrating its ability to gen-
eralize across diverse artistic styles. Our results highlight
the potential of VLMs for automated art analysis. Code:
https://github.com/abhijay9/wpclip

1. Introduction

In formal analysis of visual art, elements such as line, color,
shape, texture, and space serve as fundamental building
blocks that artists manipulate to convey ideas and emo-
tions [2, 15, 16, 19, 21]. The arrangement of these elements
within a composition not only in�uences aesthetic appeal
but also communicates meaning beyond mere representa-
tion. Heinrich W¤olf�in identi�ed key stylistic characteris-
tics in art and introduced �ve contrasting pairs of principles:
linear vs. painterly, closed vs. open, planar vs. recessional,
multiplicity vs. unity, and absolute vs. relative [35]. These
principles provide a structured framework for analyzing vi-
sual art across different styles and periods. Originally de-
veloped to examine stylistic evolution, especially between
the Renaissance and Baroque periods, W¤olf�in�s framework
remains widely applicable for understanding artistic com-
position and the formal qualities of paintings. Quantify-
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Figure 1. Examples of W¤olf�in�s principles predicted for famous
paintings using our metric, WP-CLIP.

ing these principles computationally can enable automated
analysis of artistic styles, offering new insights into artistic
techniques, comparisons of art movements and styles, and a
deeper understanding of visual composition.

Quantifying the formal analysis of paintings using vi-
sual elements is challenging due to the limited availabil-
ity of direct annotations [25]. Moreover, predicting artistic
concepts from visual elements using the �ve W¤olf�in�s prin-
ciples is challenging due to their complexity and nuance.
In this work, we utilize the annotated dataset on W¤olf�in�s
principles provided by [22] to develop a metric that predicts
scores for each principle based on an image. Currently, no
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single metric exists that predicts all �ve of W¤olf�in�s prin-
ciples in visual art. Recent studies have demonstrated that
vision-language models (VLMs) can evaluate or score ab-
stract attributes in images [34]. These VLM-based metrics
are gaining signi�cant attention, as such models are pre-
trained on large and diverse datasets, enabling them to learn
both semantic and visual information. This allows them
to generalize effectively to tasks involving abstract image
characteristics, such as style, mood, creativity, and aesthetic
quality. Speci�cally, CLIP-IQA leverages CLIP in a zero-
shot manner using the antonym pair �good photo� and �bad
photo�, which naturally generalizes to other antonym pairs
related to abstract perception, such as happy, natural, scary,
complex, and more. We take a similar approach by treating
the W¤olf�in�s pairs as antonym pairs and �rst investigate
whether CLIP or CLIP-IQA understands W¤olf�in�s princi-
ples. Our �ndings indicate that they do not. Therefore, we
further �ne-tune CLIP to develop a more effective metric.

Our metric evaluates the paintings by assigning a range
of scores for each of the W¤olf�in�s principles, as presented
in Figure 1. Renoir�s �La Grenouill‘ere� (Figure 1(c)) ex-
hibits a more painterly and open composition compared to
the other paintings. Additionally, it is distinctly recessional,
conveying a greater sense of depth, whereas the composi-
tions in Figure 1(b) and Figure 1(d) appear more planar.
Vermeer�s �Girl with a Pearl Earring� (Figure 1(b)) demon-
strates higher absolute clarity and unity relative to the other
paintings. Both Andy Warhol�s pop art piece (Figure 1(d))
and Vermeer�s painting (Figure 1(b)) exhibit a more closed
composition compared to the paintings in Figure 1(a) and
Figure 1(c). The �Adoration of the Magi� by Sandro Bot-
ticelli (Figure 1(a)) and Renoir�s �La Grenouill‘ere� (Fig-
ure 1(c)) display greater unity, as the colors blend into
one another. In contrast, �Girl with a Pearl Earring� (Fig-
ure 1(b)) and Warhol�s work (Figure 1(d)) align more with
the principle of multiplicity, as the �gures and objects are
distinct with well-de�ned boundaries. More details on these
principles is provided in Section 3.1.

In summary, our contributions are as follows:
� We propose WP-CLIP, the �rst vision-language-based

metric that predicts �ve scores corresponding to
W¤olf�in�s principles for an art image. To develop this
metric, we �ne-tune the CLIP-ViT-B/32 model on an ex-
isting dataset that contains real art images annotated with
W¤olf�in�s principles.

� We evaluate the accuracy of our WP-CLIP model on
GAN-generated art test images, despite being trained on
real art images, demonstrating its ability to generalize
across different dataset distributions. Furthermore, we
compare WP-CLIP against Gemini-2.5-pro [20] showing
that even advanced proprietary models fall short in accu-
rately analyzing these principles.

� We assess WP-CLIP�s effectiveness in analyzing art

movements from the Pandora-18K art dataset [14], high-
lighting its versatility in art analysis.

� We further analyze WP-CLIP�s predicted scores using t-
SNE to evaluate their effectiveness in distinguishing syn-
thetic from real art. The same approach is used to explore
whether these principles can identify photographic styles
and their relationships.

� Finally, we use Disco Diffusion to generate art by lever-
aging guidance from both CLIP and WP-CLIP, enhancing
the generative process and creating diverse artworks.

2. Related Work
Previously studies have utilized speci�c features such as
brushstrokes, emotion, color-based attributes, and their
combination to analyze visual art [26, 30, 38, 39]. However,
W¤olf�in�s principles differ from these as they are more in-
tricate, and nuanced and cannot be assessed for a painting
solely based on these spatial characteristics [8, 22]. This
suggests that analyzing visual art demands a deeper and
more comprehensive approach. Recent studies focus on
evaluating paintings through the embedding space of neu-
ral networks, harnessing their capability to capture intricate
patterns instead of depending on manually designed fea-
tures [3, 6, 7, 10, 17, 18, 36]. In our work, we have a similar
objective of developing a metric that analyzes visual art us-
ing the embeddings of a pre-trained model. These studies
focus more on classi�cation, style similarity, style group-
ing, and, more recently, descriptive analysis [4], as well as
out-of-distribution (OOD) detection using PCA on CLIP�s
vision embedding [24]. In comparison, we focus on pre-
dicting W¤olf�in�s principles by directly utilizing the vision
and language embeddings of CLIP [29]. We aim to quantify
formal analysis, inspired by recent studies [15, 32]. While
these studies used LLM prompting, we developed a metric
based on annotations on the pairs in W¤olf�in�s principles.
We believe that, in the future, LLMs can assist in extending
our metric to other concept pairs.

Elgammal et. al. �ne-tuned an ImageNet-pretrained con-
volutional neural network (CNN) on the WikiArt dataset to
classify various art styles [13]. They found that visualiz-
ing the modes of variation provided valuable insights into
how the networks consistently captured the evolution and
characteristics of art styles. By performing dimensionality
reduction using Principal Component Analysis (PCA) and
Locally Linear Embedding (LLE), they observed a high cor-
relation between the �rst and second dimensions of the net-
work�s intermediate activations and W¤olf�in�s principles.
This approach allowed them to investigate how well the
network captured deeper stylistic elements beyond the ba-
sic art style classi�cation it was designed for. Cetinic et
al. used a similar approach, leveraging the features learned
by the model as embeddings and training on the annotated
data collected by Elgammal et. al. to quantify and predict
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W¤olf�in�s pairs [8]. In these models, separate models were
trained to predict a score for each W¤olf�in�s principle. In
contrast, we developed a single model to predict all �ve
of W¤olf�in�s principles using both the image and language
embeddings of the Vision-Language Model CLIP.

3. Method
Extending CLIP to predict artistic concept score based on
the �ve W¤olf�in�s principles is challenging due to the con-
trastive and ambiguous nature of these aesthetic principles.
This complexity can be understood from the descriptions
provided in Section 3.1. To successfully adapt CLIP for
this task, we introduce the dataset used for CLIP �netuning
in Section 3.2. We then outline our training and inference
strategies for artistic style assessment in Section 3.3.

3.1. W¤olf�in�s Five Principles
The principles consist of �ve scales, each with two contrast-
ing categories:
1. Linear vs. Painterly: Art can be characterized by either

a focus on clear, linear outlines or a more �uid, painterly
approach emphasizing color and texture.

2. Closed vs. Open: Closed forms have de�ned boundaries,
while open forms suggest an incomplete or in�nite space
beyond the artwork�s edges.

3. Absolute vs. Relative Clarity: Absolute clarity presents
objects with sharp details for realism, while relative clar-
ity contextualizes objects, using techniques like atmo-
spheric perspective to convey depth and mood.

4. Planar vs. Recessional: Planar art emphasizes �atness
and surface, while recessional art creates depth through
perspective, focusing on the illusion of space.

5. Multiplicity vs. Unity: Multiplicity incorporates various
elements or perspectives with clearly de�ned �gures and
objects, whereas unity focuses on harmony and coher-
ence, with colors appearing seamlessly blended within
the artwork.

These contrasting categories, which make up W¤olf�in�s �ve
principles, are valuable for the formal analysis of visual art
styles in paintings. Please note that W¤olf�in acknowledged
the interrelatedness and overlap among artistic principles,
and our model captures these nuances effectively.

3.2. Dataset used
In a recent study, Jha et al. annotated W¤olf�in�s principles
on images of 1,000 real paintings [22]. The selected images
are diverse, with 170 artworks chosen from each century
spanning from the 1400s to the 2000s. To facilitate the an-
notation process, they developed an interface that �rst trains
participants to identify each principle before starting the
task. We used this dataset to train our W¤olf�in�s principles
CLIP (WP-CLIP) model. Furthermore, Jha et al. annotated
W¤olf�in�s principles on 800 art images, with 400 generated
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Figure 2. Samples from the W¤olf�in�s Affective Generative Anal-
ysis dataset. We use the 1000 real art images for training and the
800 GAN-generated art images as our test set.

using StyleGAN2 [23] and 400 using StyleCAN (Creative
Adversarial Networks) [12]. These 800 generated images
serve as our test set. Figure 2 provides examples from the
training and test sets, showcasing both real and generated
art images. The scores for each principle pair (e.g., Linear
vs. Painterly) range from 0 to 1, indicating that the closer a
score is to 1, the more Painterly the image is, and vice versa.

3.3. Training and Inference
Fine-tuning CLIP to understand W¤olf�in�s principles.
We �rst tested whether CLIP (ViT-B/32) and CLIP-IQA
(which uses ResNet-50) can understand W¤olf�in�s princi-
ples. As shown in Table 2, we found that these principles
are not inherently captured in the data that CLIP was trained
on. Despite being a foundation model trained on a large-
scale vision and language dataset, CLIP shows no correla-
tion with W¤olf�in�s pairs. Therefore, we �ne-tune the CLIP
(ViT-B/32) model using the formulation employed in CLIP-
IQA, where CLIP (ResNet-50) was originally used.

We utilize CLIP (ViT-B/32)�s pre-trained text and image
encoders. First, we compute the similarity scores between a
test image and its corresponding textual prompts using the
following equation:

s = fI • fT (1)

where fI is the encoded image feature, and fT is the
encoded text feature.

For each antonym pair of texts (e.g., wpt1 = �Linear�
and wpt2 = �Painterly�), we compute their respective sim-
ilarity scores as

swpt1 = fI • fwpt1 , swpt2 = fI • fwpt2 (2)

The �nal score for an antonym pair is calculated as

�swp =
swpt1

swpt1 + swpt2
(3)
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W¤olf�in�s Principle MSE with GT-Score

Absolute-Relative 0.0269
Closed-Open 0.0178

Linear-Painterly 0.0151
Multiplicity-Unity 0.0248

Planar-Recessional 0.0182

Mean 0.0206

Table 1. Mean Squared Error (MSE) computed against ground-
truth W¤olf�in�s principle scores (GT-Scores).

Thus, each �swp � [0, 1].
Our loss function is the mean squared error (MSE) be-

tween the predicted score and the ground truth score sgt
wp,

as collected by [22]:

Lwp = MSE(�swp, sgt
wp) (4)

Since our goal is to �ne-tune our modi�ed CLIP frame-
work to predict a score for each of the �ve W¤olf�in�s prin-
ciples, we aggregate the MSE loss across all principles.

The total loss is computed as

Ltotal =
5�

i=1

Lwpi (5)

Inference. After �ne-tuning CLIP�s text and image en-
coders on W¤olf�in�s principles, represented as antonym pair
text prompts and their corresponding images, we compute
the �ve scores for each principle using Equation 3.

4. Experiments
4.1. Accuracy
In Table 1, we demonstrate that our WP-CLIP model accu-
rately predicts the WP-Score for images in the test dataset,
achieving low MSE for each principle. Although our metric
is �ne-tuned on 1,000 real art images, it maintains strong
performance on the test dataset, which consists exclusively
of generated images.

Additionally, we evaluate whether the WP-CLIP metric
can accurately rank images for each principle. As shown
in Table 2, the rankings predicted by WP-CLIP exhibit a
positive correlation with the ground truth. In contrast, mod-
els such as CLIP and CLIP-IQA, which are not designed
for this task, perform poorly, as expected. This underscores
the necessity of employing WP-CLIP, as it facilitates more
accurate predictions in this context by effectively capturing
the nuances and complexities of the W¤olf�in�s principles.

4.2. Comparison with Gemini-2.5-pro
While variants of CLIP struggle with accurately predict-
ing W¤olf�in�s principles scores, more advanced vision-
language models (VLMs), particularly proprietary ones,

W¤olf�in�s Principle CLIP CLIP-IQA WP-CLIP (Ours)

Absolute-Relative -0.06 -0.02 0.54
Closed-Open -0.04 -0.04 0.39

Linear-Painterly 0.05 -0.10 0.57
Multiplicity-Unity 0.06 -0.04 0.30

Planar-Recessional 0.06 0.06 0.33

Table 2. Spearman Rank Correlation Coef�cient (SRCC) for
W¤olf�in�s Principles.

Prompt for Analyzing W¤olf�in Principles

You are an art critic skilled in formal
analysis. Using W¤olfflin�s five
principles of art criticism, conduct a
formal analysis of the two paintings
shown in the figure.

Evaluate the paintings on the Left and Right
according to the following principle:
Linear style vs Painterly style.

Respond only with a valid JSON in the format
shown below:

{
"Left painting has more Linear style":

true|false,
"reasoning": "Brief explanation in 200 words

of why you think the left painting has
more Linear style and the right
painting has more Painterly style, or
vice versa."

}

Figure 3. The default prompt used for evaluating the Gemini-2.5-
pro�s ability to reason about W¤olf�in�s principles.

may already possess the capability to perform well on this
task. Currently, proprietary VLMs are among the most
advanced models in terms of reasoning capabilities, con-
sistently outperforming open-source VLMs on benchmarks
involving complex mathematical reasoning [27], cross-
disciplinary multimodal understanding [37], physical world
comprehension [9], and visual quality assurance in video
games [31]. In our evaluation, we compare against Gemini-
2.5-pro [20], a leading model across these benchmarks.

We conducted an initial evaluation using popular
WikiArt images and a carefully crafted prompt, as illus-
trated in the Figure 3. Since proprietary VLMs typically
may not output a regression score like our model, hence we
instead tasked Gemini-2.5-pro with comparing two paint-
ings based on a speci�c W¤olf�in�s principle. The model
accurately assessed all the initially selected pairs, demon-
strating a clear understanding of the task.

Encouraged by these results, we proceeded to test the
model on pairs of GAN-generated images from the test

410



W¤olf�in�s Principle Accuracy (Count / %)

Gemini-2.5-pro WP-CLIP (Ours)

Set 1: |GT1 � GT2| > 1 with mean – std: 1.16 – 0.26
Absolute-Relative 11 / 55% 16 / 80%

Closed-Open 10 / 50% 13 / 65%
Linear-Painterly 17 / 85% 17 / 85%

Multiplicity-Unity 10 / 50% 11 / 55%
Planar-Recessional 9 / 45% 14 / 70%

Total 57% 71%

Set 2: |GT1 � GT2| > 2 with mean – std: 2.09 – 0.14
Absolute-Relative 13 / 65% 18 / 90%

Closed-Open 12 / 60% 19 / 95%
Linear-Painterly 18 / 90% 20 / 100%

Multiplicity-Unity 8 / 40% 17 / 55%
Planar-Recessional 14 / 70 % 17 / 85%

Total 65% 91%

Table 3. Comparing WP-CLIP(ours) with Gemini-2.5-pro.

dataset used earlier in Section 4.1. For each W¤olf�in�s prin-
ciple, we randomly selected 20 image pairs in which the
ground-truth score difference between the images was at
least 1 or 2 on a 1�5 scale, ensuring suf�cient perceptual
distinction within each pair. This approach resulted in two
distinct sets of 100 pairs: Set 1, which is more challeng-
ing, comprises pairs with a mean GT-score difference of
1.16 and a standard deviation of 0.26; Set 2 is compara-
tively easier, consisting of pairs with score differences of
2 or more. As shown in Table 3, WP-CLIP signi�cantly
outperforms Gemini-2.5-pro, achieving 71% and 91% accu-
racy on Set 1 and Set 2 respectively, compared to 57% and
65% by Gemini-2.5-pro. Linear versus Painterly style was
the easiest principle to predict, whereas Multiplicity versus
Unity was the most challenging principle for both models.

4.3. Analyzing Major Art Movements
Since we know that our model works well on the test
dataset. In this section, we analyze the major art move-
ments using the predicted W¤olf�in�s principles and sort the
paintings according to predicted W¤olf�in�s principles. This
serves as a qualitatively examination for the model, since
studying art history via W¤olf�in�s principles has already
been established. Speci�cally, we evaluated our WP-CLIP
on the Pandora-18k art dataset for artistic movement recog-
nition [14]. This dataset was acquired in three steps. First,
images were collected from various websites online and
also WikiArt, along with their corresponding art movement
labels. Next, non-art experts manually reviewed the images
and removed those containing sculptures or 3D objects. Fi-
nally, an art expert reviewed the entire dataset and �ltered
out �non-artistic� images. This three-step process resulted
in a dataset of 18,040 artistic images spanning 18 art move-
ments (e.g., Rococo, Symbolism, and Romanticism).

Linear Painterly

Impressionism

Symbolism

WP-CLIP(Linear-Painterly):0.94

WP-CLIP(Linear-Painterly):0.95

WP-CLIP(Linear-Painterly):0.23

Pop Art

Cubism

WP-CLIP(Linear-Painterly):0.30

(a)

(b)

(c)

(d)

Figure 4. Predicted Linear-Painterly scores1 by WP-CLIP for 18
art movements in the Pandora-18k art dataset.

According to the Linear principle, the composition em-
phasizes outlines and contours, with clearly de�ned edges
that structure the artwork (e.g., Renaissance art). Con-
versely, according to the Painterly principle, the composi-
tion focuses on light, color, and texture, with softer and less
distinct boundaries (e.g., Baroque art). As seen in Figure 4,
paintings from Impressionism, Symbolism, Romanticism,
and Baroque are classi�ed as more Painterly, while Cubism
and Pop Art are categorized as more Linear. The predicted
order by our metric closely aligns with the analysis by Ce-
tinic et al. on the WikiArt dataset [8], where art movements
have been sorted by the Linear versus Painterly principle.

The painting �Flowers and carpet (Pansies)� by Paul
Gaugin (Figure 4 (a)) is considered more Painterly by our
WP-CLIP metric as Gaugin used thick brushstrokes and ex-
pressive colors. Similarly, �To Robert Schumann� by Henri
Fantin-Latour (Figure 4 (b)) is also categorized as more
Painterly, as the group portrait features a variety of brush-
strokes, both thick and thin, resulting in blurred shapes and
outlines while still providing a comprehensible illustration
of an opera scene. On the other hand, �The Mechanic� by
Fernand L·eger (Figure 4 (c)), which depicts a working man
in a futuristic modern industrial society, is classi�ed as more
Linear. This is due to the mechanic�s distinctly tubular-

1WP-CLIP scores shown for the art images on the right (here and in
later �gures) refer to individual images, not the overall art movement.
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Closed Open

Byzantine Iconography

WP-CLIP(Closed-Open):0.18
Early Renaissance

WP-CLIP(Closed-Open):0.14

Impressionism

WP-CLIP(Closed-Open):0.92

Post Impressionism

WP-CLIP(Closed-Open):0.93

(a)

(b)

(c)

(d)

Figure 5. Predicted Closed-Open scores by WP-CLIP for 18 art
movements in the Pandora-18k art dataset.

shaped body and the intricate, sharply de�ned geometric
shapes in the background. The Large Trademark with Eight
Spotlights� by Edward Ruscha ((Figure 4 (d)) is also catego-
rized as more Linear. This classi�cation stems from its de-
piction of a logo in a long horizontal format, reminiscent of
an opening credit scene in movies, with three-dimensional
typography rendered in sharp linear perspective.

The Open Form principle extends beyond the artwork�s
edges, suggesting a sense of unending space beyond the
�eld of view. In contrast, in the Closed Form principle, art
is self-contained, concentrating the observer�s attention on
the content within its boundaries. The Open form princi-
ple is evident in paintings such as �Blue Courtyard, Arenys
de Munt� by Santiago Rusi�nol and �Boathouse in Argen-
teuil� by Gustave Caillebotte (Figure 5 (a) and (b)). These
works convey a strong sense of a speci�c place, enriched
by the surrounding environment, which contributes to the
feeling of continuity beyond the canvas. On the contrary,
the Byzantine Icons art (Figure 5 (c)) features religious �g-
ures focused on the subject within the image. Similarly, the
painting �Saint Anthony Abbot and Michael the Archangel�
by Filippo Lippi (Figure 5 (d)) is a pair of panels from a
triptych and employs linear perspective to depict full-body
portraits of two signi�cant �gures, Saint Anthony the Abbot
and Saint Michael, adopting a more Closed Form approach.

A composition that follows the Planar principle orga-

Planar Recessional

Fauvism

WP-CLIP(Planar-Recessional):0.79

Baroque

WP-CLIP(Planar-Recessional):0.85

Early Renaissance

WP-CLIP(Planar-Recessional):0.20

WP-CLIP(Planar-Recessional):0.18

Byzantine Iconography

(a)

(b)

(c)

(d)

Figure 6. Predicted Planar-Recessional scores by WP-CLIP for 18
art movements in the Pandora-18k art dataset.

nizes elements into parallel planes with clear layers from
foreground to background. In contrast, a composition that
adheres more to the Recessional principle arranges objects
and contrasting colors to depict spatial depth through diago-
nal lines and dynamic movement. Baroque art typically in-
corporates diagonal lines that recede into the picture plane,
and our metric effectively identi�es this characteristic in the
painting shown in Figure 6 (a), classifying it as more Re-
cessional. Similarly, The Woman on the Bank of the River
by Pyotr Konchalovsky conveys a sense of depth, with the
portrait subject in the foreground and the river in the dis-
tance, enhancing the feeling of depth in the background
landscape. The Early Renaissance painting and Byzantine
Icons art (Figure 6 (c) and (d)) do not depict depth in the
same way; instead, they have elements arranged in layers,
making them clearly more Planar. Our metric accurately
categorizes paintings from Fauvism, Post-Impressionism,
and Baroque as more Recessional, while High Renaissance,
Early Renaissance, and Byzantine Iconography are identi-
�ed as more Planar.

Paintings that adhere to the Unity principle feature less
distinguishable �gures and objects, appearing more blended
together. In contrast, the Multiplicity principle emphasizes
clear, distinct �gures and separate elements. For exam-
ple, �Village at Sunset� by Van Gogh (Figure 7(a)) and the
Rococo painting of fruit assortments (Figure 7(b)) exhibit



Multiplicity Unity

Post Impressionism

WP-CLIP(Multiplicity-Unity):0.92

WP-CLIP(Multiplicity-Unity):0.91

Rococo

WP-CLIP(Multiplicity-Unity):0.16

WP-CLIP(Multiplicity-Unity):0.20

Pop Art

Early Renaissance

(a)

(b)

(c)

(d)

Figure 7. Predicted Multiplicity-Unity scores by WP-CLIP for 18
art movements in the Pandora-18k art dataset.

darker tones, causing colors to merge and �gures to appear
fused. On the other hand, in the pop art piece �The Defend-
ers� by Rosalyn Drexler (Figure 7(c)) and �Virgin Annunci-
ate� by Fra Angelico (Figure 7(d)), the �gures are distinctly
separated with clearly de�ned boundaries.

In Absolute Clarity, �gures and objects are brighter or il-
luminated, with well-de�ned edges, ensuring that forms are
sharply distinguishable, whereas in Relative Clarity, bound-
aries are softer and less de�ned. As a result, Absolute Clar-
ity ensures that every detail in the painting is clearly visible,
while Relative Clarity focuses more on the overall compo-
sition rather than individual elements. This is evident in the
Rococo and Romanticism paintings in Figure 8 (a) and (b),
where the �gures blend into a more cohesive composition,
demonstrating Relative clarity. In contrast, the painting by
Catrin Welz-Stein and the High Renaissance artworks fea-
ture distinctly de�ned �gures, exhibiting a stronger sense of
Absolute clarity.

4.4. Synthetic Art Detection

We present the results of our analysis using WP-CLIP�s pre-
dicted scores as features for synthetic art detection on the
dataset from [5], shown in Figure 9. We project the �ve
principles into three dimensions using t-SNE [33] to ex-
amine whether WP-CLIP�s predicted scores form distinct
clusters for real and fake art images. In the �gure, real and

Absolute Relative

Surrealism 

High Renaissance 
WP-CLIP(Absolute-Relative):0.15

WP-CLIP(Absolute-Relative):0.17

WP-CLIP(Absolute-Relative):0.95

Rococo 

WP-CLIP(Absolute-Relative):0.95

Romanticism

Figure 8. Predicted Absolute-Relative scores by WP-CLIP for 18
art movements in the Pandora-18k art dataset.

Fake

Real

Figure 9. The t-SNE projection shows how predicted scores may
distinguish real and fake images, highlighting formal analysis�s
role in synthetic art detection.�

fake images appear visually similar, making them dif�cult
to distinguish. However, WP-CLIP�s predicted scores seem
to separate real and synthetic images into distinct clusters.
This suggests that formal analysis based on W¤olf�in�s prin-
ciples could be effective for synthetic art detection.



Figure 10. This t-SNE projection illustrates how predicted scores
provide meaningful features for distinguishing photography styles.

4.5. Photography Style Recognition
Following the same approach as before in Section 4.4,
we project the scores for photography styles in the AVA
dataset [28] using t-SNE. Figure 10 shows that images of
distinct photography styles tend to cluster around their re-
spective centroids. �Cityscape� and �landscape� images are
close together, with �architecture� images nearby. Similarly,
�fooddrink,� ��oral,� and �still life� styles form a neighboring
group. Additionally, �animal� images are positioned closer
to �portrait� styles. This experiment suggests that formal
analysis via W¤olf�in�s principles provide a meaningful set
of distinguishable features for photography styles.

4.6. Art Generation Using WP-CLIP Guidance
We make use of Disco Diffusion [1], a CLIP-guided diffu-
sion based AI image generator capable of utilizing multiple
CLIP models to create visually appealing art images. Ini-
tially, we experiment with standard CLIP guidance before
incorporating WP-CLIP for diffusion control. As shown in
Figure 11, our WP-CLIP model has forgotten the original
CLIP model�s semantic knowledge, becoming more attuned
to W¤olf�in�s principles. To achieve a balance, we integrate
both CLIP and WP-CLIP in the image generation process,
allowing WP-CLIP to infuse the speci�ed principle into the
output. As demonstrated in Figure 11, this approach en-
ables us to generate variations that align with the desired
W¤olf�in�s principles in the resulting artwork.

5. Conclusion
We present WP-CLIP, a model that learns to predict con-
trasting W¤olf�in�s principles. Predicting artistic concepts
based on the �ve W¤olf�in�s principles solely from visual
elements is challenging due to their complex and nuanced
nature. By �ne-tuning a large pre-trained vision-language
model, we leverage rich semantic features to learn scores
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Figure 11. Artistic images generated with Disco Diffusion, guided
by CLIP and WP-CLIP. Prompt: �A beautiful painting of a singular
lighthouse, shining its light across a tumultuous sea of blood by
greg rutkowski and thomas kinkade. Trending on artstation.�

for W¤olf�in�s principles. Through comprehensive exper-
iments, we demonstrated its applicability in various visual
art analyses, including assessing artistic style, art movement
attribution, synthetic art detection, and photographic style
recognition. Our �ndings highlight the relevance of formal
analysis based on visual elements of art for these diverse
tasks. Beyond analysis, WP-CLIP has the potential to guide
the generation of art, making it a valuable tool as generative
art becomes increasingly prevalent.

A recent study emphasized that W¤olf�in�s principles are
not atemporal and must be expanded with additional con-
cepts to effectively account for the evolving characteris-
tics of generative art [11]. Complementary research has
explored formal analysis by prompting LLMs with vari-
ous types of concepts [25, 32]. Alongside these advance-
ments, our framework can incorporate additional concept
pairs, broadening its applicability in future research.
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