








where i ∈ [1, . . . , S] denotes the model’s stage and M̃(i) =

αM̂(i) + (1 − α)M(i) is a linear combination of the gen-
erated motion M̂(i) and the ground truth M(i). The second
term, the gradient penalty, offers more stable training.

The reconstruction loss ensures that the model does not
collapse to generating only a limited subset of movements
and can reconstruct real motion sequences from a fixed la-
tent vector, so the generators are supervised by an L1 loss:

Lrec =
∥∥∥Gi(M̂

(i−1), z∗
i )−M(i)

∥∥∥
1

, (2)

where z∗
i is a predefined noise embedding used to learn the

reconstruction of M(i).
The foot contact consistency loss ensures realistic foot

contact in the generated motions:

Lcon =
1

T |F|
∑
j∈F

T∑
t=1

‖vt,j‖22 · σ(Ct,j), (3)

where vt,j is the velocity of foot joint j at time t, F is the
set of foot joints, C denotes the contact features of the foot
joints, and σ(·) represents a skewed Sigmoid function to
estimate the contact probability.

Our overall loss for the final training stage (i = S) is
summarized as:

L = λadvLadv + λrecLrec + λconLcon, (4)

where λadv, λrec, and λcon are weighting coefficients that
balance the contribution of each loss component. For the
intermediate stages (i < S), the training objective omits the
foot contact term (Lcon).

3.2.2. Training and Inference
Our model is trained once over all input motions, with each
motion sequence provided in a separate batch. This is in
contrast to prior single-shot GAN models such as GAN-
imator [19], which require training a distinct model for each
individual motion. Attempts to train one of these models on
several input motions simultaneously result in poor results,
as can be seen in our ablation experiments (Table 1 and Ta-
ble 2). Training is performed stage-by-stage, where each
generator and discriminator pair is trained independently
while keeping the other stages fixed. During training, our
model receives a skeleton id map where each motion is as-
signed a unique identifier. This map allows the model to as-
sociate specific motion characteristics with corresponding
identity channels.

At inference time, the skeleton id map can be dynami-
cally modified to control the generated output. We use a
combined map that encodes both input motions, allowing
the model to blend or switch between motions depending
on the configuration of the skeleton id map. As the map
changes, the generator adapts accordingly, enabling condi-
tional blending.

Figure 4. L2 velocity (top) and acceleration (bottom) per joint for
a blended motion from the 100STYLE dataset. The dotted vertical
lines indicate the transition window where the two motions are
merged. The relatively low values within this region suggest a
smooth transition between the two input motions.

The training and inference processes are schematically
represented in Fig. 3, where the first motion is assigned a
skeleton identity map filled with zeros, and the second with
ones. During inference, the skeleton id map is combined
and assigned the first half of the frames to zero and the sec-
ond half to one, resulting in a smooth transition that begins
with the first motion and transitions into the second.

4. Experiments
4.1. Experimental setup
We evaluate our blending method on two datasets, the Mix-
amo [2] and the 100STYLE [21]. For the Mixamo bench-
mark, we select a subset of 24 joints from the original 65-
joint skeleton to focus on the key motion patterns. For the
100STYLE dataset, since unedited motion captured BVH
files are provided for each type of movement, we trim the
sequences to retain only the segments that contain meaning-
ful motion. Our model implementation is in PyTorch [25],
and all experiments are conducted on an NVIDIA GeForce
RTX 4090 GPU. The training sequences range in length
from 75 frames to 900 frames per motion, depending on the
selected dataset, subsampled at 30 FPS. The training time
is proportional to the training sequence length, e.g., taking
about 3 hours to train our model on a motion sequence with
around 360 frames and 15,000 iterations per level across all









References
[1] Kfir Aberman, Peizhuo Li, Dani Lischinski, Olga Sorkine-

Hornung, Daniel Cohen-Or, and Baoquan Chen. Skeleton-
aware networks for deep motion retargeting. ACM Transac-
tions on Graphics (TOG), 39(4), 2020. 1, 2, 4

[2] Adobe Systems Inc. 2021. Mixamo. https://www.
mixamo.com/. 5, 6, 7, 8

[3] Okan Arikan and David A. Forsyth. Interactive motion gen-
eration from examples. ACM Transactions on Graphics
(TOG), 21(3):483–490, 2002. 1, 2

[4] Okan Arikan, David A. Forsyth, and James F. O’Brien. Mo-
tion synthesis from annotations. In Proc. ACM SIGGRAPH,
pages 402–408, 2003. 1

[5] Nikos Athanasiou, Mathis Petrovich, Michael J. Black, and
Gül Varol. TEACH: Temporal action composition for 3D
humans. In Proc. International Conference on 3D Vision
(3DV), pages 414–423, 2022. 2

[6] Norman I. Badler, Cary B. Phillips, and Bonnie Lynn Web-
ber. Simulating Humans: Computer Graphics, Animation,
and Control. Oxford University Press, Inc., 1993. 2

[7] German Barquero, Sergio Escalera, and Cristina Palmero.
Seamless human motion composition with blended posi-
tional encodings. In Proc. IEEE/CVF Conference on Com-
puter Vision and Pattern Recognition (CVPR), pages 457–
469, 2024. 2

[8] Yinglin Duan, Tianyang Shi, Zhengxia Zou, Yenan Lin,
Zhehui Qian, Bohan Zhang, and Yi Yuan. Single-
shot motion completion with transformer. arXiv preprint
arXiv:2301.12345, 2021. 3

[9] Anindita Ghosh, Noshaba Cheema, Cennet Oguz, Christian
Theobalt, and Philipp Slusallek. Synthesis of compositional
animations from textual descriptions. In Proc. IEEE/CVF
International Conference on Computer Vision (ICCV), pages
1396–1406, 2021. 2

[10] Ian J. Goodfellow, Jean Pouget-Abadie, Mehdi Mirza, Bing
Xu, David Warde-Farley, Sherjil Ozair, Aaron Courville, and
Yoshua Bengio. Generative adversarial networks. In Ad-
vances in Neural Information Processing Systems, 2014. 2

[11] Ishaan Gulrajani, Faruk Ahmed, Martin Arjovsky, Vincent
Dumoulin, and Aaron C. Courville. Improved training of
Wasserstein GANs. In Advances in Neural Information Pro-
cessing Systems, pages 5769–5779, 2017. 4

[12] Félix G. Harvey, Mike Yurick, Derek Nowrouzezahrai, and
Christopher Pal. Robust motion in-betweening. ACM Trans-
actions on Graphics (TOG), 39(4), 2020. 2

[13] Phillip Isola, JunYan Zhu, Tinghui Zhou, and Alexei A.
Efros. Learned queries for efficient local attention. In
Proc. IEEE/CVF Conference on Computer Vision and Pat-
tern Recognition (CVPR), pages 1125–1134, 2017. 3

[14] Korrawe Karunratanakul, Konpat Preechakul, Supasorn
Suwajanakorn, and Siyu Tang. Guided motion diffusion for
controllable human motion synthesis. In Proc. IEEE/CVF
International Conference on Computer Vision (ICCV), pages
2151–2162, 2023. 2

[15] Idan Kligvasser, Tamar Rott Shaham, Noa Alkobi, and
Tomer Michaeli. BlendGAN: Learning and blending the in-

ternal distributions of single images by spatial image-identity
conditioning. arXiv preprint arXiv:2212.01589, 2022. 3

[16] Lucas Kovar and Michael Gleicher. Automated extraction
and parameterization of motions in large data sets. ACM
Transactions on Graphics (TOG), 23(3):559–568, 2004. 2

[17] Lucas Kovar, Michael Gleicher, and Frédéric Pighin. Mo-
tion graphs. ACM Transactions on Graphics (TOG), 21(3):
473–482, 2002. 1, 2

[18] Chuan Li and Michael Wand. Precomputed real-time texture
synthesis with Markovian generative adversarial networks.
In Proc. European Conference on Computer Vision (ECCV),
pages 702–716, 2016. 3

[19] Peizhuo Li, Kfir Aberman, Zihan Zhang, Rana Hanocka, and
Olga Sorkine-Hornung. GANimator: Neural motion synthe-
sis from a single sequence. ACM Transactions on Graphics
(TOG), 41(4), 2022. 1, 3, 5, 6, 8

[20] Hung Yu Ling, Fabio Zinno, George Cheng, and Michiel
van de Panne. Character controllers using motion VAEs.
ACM Transactions on Graphics (TOG), 39(4), 2020. 2

[21] Ian Mason, Sebastian Starke, and Taku Komura. Real-time
style modelling of human locomotion via feature-wise trans-
formations and local motion phases. Proceedings of the ACM
on Computer Graphics and Interactive Techniques (CGIT), 5
(1), 2022. 5, 6

[22] Tomohiko Mukai and Shigeru Kuriyama. Geostatistical mo-
tion interpolation. ACM Transactions on Graphics (TOG),
24(3):1062–1070, 2005. 2

[23] Boris N. Oreshkin, Antonios Valkanas, Felix G. Har-
vey, Louis-Simon Menard, Florent Bocquelet, and Mark J.
Coates. Motion in-betweening via deep ∆-interpolator.
IEEE Transactions on Visualization and Computer Graphics
(TVCG), 30(8):5693–5704, 2024. 2

[24] Taesung Park, Ming-Yu Liu, Ting-Chun Wang, and Jun-Yan
Zhu. Semantic image synthesis with spatially-adaptive nor-
malization. In Proc. IEEE/CVF Conference on Computer
Vision and Pattern Recognition (CVPR), pages 2332–2341,
2019. 1, 2, 4

[25] Adam Paszke, Sam Gross, Francisco Massa, Adam Lerer,
James Bradbury, Gregory Chanan, Trevor Killeen, Zeming
Lin, Natalia Gimelshein, Luca Antiga, Alban Desmaison,
Andreas Köpf, Edward Yang, Zach DeVito, Martin Raison,
Alykhan Tejani, Sasank Chilamkurthy, Benoit Steiner, Lu
Fang, Junjie Bai, and Soumith Chintala. PyTorch: An imper-
ative style, high-performance deep learning library. In Proc.
International Conference on Neural Information Processing
Systems (NeurIPS), pages 8024–8035, 2019. 5

[26] Ethan Perez, Florian Strub, Harm de Vries, Vincent Du-
moulin, and Aaron Courville. FiLM: Visual reasoning with
a general conditioning layer. In Proc. AAAI Conference on
Artificial Intelligence, pages 3942–3951, 2018. 6

[27] Mathis Petrovich, Michael J. Black, and Gül Varol. TEMOS:
Generating diverse human motions from textual descriptions.
In Proc. European Conference on Computer Vision (ECCV),
pages 480–497, 2022. 2

[28] Jia Qin, Youyi Zheng, and Kun Zhou. Motion in-betweening
via two-stage transformers. ACM Transactions on Graphics
(TOG), 41(6), 2022. 2

444




