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Abstract

Road safety assessments are critical yet costly, especially in
Low- and Middle-Income Countries (LMICs), where most
roads remain unrated. Traditional methods require expert
annotation and training data, while supervised learning-
based approaches struggle to generalise across regions. In
this paper, we introduce V-RoAst, a zero-shot Visual Ques-
tion Answering (VQA) framework using Vision-Language
Models (VLMs) to classify road safety attributes defined
by the iRAP standard. We introduce the first open-
source dataset from ThaiRAP, comprising over 2,000 cu-
rated street-level images from Thailand, annotated for this
task. We evaluate Gemini-1.5-flash and GPT-4o-mini on
this dataset and benchmark their performance against VG-
GNet and ResNet baselines. While VLMs underperform on
spatial awareness, they generalise well to unseen classes
and offer flexible prompt-based reasoning without retrain-
ing. Our results show that VLMs can serve as automatic
road assessment tools when integrated with complementary
data. This work is the first to explore VLMs for zero-shot
infrastructure risk assessment and opens new directions
for automatic, low-cost road safety mapping. Code and
dataset: https://github.com/PongNJ/V-RoAst.

1. Introduction
Road crashes are a major contributor to global mortal-
ity, disproportionately affecting Low- and Middle-Income
Countries (LMICs) [7, 43]. Scalable, low-cost assessment
methods are crucial to meeting road safety targets under the
UN’s Global Plan for the Decade of Action aiming to ensure
that all new roads are built to achieve a rating of at least 3
stars according to the International Road Assessment Pro-
gramme (iRAP) standard, which rates roads on a scale from
1 to 5, with 5 indicating a safe road and 1 indicating an un-
safe road [43]. Furthermore, another objective is to improve
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Figure 1. Locations of the ThaiRAP dataset and an example of
images in a road segment. The numbers on the images indicate
their order within the section.

75% of existing roads to more than 3 stars by 2030.
The workflow of iRAP involves road surveys, coding at-

tributes, developing the model, and analysing the results.
From iRAP survey manual1, the process requires vehicles
and sensors to capture accurate georeferenced images for
coding. Once georeferenced images are obtained, trained
coders must examine and classify the images according to
the codebook manual2, which requires training and expe-
rience. Currently, the road ratings cover mostly highways,
as the high cost of surveys has limited broader coverage.
Importantly, it is almost impossible for LMICs to assess all

1https://resources.irap.org/Specifications/iRAP Survey Manual.pdf
2https://resources.irap.org/Specifications/iRAP Coding Manual Drive

on Right.pdf
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roads following this standard. This leaves the vast majority
of the road network unrated, making it difficult to reveal the
infrastructure risk factors contributing to road deaths.

To reduce the cost of manual road assessments, auto-
mated detection of road features from imagery has become
a widely adopted approach, typically using Convolutional
Neural Networks (CNNs). While more affordable than hu-
man labelling, these models require task-specific training
data, making them time-consuming to scale across regions
due to visual variability in road environments across cities
and countries [21, 23, 34, 37, 38]. Other studies have ex-
plored alternative data sources to overcome these limita-
tions, including LiDAR [5], satellite imagery [1, 6], UAV
imagery [4], and GPS traces [46].

Recent studies have explored Visual Language Models
(VLMs) for various vision tasks, leveraging their ability
to perform without additional training due to large-scale
image-text pretraining. Techniques like prompt engineer-
ing, Retrieval-Augmented Generation (RAG) [26], and fine-
tuning [44] have been proposed to enhance their perfor-
mance. VLMs have shown promise in zero-shot tasks such
as building age classification [48], landscape image tag-
ging [19], and motorcycle risk assessment [22]. However,
their potential for iRAP-based road attribute classification
remains unexplored.

This work investigates VLMs for supporting road assess-
ments by developing prompts to classify iRAP attributes by
mimicking a coder observing an image and categorising the
attributes, as described in the codebook manual. Addition-
ally, we evaluate the feasibility of leveraging the zero-shot
capabilities of VLMs for this task, assuming the models are
sufficiently advanced for practical application. In summary,
we state the main contributions of our work as follows:
• Open-Source VLM Benchmark: We propose a new im-

age classification task for VLMs with a real-world open-
source dataset from ThaiRAP.

• Prompt Optimisation: We optimise the prompts and
evaluate the potential of using VLMs to code road at-
tributes using Gemini-1.5-Flash and GPT-4o-mini com-
pared to traditional computer vision models.

• Zero-Shot Classification: We demonstrate that VLMs
can classify iRAP attributes in a zero-shot setting, achiev-
ing competitive performance without any task-specific
training. VLMs excel at generalising to unseen im-
ages and offer strong potential for further improvement
through in-context learning or lightweight fine-tuning.

• Automatic Road Assessment Framework: We present
an automatic approach using crowdsourced imagery from
Mapillary to estimate star ratings.

2. Literature review
Automated Road Attribute Classification Computer vi-
sion has long been used to support road safety analysis, par-

ticularly in detecting surface defects (e.g., cracks, potholes)
and classifying road features [12, 18, 21, 30]. Several stud-
ies have attempted to automate iRAP attribute extraction us-
ing CNN-based models trained on labelled street-level im-
agery [23, 38, 40]. These approaches, while effective in
structured environments, require extensive training data and
struggle to generalise across regions due to visual variation
and data imbalance [14].

To reduce annotation effort, multi-task learning frame-
works have been applied to simultaneously predict several
attributes [23, 24]. However, such models often require do-
main adaptation techniques to maintain performance across
geographic regions [3, 25, 28] and are limited to predefined
label sets [24]. Most can fail to scale to under-resourced
contexts, where training data is scarce or unavailable [24].

Visual Language Models Recent advancements in large
Vision-Language Models (VLMs) such as Gemini [10],
GPT-4o [33], and LLaVA [29] have shown promise in zero-
shot classification, captioning, and visual reasoning. These
models are pretrained on large-scale image-text pairs and
can generate responses conditioned on natural language
prompts, enabling adaptation to new tasks without fine-
tuning.

VLMs have been applied to various spatial tasks, includ-
ing building understanding and captioning [11, 27], and au-
tonomous driving [20, 42, 45, 49]. While their use in urban
analytics is growing, applications in policy-driven, struc-
tured classification tasks, such as iRAP-based road assess-
ments, remain largely unexplored.

Visual Question Answering (VQA) VQA was initially
introduced as a new task in the computer vision and nat-
ural language processing domains [2]. The task involves
answering open-ended questions based on images. Several
datasets are commonly used to evaluate models, including
GQA [17], OK-VQA [31], A-OKVQA [31], and MMMU
[15].

In addition, VQA datasets focusing on autonomous vehi-
cles, such as KITTI [9] and NuScenes-QA [35], have been
used to advance the field. Jain et al. [20] found that GPT-4
performs well in robust driving scenarios that require se-
mantic understanding. Similarly, Dihan et al. [8] reported
that Gemini-1.5-Pro demonstrated competitive performance
on map-based geospatial reasoning tasks, highlighting its
potential in urban analytics applications.

This work utilises a real-world dataset to construct a
new image classification benchmark specifically designed
for VLMs. Rather than training a new VLM, we explore the
potential of existing general-purpose VLMs (e.g., Gemini
and GPT) to serve as road assessment assessors in a zero-
shot setting. Although non-open-source models incur some
usage costs, our goal is to demonstrate that road assessment
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Figure 2. V-RoAst Dataset Annotation Process

tasks can benefit from the reasoning capabilities of exist-
ing VLMs. This setup also opens possibilities for prompt
engineering, RAG, and lightweight fine-tuning to enhance
performance.

3. Dataset Construction
3.1. Data Collection
We provide a real-world iRAP-compliant road assessment
dataset comprising 2,037 street-level images (1600×1200
pixels) captured across Bangkok, Pathum Thani, and Phra
Nakhon Si Ayutthaya. The images represent 519 road seg-
ments, with 1–4 images per 100 m segment, and are an-
notated by trained iRAP coders. Figure 1 shows the ge-
ographic distribution. Unlike most iRAP datasets, this
dataset is publicly available to support research in auto-
mated road safety assessment.

3.2. Dataset Annotation
Each road segment is labelled with 52 iRAP-defined at-
tributes, including number of lanes, road curvature, road-
side hazards, and pedestrian facilities. Labels were assigned
by trained road safety engineers, following iRAP’s global
coding protocol. Figure 2 illustrates the annotation process,
and Figure 3 shows class distribution across all coded at-
tributes. The dataset includes both categorical and ordinal
attributes, enabling fine-grained evaluation of classification
performance across imbalanced classes.

3.3. Dataset Statistics
The dataset includes ordinal attributes, enabling fine-
grained evaluation of classification models. However, the
number of classes per attribute varies (shown at the top of
each bar in Figure 3). The dataset exhibits strong class im-
balance: 11 attributes contain only a single class, making

them unusable for supervised training, while several others
include rare classes with fewer than 10 samples.

Not all attributes span the full set of possible iRAP
codes(classes). For example, “Bicycle Observed Flow”
contains only 6 of the official classes in this dataset, and
“Centreline Rumble Strips” appears with just 2. These lim-
itations highlight the practical constraints of real-world data
collection and motivate the use of zero-shot classification
approaches that do not require balanced training data.

3.4. Data Preprocessing
To compare our method with traditional computer vision
baselines, the dataset (n = 2,037) was divided into train-
ing (1,274 original + 464 augmented), testing (492), valida-
tion (243), and unseen (28) sets. We ensured class-balanced
splits for each attribute where possible. The splitting fol-
lowed these rules:
1. Attributes with only one class were excluded.
2. Classes with 5–11 samples were augmented.
3. Classes with 4 or fewer samples were augmented only if

the attribute had two classes.
4. If an attribute had more than two classes and a class con-

tained ≤ 4 samples, those samples were moved to the
unseen set.
To mitigate class imbalance (Rules 2 and 3), five types

of noise were applied to selected images: Gaussian, salt-
and-pepper, speckle, periodic, and quantisation noise. All
augmented images were included only in the training set.

The unseen set was reserved for evaluating zero-shot pre-
diction performance. Baseline models were trained using
the training set and validated on the validation set. Final
evaluations for both baselines and VLMs were conducted
on the testing and unseen sets.

4. Proposed Method
4.1. Problem Definition
Given an input consisting image I and associated meta-
data M including image ID, latitude, and longitude, the
objective is to accurately classify it across 52 distinct at-
tribute types, where each attribute type is treated as a sep-
arate multi-class classification problem. The Visual Road
Assessment (V-RoAst) framework incorporates a vision-
language model f , guided by a system prompt TS and a
user prompt TU , to perform the classification. The output
is a set of 52 predictions A = {a1, a2, ...a52}, where A de-
notes the set of predicted attributes, ai ∈ Ci, and Ci is the
set of possible classes for the i-th attribute type.

For each road segment, we are provided with between 1
and 4 images, each associated with its own set of predicted
attributes. The goal is to derive a single aggregated attribute
set per road that reflects the most critical conditions, con-
sistent with road safety assessment standards. Specifically,



Figure 3. Code distribution: the numbers at the top indicate the unique codes (representing all possible codes). The following abbreviations
are used: (OF) = Observed Flow, (F) = Facilities, (DS) = Driver-Side, (PS) = Passenger-Side, (PC) = Pedestrian Crossing, (POF) =
Pedestrian Observed Flow, (RS) = Roadside Severity, (SZ) = School Zone.

Figure 4. Framework of V-RoAst for Visual Road Assessment

for each attribute type, each image produces a prediction
aji ∈ A, where j ∈ {1, ..., n}(n ≤ 4) indexes the images
for a given road. The predicted attribute ârki for the road rk
is selected as the highest-risk class among the image-level
predictions, according to a predefined risk ranking from the
iRAP specification. The aggregated road-level preditions
Ârk = {ârk1 , ..., ârk52} and then compared against the ground
truth road attributes Ârk

g = {ârkg1, ..., â
rk
g52} using standard

multi-class classification metrics.

4.2. Visual Road Assessment Framework
V-RoAst is a framework designed to classify 52 iRAP at-
tributes A from the input image I , as shown in Figure 4.
This framework is easily applicable in any city, requiring
minimal expertise. The framework uses VLMs via text in-
put for system instructions TS and user prompts TU , which

include I and M . The workflow operates by inputting an
image I and its associated metadata M , including task spec-
ifications, local context, attribute details, and output format
into the VLM f . This process enables the generation of
attribute-level predictions A for each image I .

4.2.1. System Instruction
As shown in Figure 5, System Instruction (TS) is divided
into 4 parts, including task specification, local context, at-
tribute details, and output format as suggested by OpenAI
[32] and Gemini [10] technical report.

1. Task Specification: This component provides step-by-
step instructions for processing each image. The model
is guided to classify each <Attribute> by selecting
the most appropriate <Category class> based on
its visual description. This section also specifies how
the output should be formatted. Notably, {country} is
included to localise the analysis for each region.

2. Local Context: Information such as which side
of the road vehicles drive on is provided through
{local context}. This helps the VLMs interpret
images more accurately by incorporating local traffic
rules and infrastructure norms. It is especially useful
for visually ambiguous attributes, like the presence of
service roads, where local knowledge improves classifi-
cation. Including this input mimics how human coders
use familiarity with the area to make more accurate as-
sessments.

3. Attribute Details: Each attribute is defined with its



Figure 5. System Prompt from Figure 4

name, description (<Attribute description>),
and possible classes (<Category class>), accom-
panied by descriptions of each category (<Category
description>). These structured definitions ensure
that the models have clear guidelines for classification.
Note that this section includes approximately 100,000
characters (or 20,000 tokens) from the iRAP coding
manual, which this work made available in JSON for-
mat.

4. Output Format: The results are returned in JSON for-
mat to maintain consistency. The models are instructed
to select the best match from the provided <Category
class> list, making the outputs standardised and in-
terpretable.

4.2.2. User Prompt
In this experiment, the User Prompt (TU ) combines
both visual input and accompanying metadata, including
{image id} and {latitude, longitude}. These
metadata elements help the vision–language models
(VLMs) format their outputs more consistently and provide
geographic context to guide interpretation.

Speed-related attributes such as “Speed Limit” and “Mo-
torcycle Speed Limit” are essential for iRAP assessments
but are often not directly observable from imagery alone,
particularly when speed signage is absent or unclear. In V-
RoAst, these attributes are predicted by providing the VLM
with both the image and its coordinates in the prompt. The
location information enables the model to draw on spatial



priors learned during pretraining (e.g., typical speed regu-
lations in that region) while also inferring additional con-
textual cues, such as road type, land use, and traffic envi-
ronment, from the image itself. By combining these two
sources, the model can estimate the most likely speed limit
even when explicit signage is missing. For example, two vi-
sually similar rural roads may have different statutory lim-
its depending on the province; the geographic cue guides
the model toward the correct classification. This approach
improves the contextual relevance and accuracy of speed-
related predictions without requiring explicit annotation of
road type or land use.

4.3. Vision Language Models

This work evaluates Gemini-1.5-flash and GPT-4o-mini as
f for their potential to replicate the work of road safety as-
sessors under the iRAP standard. These models require no
additional training or significant computational resources,
making them accessible for use by local stakeholders. As
demonstrated by Yue et al. [47], Gemini and GPT outper-
form other models in the Multi-discipline Multimodal Un-
derstanding and Reasoning benchmark. The experiments
were conducted through the Gemini and the OpenAI APIs.

To assess their performance, we analysed 337 road seg-
ments (1348 images) with Gemini-1.5-flash and GPT-4o-
mini, alongside ResNet and VGGNet baseline models. An
additional set of 7 segments with unseen attributes was used
to evaluate zero-shot classification capabilities.

4.4. Image Processor for Mapillary Imagery

Crowdsourced Street View Images (SVIs) are accessible
on various platforms, with Mapillary being one of the
most well-known, providing an API for image downloads.
Hence, we evaluate the system using the V-RoAst frame-
work with Gemini-1.5-flash to classify all 52 attributes.
Then, we combine these results with additional informa-
tion, including operating speed and ADDT from the ground
truth, to determine the star rating outcomes.

For this work, images were obtained using a 50-metre
buffer around ThaiRAP locations under the condition that
the images were captured within one year of the collect-
ing date. However, only 42 road segments were found to
have corresponding Mapillary images, yielding 165 images.
Panoramic images were converted to 1200x1600 binocular
view images to align with the ThaiRAP data format.

It is important to note that some attributes may differ
from the iRAP ground truth. For example, the number of
vehicles shown in image (observed flow) and the number of
vehicles parked in the captured scene can vary. To validate
the automatic use of V-RoAst, we did not verify whether the
downloaded images originated from the same road, which
could potentially affect the predicted star rating.

5. Experiments
5.1. Implementation Detail
Baseline Our work used VGGNet and ResNet as base-
line models to compare with our proposed approach. These
models were selected because they have been widely used
in previous work on road safety assessment and multi-task
classification [23, 24, 40]. Since they are designed for
single-task classification, we adapt the architectures for a
multi-attribute coding problem, where a single encoder is
shared across all tasks, and separate decoders are allocated
for each individual task.
• VGGNet [39] is a deep neural network model known for

its simple architecture that stacks multiple convolutional
layers with small 3x3 filters, achieving high performance
in image classification tasks and becoming a widely used
baseline in computer vision.

• ResNet [13] is also a deep convolutional neural network
that utilises residual blocks and skip connections to en-
hance feature learning at various abstraction levels, mak-
ing it highly effective for image classification and transfer
learning tasks.

Evaluation Metrics We report results at two granu-
larities. Overall performance is the macro-average of
each metric across the iRAP attribute groups (“sections”),
summarising model behaviour over broad feature types.
Attribute-level performance is computed for each of the
52 individual attributes, revealing fine-grained strengths and
weaknesses. When a road segment carries multiple risk
classes, we follow the iRAP convention and keep the first
(highest-risk) label. For every attribute, we calculate ac-
curacy, precision, recall, and F1-score, then macro-average
them so that attributes with few samples contribute equally
to the final score.

5.2. Results and Discussions
5.2.1. Overall Performance
Table 1 presents the macro-averaged accuracy, precision, re-
call, and F1-score across all 52 attributes. Among the super-
vised baselines, ResNet achieves the highest macro perfor-
mance with an accuracy of 0.96, precision of 0.88, recall of
0.86, and F1-score of 0.86. VGGNet also performs strongly,
with slightly lower recall and precision, indicating solid but
less consistent classification across attributes.

In contrast, the zero-shot VLMs show reduced perfor-
mance. Gemini-1.5-flash achieves a macro-accuracy of
0.82 and an F1-score of 0.47, while GPT-4o-mini performs
slightly behind. Despite this performance gap, VLMs of-
fer a crucial advantage, the ability to predict all possible
iRAP attribute classes without requiring task-specific train-
ing data. This is particularly valuable in data-sparse or
label-scarce settings.



Table 1. Macro-averaged Accuracy, Precision, Recall, and F1-
score for overall and unseen class performance. Bold highlights
the best-performing model.

Group Attribute Model Acc Pre Rec F1

All Attributes

CNN Models
VGG 0.96 0.76 0.74 0.75
ResNet 0.96 0.88 0.86 0.86

VLM Models
GPT 0.75 0.46 0.47 0.42
Gemini 0.82 0.49 0.50 0.47

Unseen Classes

CNN Models
VGG 0.24 0.18 0.23 0.18
ResNet 0.29 0.39 0.25 0.21

VLM Models
GPT 0.48 0.34 0.36 0.34
Gemini 0.62 0.45 0.46 0.43

On the other hand, the Unseen Classes, those with highly
imbalanced or missing training data (and thus excluded
from the supervised baselines), VLMs excel. Gemini-1.5-
flash achieves a macro-accuracy of 0.62 and an F1-score
of 0.43, demonstrating its potential for generalised attribute
classification without training.

5.2.2. Performance by Attribute Group
Subgroup analyses highlight nuanced differences in Table
2. For spatially grounded attributes, such as roadside at-
tributes, supervised models outperform VLMs significantly.
Their training allows precise estimation of spatial and geo-
metric features.

However, for attributes that are less spatially dependent,
such as observed flows or mid-block attributes, VLMs show
more competitive performance. Notably, Gemini-1.5-flash
consistently outperforms GPT-4o-mini across all attribute
groups, suggesting stronger generalisation and reasoning
capabilities in visual question answering tasks.

5.2.3. Attribute-Level Analysis
Attribute-level performance analysis shows that baseline
models were trained only on attributes with sufficient class
diversity, excluding 11 attributes that contained a single
class. VLMs are not constrained by this limitation and can
generate predictions for all attributes, offering broader ap-
plicability. Full attribute-level results are provided in the
Supplementary Material.

We observe that VLMs perform better when recognising
prominent visual cues (e.g., vehicle parking, area type) but
underperform in estimating distances or interpreting scene
geometry. These results suggest that while VLMs are effec-
tive for attribute presence/absence tasks, they may struggle
with precise spatial reasoning [36].

Table 2. Macro-averaged Accuracy, Precision, Recall, and F1-
score across iRAP-defined group attributes. Bold highlights the
best-performing model.

Group Attribute Model Acc Pre Rec F1

Observed Flows

CNN Models
VGG 0.99 0.83 0.83 0.83
ResNet 0.99 0.89 0.99 0.91

VLM Models
GPT 0.95 0.47 0.49 0.47
Gemini 0.98 0.68 0.65 0.66

Speed Limits

CNN Models
VGG 0.99 0.72 0.73 0.73
ResNet 0.98 0.98 0.98 0.98

VLM Models
GPT 0.52 0.46 0.52 0.34
Gemini 0.84 0.55 0.53 0.53

Mid-block

CNN Models
VGG 0.97 0.67 0.64 0.64
ResNet 0.98 0.92 0.88 0.90

VLM Models
GPT 0.77 0.59 0.58 0.52
Gemini 0.85 0.60 0.64 0.59

Roadside

CNN Models
VGG 0.90 0.72 0.73 0.72
ResNet 0.91 0.76 0.72 0.74

VLM Models
GPT 0.33 0.27 0.22 0.18
Gemini 0.36 0.20 0.21 0.17

Intersections

CNN Models
VGG 0.95 0.76 0.73 0.74
ResNet 0.97 0.82 0.77 0.79

VLM Models
GPT 0.88 0.46 0.48 0.45
Gemini 0.90 0.49 0.48 0.46

5.2.4. Qualitative Assessment using VQA

A key advantage of VLMs lies in their ability to perform
VQA, enabling users, regardless of technical background,
to iteratively refine model outputs through prompt adapta-
tion. This makes VLMs particularly suitable for partici-
patory or practitioner-led applications, where model inter-
pretability and adaptability are crucial.

Figure 6 illustrates how prompt tuning can be employed
to guide model reasoning and address misclassification. For
example, in the bottom-right case, none of the four models
tested correctly identified the “Sidewalk - passenger-side”
attribute. The ground truth label referred to an informal
path located more than 1 metre from the main carriageway,
a feature not clearly visible in the street-view image. This



Figure 6. Qualitative assessment of VLM performance using VQA
with correct (green) and wrong (red) answers

discrepancy highlights a common challenge that visual cues
may be insufficient or ambiguous, requiring local contex-
tual knowledge for accurate classification.

In such cases, supplementing street-level imagery with
additional data sources, such as satellite views or local GIS
layers, could help disambiguate difficult scenes. The in-
teractive nature of VQA-based models also allows for on-
the-fly prompt modifications to explore alternative interpre-
tations, further enhancing usability for road safety assess-
ments in resource-constrained environments.

5.2.5. Automatic Road Assessment
Figure 7 presents the confusion matrix for star rating predic-
tions (motorcyclists) using Mapillary images with V-RoAst
(Gemini-1.5-flash). The results demonstrate the model’s ef-
fectiveness in identifying high-risk roads with star ratings
below 3, highlighted in the red box.

The flexibility of the V-RoAst framework lies in its inte-
gration of {local context}, allowing local stakehold-
ers to tailor prompts based on their expertise and validate
results against ground truth data. This adaptability enables
precise identification of high-risk areas, supporting road
safety initiatives and investment prioritisation. Although
Mapillary’s current coverage is limited, its crowdsourced
platform serves as a valuable resource that transport author-
ities can leverage [16, 41]. Similar applications using com-
mercial platforms like Google Street View may be explored,
subject to licensing agreements.

Additional inputs, such as Annual Average Daily Traffic
(AADT) and operating speeds, are essential to achieving
comprehensive safety assessments. While this information

Figure 7. Star rating (motorcyclists) confusion matrix of us-
ing crowdsourced imagery with V-RoAst and ground truth from
ThaiRAP

is not derived directly from image labels, they are critical in
determining road safety performance and star ratings.

6. Conclusion and Future work

This work introduced V-RoAst, a zero-shot prompting ap-
proach to VLMs such as Gemini-1.5-flash and GPT-4o-mini
for road safety assessment. Since VLMs enable flexible
prompt engineering and result in potential adaptability im-
provements, which is crucial for resource-limited settings
in LMICs. VLMs excel at simple, interpretable attributes
but struggle with spatially complex or implicit features like
informal sidewalks. Limited street view coverage also im-
pacts accuracy, highlighting the potential benefit of integrat-
ing satellite imagery for added context.

Despite current gaps, VLMs have the potential to com-
plement traditional methods under the iRAP framework.
Future research should focus on:

• Geometry reasoning: Investigate techniques like depth
estimation or segmentation to handle attributes requiring
spatial measurements.

• In-context learning: Applying few-shot or Chain-of-
Thought prompting for better classification.

• Fine-tuning: Adapting VLMs (e.g., with LoRA) to im-
prove spatial and contextual understanding.

• Multimodal integration: Combining street view with
satellite and GIS data to fill visual gaps.

• Cross-region validation: Testing VLMs in diverse envi-
ronments for broader applicability.

• Stakeholder usability: Creating accessible tools for lo-
cal authorities with minimal technical expertise.

In summary, VLMs are not yet a full substitute for
trained coders but could become a scalable solution to sup-
port global road safety, particularly in under-resourced re-
gions, through continued refinement and integration.
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