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Figure 1. Left: Our method achieves around 124K Gaussians reduction in high overlap cases without losing render performance. Even
under a low overlap case, our method still integrates over 80K Gaussians compared with other pixel-aligned methods. Right: Comparison
of PSNR vs. Number of Gaussians. All metrics are based on 512× 512 inputs. Line color indicates method, and marker indicates overlap.

Abstract

Recent developments in Gaussian splatting have enabled
high-fidelity 3D reconstruction from multi-view images, but
pixel-aligned methods such as MASt3R often produce re-
dundant primitives and inconsistent geometry under few-
view settings. We propose CSG-Fusion, a feed-forward
framework that mindfully integrates pixel-aligned pointmap
to reduce redundant primitives and produce compact and
consistent 3D structures. Our approach leverages a match-
ing prior with spatial thresholds to prune overlapping
Gaussians, forming a coherent base 3D model, and then
applies a mask-based feature aggregation module to merge
local features and improve photometric consistency with
fewer primitives. To enforce cross-view agreement after
fusion, we further incorporate context-view supervision to
align appearance and geometry across perspectives. Exper-
iments on the large-scale ScanNet++ and object-level DTU
benchmarks demonstrate both the efficiency and generaliza-
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tion of our method. Compared to the leading pose-known
and pose-free approaches, our method achieves higher ren-
dering quality with substantially fewer Gaussians.

1. Introduction

High-fidelity 3D reconstruction and novel view synthesis
from image pairs are fundamental tasks in digital twin sys-
tems, virtual reality, and robotic perception. Recent ad-
vances such as NeRF [5, 21] and 3D Gaussian Splatting [16]
have achieved impressive results on dense-view reconstruc-
tion. However, these methods typically rely on Structure-
from-Motion (SfM) [22] or multi-view stereo (MVS) [30]
pipelines, requiring dozens to hundreds of calibrated views
per scene and involving slow per-scene optimization. Such
constraints severely limit scalability and generalization, es-
pecially in low-frame-rate or unconstrained capture scenar-
ios.

To address these challenges, DUSt3R [27] proposes a
training-based approach that predicts sparse point maps
from uncalibrated image pairs through implicit correspon-
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dence learning. By leveraging priors learned from large-
scale data, DUSt3R produces consistent predictions with-
out the need for scene-specific optimization. Building on
this idea, MASt3R [18] further improves matching robust-
ness by outputting points in metric space with refined depth
predictions, enabling stronger geometric consistency and
higher accuracy. Despite these advances, significant chal-
lenges remain. As illustrated in Figure 1, when two images
contain overlapping parts of a scene (e.g., a wall), a recon-
struction method should correctly identify and fuse these
regions to form a coherent global geometry. However, re-
cent methods such as Splatt3R [23, 31] adopt pixel-aligned
Gaussian splatting pipelines that directly project 2D image
features into 3D space. While effective for visible-view ren-
dering, these methods often suffer from spatial redundancy,
creating overlapping Gaussians for repeated content across
views. This redundancy not only inflates memory and com-
putation costs but also leads to visual inconsistencies during
novel view synthesis.

In this paper, we propose CSG-Fusion, a novel Gaussian
reconstruction pipeline that mitigates spatial redundancy
by leveraging the dense matching priors of MASt3R and
enforcing cross-view geometric consistency. Rather than
treating each view independently, CSG-Fusion performs
masked, instance-aware Gaussian pruning guided by spatial
thresholds and feature-level correspondences. This signif-
icantly reduces redundant primitives and produces cleaner,
more compact reconstructions.

Given two uncalibrated views, CSG-Fusion first extracts
pixel-aligned point clouds and dense matches via MASt3R.
A mask-based feature aggregation module then merges fea-
tures across overlapping regions, enabling a fused 3D repre-
sentation of multi-view content. The resulting refined Gaus-
sian field achieves a balance between compactness and fi-
delity, improving rendering quality while reducing the num-
ber of Gaussian primitives, leading to faster rendering and
more memory-efficient storage. Furthermore, we introduce
a context-view supervision signal and fine-tune the point
cloud predictions to recover spatial continuity after prun-
ing. This allows our method to restore missing geometry in
occluded or ambiguous regions, resulting in smoother sur-
faces and more complete scene reconstructions.

We evaluate our method on complex interior scenes from
the ScanNet++ [32] dataset and compare cross-dataset gen-
eralization ability on the DTU [14] dataset with state-of-
the-art methods, both pose-known and pose-free.

To summarize, the main contributions of this work are:

• We propose a novel reconstruction framework, CSG-
Fusion, that leverages dense matching priors from
MASt3R and spatial threshold to prune redundant Gaus-
sians in pixel-aligned 3D reconstruction pipelines.

• We introduce a mask-based feature aggregation module to
enable consistent multi-view fusion by aggregating local

features from matched Gaussian primitive groups.
• We incorporate a context-view supervision signal and

fine-tune point cloud prediction to recover spatial con-
tinuity after pruning, resulting in smoother surfaces and
more complete geometry.

• We conduct extensive experiments on ScanNet++ [32]
and DTU [14], under pose-free settings. Results demon-
strate that CSG-Fusion achieves superior rendering qual-
ity with significantly fewer Gaussian primitives, outper-
forming prior state-of-the-art methods in quality.

2. Related Work

2.1. Feed-forward Novel View Synthesis

Optimization-based methods train a separate model for each
scene and typically require dozens of images to synthe-
size high-quality novel views [1, 2, 11, 15, 19, 28]. In
contrast, feed-forward models leverage priors learned from
large-scale datasets, enabling 3D reconstruction and view
synthesis in a single inference pass. Early work such as
pixelNeRF [33] encodes input images into feature maps for
novel view rendering, while MVSNeRF [4] and MuRF [29]
enhance reconstruction by integrating plane-swept cost vol-
umes from multi-view stereo with physically based volume
rendering. Building on these ideas, subsequent approaches
have focused on improving generalization and scene de-
composition.

Recent feed-forward Gaussian splatting methods have
targeted sparse-view reconstruction. Splatter Image [24],
Flash3D [25] and GPS-Gaussian [35] regress pixel-aligned
Gaussian parameters for single objects or humans, rather
than full scenes. PixelSplat [3] predicts Gaussian param-
eters from sparse views by incorporating epipolar geome-
try and depth estimation, while MVSplat [7] leverages cost
volumes to infer depth from cross-view features, improving
geometric precision. Moreover, two-view pose estimation
methods [9, 27] can be used, but they are prone to failure in
textureless regions or when images lack sufficient overlap.
However, these methods independently regress and merge
pixel-aligned Gaussians for each view, which results in ex-
cessive redundant primitives when processing multiple in-
puts.

In this work, we address these limitations by lever-
aging the matching priors provided by MASt3R to asso-
ciate and resolve the multi-layer Gaussian redundancy that
arises in overlapping regions when using pixel-aligned ap-
proaches. In addition, we introduce spatial-threshold-based
filtering and a mask-guided cross-attention module to en-
able cross-view feature exchange and fusion. This design
mitigates spatial discontinuities and Gaussian attribute dis-
tortions caused by naive Gaussian merging, significantly re-
ducing the number of Gaussian primitives while improving
reconstruction fidelity.
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Figure 2. Method overview. Our method feeds input views into a frozen MASt3R structure to obtain decoder features. Two downstream
heads predict pixel-aligned point clouds and pixel-level dense correspondences, respectively. The predicted matching first passes through
a matching-based gaussian filter (Section 4.1) to generate a pixel-level mask, which is used in a mask-based feature aggregation module
(Section 4.2) to fuse features from view 2 into the corresponding patches of view 1. The aggregated features are then used to predict
pixel-aligned Gaussian parameters, which are further filtered by the pixel-level mask to remove redundant Gaussians. The entire pipeline
is supervised end-to-end at both photometric and geometric levels, enabling accurate, camera-parameter-free, efficient 3D reconstruction.

2.2. Compact Gaussian Splatting

Despite its high-quality results, Gaussian splatting often re-
quires an excessive number of primitives to represent com-
plex scenes, leading to redundancy and occasional geo-
metric inconsistencies that degrade rendering. To improve
storage efficiency and performance, recent work has ex-
plored pruning, compression, and structured placement of
Gaussians. Scaffold-GS [20] organizes Gaussians along
geometry-aligned scaffolds, using learned anchor growth
and pruning to enable view-adaptive rendering with far
fewer primitives. In contrast, HAC [6] embeds Gaussians
in a multi-resolution hash grid to exploit spatial correla-
tions for precise quantization, entropy coding, and invalid-
primitive masking. Other methods target primitive distribu-
tion: SuGaR [13] adds a regularizer that aligns Gaussians
to surface positions and then applies Poisson reconstruc-
tion for mesh extraction, while Mini-Splatting [12] densifies
and simplifies Gaussians to achieve a more uniform distri-
bution and improved rendering. By comparison, our ap-
proach addresses both redundancy and structural inconsis-
tency through matching priors that prune overlapping Gaus-
sians and fuse features across views.

3. Preliminaries

DUSt3R [27] introduced an innovative approach for feed-
forward 3D reconstruction by directly regressing relative
scene coordinates from a pair of uncalibrated stereo images.
It takes as input a pair of images I1, I2 ∈ RH×W×3, and
outputs point maps X1

1 , X
2
1 ∈ RH×W×3 in the local coor-

dinate of image 1, along with their associated confidences
C1

1 , C
1
1 ∈ RH×W×1. Here, we use the notation X1

2 to de-
note the point map of image 1 expressed in the local coor-
dinate frame of camera 2.

Following DUSt3R [27], MASt3R [18] introduces addi-
tional feature matching heads to provide correspondences

and improve reconstruction quality. We denote the features
obtained from the matching heads as D1, D2 ∈ RH×W×d,
and the corresponding confidence maps as Q1, Q2 ∈
RH×W×1. Splatt3R [23] further extends MASt3R by in-
corporating Gaussian splatting heads that predict variables
for Gaussian primitives, enabling novel view synthesis. Our
method builds upon Splatt3R.

4. Methodology

Overview In this section, we provide the details of our
pipeline, as illustrated in Figure 2. After obtaining decoder
features from frozen MASt3R, we build a Matching-based
Gaussian Filter (Section 4.1) to generate a pixel-level mask
with downstream heads’ outputs. Then, we aggregate de-
coder features via Mask-based Feature aggregation module
(Section 4.2) to enhance patch features to predict Gaussian
attributes. To retain the cross-view consistency after reduc-
ing Gaussian primitives, we leverage context view supervi-
sion and point cloud head fine-tuning in the optimization
phase (Section 4.3).

Problem Formulation Given two uncalibrated images
I1, I2, where Ii ∈ RH×W×3, our goal is to learn a map-
ping Φ that predicts a compact set of 3D Gaussian primi-
tives with both geometry and appearance information.

The resulting efficient 3D Gaussians in the canonical
space enable superior novel view synthesis quality with
fewer Gaussians and more consistent geometry.

4.1. Matching-based Gaussian Filter
We observe that methods like Splatt3R [23] achieve pixel-
aligned Gaussian splatting by adding an extra network
head to predict 3D Gaussian attributes. However, this ap-
proach can produce inconsistent geometry and discontin-
uous colors in sparse-view settings—especially in regions
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Figure 3. Matching prior-based Distance Filter. Given context views (View 1 and View 2), pixel-aligned point clouds and dense pixel-
level matching relations are predicted by MASt3R’s downstream heads. To reduce computation, images are divided into 32× 32 patches,
and pixel correspondences within each patch are aggregated into patch-to-patch matching relations. We compute nearest neighbor distances
only between point clouds of matched patch pairs, apply a spatial distance threshold to filter redundant primitives in View 2, and generate
a pixel-level mask for feature aggregation.

visible from multiple inputs—degrading novel-view synthe-
sis quality and downstream tasks such as scene decomposi-
tion and 3D segmentation.

In contrast, our approach exploits dense correspondences
from MASt3R to filter out redundant Gaussians based on
spatial proximity, producing a more compact and coherent
3D representation.

Specifically, MASt3R produces dense feature maps
D1, D2 ∈ RH×W×d for the input image pair. We ex-
tract reliable correspondences via the same fast recipro-
cal matching scheme from MASt3R [18], where reciprocal
matches are defined as mutual nearest neighbors across the
two views. The correspondence can be represented as:

M = {(u, v) | v = NN2(D
1
u), u = NN1(D

2
v)}, (1)

where NNi(D
j
v) = argminu∈Ii ∥Di

u − Dj
v∥ denotes the

nearest neighbor in feature space. Unlike previous ap-
proaches [17] that rely solely on spatial distance thresholds
to remove redundant Gaussians, our method fully utilizes
the embedded spatial relationships within the matching pri-
ors to guide redundancy pruning more effectively.

As shown in Figure 3, we begin by extracting dense
pixel-wise correspondences M from MASt3R and parti-
tioning each image into Hp ×Wp patches.

We obtain patch-level matching by binning each pixel-
level match (u, v) into its corresponding patches (x, y),
with u belonging to patch Px ∈ I1 and v belonging to patch
Py ∈ I2.

Our method allocates the pixel-level matching relations
in each patch, and outputs the patch-level matching mask
mpatch ∈ R(Hp×Wp)×(Hp×Wp) between all patches in two
images. Details of this conversion are provided in the sup-
plementary material. By aggregating pixel correspondences
into patches, we obtain a compact yet expressive repre-
sentation of geometric consistency that improves compu-
tational efficiency without sacrificing fine-grained spatial
alignment.

Once the patch-level mask mpatch between two views
is established, we further refine matches by incorporat-
ing 3D geometric constraints. For each patch pair with a
valid matching relation mpatch(x, y) = 1, we compute the
nearest-neighbor distance from every point in patch y of im-
age 2 to the point cloud of the corresponding patch x in im-
age 1. By applying a predefined spatial distance threshold
τ , we filter out points in patch y that are not geometrically
consistent with patch x. Note that we only filter points in
image 2, keeping all the points in image 1 unchanged.

To perform filtering at the pixel level, we compute the
pixel-level mask mpixel ∈ R(H×W ) for image 2 as:

mpixel(v|v ∈ Py) =

1,
if mpatch(x, y) = 1,

dmin(v,Px) ≤ τ

0, otherwise
(2)

where v is the pixel location in I2, Px and Py denote the
point sets of patches x and y, respectively, and dmin(v,Px)
denotes the L2 distance from the 3D point of v to its nearest
neighbor 3D point associated with Px.

The mask mpixel serves as a reliable guidance for sub-
sequent supervision and loss computations in the training,
ensuring that only geometrically and semantically consis-
tent correspondences contribute to the learning process.

4.2. Mask-based Feature Aggregation
After filtering out inconsistent 3D points, we aim to pre-
serve rendering quality with fewer Gaussians. As shown
in Figure 4, once patch-level correspondences are estab-
lished, we can apply a mask-guided attention mechanism
[8, 10, 26] to exchange features between corresponding
patches in images 1 and 2 using MASt3R’s ViT decoder
outputs. Let the image 1 patch features be denoted as
D1

vit ∈ RN×C and image 2 patch features as D2
vit ∈ RN×C ,

where N is the number of tokens and C is the dimension.
These features are first projected into a latent space via a
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Figure 4. Mask-based feature aggregation. This module aggre-
gates context view 2 features into the corresponding patches of
view 1 based on their patch-level matching relations. The patch
features from context view 2 are used as queries, while view 1
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matrix is first converted into a binary mask, which constrains the
cross-attention computation to only matched patch pairs.

linear layer, followed by LN normalization and GELU acti-
vation:

F i = GELU(LN(Linear(Di
vit)), i = {1, 2}. (3)

The matching matrix mpatch ∈ RN×N , derived from geo-
metric and appearance consistency, is used to constrain the
masked cross-attention computation:

Attn(Q,K, V,mpatch) where Q = WqF
1,K =

WkF
2, V = WvF

2, Wq,Wk,Wv are projection weights.
The attended features are combined with the source via

a residual connection and refined through an MLP:

F ′ = F 1 +Attn(Q,K, V ) (4)

F ′′ = F ′ +MLP(LN(F ′)) (5)

An adaptive fusion gate computes the weight:

G = σ
(
W2ϕ(W1[F

1, F ′′])
)
, (6)

where ϕ denotes the GELU activation. We can then obtain
the aggregated feature for image 1 via:

Fagg = (1−G)⊙ F 1 +G⊙ F ′′ (7)

Finally, Fagg is projected back to the high-dimensional
space with a linear layer for downstream tasks.

After obtaining the aggregated source patch features en-
riched by cross-view context, we predict the properties of
the corresponding 3D Gaussians using a dedicated Gaus-
sian head. This head regresses Gaussian parameters Θ =
{θ, s, c, α, sh}, where θ is position, s is scale, c is color,
α is opacity, and sh are spherical harmonics coefficients.
The previously derived mask mpixel is applied to filter out
Gaussians marked as redundant or inconsistent:

Θ′ = mpixel ⊙Θ (8)

This ensures that only meaningful Gaussians contribute to
the final representation. Once the filtered Gaussians Θ′

are obtained, they are passed to a differentiable rasterizer
to render the final image. The rendered output provides
both photometric supervision and geometric-semantic con-
sistency established through the patch-level matching and
Gaussian attribute regression.

4.3. Loss Function
Given ground truth point maps X1 and X2, for each valid
pixel i in each view v ∈ {1, 2}, we adopt a confidence-
based point cloud loss to refine the position and attributes
of the Gaussians, which proposed in DUSt3R:

LMASt3R =
∑

i∈{1,2}

∑
v

Ci
vLregr(i, v)− γ log(Ci

v) (9)

Lregr(i, v) =

∥∥∥∥1zXi
v −

1

z̄
X̂i

v

∥∥∥∥ (10)

where Ci
v is a predicted confidence, and γ controls confi-

dence regularization. The normalization factors z and z̄ are
set to 1 for metric datasets.

Since Gaussians are filtered based on matching relations,
pixel-aligned supervision alone is insufficient to guide the
learning. Therefore, we incorporate context-view-based su-
pervision by applying this loss to fine-tune the point cloud
head, enabling the network to adjust the positions and at-
tributes of the remaining Gaussians and ensuring the in-
tegrity of the reconstruction even after Gaussian pruning.

For photometric supervision, we follow common 3D
Gaussian Splatting practices [3, 7, 23, 31] and compute
a masked reconstruction loss that combines LMSE and per-
ceptual similarity LLPIPS [34]:

Lrender = λMSELMSE(mloss ⊙ Î ,mloss ⊙ I)

+ λLPIPSLLPIPS(mloss ⊙ Î ,mloss ⊙ I) (11)

where mloss is the rendered loss mask, Î is the rendered im-
age, and I is the ground-truth image. This loss ensures that,
despite pruning redundant Gaussians, the model produces
high-quality scene renderings consistent with both appear-
ance and geometry. The final optimization objective is de-
fined as:

Ltotal = λMASt3RLMASt3R +λMSELMSE +λLPIPSLLPIPS (12)

where context and target view supervisions are applied with
identical loss weights.

5. Experimental Results
5.1. Experimental Setup
Training Details. We train our model for 2000 epochs at
a resolution of 512×512, using λMSE = 1.0, λLPIPS = 0.25,
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Method
Close 90% Medium 70% Wide 50% Very Wide 30%

PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓ PSNR↑ SSIM↑ LPIPS↓

PixelSplat (GT cams) [3] 25.623 0.856 0.184 23.379 0.827 0.202 22.021 0.816 0.208 20.819 0.818 0.202

MVSplat (GT cams) [7] 16.053 0.582 0.415 14.285 0.527 0.430 13.530 0.536 0.417 13.159 0.574 0.387

Ours 19.277 0.730 0.186 19.249 0.750 0.171 19.193 0.770 0.166 18.815 0.790 0.172

Splatt3R [23] 16.479 0.679 0.231 17.302 0.718 0.194 17.763 0.746 0.183 17.746 0.772 0.186

NoPoSplat [31]* 17.571 0.653 0.343 15.401 0.610 0.373 14.616 0.621 0.368 14.669 0.667 0.331

Table 1. Quantitative evaluation for novel view synthesis. Performances are averaged over test scenes from ScanNet++ [32]. For each
scene, the model receives two unposed 256 × 256 images as input and renders novel views at the same resolution. Bold and underlined
values indicate the best and second-best results, respectively. *: Note that NoPoSplat is trained on RealEstate10K [36] datasets.

300 350 400 450 500 550

18.75

19

19.05

19.15

19.25

19.35

Gaussians (K)

PS
N

R

Dist. Thr.
0.01
0.03
0.05
0.07
0.09

Overlap
30%
50%
70%
90%

Figure 5. Ablations with Distance Filter Thresholds. A distance
threshold of 0.03 achieves the most effective balance between re-
ducing Gaussian primitive and preserving rendering fidelity across
different overlaps.

and λMASt3R = 0.01. The distance fusion threshold is 0.03.
Training is performed on a single NVIDIA H100 NVL GPU
and lasts 2 days. We employ the Adam optimizer with a
base learning rate of 1e−4, without initial downscaling. To
ensure numerical stability, we apply gradient clipping with
a maximum norm of 1.5, starting after the 50th training step.

Datasets. Following Splatt3R [23], we train our model on
the ScanNet++ [32], which comprises over 450 continuous
indoor scan sequences, using the official training and vali-
dation splits. For evaluation, we categorized test data based
on the ratio of image overlap from 30% to 90%, excluding
any frames without valid depth. To assess zero-shot gener-
alization, we further evaluate our method on the object-level
DTU dataset [14] and compare against standard baselines.

Metrics. Following the evaluation protocol of Splatt3R
[23], we assess novel view synthesis quality by applying
loss masks to both rendered and target images prior to met-
ric computation. Final performance is reported using stan-
dard image-level metrics: PSNR, SSIM, and LPIPS [34].

Baseline Methods. We compare our method against
state-of-the-art sparse-view generalizable approaches for
novel view synthesis, including: 1.pose-required meth-
ods: PixelSplat [3] and MVSplat [7]; 2.pose-free methods:
Splatt3R [23] and NoPoSplat [31]. PixelSplat and MVS-
plat are trained on 256 × 256 resolution datasets, whereas
Splatt3R and our method are trained on 512×512 resolution
datasets. NoPoSplat is compatible with both resolutions.
To ensure fair comparison, all input images are centrally
cropped to 256 × 256. For Splatt3R and our method, these
crops are upsampled to 512 × 512 before being processed
by the network. During evaluation, all model outputs are
downsampled to 256× 256 for metric computation.

5.2. Novel View Synthesis Results
Quantitative Evaluation. We begin by reporting our
quantitative results for ScanNet++ in Table 1. Following
the evaluation protocol of Splatt3R [23], we assess per-
formance on subsets defined by varying overlap regions,
corresponding to different levels of reconstruction diffi-
culty. Our method consistently outperforms pose-free base-
lines [23, 31] across all overlap cases. Notably, it achieves
results competitive with pose-known methods, even though
the latter are evaluated with ground-truth camera poses.

Qualitative Evaluation. We further evaluate the recon-
struction quality of our method under varying degrees of
view overlap, occlusion, and large viewpoint changes. As
shown in Figure 6, our approach consistently outperforms
Splatt3R and NoPoSplat across different overlap condi-
tions, delivering more accurate geometry and cleaner ap-
pearance. Notably, our method demonstrates superior per-
formance even compared to pose-supervised approaches
under challenging scenarios involving significant occlu-
sions or large camera rotations, highlighting its robustness
and strong generalization to unconstrained settings.

Gaussian Reduction Performance. In addition to its ren-
dering advantages, our method also produces substantially
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Figure 6. Qualitative Comparison on ScanNet++ Dataset. Compared to baseline methods, our approach achieves: (1) more coherent
fusion of information across input views; (2) superior reconstruction quality under limited image overlap; and (3) improved geometry
reconstruction in non-overlapping or occluded regions.

more compact 3D representations. As shown in Figure 1, on
input pairs with 90% overlap, Splatt3R achieves a PSNR of
18.2 dB using 524k Gaussians, whereas our approach yields
a 2.5 dB higher PSNR with 124k fewer primitives—both
operating on 512× 512 inputs. This efficiency comes from
our mask-based feature aggregation mechanism, which en-
ables reconstruction quality comparable to pose-required
baselines while using far fewer resources.

Cross-Dataset Generalization. To further demonstrate
the generalization of the proposed method, we conduct
cross-dataset experiments. We evaluate generalization by
training all models on ScanNet++ [32] or RealEstate10K
[36] and testing directly on DTU [14] without any fine-
tuning. By grouping Gaussians with a matching prior, our
method delivers cleaner, more reliable reconstructions than
Splatt3R [23] and NopoSplat [31], and matches the perfor-
mance of PixelSplat [3] and MVSplat [7] while remaining
fully pose-free (see Figure 7).

5.3. Ablation Studies

To validate the contribution of the proposed modules, we
conduct an extensive ablation study on the ScanNet++ [32]
dataset with 512 × 512 resolution. The results are shown
in Table 2.

Feature Aggregation. As shown in Table 2 and Figure 8,
the proposed Feature Aggregation module improves PSNR
and SSIM by facilitating local feature exchange between
overlapping Gaussians, thereby enhancing appearance con-
sistency across views and promoting more coherent tex-
ture and geometry reconstruction. In contrast, while the re-
moval of redundant Gaussians reduces computational over-
head and can yield marginal improvements in local quality,
it frequently introduces rendering discontinuities that com-
promise overall visual coherence. The aggregation of fea-
tures is therefore critical to achieving an optimal balance
between geometric compactness and rendering continuity.

Context View Supervision. After merging overlapping
Gaussians, the remaining areas often lack sufficient super-
vision to enforce consistency among local primitive groups,
particularly in regions exhibiting texture ambiguity or oc-
clusion. In Figure 8, the context-view supervision enhances
visual quality by promoting alignment in both appearance
and geometry across views, thereby facilitating a unified 3D
representation and mitigating artifacts such as flickering or
misalignment.

Point Cloud Head Fine-tuning. While spatial distance-
based filtering promotes a compact 3D representation by
removing redundant Gaussians, it is insufficient for recov-
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Ref. OursMVSplat NoPoSplat Splatt3R Ground TruthPixelSplat

Figure 7. Cross-Dataset Generalization on DTU [14] Benchmark. Compared to pose-free baseline methods, our method produces
cleaner and more consistent results. Furthermore, the accuracy of the matching priors provided by the network also influences the overall
reconstruction quality.

Ref. Ground Truth w/o Feature Aggregation w/o Context view loss w/o MASt3R loss Ours

Figure 8. Ablation Comparison on ScanNet++ Test Set. With the incorporation of photometric and geometric constraints, the network
effectively removes floating points and mitigates color distortions caused by insufficient supervision.

Method
Close 90% Medium 70% Wide 50% Very Wide 30%

PSNR ↑ SSIM ↑ LPIPS ↓ PSNR ↑ SSIM ↑ LPIPS ↓ PSNR ↑ SSIM ↑ LPIPS ↓ PSNR ↑ SSIM ↑ LPIPS ↓

Ours 19.277 0.730 0.186 19.249 0.750 0.171 19.193 0.770 0.166 18.815 0.790 0.172

w/o MASt3R Loss 17.704 0.700 0.223 18.141 0.730 0.193 18.338 0.754 0.183 18.169 0.777 0.185

w/o Context View Loss 17.949 0.707 0.223 18.343 0.737 0.215 18.541 0.791 0.196 18.441 0.788 0.190

w/o Feature Aggregation 16.479 0.679 0.231 17.302 0.718 0.194 17.763 0.746 0.183 17.746 0.772 0.186

Splatt3R [23] 16.479 0.679 0.231 17.302 0.718 0.194 17.763 0.746 0.183 17.746 0.772 0.186

Table 2. Ablations on ScanNet++ Dataset. The introduction of context-view supervision effectively improves the network’s LPIPS
performance, while incorporating the MASt3R loss further enhances reconstruction quality by strengthening the network’s ability to handle
3D discontinuities arising from fusion-induced inconsistencies.

ering detailed geometry in complex merged regions. The
frozen point cloud head in MASt3R lacks the flexibility
to capture subtle geometric variations, leading to subopti-
mal predictions. By fine-tuning the point cloud head with
MASt3R’s loss, the model learns more precise spatial at-
tributes, improving geometric consistency and detail preser-
vation, as evidenced by the quantitative gains in Table 2.

Distance Filter Threshold. In Figure 5, we evaluate the
impact of different distance filter thresholds on the average
number of retained Gaussians during training. This analysis
reveals the trade-off between geometric compactness and
rendering fidelity. A larger threshold merges more Gaus-
sians, reducing model complexity at the potential cost of
fine geometric detail, whereas a smaller threshold preserves

detail but increases redundancy. We adopt a threshold of
0.03, which provides a balanced compromise between ren-
dering quality and computational efficiency.

6. Conclusion
In this paper, we proposed CSG-Fusion, a feed-forward 3D
reconstruction method that leverages dense matching pri-
ors from MASt3R to reduce redundant Gaussians and im-
prove reconstruction quality from uncalibrated image pairs.
By combining spatial pruning and feature aggregation, our
method produces compact and consistent Gaussian fields.
Experiments on ScanNet++ and DTU demonstrate better
rendering quality with fewer primitives. In future work, we
plan to explore multi-view and video settings and explore
their applicability in outdoor or large-scale scenes.
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