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AbStraCt Exploring Object Material

We introduce Axes-and-Tags, a domain-agnostic framework
for structured exploration of LLM-driven generative design e | B
spaces. Current interfaces for generative content typically Exploring Background Setting |
trap users in unstructured trial-and-error cycles with com-
plex prompts, offering little insight into how variations re-
late to underlying dimensions. Our approach transforms
unstructured generation into systematic exploration by dy- - l
namically identifying interpretable axes of variation and
guiding users through one dimension at a time using se-
mantic tags rather than complex prompts. The key inno-
vation is a tag-Prst generation strategy where semantic de-
scriptors precede content creation, ensuring variations oc-
cur along intended dimensions while maintaining consis-
tency across others. Our architecture separates domain-
agnostic exploration logic from domain-specibc render-
ing, allowing Axes-and-Tags to generalize across diverse
tasksNdiffusion-generated images, HTML/CSS websites,Figure 1.Structured exploration of generating an image of the

and text compositionNwith minimal adaptation. User feed- letters OHIGENO using Axes-and-TagsThe user begins with

back indicates this method of structured exploration easesthe request OThe letters OHIGENO made of objectsO and progres-

the cognitive load of exploring from a blank canvas. sively rePnes the design by exploring one axis at a time. First,
they explore OObject MaterialO options, selecting Oletters made of

stone objectsO (green border). With material bxed, they explore
OBackground Setting,® choosing Oa natural forest background with
dense green foliage.O Next, they explore OLighting Type® varia-

The emergence of large language models (LLMs) has fun-tions while maintaining consistency in the stone material and for-

damentally transformed the landscape of computational de_est background, selecting Olow-key dramatic lighting.0 Finally,

sign. Unlike traditional parameterized tools where design- Eﬂgypenzrl)lgéiior(]:olor SchemeO options, selecting Opastel colorsO for

ers navigate bxed parameter spacgd [B1], generative gn.

models now enable the creation of diverse contentNimages,

websites, textNthrough dynamic, text-based representa-Objectives. Effective interfaces must support rapid genera-

tions that implicitly encode complex design spaces span-tion and rePnement of option87, 33]. Yet current gen-

ning sty|ey structure, Co|0r’ semantics, and Composiﬂbn [ erative interfaces predominantly offer single-input/single-

4, 10, 35]. These systems have demonstrated remark-Output interactions, forcing inefpcient trial-and-error cy-

able capabilities in domains such as text-to-image synthe-cles. While some systems present multiple outpatsi(,

sis [27, 28], web design §], and text generatiori] 6], yet 36], they force users to interact with prompts themselves,

the exploration of their generative potential remains chal- rather than building abstractions exposing higher-level di-

lengingNparticularly in ways that generalize across differ- mensions of variation.

ent design domains. We introduce Axes-and-Tags, a framework that struc-
Design processes are inherently iteratid, [31], re- tures generative model output into an interpretable explo-

quiring designers to generate alternatives against evolvingration process. Our key insight is that LLMs can dynami-

Exploring Lighting Type

Exploring Color Scheme

o |

1. Introduction



Figure 2. Axes-and-Tags, facilitating text-to-image generation given the user request OA caffhe system has already identibed
meaningful axes of variation and the user has made selections for two dimensions: Ocar typeO® (coupe) and Obackground setting® (coast:
highway), shown in the OFiltered® section of the right panel. The left panel displays a gallery of six images with variation along the
currently explored axis Ocar colorQ (e.g., Ored,0 Oblue,d Ogreen,® Oblack,O Owhite,0 Osilverd), each labeled with its corresponding tag.
panel shows the system state: currently selected preferences, the axis being explocetb{;aand suggestions for future exploration

including Ocamera angle® and Olighting condition® with default values. Users can select any image to choose that color preference anc
advance to exploring another axis, or directly manipulate the exploration state through the right panel. The ONew® and ORegenerateO button
at the top allow starting a new design task or refreshing the current gallery. This structured approach enables systematic exploration of the

design space while maintaining consistency in previously selected dimensions.

cally identify meaningful dimensions of variation and guide
users through systematic exploration using concise seman-
tic tags rather than complex prompts. Unlike predeter-
mined parameters in traditional interfacd®,[22], Axes-
and-Tags leverages domain-agnostic prompting for core ex-2.
ploration functions (axis identibcation, tag generation, pref-
erence tracking), with only a simple domain-specibc layer
to map semantic specibcations to appropriate outputs.

Given an initial user request, Axes-and-Tags employs
LLMs to: (1) identify interpretable axes of variation, (2)
select one axis to explore while holding others bxed, (3)
generate diverse semantic tags along this axis, and (4) pro3.
duce content samples from these tags while respecting user
preferences from previous iterations. Users provide feed-
back by selecting preferred tags, prompting the system to
px that dimension and explore another axis.

Our contributions include:

1. Axes-and-Tags, structured exploration framework
with domain-agnostic core components.We present

a novel approach that transforms unstructured genera-

tive capabilities into structured design exploration using
a unibed interaction model, bridging the gap between
natural language Rexibility and systematic exploration
of traditional design tools.

LLM-powered mechanisms for domain-independent
dimension discovery and tag-bprst generationWe de-
velop techniques that leverage LLMs to extract mean-
ingful dimensions, generate diverse semantic tags, and
produce content samples while respecting user prefer-
encesNusing identical prompt templates regardless of
design domain.

Multi-domain implementation of Axes-and-Tags. We
implement our framework across three distinct genera-
tive tasksNimage generation, HTML/CSS website cre-
ation, and text compositionNwhere the only domain-
specibc component is a simple prompt template map-
ping semantic specibcations to appropriate outputs. We
demonstrate that Axes-and-Tags allows users to explore
in a more structured way, increasing breadth and depth
concurrently.



Axes-and-Tags demonstrates how LLMs can guide Algorithm 1 LLM-Guided Exploration Framework
structured design exploration, combining natural IanguageRequire: Initial user request
Rexibility and semantic tag simplicity with systematic ex- . o | IDENTIFYAXES(r); T !
ploration capabilities of parameter-based interfacesNwhile 5. \yhile design task continueso
maintaining separation between domain-agnostic explo- 5. Atee '{ a# A|!t# T :tisassociated witha}
ration logic and domain-specibc output generation. 4: Asel ! SELECTAXIS(Afree )

5: Tvar ! GENTAGS(asel, T)
2. Related Work 60 Temp ! GENTEMPTAGS(Afree \{ @sel})
. [
D(_asigq processes typically progress through concept cre- ; fsor each tag # Tyar do
ation, iteration, and bne-tunind 1, 31]. Axes-and-Tags o T I TS{t}$ T
. . . . complete temp
supports this by enabllpg'structured exploration through in- 10: s! TAGSTOCONTENT(T, Tcomplete )
terpretable axes of variation. 11: S1 S${(s,)}
12: u! GETUSERACTION()
Design Galleries and Parameterized Exploration De- 13:  if uis tag selectiorthen
sign Gallery P2] pioneered gallery-based interfaces by 14: T! T${u}
sampling parameter spaces and arranging results for com-5:  else ifu is axis selectiothen
parison. Later approaches improved efbciency using pref- 16: Asel ! U
erence models5] 20], active learning 16, 18], or genetic ~ 17:  else ifu is state edithen
algorithms B4]. However, these systems restrict users to 18: UpdateA and/orT according to edit

visible designs and often require tool-switching. Axes-
and-Tags dynamically generates galleries based on user
feedback, enabling continuous exploration without pre- text composition tools like WordcrafB[f] support interac-
computation or bxed parameter spaces. tive writing. Most systems treat prompts as opaque ob-
jects @, 36] or require manual specibcation of parts of

) ) o prompts to modify 10]. Axes-and-Tags automatically iden-
Parameter Manipulation and Re-parameterization  {ibes semantic axes across domains and supports explo-
While sliders offer precise control’] 33], they become  ation through named axes with explicit tag-based genera-
tedious in high-dimensional spaces. Re-parameterizationijon rather than direct prompt manipulation. By integrating
transforms complex spaces into meaningful dimensions. yesjgn galleries with modern generative capabilities, Axes-
Semantic attributes enable manipulation through human-and-Tags transforms unstructured content generation into
understandable labels in faced,[materials P9], shapes  stryctured exploration, bridging natural language Rexibility

[9, 38], and typographyZ4]. Recent approaches use deep and systematic exploration regardless of output type.
learning to discover semantic directions in generative mod-

elsO latent spacds$| 26, 30], but require ofRRine training on 3. Method
large datasets. Axes-and-Tags leverages LLMs to identify _
interpretable axes on-the-Ry, eliminating pre-computation 3-1. System Overview

while providing structured exploration. Axes-and-Tags maintains two core state components: (1) a
set of interpretable axes = {a;, a, ..., a, } with each axis

being a concise phrase (e.g., Ocolor palette,O0 Oroom styleO)
representing a semantic dimension, and (2) a set of pre-
ferred tagsT = {ti,t2,...,tm}, where each tag; is a

brief descriptor (e.g., Ominimalist,0 Owarm sunsetO) associ-
ated with a specibc axis. This state evolves through user in-
teractions and LLM-guided exploration as outlined in Alg.

Structured Exploration in Creative Design Tools De-
sign Adjectives B1] learns personalized attributes from in-
teractions, while ShadowDravw2]] and Dream LensZ3]
guide exploration through visual feedback. Axes-and-Tags
differs by explicitly exposing semantic dimensions rather
than implicitly learning preferences or requiring textual re-
Pnement. This transparency helps users build accurate men-

tal models [3, 14] and supports intentional creative direc- 3 2 Working with Tags Instead of Prompts

tion.
A fundamental design decision in Axes-and-Tags is the use

of semantic tags rather than direct prompt manipulation.
Design Interfaces for Generative Models Generative = Modern generative Al prompts are complex and verbose,
models have transformed design interfaces. Text-to-imagecreating signibPcant cognitive load for users trying to under-
tools [4, 36] help craft prompts for diffusion models, while  stand how specibc changes affect outputs.



Figure 4. Varying a single axis at a time helps users navigate
the design spaceHere, we take a look at a user using Axes-and-
Tags to generate an image of a Bower. Left: When multiple di-

Figure 3. Tags streamline interaction with prompts. The user . imult v (R ¢ back d. liahti
is exploring the Obackground type® axis with three different Op_mensmns vary simultaneously (Bower type, background, lighting,

tions. On the bottom, we show the complete text-to-image prompts style, composition), users cannot easily attribute visual differences

where the words corresponding to each tag are highlighted in bold. !© SPECIPC dimensions. Right: Our approach varies only one di-
Note how a simple tag like Olush garden® expands to inBuen ension (Opetal colorO) while keeping all other dimensions bxed.

multiple phrases across the prompt (Ooutdoors in a lush garden I?|s f(ﬁﬁsed ?/artlagodr) enab_les uszrs t?(clgeftrly uncjigrstgr_ld the im-
Ovibrant green foliage...O, Oserene and peaceful atmosphereO).péﬁFo € selected dimension and make Informed decisions.
interface allows users to interact with these concise semantic tags

rather than editing complex prompts directly. . . . .
and selection prompts are entirely domain-agnostic, func-

tioning identically whether the task involves image genera-

Our tag-based approach encapsulates this complexity betion, website creation, or text composition.
hind simple, human-readable descriptors. Fig.illus-
trates this by comparing raw text-to-image prompts to cor-
responding tags. The tag Olush gardenO expands to inRuent&ey insight in Axes-and-Tags is generating semantic tags
multiple phrases across the prompt, but users interact onlybefore generating content. This ensures variation occurs
with the semantic concept. The tradeoff is that users cannotprimarily along the intended dimension while respecting
manipulate prompts directly themselvesbtrading controlla-previous preferences.
bility for ease of use. In this paper, we make this tradeoff ] )
given the prior work on LLMs themselves being human- 3-4-1. Diverse Tag Generation
level prompt engineersll, 39 and on the effectiveness For the selected axise , AXxes-and-Tags generates diverse
of automatic prompt expansion for text-to-image genera- tagsT,,r representing different positions along this dimen-

3.4. Tag-First Generation Approach

tion [12]. sion (Alg. 1, L5). These tags capture meaningful varia-
] ) ) ) ] tion alongage While being compatible with existing prefer-
3.3. Dynamic Axis Identibcation and Selection ence tagd . For example, ifase represents Oart styleO for

Unlike traditional systems with bxed dimensions, Axes- & mountain landscap&,,, might include Ophotorealistic,O

and-Tags dynamically identiPes relevant axes specipc toQimpressionist,O and Ominimalist vector art.0

each design task. Given a user request, we query the LLM The tag generation process uses domain-agnostic

to analyze the design and identify semantically meaningful Prompting that encourages diversity while maintaining co-

dimensions (Alg.1, L1). For example, given Oa logo for herence with the design request. The same prompt tem-

a coffee shop,® Axes-and-Tags might identify axes such aBlates are used regardless of output type.

Ocolor palette,O Oiconography,O Otypography,O and Ocog&o&i-

tion style.O T
At each step, Axes-and-Tags selects an untagged axi€ONCe tagsTva are generated, Axes-and-Tags produces

asel from Agree for exploration (Alg.1, L4). This selection ~ SPecibcations for each sample, consisting of:

can be automatic or user-directed. The axis identibcationl. The initial user request

Tag-Conditioned Content Generation



2. The current set of preferred tagsfor dimensions with
established preferences

3. One tag fronT,, for the currently explored axis

4. Temporary tags for all remaining untagged dimensions

By generating temporary tags for dimensions that are

. Website Design:

A system for exploring LLM-
generated web interfaces. Users can create landing
pages, payment portals, portfolios, etc. by navigating
dimensions such as layout structure, color scheme, and
component style. The system generates HTML with

neither being explored nor have established preferences, we Tailwind CSS via Claude Sonnet 3.7, achieving a latency
ensure variation occurs only along the intended axis. of 10 seconds per generation.

The fully-tagged specibcation is then passed to the3. Text Composition: A system for exploring written con-
only domain-specibc component: a Orendering® prompt that tent generation. Users can create emails, product de-
translates the semantic tags into the appropriate output for-  SCriptions, marketing copy, etc. by exploring dimensions
matNa text-to-image prompt, HTML/CSS code, or format- like tone, formality, and structure. Content is generated
ted text (Alg.1, L10). This separation between domain- ~ Using GPT-4.1-mini, resulting in a latency of 4 seconds
agnostic exploration logic and domain-specibc output ren-  P€r generation.
dering allows Axes-and-Tags to generalize across diverse These domains represent fundamentally different output
tasks with minimal adaptation. modalities and user objectives, yet our framework applies a
) i consistent interaction model across all three, with only the
3.5. Interface Design and User Interaction Pnal tags-to-content stage adapted to each medium.
Our interface (Fig. 2) employs a two-panel design. The
left panel displays a gallery of six samples showing vari-
ation along the current dimension, with corresponding tags\We use GPT-4.1-mini for all core functions (axis identiPca-
prominently displayed. The right panel provides a complete tion, tag generation, semantic processing) with temperature
view of the current state, with axes organized by status (se-0.7 to balance deterministic reasoning with creative diver-
lected preferences, current exploration, future options). sity. The interface was implemented as a simple HTML

Axes-and-Tags supports several interaction modes: and JS app with a Python FastAPI backend to orchestrate
1. Tag Selection Users can select any sample to add its tag LLM calls and maintain state.

as a preference, bxing that dimension and advancing to Our implementation follows a modular architecture

another axis. where domain-agnostic components (axis identibcation, tag
2. Axis Navigation: Users can select which axis to explore generation, state management) remain identical across do-

next, edit axis names, or add new axes. mains, while domain-specibc modules handle only the pPnal
3. Preference ManagementUsers can modify, add or re-  translation from semantic specibcations to output format.
move both axes and tags to adjust preferences. This separation enables Axes-and-Tags to generalize across

Each interaction updates the state, triggering a new gen_different generative tasks with minimal adaptation. Com-
eration cycle that respects updated preferences. This creatgd€té prompt templates are provided in Ajpl.

a feedback loop where users iteratively rebne their design

one dimension at a time while maintaining control over the 5. Results

exploration process. This interaction model remains consis-
tent across all generative domains.

4.1. Implementation Details

We demonstrate Axes-and-Tags through examples across
three domains: image generation (Figsand 6, more in
App. A), website design (Fig7z, more in App.B), and text
composition (Fig8, more in App.C). Each bgure shows the
We evaluate by implementing Axes-and-Tags for three gen-Step-by-step exploration process, highlighting our key con-
erative design domains, and examine the results both vialributions: explicit parameterization through semantic axes,
sample walkthroughs in Se& (with additional examples ~ focused single-dimension variation, and tag-based prefer-
in Apps.A to C) and via user feedback in Se6. We im- ence specibcation.

plemented Axes-and-Tags for the following three domains:

1. Image Generation: A system for exploring text-to-  Explicit Parameterization through Semantic Axes
image diffusion models. Since effective prompts typi- Axes-and-Tags automatically identipes meaningful dimen-
cally require complex, multi-paragraph instructions with sions specibc to each domain and design task. In 5jg.
specibc stylistic directiveslp, 25], Axes-and-Tags ab- the system identibes dimensions relevant to truck imagery:
stracts this complexity through semantic tags. We use Otruck type,O Otruck color,0 Obackground environment,O and
FLUX.1 Schnell, a 12B parameter diffusion model, Otime of day.0 For bedroom design in Fgit extracts
which provides an approximately 2 second latency for Obed style,® Owall color,0 Obedding color,0 and Odecor theme.O
image generation. The website design in Fig.is parameterized along Olayout

4. Experimental Setup
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Figure 5. Generating a truck image via Axes-and-TagsStart- Figure 6. Progressive rePnement of generating a bedroom

ing with Otruck type,0 the user selects Odump truckd (highlightedage through our axis-and-tag approach. The user brst ex-
in green), bxing this preference for subsequent explorations. Theplores Obed style® options and selects Ominimalist platform bed®
system tben presents vgriations along Otruck color,® where the us(greeg border). With the bed style bxed, the system presents Owall
selects Obright yellow.O With type and color established, exploeolorO variations while maintaining the selected bed, and the user
ration continues to Obackground environment,® where Osnowy fahooses Oslate blue.d Exploration continues to Obedding color,0
estd is~selected. Finally, the system otfers variations along Otimehere (:)warm terracotta acc~ents(3 is selected, and bnally to Odecor
of day,0 with the user selecting Onight.O Green borders indicate ttieeme,O where OminimalistO is chosen. This demonstrates our sys-
userOs selections at each step. temOs ability to enable focused, interpretable exploration along in-
dividual dimensions while preserving user preferences across iter-
ations.
style,® Ocolor palette,0 Otypography style,0 and Onavigation
placement,® while the email composition in Figs struc-
tured along Oformality level,O Oreason for extension,0 Oleitigth site to desert road to snowy forest. Similarly, in Fig.
of email,0 and Otone of request.O 7, when exploring Onavigation placement,O the previously
This explicit parameterization helps users develop a selected monospace typography and complementary color
mental model of the design space and enables systematialette remain consistent across all samples.
exploration. Rather than treating generation as a black box, The tag-Prst generation approach is essential for achiev-
users can see which dimensions are available for explo-ing this focused variation. By generating temporary tags
ration and how they relate to their design goals. For ex- for dimensions not yet explored, we ensure consistency
ample, in Fig. 6, the separation of Owall colorO from Obedwhere needed. In Fig8, this allows exploring Otone of
ding color® allows the user to make targeted decisions abouequestO (varying from OapologeticO to OconbdentO to Ohum-
each aspect independently. As these axes are generated uleO) while maintaining the previously selected formal style,
ing LLMs, there are sporadic failure cases involving extra- family emergency reason, and moderate length. Without
neous axes being generated. For example, when generatintis approach, changing one aspect might inadvertently af-
text for the prompt OA name for an Al agent startupO, thdect others, making it difbcult for users to understand cause
LLM assumes we are creating a full brand identity and sug- and effect. Occasionally, the tag of a value constrained is
gests Obrand colorQ as an axis. not strict enough, which may lead to unexpected variation
among an axis, like in the case of Odramatic lightingO which

Focused Variation Along Single Dimensions By vary- could mean a variety of lighting techniques.

ing only one dimension at a time while holding others

constant, Axes-and-Tags enables clear understanding offag-Based Preference SpecibcationOur tag-based ap-
each dimensionOs impact. This focused variation is evifproach enables interpretable feedback and consistent appli-
dent across all examples. In Fif, when exploring Oback- cation of user choices throughout the design process. In
ground environment,® the dump truck maintains its yelloweach bgure, green highlights indicate selected tags that be-
color while only the surroundings change from construc- come bxed preferences for subsequent explorations. For ex-















