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Abstract

Given an original image, image editing aims to generate
an image that align with the provided instruction. The chal-
lenges are to accept multimodal inputs as instructions and
a scarcity of high-quality training data, including crucial
triplets of source/target image pairs and multimodal (text
and image) instructions. In this paper, we focus on image
style editing and present StyleBooth, a method that proposes
a comprehensive framework for image editing and a feasi-
ble strategy for building a high-quality style editing dataset.
We integrate encoded textual instruction and image exem-
plar as a unified condition for diffusion model, enabling
the editing of original image following multimodal instruc-
tions. Furthermore, by iterative style-destyle tuning and
editing and usability filtering, the StyleBooth dataset pro-
vides content-consistent stylized/plain image pairs in var-
ious categories of styles. To show the flexibility of Style-
Booth, we conduct experiments on diverse tasks, such as
text-based style editing, exemplar-based style editing and
compositional style editing. The results demonstrate that
the quality and variety of training data significantly en-
hance the ability to preserve content and improve the over-
all quality of generated images in editing tasks. Project
page can be found at https://ali-vilab.github.
io/stylebooth-page/.

1. Introduction

Diffusion models [20, 41, 48] have demonstrated impres-
sive capabilities in Text-to-Image (T2I) generation. Im-
age editing, with its extensive applications in everyday life,
aims to modify original images to meet specific criteria
given the reference image or prompt. Recently, diffusion-
based image editing has emerged as a field with significant
potential. Numerous prior studies have leveraged diffusion
models to manipulate original images according to instruc-
tions. These methods include manipulating features of at-
tention mechanism [7, 17], implementing guided diffusion
during the denoising step [2, 10, 35], and tuning T2I models

using image pairs for supervision [30, 55], and so on. How-
ever, these methods face the common challenges: (1) only
support instruction in a single modality (text or image), (2)
insufficient supervision in general image editing scenarios,
particularly ignoring the effect of high-quality images and
crucial pairs comprising target images and multimodal (text
and image) instructions.

Image editing encompasses overall seven distinct tasks,
as outlined in [15, 32, 38, 45], including style editing, object
removal, object addition, background modification, color
and texture alterations, local adjustments, and comprehen-
sive global changes. It’s a significant challenge to cre-
ate an instruction-based image editing dataset that encom-
passes all these tasks, featuring high-quality images paired
with comprehensive instructions. In this study, we focus
on image style editing, which is a common and extensively
employed aspect of image editing endeavors. Style trans-
fer is a quintessential task in image-to-image (I2I) editing,
with many efforts primarily directed at constructing style-
specific models [23] that support a limited range of styles,
or at developing text-guided style editing models [33] that
interpret textual descriptions of styles as inputs. To over-
come the constraints imposed by textual style descriptions,
exemplar-based style editing approaches [8, 47, 56] have
been introduced, which accept any given style image as an
additional input. However, these methods often sacrifice the
capability to adhere to textual instructions.

To tackle these challenges, we introduce StyleBooth, a
unified method for text and exemplar-based style editing
that accommodates hybrid editing instructions combining
written text and exemplar images. Concretely, we devise
a unified conditioning schema for the diffusion model, us-
ing the tokens “〈style〉” and “〈image〉” as identifiers to in-
dicate arbitrary style and exemplar style images. The text
instruction, which substitutes the “〈style〉” token with spec-
ified style words, is processed through the text encoder. Ad-
ditionally, the exemplar image is encoded by the image en-
coder, and the image feature is aligned with the encoded text
feature in a unified hidden space, forming the multimodal
input for the diffusion model. Merging the flexibility of
natural language with the explicitness of exemplar images
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extensive transformation. Recently, diffusion-based image
generation has developed rapidly and has also been applied
to style transfer tasks. These methods [8, 46, 50, 56] often
require users to provide only a few or even just one style
image to achieve a relatively universal style transfer. In this
process, generating high-quality transferred images while
maintaining the semantic information of the content image
remains a challenge. StyleBooth builds upon this founda-
tion and can generate high-quality transferred images while
preserving semantic information of the content image.

Text-based image editing. Image editing is a common
application in practical scenarios, where it can achieve
customized image generation through external guidance.
Many pre-trained generative models based on diffusion
models [20, 36, 41, 48, 49] can generate corresponding im-
ages according to text, but it is difficult to finely edit im-
ages according to specific needs while keeping the main
content unchanged. Recent works edit global semantic in-
formation of images based on text guidance [3, 17, 34].
However, they still require detailed descriptions or correc-
tions of the target images. Text-based image editing of-
fers great convenience, as it only requires describing the
specific changes to be made to the image, such as “Let it
be in the style of Picasso”. InstructPix2Pix [4] is trained
with instructional data generated by GPT-3 [5] and Prompt-
to-Prompt [17]. MagicBrush [53] builds an image editing
dataset with manually annotated instructions using online
image editing tools. Emu Edit [45] proposes a multi-task
image editing model and trains it on image editing and
recognition data. Although these works have achieved im-
provements, high-quality data and precise execution of edit-
ing instructions remain significant challenges.

Exemplar-based style editing. Differ from exemplar-
based text-to-image generation methods [29], exemplar-
based image editing typically uses one or more image ex-
emplars and one content image as references for genera-
tions. InST [56] introduces an attention-based textual in-
version method that inverts a painting into corresponding
text embeddings to guide the model in creating images with
a specific artistic appearance. StyleDrop [46] employs an
adapter fine-tuning approach to efficiently train models cor-
responding to the reference images. RAVIL [57] modifies
the denoising inference chain of diffusion models to align
with the real image inversion chain, generating diversified
and high-quality variants of real-world images. Recently,
researchers [51, 52] try to handle this problem by injecting
content image and style image through ControlNet and in-
dependent cross attention modules respectively. The afore-
mentioned methods only support editing with exemplar im-
ages, while StyleBooth can generate highly creative images
based on both image exemplars and text instructions, and
improves consistency and identity of the images.

3. StyleBooth

In this section, we present a unified text and exemplar-based
style editing method namely StyleBooth. For styles easy to
be explained in text, the text-based method is capable of
following text instructions. As for those hard to write ac-
curately, one may use an exemplar-based method providing
the target style by uploading a reference image. StyleBooth
has both advantages. StyleBooth unifies text instruction and
exemplar image into a multimodal instruction. Our model
is a latent diffusion model conditioned by this multimodal
instruction together with an image to be edited as illustrated
in Fig. 2. High-quality data is also essential to style editing
tasks. We introduce a paired image constructing strategy
based on iterative style-destyle editing and usability con-
trol. Following this methodology, we present a high-quality
dataset supporting text and exemplar-based style editing.

3.1. Multimodal Instruction Editing
Preliminaries. Diffusion models [20] are trained to sample
image x from Gaussian noise through a reversed diffusion
process, which is a sequence of denoising operations of pre-
dicting the added noise ε ∼ N (0, 1) at a specific timestamp
t. To improve the efficiency, latent diffusion [41] utilizes a
pre-trained variational autoencoder [27] E to encode x into
latent space z = E(x) and operates denoising in the com-
pressed latent space. InstructPix2Pix [4], an image editing
model, tuned from a pre-trained T2I latent diffusion model
εθ conditioned by instruction text cT and original image cI .
cT is encoded by pre-trained CLIP [39] text encoder into
text features hT = CT (cT ), while cI is encoded by a pre-
trained variational autoencoder into latent. The training ob-
jective is formulated as follows:

L = EE(x),E(cI ),hT ,ε,t‖εθ(zt, t, E(cI), hT ) − ε‖2
2. (1)

Multimodal instruction. To support text- and exemplar-
based style editing at the same time, our model supports
text-only, image-only, and text-image instructions, as illus-
trated in Fig. 2. Input images are treated as an undetermined
identifier “〈image〉” in the text encoder. We encode the style
exemplar image cE using CLIP image encoder CI . The
patch features after the last Transformer layer are consid-
ered as exemplar image features. We introduce a trainable
convolutional alignment layer W to map image features into
text feature space:

hV = W CI(cE). (2)

Finally, replacing the feature corresponding to the identifier
“〈image〉”, aligned hV are inserted into hT as visual tokens.
The final multimodal instruction is formulated as:

h = Finsert(hT , hV ). (3)
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Figure 3. Iterative Style-Destyle Tuning and Editing pipeline. Following a de-style editing, filtering, style tuning, stylize editing,
filtering and de-style tuning steps, Iterative Style-Destyle Tuning and Editing leverages the image quality and usability.
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Figure 4. Generated image pair samples during Iterative Style-
Destyle Tuning and Editing. During iterations, image quality
gets higher while key style features are gradually wiped off in the
de-styled images. We show the style images and de-style results
generated in 1st and 2nd de-styled phase and a plain image and
results generated in 1st stylize phase.

up of entirely high-quality images. The key idea we con-
structing such a dataset is starting from high-quality styl-
ized and plain unpaired images, then conducting a basic I2I
style adding and removal transformation to generate image
pairs as intermediate training data. We improve the trans-
formation quality by a filter mechanism during multi-round
Iterative Style-Destyle Tuning and Editing.

We take advantage of the T2I ability of an advanced
T2I diffusion model and the ability of an text-based im-
age editing model pre-trained from the InstructPix2Pix [4]
dataset. Instead of collecting from real images, we use T2I-
synthesized images for convenience and avoiding possible
moral violations. To leverage the quality of generated im-
age pairs, translation between style image and plain im-

age is done iteratively and usability filter is conducted af-
ter each iteration. The data generation pipeline is illustrated
in Fig. 3.
Generating style and plain images. Intuitively, images in
specific styles can be generated by any T2I model as long
as the style-related keywords to the text prompt. We follow
the same route but design text prompts carefully through
prompt expansion provided by Fooocus [11] to avoid the
style of generated image misaligned with our prompts. For
each of the styles, prompts are modified by the style for-
mat before being sent to T2I model. We accept 67 prompt
formats and 217 diverse content prompts, ending up with
67 different styles and 217 images per style. This batch of
stylized images is marked as BatchA. Next we generate
BatchB consisting of plain images. For diversity and qual-
ity of generated images, we randomly select image captions
from the LAION Art [44] dataset as prompts. Unlike style
images, no specific style keywords in prompts.
Vanilla de-style and usability filtering. We train a vanilla
version of image editing model following the methodology
of Instruct-Pix2Pix [4]. This model has a basic I2I editing
ability but the generated data quality falls far short of our
needs. Starting from BatchA, we use the image editing
model to de-style them into plain photographic images gen-
erating the corresponding BatchA1. As shown in the sec-
ond column of Fig. 4, after the first de-style operation, the
content structure is preserved yet most of these de-styled
images contain features of the original style. We then em-
ploy a CLIP-based [39] metric to filter out image pairs that
are too similar, indicating no significant style change, and
that are overly different, which could imply potential con-
tent distortion. By establishing upper and lower thresholds
for CLIP scores, this filtering process effectively eliminates
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the majority of evident failures produced by the I2I model.

Iterative style-destyle tuning and editing. To further
strengthen the pre-trained I2I model, we take filtered im-
age pairs as training data and fine-tune it using Style Tuner
to learn style-adding ability. Now, the BatchA1 are used
as inputs while the style images in BatchA as targets. Ef-
ficient tuning methods [16, 21, 24, 25] show strong few-
shot learning capability. Here, we add efficient tuners
called Style Tuners to the basic I2I model and tune different
styles separately which means each tuner is only responsi-
ble for one specific style. After tuning, the base model with
tuners will edit BatchB images to add the styles they have
learned. Then we get BatchB1. Some of the results are
shown in the last column of Fig. 4. The style-adding re-
sults is frustrating and styles in BatchB1 is still not that
accurate. Again, BatchB and BatchB1 images are mea-
sured and filtered by CLIP-based metric to be the next round
training data. Note that we always use the high-quality im-
ages in BatchA or BatchB as the training targets. In this
round, we tune I2I model to be a style removal model using
De-style Tuner, which means images in BatchB1 are used
as inputs and image in BatchB as targets. Still, one tuner
is trained to remove one type of style. The tuned I2I model
edits the stylized image in BatchA and geneates BatchA2

which are shown in the third row of Fig. 4. The image qual-
ity in BatchA2 is improved dramatically. We also use CLIP
scores to filter out unqualified image pairs. After n itera-
tions, BatchAn are generated and image pairs of BatchA
and BatchAn are filtered. The style-diverse, high-quality
and content-preserved stylized/plain image pairs are finally
observed. We compare the number of images those pass-
ing the CLIP filter. Comparing to the results of vanilla
de-style, the average usability rate is increased dramatically
from 38.11% to 79.91% by 41.80%, which shows that our
Iterative Style-Destyle Editing is effective to improve qual-
ity of paired images.

4. Experiments

4.1. Experimental setup

We conduct our data generation and experiments on an
open-source project SCEPTER [43], integrating many
styles from Fooocus [11] and providing an easy implemen-
tation of efficient tuning methods. We use SDXL [1] to gen-
erate BatchA and BatchB. LoRA [21] with rank 256 are
accepted as Style Tuners and De-style Tuners. The editing-
tuning iterations stop at the end of the 2nd de-style process.
So the final training pairs are BatchA2 and BatchA. The
trainable W is configured as a 6×6 convolutional layer with
stride 4, mapping a 14 × 14 visual features into 9.

4.2. Text-Based Style Editing
Baselines and benchmarks. We compare our model with 3
state-of-the-art text-based image editing methods. Both In-
structPix2Pix [4], Magic Brush [53] and The Emu Edit [45]
present machine-generated image editing instruction-tuning
datasets involving triplets of the original image, edited im-
age, and text instruction. Magic Brush mainly focuses on
local editing tasks while InstructPix2Pix and Emu Edit are
more generalized. Additionally, Emu Edit introduces an
instruction-based image-editing benchmark. Each entry in
this benchmark includes an input image, a set of instruc-
tions, captions for both the input and output images, and
an edited result generated by the Emu Edit model. This
benchmark encompasses seven distinct tasks: style edit-
ing, object removal, object addition, background alteration,
color/texture modification, local adjustments, and compre-
hensive transformations. In our study, we concentrate ex-
clusively on the style editing task, which comprises a total
of 226 samples after excluding one sample with blank input
and output images.
Evaluation metrics. We use the following CLIP-based
metrics: (1) Directional score(CLIPdir) [12] measures the
alignment of 2 directions, input-output caption change di-
rection and input-output image change direction in CLIP
space. The input-output captions are provided in Emu-
Edit Benchmark. (2) Image similarity(CLIPimg) measures
the similarity between the input and edited images indicat-
ing the number of changes. (3) Output similarity(CLIPout)
measures the similarity between the edited image and the
output caption. To assess editing outputs under human
standards, three human rating scores are presented: (1)
Instruction success rates(SRins) estimates whether output
styles are correct and match instructions. (2) Content suc-
cess rate(SRcont) estimates the content consistency. (3)
User preference rate(UPR) compares our method against
other baseline approaches.
Quantitative comparisons. As displayed in Tab. 1, our
method achieves competitive CLIPdir and CLIPout scores
in comparison to the previously mentioned baselines. Emu-
Edit achieves significantly higher CLIPimg and SRcont
scores than others, which means the outputs and the orig-
inal images are more similar in both CLIP space and hu-
man views. It’s essential to measure content-preservation,
but an extremely high score might come from insufficient
conveying of the style features. We will explain more in
qualitative comparison. Overall, our approach attains the
highest instruction-following rate SRins at 55.44% and an
elevated user preference rate UPR of 58.85%, outperform-
ing the baseline methods. These figures indicate that our
model not only has the highest rate of accurate edits but is
also most favored by users.
Qualitative comparisons. Editing results of StyleBooth
along with results of the baselines are shown in Fig. 5. Our
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Figure 6. Exemplar-based style editing comparisons. Inputs include a style exemplar and an original image displayed on the left-bottom
corner of exemplar images. StyleBooth achieves both accurate style extraction and transformation and identical content preservation.
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Figure 7. StyleBooth compositional style editing and style interpolation. StyleBooth unifies textual and visual exemplar by mapping
them into a same hidden space making it possible to adjust the proportion of different styles in different modalities.

6. Conclusion

We present StyleBooth as a multimodal instructional image
style editing method. It independently encodes the refer-
ence image and text, subsequently transforming and align-
ing them within a latent space, followed by injection into
the backbone network for generative guidance to achieve
text- and exemplar-based instructional editing. Meanwhile,
StyleBooth can also fuse multimodal information for a com-
positional creative generation. Furthermore, we construct a

high-quality dataset for style editing, composed of a wide
variety of content-consistent stylized and plain image pairs,
which assists us in building better editing models.

Limitations. In this work, we construct a rich dataset for
style editing. However, the data construction is based on the
textual descriptions of specific styles, such as watercolor,
which significantly limits the number of styles. Collecting
more extensive editing datasets will be our future work.
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